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Abstract
Social networks and modern age connectivity generate large amounts of data every
day. Some of these datasets contain geographical information which could potentially
be used to perform spatial or temporal analysis. In this paper a tool is introduced with
the aims to allow tempo-spatial exploration on photos downloaded from the photo
sharing site Flickr. The tool is built on PHP and JavaScript and uses PostgreSQL as a
data store with PostGIS for spatial data processing, WMS and WFS services are
provided by GeoServer. The tool first connects to the Flickr public API REST endpoint
to download the photos which are related to a specific tag requested by the user. Preprocessing is performed on the downloaded dataset to remove multiple photos that
have been taken by the user on the same location on the same day. Cluster analysis is
performed on the reduced dataset once for each time unit on a specified study area
using the DBSCAN density-based algorithm. Quadrat count analysis is performed by
the tool as the last step in the process, giving the user the statistical means to assess the
validity of the cluster analysis. The tool is evaluated on the last section of this paper
with a case study that uses a dataset comprising photos with the “humpback whale” tag.
This dataset is used to find the location of the most popular whale watching spots for
four study areas in the North Pacific Ocean. The results are evaluated to assess the
spots chosen by the tool.

Juan Luis Rodas Rivera

Research Paper

1 Introduction
The almost ubiquitous connectivity brought by modern mobile technologies and social
networking services helps people around the globe generate very large amounts of
information every day. Statistics on social networking sites (Statistic Brain Research
Institute, 2014) show that on average 70 billion pieces of content are shared on
Facebook1 each month, 190 million tweets per day are posted on Twitter2, and 3000
photos are uploaded to Flickr3 per minute. Many of these resources contain valuable
geographic information attached to them which can be used for many interesting kinds
of analyses.
This paper attempts to explore answers to the question: can a tool be developed to use
Flickr photos as a source of geographic information, and perform spatial and temporal
analysis on them? There are tools on the web which use Flickr photos in a geographic
context, but limit mainly to placing them on a map for browsing purposes; a couple of
examples are Flickr’s own mapping application4 and loc.alize.us5. There are also more
advanced tools that offer spatial and temporal analysis capabilities; examples are
World Explorer (Ahern, Naaman, Nair and Yang, 2007) which analyses tags for georeferenced photos in order to extract representative tags for arbitrary locations, and
Taglines (Dubinko et al., 2006), which uses river and waterfall metaphors to visualise
the evolution of tags over time.
The tool developed in this paper uses server-side storing and processing via
PostgreSQL’s PostGIS extension, which enables it to perform spatial queries on georeferenced data. Temporal querying is handled with PostgreSQL’s and PHP’s
timestamp and time interval data types and functions. The time interval data type
allows an effective solution for the definition of arbitrary time scales.

Facebook, http://www.facebook.com/
Twitter, http://www.twiter.com/
3 Flickr, http://www.flickr.com/
4 Flickr Map, https://www.flickr.com/map
5 loc.alize.us, https://loc.alize.us/
1
2

1
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The tool implements the DBSCAN (Ester, Kriegel, Sander and Xu, 1996) clustering
algorithm to find density-based spatial relationships in the data. Parameters for the
algorithm are provided by the user. The tool uses these parameters to transparently
search for clusters on all defined time units.
The frontend of the application uses JavaScript, HTML5 and CSS3 to produce a simple
and dynamic interface. OpenLayers 36 is used by the tool to deliver interactive web
mapping capabilities. The WMS and WFS services used by the tool are provided by a
GeoServer instance running on the backend.
The tool is evaluated on a case study where locational data for the tag “humpback
whale” is downloaded from Flickr and used to locate the “most popular” spots for
whale watching. These spots are defined as the locations with the greatest continuous
presence of clusters of photos among consecutive time units.

6

OpenLayers 3, http://ol3js.org/
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2 Background
2.1 Volunteered Geographic Information (VGI)
Volunteered Geographic Information (VGI) is a term that was coined by (Goodchild,
2007a) to describe the involvement of large numbers of citizen with little or no proper
qualifications in the creation of geographic information, either voluntarily in projects
like eBird7, where volunteers across the globe contribute information on bird sightings
(Wiersma, 2010), or unwittingly in social networking sites like Flickr, where users can
choose to share the geographical location of the pictures they have taken.
People who contribute to the creation of geographic information over the internet are
capable of using, among other devices, smartphones which often come equipped with
some sort of GNSS (GPS for example) that works in conjunction with Wi-Fi and
cellular network data to calculate and record the geographical location of the user.
Under ideal conditions, some of these devices can calculate locations with a median
accuracy of 5 metres from the true location in open areas (Zandbergen and Barbeau,
2011). Moreover, the ubiquitous connectivity of mobile communication networks
means that the generated content is uploaded instantly to the many Web 2.0 platforms
that offer the option of storing and sharing this information. These developments in
GNSS and mobile communication technologies are partly responsible for regular
citizens becoming active sensors, individuals capable of sensing geographic
information augmented by these technologies (Goodchild, 2007b).

2.2 Flickr photos and GI
Photos from Flickr which contain geographical information have shown great potential
to be used in a variety of user-oriented applications like the creation of personalised
travel itineraries (De Choudhury et al., 2010) and the illustration of travelogues (Lu,
Pang, Hao and Zhang, 2009). Photos which do not contain geographical information
can have their location estimated, usually using geo-referenced photos and their tags as
training data (Serdyukov, Murdock and van Zwol, 2009). Flickr photos and their tags
have also been used to assign coordinates to web resources like Wikipedia pages (De
7

eBird, http://www.ebird.org/
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Rouck, Van Laere, Schockaert and Dhoedt, 2011), and in (Wilske, 2008) Flickr is used
among other web resources to identify the boundaries of poorly defined
neighbourhoods in cities.
Flickr includes an accuracy attribute with each geo-referenced photo, but it has no
practical measurement. This accuracy attribute uses the descriptive scale on Table 1.
This scale ranges from 1 to 16 and it mainly relates to the zoom level at which the user
recorded the location of the photo at the time of upload.
Table 1: Flickr’s descriptive scale of the accuracy of photos.8

Description
World level (lowest)

Value
1

Country level

~3

Region level

~6

City level
Street level (highest and default)

~ 11
16

Inaccuracies in capturing devices do not exceed 30 metres outdoors and 100 metres
indoors (Zandbergen and Barbeau, 2011). These inaccuracies carry on to the photo once
it is uploaded, but it is unclear how they translate to Flickr’s accuracy scale. Some
studies have analysed this problem and attempted to measure and assess the accuracy
of Flickr photos. In (Hauff, 2013) a relationship is found between the accuracy of a
photo and the popularity of the venue pictured, popular venues were located with up
to 11-13 metres accuracy in contrast to 43-167 metres for less popular venues. In
(Zielstra and Hochmair, 2013) it is reported that images depicting larger (scenic) areas
are less accurate than images showing closer scenes, and that accuracy varies by region
with photos from North America showing lower error distances than photos from
Europe, Asia and Latin America.

8

Source: https://www.flickr.com/services/api/flickr.photos.geo.setLocation.html
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3 Methodology
The tool attempts to make visible aggregations of objects across space, defined as Flickr
photos with a particular tag, and explore how they evolve though time, that is, how
occurrences of the tag in space change from one time unit to another.
Tags are keywords that users add to a photo. They help classify photos and describe
the photo on some way. Some describe the location where the photo was taken like
“Rome” or “Main Street”, the object or persons depicted on the picture like “butterfly” or
“family”, or intangible things such as moods or feelings like “happy” or “love”. Any user
on Flickr can define tags for any photo and there is currently a limit of 75 tags per
photo (Flickr, 2014).
This section describes how the tool is designed and how it works.

3.1 Technologies used
The backend is built on PHP, hosted on an Apache HTTP server, which acts as a single
point of entry for all requests for the tool. The tool uses PostgreSQL 9.3 to store data,
the PostGIS 2.1 extension to process geographic entities, and GeoServer hosted on
Tomcat 8 to provide WMS and WFS web services to the frontend.
The frontend is a web application that uses various JavaScript and CSS libraries to
provide an interactive interface to the user. OpenLayers 3 is used for web mapping,
jQuery is used for DOM manipulation and navigation, and Bootstrap is used for
theming and formatting.

3.2 Data acquisition
The Flickr public API provides a variety of methods exposed through a REST endpoint
to access photo metadata. An API kit is used to access Flickr’s API methods (Phlickr9).
The tool does not request authentication to the user, thus only publicly available
photos are accessible, that is, photos on which the owner has not imposed any privacy
restrictions on their viewing. The actual photo is not downloaded; the tool works only
with the photo metadata.
9

Phlickr, http://www.sourceforge.net/projects/phlickr/
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The flickr.photos.search method is used to search for photos related to a particular tag.
This method can accept a wide variety of input parameters to control and restrict the
output of the query like maximum and minimum dates, search around a location, or
filter by user. The tool limits the search to only photos that contain a specified tag and
photos that have geographical information attached. This search method does not
return the geographical information of the photos by default, but it can be modified
with parameters to do so. The geographical information that is returned for a photo
includes the location where the photo was taken expressed as latitude and longitude,
and the declared level of accuracy of the photo (see Table 1).
Download of photo metadata on the fly was deemed unfeasible at this point since it
would offer a poor user experience with prolonged waiting times, thus, metadata is
downloaded and stored before any analysis is performed.

3.3 Data storage
PostGIS official documentation (PostGIS Development Group, 2014) states that
currently version 2.1 has very limited support for the geography data type which at
present only accepts geographic coordinates stored on the EPSG:4326 (WGS84)
coordinate system, any geometry column created with an SRID of 4326 is casted to the
geography data type. Calculations performed on the geography data type are not
planar, they are performed on top of a sphere or an ellipsis, which require the use of
more complex mathematics and take more CPU time to complete. Storing geometries
in the default EPSG:4236 coordinate system used by Flickr effectively restricts the
choice of calculations that are needed for the analysis phase.
To overcome this issue the geometry data type is used, and latitude and longitude
coordinates are projected to the same coordinate system used by the base (reference)
layer from MapQuest10, EPSG:3857, known as WGS84 Web Mercator (Auxiliary
Sphere). This projection converts latitude and longitude into a pair of Cartesian
coordinates which use a spherical based Mercator and is used by Google Maps and
Bing Maps among others.

10

MapQuest, http://www.mapquest.com/

6

Juan Luis Rodas Rivera

Research Paper

3.4 Pre-processing
When a group of photos is downloaded from Flickr, it needs to be adequately filtered
before analysis can be performed. A user would normally take several photos of the
same feature on a given moment; these groups of photos by a same user create artificial
clusters that can inflate the results. An observation consists of at most one tagged
photo taken by a user on a single day, so photos that do not met this criterion are
excluded from further analysis. On the pre-processing phase the following steps are
executed for each set of photos related to a particular tag:
•

For each group of photos taken on the same day by the same user on the same
location
o

Calculate the mean centre of the group of photos

o

Select the photo with the highest accuracy that is located closest to the
mean centre

o

Exclude the rest of the photos from further analysis

This process also excludes photos that were uploaded by a user using bulk upload, a
feature in Flickr that allows the upload of various photos at the same time, assigning
them the same group of attributes, among them, tags and coordinates. This reduced
dataset is used for all further analyses.

3.5 Finding spatial and temporal relationships
The next task is to find relationships in the data. The input data is comprised of points,
so point pattern analysis is performed on the reduced photo dataset.
The tool makes sure that the requirements for a set of events to constitute a point
pattern (O’Sullivan and Unwin, 2002) are met. All photos related to a tag are
downloaded, latitude and longitude coordinates are projected on a plane and stored as
points, and photos that depict the same event more than once are removed. The last
requirement requires the intervention of the user, that is, the determination of a study
area, which is dependent on the subject being analysed.

7
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Relationships on the spatial dimension will be defined by the presence of clusters.
Cluster analysis is widely used in many applications ranging from business
intelligence, to image pattern recognition and web search (Han, Kamber and Pei, 2012).
The tool uses the DBSCAN (Density-Based Spatial Clustering of Applications with
Noise) algorithm for clustering. It is one of many spatial clustering algorithms
(MacQueen, 1967; Johnson, 1967; Dunn, 1973; Ester et al., 1996). It is capable of
discovering arbitrary shaped clusters and has a concept of noise in which some points
are not assigned to any cluster (partial clustering).
This algorithm was chosen for the advantages outlined by (Albalate and Minker, 2011),
which are its ability to find clusters of different sizes and shapes, and crucially does no
need to know the number of clusters to find beforehand.
The implemented version of this algorithm (Gan, Ma and Wu, 2007) requires two
parameters: eps, the search distance that defines the ɛ-neighbourhood of a point, and
minPts, the minimum number of points needed to define a cluster. DBSCAN classifies
points in a dataset into the three groups (Tan, Steinbach and Kumar, 2005):
•

Core points
o

•

Points that have at least minPts neighbours within a radius of eps.

Border points
o

Points which are not core points, but fall within the neighbourhood of a
core point.

•

Noise points
o

A point that do not fall within the former two groups.

In Figure 1 points labelled C (orange) are core points (minPts = 4), points labelled B
(blue) are border points, and the point labelled N (green) is noise.

8
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Figure 1: Point types on a DBSCAN cluster

To explore the temporal dimension two things need to be defined for each study area, a
time frame and the time units to be used. The time frame is effectively an extension of
the study area onto the temporal dimension. The time unit can take the value of years,
months, weeks, or days, and should be chosen depending on the expected periodicity
of the event being studied. The tool conceptualises time as a time line, and events are
associated to a point in the time line (Wachowicz, 1999). Analysis is based on finding
sequences of observations which would indicate the presence of a phenomenon.
Cluster calculation is performed for each time unit in a study area and the results are
stored in the database. The clusters are then analysed for each consecutive time unit.
Overlapping clusters are marked as having a possible relationship among them, which
would indicate that the event or the object being depicted in the photo is persistent
over time. If a wide enough time frame is defined then periodicity can also be inferred
from the results. Periodical results are those which show similar patterns along a series
of evenly spaced time units.

3.6 Validation of the results
Cluster validation is performed in the form of quadrat count analysis. A hexagonal
grid (beehive) of the size specified by the user is laid on the study area and for each
quadrat the number of photos is counted. An example grid is presented on Figure 2.
The distribution of points in the quadrats is tested against the Poisson distribution by
calculating the variance/mean ratio (VMR). If the VMR has a value of 1 then the point
9
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pattern follows a Poison distribution and conforms to complete spatial randomness
(CSR), meaning that there is no obvious structure in the pattern, if the VMR has a value
greater than 1 then it is an indication of clustering, while a value less than 1 indicates a
dispersed pattern (Lloyd, 2009).

Figure 2: Example of a hexagonal grid for a study area in North America

A chi-square (x2) test can also be performed with the data generated by the tool. This
value together with a number of degrees of freedom equal to the number of quadrats
minus 1 can be looked up on a table of critical values for x2 to obtain significance levels
for the results that can be used to reject the null hypothesis that the point pattern is
created by CSR (O’Sullivan and Unwin, 2002).

10
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4 Results: Introducing the tool
The tool has two main interfaces which are accessible to the user: the control panel and
the viewer. The control panel deals with the main task of data maintenance and
processing while the viewer deals with all data visualisation tasks.

4.1 The control panel
On the control panel the user can interact with the main entities used to define the way
the photos are explored, the tags and the study area. A screen capture of the control
panel is presented on Figure 3. Every time the control panel is loaded it connects to
Flickr and sends an echo request to find out if the Flickr API REST endpoint can be
reached, this will show up on a message below the navigation bar.

Figure 3: Tag section of the control panel

The control panel is divided in four sections accessible either by scrolling, or directly at
the navigation bar at the top. The first section contains a list of all the tags that have
been defined in the application, ordered alphabetically. The list shows information on
11
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the number of photos downloaded for a particular tag, both total number and reduced
number, provides the options to search for new photos online, and offers downloads of
each dataset in shapefile format on a compressed zip file. The next section allows the
user to add a new tag to the application, only the name of the tag is needed for this
task, the new tag will show up on the list at the top.
The next section contains a list of all the study areas defined by the user, ordered by the
associated tag and the study area description. The list details the information the
application uses to restrict the photos that are included in each analysis, the parameters
used by the DBSCAN clustering algorithm, the number of clusters found if they have
been calculated, and the usual data maintenance options. Also from this list the user
has access to the viewer. The final section in the control panel allows the user to select a
tag to add a new study area. The study area can either be drawn on the viewer or can
be copied from another study area. Figure 4 shows these two sections.

Figure 4: Study area section of the control panel

12
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4.2 The viewer
The viewer allows the user to explore the spatial and temporal distribution of the tags
for which photos have been downloaded. A screen capture of the viewer is presented
on Figure 5. The map on the viewer contains five layers:
•

A tiled raster base layer from MapQuest for location awareness and reference.

•

The polygon that defines the spatial extent of the study area defined by the
user.

•

A hexagonal grid of quadrats covering the study area.

•

The clusters found by the DBSCAN algorithm.

•

The location of the photos on the map as reported by Flickr.

Figure 5: The viewer showing clusters in a study area in North America

Temporal exploration of the study area is achieved by the time slider on the top of the
map. The time slider contains several time slots, each representing a consecutive time
unit, all of them together cover the entire timeframe. The time slider displays
13
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contextual temporal information by categorizing each time unit by year. Clicking on a
time unit will cause the viewer to display the corresponding clusters and photos that
fall within it. The time slider can also be progressed iteratively.
Besides providing the means for time exploration, the slider also conveys important
visual and contextual information on the distribution of clusters along the timeframe.
Each time unit uses different elements to represent an aspect of the cluster distribution.
A bar chart is used to depict the relative size of the clusters present in the study area.
Below each bar the number of clusters is listed for each time unit. Colour is used to
depict the presence of overlapping clusters on consecutive time units with different
colour ramps to differentiate clusters in the past from clusters in the future; this
symbology is listed in Table 2. Finally, when a cluster is clicked on the map, the time
slider will highlight all time units for which there are clusters that overlap the clicked
cluster.
Table 2: Symbols used to differentiate clusters in contiguous time units

Symbol

Description
Cluster present two time units in the past
Cluster present in the previous time unit
Cluster present in current time unit
Cluster present in the next time unit
Cluster present two time units in the future

The tool attempts to unearth several aspects of the data with these different
representations. The evolution of a cluster across consecutive time units is depicted
both in the time slider and in the map. This concept of contiguity across time units
attempts to reflect the fact that the observed event may evolve in time and its area of
influence either shrinks, expands, or moves in both space and time, the tool makes it
easy to visualise these effects.

14
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Another concept that the tool attempts to visualise is that of periodicity. The tool
highlights time units where other clusters overlap and together with the time scale
reference enables visualisation of periodic events on the timeframe.
For cluster validation the tool uses quadrat count analysis. When displaying quadrat
counts, a hexagonal grid appears on the study area, with the respective number of
photos that fall within each quadrat displayed on the centre of each hexagon (see
Figure 2). For each time unit the respective frequency distribution of quadrat counts is
calculated and values for VMR and x2 are presented to the user to assist in deciding if
the results suggest clustering or may be caused by CSR. Quadrat count analysis results
are presented in the format shown in Figure 6.

Figure 6: Example of quadrat count analysis for a particular time unit

15
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5 Evaluation
Evaluation of the tool is performed with a case study in which, using locational data
from photos from Flickr tagged with “humpback whale”, the location of the most
popular whale watching spots is calculated for a set of four study areas in the North
Pacific Ocean.

5.1 Case study – Humpback Whale: The most popular whale
watching spots
5.1.1

Introduction

The Humpback Whale (Megaptera noaeanglie) is a well-known seasonal migratory
marine mammal. Members of this species travel between feeding areas in high
latitudes to breeding and calving areas in mid and low latitudes (Mackintosh, 1946).
Flickr has been used before to study humpback whales. It was recently reported in
(Stevick et al., 2010) that photos from the Antarctic Humpback Whale Catalogue, which
is hosted on Flickr, were used to track the migration of a single female humpback
whale between non-adjacent breeding areas for a never before recorded distance of
10,000 Km.
In this case study the location of the most popular whale watching spots for two
particular stocks of humpback whales are identified. A popular location is defined as
in (Hauff, 2013), an area in which there is a high concentration of Flickr photos tagged
with “humpback whale” in a season across consecutive years.

5.1.2

Study areas

The case study focuses on humpback whale stocks in the North Pacific. These stocks
feed on summer in areas located mainly along the Pacific Rim, from southern
California to Alaska in USA, to Kamchatka in Russia, and migrate to breed in winter in
tropical and sub-tropical areas ranging from the west coast of Central America and
Mexico, to Hawaii and the west Pacific Ocean (Calambokidis et al., 2001).

16
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Four study areas were defined based on two of the four recognised stocks by the US
Marine Mammal Protection Act (MMPA) (Carretta et al., 2013; Allen and Angliss,
2013). These stocks are:
•

•

The California/Oregon/Washington Stock
o

Feeds along the west coast of the USA

o

Breeds on the west coast of Mexico and Central America

The Central North Pacific Stock
o

Feeds from southern Alaska to the Alaskan Peninsula

o

Breeds on the Hawaiian Islands

The geographical extent of the four study areas, as drawn on the application, is
presented in Figures 7 to 10.

Figure 7: Geographic extent of the California/Oregon/Washington stock (summer) study area (west coast
of the Unites States of America)
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Figure 8: Geographic extent of the California/Oregon/Washington stock (winter) study area (west coast of
Mexico)

Figure 9: Geographic extent of the Central North Pacific Stock (summer) study area (coast of Alaska)
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Figure 10: Geographic extent of the Central North Pacific Stock (winter) study area (Hawaii)

The temporal extent is defined as the period commencing in January 1st 2007 and
ending in December 31st 2013, with 1 month intervals, which creates 84 time units. This
period was defined because as seen in Figure 11, there are very few photos tagged for
“humpback whale” before 2007 and the dataset for 2014 is incomplete at the time of
writing. Because of the size of the study areas, the minimum accuracy of the photos
was defined at 6, Region level (see Table 1).
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Photos with the tag "humpback whale"

Figure 11: Yearly distribution of Flickr photos with the tag "humpback whale"
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Tool output

The study areas mentioned in the previous section use the following parameters for the
DBSCAN clustering processing:

and

100000

3, except for the

_

Central North Pacific Stock (winter) study area which, due to the considerably smaller
geographic extent of Hawaii, uses

50000

.

The tool automatically calculates the clusters for the 84 time units for each study area.
A summary of the results of the clustering process is presented in Table 3.
Table 3: Clustering process summary

Study area

Photos (n)

Clusters

Processing time

111

9

11.86 seconds

39

4

7.86 seconds

Central North Pacific Stock (summer)

173

19

19.45 seconds

Central North Pacific Stock (winter)

133

13

15.09 seconds

California/Oregon/Washington Stock
(summer)
California/Oregon/Washington Stock
(winter)

Table 3 shows that there are more photos for the Central North Pacific Stock than for
the California/Oregon/Washington Stock, probably suggesting that whales from the
Central North Pacific Stock are more popular for whale watching.
Figures 12 and 13 show the time sliders for the California/Oregon/Washington Stock,
summer and winter study areas respectively.

Figure 12: Time slider for the California/Oregon/Washington Stock (summer)

Figure 13: Time slider for the California/Oregon/Washington Stock (winter)
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Figures 14 and 15 show the time sliders for the Central North Pacific Stock, summer
and winter study areas respectively.

Figure 14: Time slider for the Central North Pacific Stock (summer)

Figure 15: Time slider for the Central North Pacific Stock (winter)

It is clear from looking at the time sliders that the clusters exist in their expected
months for each study area. Periodicity is easily inferred from the time sliders. The
difference in concentration of photos between summer and winter study areas is
visible.
Eight out of the nine clusters on the California/Oregon/Washington Stock (summer)
study area occur on the same geographical location, the waters of Monterey Bay in the
coast of California, as shown on Figure 16 by the marked indicators on the time slider.
Three out of the four clusters on the California/Oregon/Washington Stock (winter)
study area also have a common geographical location, the waters of De Banderas Bay
in the coast of Mexico, as shown on Figure 17 by the marked indicators on the time
slider.
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Figure 16: Photos concentrated on Monterey Bay, California

Figure 17: Photos concentrated in De Banderas Bay, Mexico
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There are two locations which present clustering of photos on the Central North Pacific
Stock (summer) study area for at least 4 of the 7 years. The area surrounding Chichagof
Island and the City of Juneau has clusters in 10 time units, and the area at the south
coast of the Kenai Peninsula, south of Anchorage, has clusters in 6 time units. These
two areas are shown on Figure 18, with the time slider highlighting time units in which
clusters occur around Chichagof Island and the City of Juneau.
On the Central North Pacific Stock (winter) study area 11 out of the 13 clusters occur
on the same geographical location, the area surrounded by the Islands of Maui,
Molokai, Lanai, and Kahoolawe in Hawaii, as shown on Figure 19 by the marked
indicators on the time slider.

Figure 18: Photos concentrated off the City of Juneau (right) and south of Kenai Peninsula (left), Alaska,
time slider highlighting other clusters for the area around the City of Juneau
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Figure 19: Photos concentrated around the Islands of Maui, Molokai, Lanai, and Kahoolawe, Hawaii

5.1.4

Results

Table 4 lists the most popular whale watching spot per each study area, calculated
using the developed tool and based on the definition that the popularity of an area is
based on the density of photos among consecutive time units.
Table 4: Most popular whale watching spots by study area

Study area

Most popular spot

California/Oregon/Washington Monterey Bay

Time units

Clusters

8 out of 9

8 out of 9

3 out of 4

3 out of 4

10 out of 15

10 out of 19

11 out of 12

11 out of 13

Stock (summer)
California/Oregon/Washington De Banderas Bay
Stock (winter)
Central North Pacific Stock

Chichagof Island and

(summer)

the City of Juneau

Central North Pacific Stock

Maui, Molokai, Lanai,

(winter)

and Kahoolawe Islands
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Evaluation

The values for the variance/mean ratio and the chi-square significance level where
calculated using the quadrat count analysis feature of the tool. They are summarised
for each study area on Tables 5 to 8. Time units which contain a cluster on the most
popular watching spot for each study area are shaded in grey.
Table 5: Results of the quadrat count analysis for the California/Oregon/Washington stock (summer) study
area

Time unit

VMR

x2

Significance level

Has most popular?

August 2007

0.939

77

> 0.20

Yes

October 2008

2.139

175.4

< 0.001

Yes

September 2009

2.9634

243

< 0.001

Yes

May 2010

3.9512

324

< 0.001

Yes

July 2010

4.939

405

< 0.001

Yes

June 2011

1.339

109.8

0.02

Yes

April 2012

1.6301

133.6667

< 0.001

Yes

July 2012

1.4512

119

0.005

Yes

August 2012

4.6524

381.5

< 0.001

No

Five out of the eight shaded time units in Table 5 are significant at the 0.001 level,
which means we would expect a similar quadrat count to happen by chance in less
than 0.1% of occasions (O’Sullivan and Unwin, 2002).
The August 2007 time unit has an unusually high significance level of greater than 0.20.
Closer inspection on Figure 20 shows that the quadrats are placed in a way that each
point in the cluster falls within different quadrats and causes the quadrat analysis to
calculate such poor significance level for this time unit.
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Figure 20: Cluster on the California/Oregon/Washington stock (summer) study area on August 2007
showing quadrats with only one photo

All three shaded time units in Table 6 are significant at the 0.001 level.
Table 6: Results of the quadrat count analysis for the California/Oregon/Washington stock (winter) study
area

Time unit

VMR

x2

Significance level

Has most popular?

February 2010

1.6296

132

< 0.001

No

March 2010

2.9259

237

< 0.001

Yes

March 2011

2.963

240

< 0.001

Yes

January 2013

3.9506

320

< 0.001

Yes

Seven out of the ten shaded time units in Table 7 are significant at the 0.001 level.
Table 7: Results of the quadrat count analysis for the Central North Pacific Stock (summer) study area

Time unit

VMR

x2

Significance level

Has most popular?

June 2007

1.4732

219.6

< 0.001

Yes

August 2007

1.2387

184.5714

0.025

Yes

July 2008

1.2528

186.6667

0.02

Yes

July 2009

1.2931

192.6667

0.01

Yes

July 2010

1.1329

168.8

> 0.10

No
26

Juan Luis Rodas Rivera

Research Paper

August 2010

2.0959

312.2857

< 0.001

Yes

September 2010

2.1664

322.8

< 0.001

Yes

May 2011

2.6673

397.4286

< 0.001

Yes

June 2011

1.8353

273.4545

< 0.001

No

July 2011

3.9195

584

< 0.001

Yes

August 2011

1.6264

242.3333

< 0.001

Yes

May 2012

2.1664

322.8

< 0.001

No

July 2012

1.384

206.2222

0.002

No

August 2012

1.384

206.2222

0.002

No

1.9329

288

< 0.001

Yes

July 2013

Seven out of the 11 shaded time units in Table 8 are significant at the 0.001 level.
Table 8: Results of the quadrat count analysis for the Central North Pacific Stock (winter) study area

VMR

x2

Significance level

Has most popular?

February 2007

2.9

87

< 0.001

Yes

February 2008

4.6333

139

< 0.001

Yes

March 2008

2.7667

83

< 0.001

Yes

January 2010

5.9833

179.5

< 0.001

Yes

February 2010

6.2667

188

< 0.001

Yes

January 2011

1.6333

49

0.01

Yes

February 2011

1.7333

52

0.005

Yes

March 2011

1.3667

41

> 0.05

Yes

1.8

54

0.002

Yes

February 2012

4.1333

124

< 0.001

Yes

January 2013

2.4333

73

< 0.001

Yes

March 2013

3.1821

95.4615

< 0.001

No

Time unit

January 2012

VMR and x2 values indicate that the distribution of “humpback whale” tagged photos on
the study areas is not caused by complete spatial randomness.
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6 Conclusions
This paper introduced a tool capable of performing temporal and spatial exploration
and clustering analysis on datasets containing Flickr photos related to a particular tag.
The tool downloads the metadata on these photos to a PostgreSQL database, and takes
advantage of PostGIS’ spatial processing functions to perform queries and calculations
on these datasets. It automatically performs density-based cluster analysis for each of
the time units defined by the user. The tool contains a web viewer which is used to
show how the distribution of photos related to a tag changes over time. To assess the
results, the tool performs quadrat count analysis on each time unit and presents the
user various statistics to aid in the evaluation of the analysis.
The tool was evaluated on a case study where data for the “humpback whale” tag was
downloaded from Flickr and was used to locate the most popular spot for whale
watching in four study areas in the North Pacific Ocean. The four locations found with
the tool showed great significance levels when evaluated using the tool’s quadrat count
analysis feature.
The paper showed that temporal and spatial exploration and querying of Flickr photos
can be achieved with an automated tool, and that the approach taken of a web
application that downloads and stores the metadata from the photos on Flickr is
preferable to downloading metadata on the fly, as this was deemed too slow to provide
an appropriate user experience.
Future work could explore the differences in the outputs of the cluster analysis using
different algorithms like k-means or hierarchical clustering. The data sources for the
tool could also be expanded to include other social networking services to complement
or compare analyses across social networks. Finally, automatic methods to adjust the
location of the photo could be added to the tool to use the location of the object being
depicted on the photo instead of the location where the photo was taken on the
calculations, as this was not explored on this paper.
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