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Abstract

This thesis consists of four self-contained works that are organised by chapter.

They are arranged roughly in the chronological order that I worked on them. I

provide a short abstract for each below.

Chapter 1: The dating game

In this chapter, I examine a game-theoretic model of heterosexual courtship. Male-

female pairs are randomly matched and decide whether to make romantic advances

towards each other. They receive payo�s that depend on the utility from a ro-

mantic match, and the costs of rejection and unwanted advances/harassment. The

game has three interesting Nash equilibria: the M⇔I equilibrium where males al-

ways play the initiator role and females never do, the F⇔I equilibrium where

females always play the initiator role and males never do, and a completely mixed

equilibrium where both males and females play initiator probabilistically. The

former two equilibria are evolutionary stable; the latter is not.

I argue that the M⇔I equilibrium is most likely to describe reality. On the

other hand, I show that the F⇔I equilibrium is optimal from the social welfare

point of view if females are are on average more selective than males. I review

evidence that indicates that this is indeed the case. Using data from a speed

dating experiment, I estimate that a counterfactual F⇔I equilibrium sees a 51%

reduction in the incidence of unwanted advances/harassment compared to a coun-

terfactual M⇔I equilibrium. The natural policy recommendation from this work

is a movement from a cultural norm where males predominantly initiate romantic

advances, to one where females do. In particular, this would minimise the social
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cost of unwanted advances/sexual harassment.

Most the theoretical work in this chapter was completed as part of my MSc

dissertation at the University of Edinburgh. The new content added during my

PhD is the empirical analysis and the extensions section.

Chapter 2: General equilibrium theory with incomplete information:

the wisdom of crowds and e�cient markets

In this chapter, I study general equilibrium theory with incomplete information.

When agents are not fully informed, they can end up purchasing a bundle of

goods that is far from optimal. General equilibrium theory falls short of providing

a satisfactory explanation of the ability of real markets to deliver good outcomes

under these circumstances.

I introduce the wisdom of crowds as a corrective for suboptimal individual

behaviour. The wisdom of crowds refers to the empirically observed ability of

crowds to show collective intelligence even when their constituent individuals do

not. I show that when crowds are wise, aggregate demand, aggregate production

and prices all approach their ex-post Pareto e�cient levels. In a neighbourhood

of equilibrium, prices follow a martingale process, providing a general equilibrium

derivation of the e�cient market hypothesis. A spot market that opens after the

resolution of uncertainty delivers an outcome that is ex-post Pareto e�cient. This

is achieved without any contingent commodities or securities, and agents who act

`naively' and needn't have any ability to predict future prices.

Chapter 3: Homophily in the job market and no-go results for

a�rmative action

A�rmative action policies are often justi�ed on the basis that they are temporary

- once the desired level of representation has been achieved, a�rmative action can

cease and the situation will be self-sustaining. This paper presents no-go results

that counter this idea. The model is simple and realistic. It consists of jobs and

�ows of people between them. It is proven that a representative steady state

is unstable under very general conditions. Empirically, inbreeding homophily is

4



ubiquitous and it is su�cient to make the representative steady state unstable. If

a central planner wished to implement this perfectly representative steady state,

it would require constant a�rmative action intervention.

Chapter 4: General (dis)equilibrium theory

I construct a general, game theoretic model of markets. Agents in the model

choose how much of each good to supply/demand, and at what prices. Trading

can occur at non-market-clearing prices. There is an explicit rationing mechanism

that kicks in if markets fail to clear. The game is very complicated, but a massive

simpli�cation occurs in the limit of a large number of players. This allows a proof

of existence of a pure strategy equilibrium. I also prove an analogue of the �rst

fundamental theorem of welfare economics.

The game is Keynesian in that 1) markets needn't clear at equilibrium so there

can be unemployment and 2) there is the possibility of multiple equilibria with

di�erent levels of aggregate supply/demand, and distinct Pareto rankings. The

model is microfounded and Keynesian. Fiat money can be accommodated as a

store of value and a medium of exchange. The model is well placed for investigating

dynamics.
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`If only there were evil people somewhere insidiously committing evil deeds, and it

were necessary only to separate them from the rest of us and destroy them. But

the line dividing good and evil cuts through the heart of every human being. And

who is willing to destroy a piece of his own heart?'

- Aleksandr Solzhenitsyn

`Be a thinker, not a stinker'
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Chapter 1

The dating game

1.1 Introduction

In this chapter, I examine heterosexual courtship from a game theoretic point of

view. In particular, I examine a game in which heterosexual males and females

make decisions about whether or not to make romantic advances towards members

of the opposite sex. The motivation is to examine whether there is room for welfare

improvement in romantic matching mechanisms.

There is a great deal of friction within these mechanisms as they currently

operate. This typically manifests in the form of unwanted romantic advances,

sexual harassment and rejection. A signi�cant part of the problem stems from

the fact that the market for romantic matches is in many ways a barter economy.

There is, for example, no fungible currency with which one can purchase a romantic

match. Furthermore, each person is in possession of an ostensibly unique `product',

and they have incomplete information about the other available products.

Much theoretical work in this area has been in the form of matching theory and

search/optimal stopping theory. The �eld of matching theory was initiated in [54],

and a survey of this strand of literature can be found in [2]. A good introductory

resource for optimal stopping theory is [3]. Matching theory addresses the exis-

tence and stability of romantic matchings, and e�cient algorithms for producing

complete matchings. Optimal stopping theory addresses the problem of choosing

when to stop a sequence of stochastic payo�s and take the payo� on o�er. The
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current approach addresses a di�erent problem - that of minimising frictions in an

informal matching mechanism. I seek to elucidate these costs from an abstract,

game theoretical point of view. To my knowledge, this is the only such paper

that examines frictions in the dating market, and in particular the problem of

unwanted advances/sexual harassment, from this vantage.

Unwanted romantic advances and sexual harassment are important and ubiqui-

tous problems. Despite the fact that many people have strong intuitive ideas about

the type of behaviour that constitutes unwanted advances/sexual harassment, a

useful, unambiguous de�nition is di�cult to come by. The subject is also very

di�cult to study empirically. The most common approach is through surveys, but

this entails several signi�cant problems. There is widespread disagreement about

what type of behaviour constitutes unwanted advances/harassment [6]. Survey

results are also strongly dependent on the framing of the question, the survey

methodology, and the demographic group of the respondents [4]. This in part

may explain why many super�cially similar research designs produce such di�er-

ent results. For example, the 1998 review by the European Commission [5] has

national-level studies that put the percentage of females who have experienced

sexual harassment in the workplace between 17% and 82% for di�erent European

Union countries (sexual harassment of males is less well studied). There is also

signi�cant variance in the incidence of sexual harassment in di�erent work sectors

within the same country [4].

Nonetheless, some broad patterns emerge from these studies. Females tend

to report being victims of sexual harassment disproportionately to males. The

problem is signi�cant - for example, roughly 10 % of men and 30-50 % of women

are estimated to have experienced workplace sexual harassment in European Union

countries [5]. A recent YouGov poll found that 53 % of the female respondents

self reported that they had experienced sexual harassment [6]. There is clearly

much room for improvement.

In the game I examine, there are three interesting equilibria. In the `M⇔I'

equilibrium, males play the `initiator' role and make all the romantic advances,

while females play the `receptor' role and never make any romantic advances. In
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the `F⇔I' equilibrium, the roles are reversed, with females playing initiator and

males playing receptor. Finally, there is a completely mixed equilibrium, where

males and females play both initiator and receptor with non-zero probability. The

former two equilibria are evolutionarily stable, whereas the latter is not.

I demonstrate that the F⇔I equilibrium is a social welfare improvement upon

the M⇔I and mixed equilibria if females are on average more selective than males.

I review empirical evidence that strongly indicates that this is indeed the case.

I argue, however, that social reality is most accurately described by the M⇔I

equilibrium. Thus, the natural suggestion is that a cultural shift from a paradigm

where male initiation is the norm, to one where female initiation is the norm,

could lead to signi�cant reductions in unwanted advances/harassment, and large

improvements in welfare. Using data from a speed dating experiment, I estimate a

51% decrease in the incidence of unwanted advances/harassment in moving from

a counterfactual M⇔I equilibrium to a counterfactual F⇔I equilibrium.

This chapter is organised as follows. In Section 1.2, I present a full description

of the game. In section Section 1.3, I examine the Nash equilibria of the game and

their evolutionary stability properties. In Section 1.4 I rank the Nash equilibria

under the criteria of dominance for males, dominance for females, Pareto domi-

nance, and social welfare. In Section 1.5, I consider some theoretical extensions

to the baseline game. In Section 1.6 I summarise some of the main results of

this chapter. In Section 1.7 I estimate the reduction in the incidence of unwanted

advances/harassment using data from a speed dating experiment. In Section 1.8

I consider application of the theory. I end the chapter with a discussion.

1.2 The Dating Game

The Dating Game is a two player population game. The players are the entire

male population, and the entire female population. Male-female pairs are drawn

randomly from each population and given the opportunity to interact with one

another. This random pairwise matching is repeated a large number of times.

When a male-female pair is matched, they each receive information about
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their match that they use to decide if the match is acceptable. Informally, if an

individual decides that the person they are matched with is acceptable, I will say

they are attracted to that person. It is possible, though not necessary, to interpret

each person as having some metric for `attractiveness' and a reservation level of

attractiveness for deciding whether their match is acceptable. They do not receive

any information about whether their match is attracted to them.

The probability that a randomly selected male is attracted to a randomly se-

lected female is denoted by pMF , and the probability that a randomly selected

female is attracted to a randomly selected male is denoted pFM . Each sex may

choose from pure strategies that are either `initiator type' or `receptor type'. Ini-

tiator type strategies consist of making romantic advances towards matches of the

opposite sex that one is attracted to. Receptor type strategies consist of never

making romantic advances. The pure strategies available to each sex are denoted

as follows

Males: Females:

MR - Male Receptor FR - Female Receptor

MI - Male Initiator FI - Female Initiator.

A mixed strategy is interpreted as specifying the fraction of the population

that is playing a given pure strategy. The payo� to each population is the average

payo� received by individuals from that population in their pairwise interactions.

Thus the payo� to each population player is an egalitarian weighted social welfare

function for their sex.

The normal form game is given in Table 1.2, and the notation is given in Table

1.1. To give an example of the notation, consider the payo� to playingMR against

FI, given by the �rst component of the vector in the top right cell of Table 1.2.

In a single pairwise interaction between male m and female f , the payo� to the

male is given by

1mf1fmBmf − 1fm(1− 1mf )CHmf . (1.2.1)
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Here, 1mf is an indicator function that takes value 1 if the male is attracted to

the female and 0 otherwise, and vice-versa for 1fm. Bmf is the bene�t the male

would get if the match is successful. CHmf is the cost incurred by the male if the

female makes unwanted advances towards him.

1mf , 1fm, Bmf , and CHmf are all random variables. It is assumed that the

male and female independently decide whether they are attracted to each other;

that is, 1mf and 1fm are independent. Bmf and CHmf are not independent of 1mf

or 1fm. So, for example, the bene�t that a male would get from a successful match

is not independent of whether they are attracted to their match. The payo� to

the female has a similar form, except Bmf above is replaced by Bfm, and CHmf is

replaced by CRfm, a random variable whose value is equal to the cost incurred by

female f if she makes unwanted advances towards male m.

Taking expectations in 1.2.1 gives

pMFpFMBM − pFM(1− pMF )CH , (1.2.2)

where

pMF = E[1mf ] (1.2.3)

pFM = E[1fm] (1.2.4)

BM = E[Bmf | 1mf = 1fm = 1], (1.2.5)

CH = E[CHmf | 1mf = 0,1fm = 1] = E[CHfm | 1mf = 1,1fm = 0]. (1.2.6)

Thus BM and CH are conditional expected utilities. So, for example, making

advances towards a match may entail a range of di�erent behaviours that have

di�erent costs to the individuals involved. It could involve asking the person

on a date, or sexually propositioning them. It could involve di�erent degrees of

persistence. It could entail any behaviour ranging from simple unwanted advances

to severe sexual harassment. CH is the expected cost incurred by the person
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1mf Indicator function that takes value 1 if male m is attracted to female f , and 0 otherwise.
Vice versa for 1fm.

Bmf > 0 Bene�t to male m from successfully matching with female f . Vice versa for Bfm.
CHmf > 0 Cost to male m if he is not attracted to female f , but she makes advances towards him.

Vice versa for CHfm
CRmf > 0 Cost to male m if he makes advances towards female f who is not attracted to him.

Vice versa for CRfm
pMF ∈ (0, 1) The probability that a randomly chosen male is attracted to a randomly chosen female.
pFM ∈ (0, 1) The probability that a randomly chosen female is attracted to a randomly chosen male.
BM > 0 The conditional expected payo� to males from romantic matches.
BF > 0 The conditional expected payo� to females from romantic matches.
CH > 0 The conditional expected cost incurred by a person from having advances made towards

them by people they are not attracted to. Informally, the cost of unwanted
advances/harassment.

CR > 0 The conditional expected cost incurred by a person of making advances towards
people who are not attracted to them. Informally, the cost of rejection.

qMI The probability of males playing initiator.
qFI The probability of females playing initiator.
U(s, s′) The payo� from playing strategy s against strategy s′.
W pMFpFMBF − pMF (1− pFM)CH
X pMFpFMBM − pMF (1− pFM)CR
Y pMFpFMBM − pFM(1− pMF )CH
Z pMFpFMBF − pFM(1− pMF )CR.

Table 1.1: Notation

The Dating Game

FR FI

MR

(
0

0

) (
pMFpFMBM − pFM(1− pMF )CH
pMFpFMBF − pFM(1− pMF )CR

)

MI

(
pMFpFMBM − pMF (1− pFM)CR
pMFpFMBF − pMF (1− pFM)CH

) (
pMFpFMBM − pMF (1− pFM)CR − pFM(1− pMF )CH
pMFpFMBF − pFM(1− pMF )CR − pMF (1− pFM)CH

)

Table 1.2: The �rst vector component is the payo� to the row player, and the second vector component is the

payo� to the column player.
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receiving the advances, conditional on them not being attracted their match, and

their match being attracted to them. In the baseline version of the game, CH is

symmetric across genders. In Section 1.5 I consider an extension that loosens this

assumption.

Similarly, we have

BF = E[Bfm | 1mf = 1fm = 1] (1.2.7)

CR = E[CRmf | 1mf = 1,1fm = 0] = E[CRfm | 1mf = 0,1fm = 1]. (1.2.8)

BF is the conditional expected utility to a female from a match, and CR is the con-

ditional expected cost of making advances towards someone who is not attracted

to you, which is also assumed to be symmetric across genders. Informally I refer

to CH as the cost of unwanted advances/harassment, and to CR as the cost of

rejection.

If both people in a given match are playing an initiator type strategy and they

are both attracted to each other, the model is agnostic as to whom actually makes

the �rst move. However, each person receives the payo� for a successful match.

Strategy pro�les are denoted by [qMI , qFI ], where qMI (qFI) denotes the proba-

bility of males (females) playing an initiator type strategy. The notationMR,MI, FR, FI

will be used to denote pure strategies, so e.g. qMI = 0 is equivalently denotedMR.

The payo� from playing strategy s against s′ is denoted by U(s, s′). Thus the

�rst argument of the function U(·, ·) will indicate the player to whom the payo�

applies.

1.3 Nash Equilibria

In this section I describe the Nash equilibria of the game. Intuitively, there is no

equilibrium where the males all play initiator and the females all play initiator be-

cause, for example, there is an obvious pro�table deviation for one sex to switch to

receptor, allowing them to reap the bene�ts of all the successful matches available
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without incurring any costs due to rejection.

1.3.1 R-equilibria

An all-receptor strategy pro�le [MR,FR] is a Nash equilibrium if

pMFpFMBM ≤ pMF (1− pFM)CR, (1.3.1)

pMFpFMBF ≤ pFM(1− pMF )CR. (1.3.2)

In this case, there is no incentive for either population to play initiator. It is

evolutionarily stable i� both of the above inequalities holds strictly.

1.3.2 M⇔I equilibrium

Proposition 1.1. The strategy pro�le [MI,FR] is a Nash equilibrium if

pMFpFMBM ≥ pMF (1− pFM)CR. (1.3.3)

It is evolutionarily stable i� the inequality holds strictly.

Proof. The payo� to the male population playing qMI against FR is

U(qMI , FR) = qMI

(
pMFpFMBM + pMF (1− pFM)CR

)
(1.3.4)

This has a maximum at qMI = 1 i� pMFpFMBM + pMF (1− pFM)CR ≥ 0.

The payo� to the female population playing qFI against MI is

U(qFI ,MI) = qFI
(
pMFpFMBF − pMF (1− pFM)CH − pFM(1− pMF )CR

)
(1.3.5)

+ (1− qFI)
(
pMFpFMBF − pMF (1− pFM)CH

)
. (1.3.6)

This always has a strict maximum at qFI = 0.
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In asymmetric games, the evolutionary stability criterion reduces to strict Nash

equilibrium (page 114 in [8]). Thus the M⇔I equilibrium is evolutionarily stable

i� 1.3.3 holds strictly.

�

1.3.3 F⇔I equilibrium

Proposition 1.2. The strategy pro�le [MR,FI] is a Nash equilibrium if

pMFpFMBF ≥ pFM(1− pMF )CR. (1.3.7)

It is evolutionarily stable i� the inequality holds strictly.

Proof. The proof is identical to the proof in the M⇔I case, except with male and

female labels permuted, M↔F. �

1.3.4 Completely mixed equilibrium

In a completely mixed equilibrium, men must be playing qMI such that women

are indi�erent between playing initiator and receptor, and vice versa. We have

U(FR, qMI) = qMIW (1.3.8)

U(FI, qMI) = (1− qMI)Z + qMI(W + Z − pMFpFMBF ). (1.3.9)

U(MR, qFI) = qFIY (1.3.10)

U(MI, qFI) = (1− qFI)X + qFI(X + Y − pMFpFMBM) (1.3.11)

Here, I have used theW,X, Y, Z notation introduced in Table 1.1. The solution

is obtained by separately equating 1.3.8 to 1.3.9, and 1.3.10 to 1.3.11, giving
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Figure 1.1: Adjustment dynamics in the dating game. The horizontal axis is

qMI , and the vertical axis is qFI . Arrows point in the direction of

strategies with higher payo�s.

qMI =
pMFpFMBF − pFM(1− pMF )CR

pMFpFMBF

. (1.3.12)

qFI =
pMFpFMBM − pMF (1− pFM)CR

pMFpFMBM

, (1.3.13)

Note that a necessary and su�cient condition for this equilibrium to exist is that

both the numerators are greater than zero. This implies that whenever the com-

pletely mixed equilibrium exists, both the M⇔I and F⇔I equilibria also exist and

are stable.

qMI and qFI are decreasing in CR, which makes intuitive sense. A notable

feature of this solution is that it does not depend on CH . The intuition for this

is that in this game, the cost of unwanted advances/harassment is an externality,

and thus informs no part of the players' decisions.

Proposition 1.3. The completely mixed equilibrium is evolutionarily unstable.

Proof. In asymmetric games, the notion of evolutionary stable Nash equilibrium

is equivalent to strict Nash equilibrium (page 114 in [8]). A mixed strategy Nash

equilibrium is never a strict Nash equilibrium since there are multiple pure strate-

gies that receive the same payo� against the other players' equilibrium mixed

strategy. �
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1.4 Equilibrium ranking

In this section, I calculate the ranking of equilibria under the criteria of Pareto

dominance, dominance for males/females, and social welfare.

1.4.1 M⇔I and F⇔I equilibria

In the M⇔I equilibrium, the male population receives payo� X, whereas in the

F⇔I equilibrium the male population receives payo� Y . Using the expressions for

X and Y in 1.1, the F⇔I equilibrium weakly dominates the M⇔I equilibrium for

men i�

CR ≥
pFM(1− pMF )

pMF (1− pFM)
CH , (1.4.1)

In the M⇔I equilibrium the female population receives payo� W , whereas

in the F⇔I equilibrium the female population receives payo� Z. Thus the F⇔I

equilibrium weakly dominates the M⇔I equilibrium for women i�

CR ≤
pMF (1− pFM)

pFM(1− pMF )
CH . (1.4.2)

A necessary condition for both 1.4.1 and 1.4.2 to hold simultaneously is pFM ≤

pMF . All statements in this subsection are true if we interchange the words `male'

and `female', M↔F, W ↔ Y and X ↔ Z.

Lastly, consider a social welfare function that weights men's and women's util-

ity equally in a population that is half male and half female. Then social welfare

under the M⇔I equilibrium is X+W
2

, and social welfare under the F⇔I equilibrium

is Y+Z
2

. A simple comparison indicates that social welfare is maximised under the

F⇔I equilibrium i� pFM ≤ pMF , i.e. women are more selective on average.
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1.4.2 Completely mixed equilibrium

The payo� to the female population under the completely mixed equilibrium is

U(qFI , qMI) = qFI(1− qMI)Z + (1− qFI)qMIW + qFIqMI(W + Z − pMFpFMBF )

= qFIZ + qMIW − qFIqMIpMFpFMBF

=
WZ

pMFpFMBF

. (1.4.3)

In the last line, I have substituted in expressions 1.3.12 and 1.3.13 for the strategies

played by men and women in the completely mixed equilibrium. Thus the F⇔I

equilibrium strictly dominates the completely mixed equilibrium for the female

population if 1 > W
pMF pFMBM

, which is always satis�ed.

It is similarly possible to show that the F⇔I equilibrium strictly dominates the

completely mixed equilibrium for the male population if 1 > X
pMF pFMBM

, which is

again always satis�ed. Thus the completely mixed equilibrium is Pareto dominated

by the F⇔I equilibrium. A similar set of calculations shows that the completely

mixed equilibrium is also Pareto dominated by the M⇔I equilibrium.

Lastly, both the M⇔I and F⇔I equilibria are strictly preferred to the com-

pletely mixed equilibrium from the social welfare point of view, since the M⇔I

and F⇔I equilibria both Pareto dominate the completely mixed equilibrium.

1.5 Extensions

In this section I examine some extensions of the baseline model considered so far.

1.5.1 Internalising the cost of unwanted advances/harassment

In the dating game, the cost of unwanted advances/harassment is a negative ex-

ternality. It is a cost incurred by a party that has no part in the decision that

precipitated that cost. The existence of this externality means it is possible for

the M⇔I, F⇔I and mixed equilibria to be Pareto dominated by a strategy pro�le
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where everybody plays receptor, even though the latter is not an equilibrium.

It is possible to internalise the cost of unwanted advances/harassment. In the

CH internalised dating game, whenever an individual makes advances towards

someone who is not attracted to them, they recompense that person exactly with

a transfer of utility equal to the cost they in�ict on that person. Thus it is only

ever the party that plays initiator that incurs a net cost due to both rejection

and unwanted advances/harassment. The CH internalised dating game is in fact a

special case of the dating game, and it is obtained from the latter by the following

simple transformation

CR → CR + CH (1.5.1)

CH → 0. (1.5.2)

Note that under this transformation, we also have

W → W ′ := pMFpFMBF (1.5.3)

X → X ′ := pMFpFMBM − pMF (1− pFM)(CR + CH) (1.5.4)

Y → Y ′ := pMFpFMBM (1.5.5)

Z → Z ′ := pMFpFMBF − pFM(1− pMF )(CR + CH). (1.5.6)

All of the results obtained thus far pass over straightforwardly to the CH inter-

nalised game, and can be read o� with the replacements in 1.5.1-1.5.6. I note

that internalising CH means that it is never possible for there to be a bad equilib-

rium that is Pareto dominated by a strategy pro�le where everyone plays receptor.

Furthermore, as far as the M⇔I and F⇔I equilibria are concerned, the e�ect of

internalising CH is purely redistributive in utility from the sex playing initiator,

to the sex playing receptor. Thus the female population prefers the M⇔I equilib-

rium to the F⇔I equilibrium, and vice versa for the male population. Therefore

internalising CH does not result in a Pareto improvement or a social welfare im-
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provement.

1.5.2 Asymmetric expected cost of unwanted advances/harassment

In the dating game, I assumed that the conditional expected cost of unwanted

advances/harassment is the same for both men and women. However, there is

evidence that females tend to �nd harassing behaviour from males more intimi-

dating and anxiety-inducing than vice-versa [18]. Asymmetric costs of unwanted

advances/harassment can be introduced straightforwardly by making CH sex de-

pendent. This is done with the following rede�nitions

W := pMFpFMBM − pMF (1− pFM)CHF (1.5.7)

Y := pMFpFMBF − pFM(1− pMF )CHM , (1.5.8)

where CHF is the conditional expected cost of unwanted advances/harassment

for females, and CHM is the conditional expected cost of unwanted advances/

harassment for males,

CHM := E[CHmf | 1mf = 0,1fm = 1] (1.5.9)

CHF := E[CHfm | 1mf = 1,1fm = 0]. (1.5.10)

With this rede�nition, all of the results in Section 1.3 stand as written. Con-

dition 1.4.1 for the F⇔I equilibrium to dominate the M⇔I equilibrium for men is

replaced by

CR ≥
pFM(1− pMF )

pMF (1− pFM)
CHM , (1.5.11)

and condition 1.4.2 for the F⇔I equilibrium to dominate the M⇔I equilibrium for

women is replaced by
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CR ≤
pMF (1− pFM)

pFM(1− pMF )
CHF . (1.5.12)

Assuming CHF > CHM , the condition pFM ≤ pMF is su�cient, but not nec-

essary to guarantee that social welfare is maximised under the F⇔I equilibrium.

The completely mixed equilibrium is still Pareto dominated by both the M⇔I and

F⇔I equilibria.

The qualitative e�ect of introducing asymmetric costs of unwanted advances/harassment

is to make the F⇔I equilibrium even more desirable than the other equilibria.

1.5.3 Probability weighting

There is evidence that males consistently overestimate how often females are at-

tracted to them [21�23]. This e�ect is called the `sexual overperception bias', and

is conjectured to have been evolutionarily selected for in males due to the high

cost of failing to recognise female attraction [22]. This e�ect can be introduced

into the model by replacing pFM with a probability weighting function w(pFM) in

the male payo�s, in the spirit of prospect theory [19]. The weighting function is

weakly increasing in pFM , and takes values in (0, 1). Note that now there is a dis-

tinction to be made between what Kahneman and Thaler call `experienced utility'

- the utility that players actually receive - and `decision utility' - the utility they

think they will receive and that guides their decision making [27]. The decision

utility of males includes the weighting function, but their experienced utility does

not.

Weighting pFM in this way has the following consequences. pFM is replaced

with w(pFM) in the existence condition 2.2.7 for the R-equilibrium, and in the

existence condition 1.3.3 for the M⇔I equilibrium. pFM is also replaced with

w(pFM) in the expression 1.3.13 for qFI in the completely mixed equilibrium.

This causes qFI to increase in the completely mixed equilibrium, while qMI stays

the same.

The payo�s players receive under the M⇔I and F⇔I equilibria do not change.
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The payo� that women receive under the completely mixed equilibrium also does

not change. This is because men play qMI such that women are indi�erent between

their available strategies. The expected utility that men receive in the completely

mixed equilibrium may increase or decrease, depending on whether their payo�

is increasing or decreasing in qFI . So, curiously the male sexual overperception

bias does not e�ect any male equilibrium strategies, but it causes women to play

initiator more often in the completely mixed equilibrium, with ambiguous social

welfare e�ects.

1.5.4 Richer information structure

In the dating game, when a male-female pair are matched the only information

each person receives is whether they are attracted to their match. They do not

receive any information about whether their match is attracted to them. This is

obviously unrealistic.

Here I consider a modi�cation where upon matching, each person learns how

selective their match is. That is, let pmF denote the probability of a particular

malem being attracted to a randomly chosen female, and vice versa for pfM . Then

when male m and female f are matched, both players know pmF and pfM . This

enlarges the set of strategies that can be played compared to the baseline game,

because strategies can now be conditioned on the values of pmF and pfM in each

match.

I also assume that the potential bene�t Bmf and the potential costs CHmf ,

CRmf that the male m could incur are independent of pfM and pfM , and a similar

statement holds under interchange of m and f .

Broadly speaking, there are four main possibilities that could occur when male

m and female f match.
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1.

pfMBM > (1− pfM)CR (1.5.13)

pmFBF > (1− pmF )CR (1.5.14)

In this case, both the male and the female have an incentive to play initiator if

their match isn't playing initiator. Thus there is no pro�table deviation in any

such encounter if one person plays initiator and the other person plays receptor.

However, the socially optimal equilibrium involves the more selective person play-

ing initiator.

2.

pfMBM > (1− pfM)CR (1.5.15)

pmFBF < (1− pmF )CR (1.5.16)

In this case, the equilibrium has the male playing initiator and the female playing

receptor.

3.

pfMBM < (1− pfM)CR (1.5.17)

pmFBF > (1− pmF )CR (1.5.18)

In this case, the equilibrium has the female playing initiator and the male playing

receptor.

4.

pfMBM < (1− pfM)CR (1.5.19)

pmFBF < (1− pmF )CR (1.5.20)
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In this case, the equilibrium has both the male and female playing receptor.

In any marginal case where one or both of the above conditions are equalities,

e.g. pfMBM = (1 − pfM)CR, then one or both of the matched individuals will

be indi�erent between playing initiator and receptor, and either action can be

supported in equilibrium. The cluster of equilibrium strategies described here is

evolutionarily stable.

This extension of the game reinforces the idea that it is better from the so-

cial welfare point of view for the more selective person in a given match to play

initiator, and the less selective person to play receptor.

1.6 Summary

In this section I collect some of the main results obtained so far, including condi-

tions for the existence and stability of equilibria, as well as their ranking. �, �

and ' will denote strong Pareto dominance, weak Pareto dominance and Pareto

neutrality, respectively. Subscripts M , F and S on these operators will be used to

denote dominance for males, dominance for females, and dominance with respect

to social welfare, respectively. All statements hold under M↔F. Note that under

M↔F, we also have W↔Y and X↔Z.
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Equilibrium Existence condition Stability condition

R X,Z ≤ 0 X,Z < 0
M⇔I X ≥ 0 X > 0
F⇔I Z ≥ 0 Z > 0
Mixed X,Z > 0 Never

Table 1.3: Equilibrium existence conditions in the dating game.

F⇔I Condition
� Mixed Always
�S Mixed Always
� M⇔I pFM ≤ pMF*
�S M⇔I pFM ≤ pMF

�M M⇔I pMF (1− pFM)CR ≥ pFM(1− pMF )CH
�F M⇔I pFM(1− pMF )CR ≤ pMF (1− pFM)CH

Table 1.4: Equilibrium ranking conditions in the dating game. The starred

condition is necessary only, all others are necessary and su�cient.

F⇔I Condition
� Mixed Always
�S Mixed Always
�M Mixed Always
'F Mixed Always
�S M⇔I pFM ≤ pMF

�M M⇔I Always
�F M⇔I Always

Table 1.5: Equilibrium ranking conditions in the CH internalised dating

game.

1.7 Empirics

In this section, I estimate the relationship between the incidence of sexual ha-

rassment in two counterfactual scenarios corresponding to the M⇔I and F⇔I
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equilibria using data with permission from the speed dating study [14].

The experimental setup is as follows. Speed dating events were carried out

on weekday evenings between 2002 and 2004 at a bar near near the University of

Columbia campus. Subjects were drawn from graduate and professional schools

at the University of Columbia. Participants were recruited by mass email and

through �iers handed out around campus. In each event, men and women were

matched and engage in a four minute conversation with each other before deciding

whether they would like to meet again. Participants were rotated so that every

man spoke to every woman and vice versa. The decisions they made were recorded

on a private scorecard that was submitted to the organisers at the end of each

event. The participants also used their scorecards to rate their matches on a

number of attributes. Subjects were required to �ll out a pre-event questionnaire

in order to participate, and they were required to �ll out a post-event questionnaire

in order to receive contact information from their successful matches. A total

of 21 such sessions were conducted, but I follow the authors of [14] and only

use data from 14 of those sessions. This is because some of the sessions did not

attract a su�cient number of participants, and some imposed altered experimental

conditions (either a maximum number of yeses, or an experimental intervention

involving bringing a book to the session). A more detailed description of the

experimental setup can be found in [14].

The variables of interest are the yes/no decisions of each participant. The

decision of male m when matched with female f is mapped onto 1mf , and vice

versa for 1fm. I will examine relationships of the form

ymf = β0 + β1xmf + εmf , (1.7.1)

where the dependent variable ymf = 1mf (1 − 1fm) is equal to 1 if the man says

yes to the woman and the women says no to the man, and 0 otherwise, and the

independent variable xmf = 1fm(1 − 1mf ) is equal to 1 if the woman says yes to

the man and the man says no to the woman, and 0 otherwise.
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I imagine a counterfactual scenario where the men play initiator type strate-

gies that consists of making advances towards matches that they said yes to,

and women play receptor. Then E[ymf ] is the mean number of interactions in

which unwanted advances/harassment occurs in this counterfactual. In the coun-

terfactual scenario where the women play initiator type strategies and the men

play receptor, E[xmf ] is the mean number of interactions in which unwanted ad-

vances/harassment occurs.

Taking expectations in 1.7.1 and assuming E[εmf ] = 0 gives

E[ymf ] = β0 + β1E[xmf ]. (1.7.2)

In the case where β1 is constrained to equal 1, β0 = E[ymf ]−E[xmf ] is the expected

di�erence in occurrence of unwanted advanced/harassment in the M⇔I and F⇔I

counterfactuals. This is just equal to the expected di�erence in selectivity of the

males and females,

E[ymf ]− E[xmf ] = E[1mf (1− 1fm)]− E[1fm(1− 1mf ) (1.7.3)

= E[1mf ]− E[1fm]. (1.7.4)

In the unconstrained case, I additionally assume that E[εmfxmf ] = 0 ∀mf ,

which gives

ymfxmf = β0xmf + β1x
2
mf + εmfxmf (1.7.5)

⇒ 0 = β0E[xmf ]− β1E[xmf ]. (1.7.6)

Here I have used the fact that ymfxmf = 0 and x2mf = xmf ∀mf . Solving 1.7.2

and 1.7.6 gives
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β0 = −β1 =
E[ymf ]

1− E[xmf ]
. (1.7.7)

The unconstrained regression 1.7.1 has the peculiar mathematical property

that if each mf observation is assumed independent of the others, then weak

exogeneity implies strict exogeneity,

E[εmf |{xmf}] = E[εmf |xmf ]

= E[ymf − β0 − β1xmf |xmf ]

= E[ymf |xmf ]− β0 − β1xmf

= (1− xmf )
E[ymf ]

1− E[xmf ]
− β0 − β1xmf

= 0. (1.7.8)

Here {xmf} denotes the complete set of observations of the variable xmf , and I

have used the fact that E[ymf |xmf ] = (1− xmf ) E[ymf ]
1−E[xmf ]

, along with 1.7.7.

It can be shown that there is conditional heteroskedasticity that takes the

following form in the constrained and unconstrained regressions,

Unconstrained : E[ε2mf |{xmf}] = (β0 − β2
0)(1− xmf ) (1.7.9)

Constrained : E[ε2mf |{xmf}] = β2
0 +

E[ymf ]

1− E[xmf ]
(1− 2β0)

+ xmf

(
1 + 2β0 −

E[ymf ]

1− E[xmf ]
(1− 2β0)

)
. (1.7.10)

In the unconstrained case, it is not possible to take advantage of the known form of

conditional heteroskedasticity using weighted least squares because E[ε2mf |{xmf}] =

0 if xmf = 1, and this means that the conditional variance matrix for ε is in general

not invertible. However, it is possible to apply a weighted least squares estimator

in the constrained case.
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On average the male subjects said yes to 50% of their matches, and the fe-

males said yes to 36% of their matches. Thus the females in the sample were more

selective on average than the males, and it is expected that there will be fewer

instances of unwanted advances/harassment in the F⇔I counterfactual compared

to the M⇔I counterfactual. In the constrained OLS regression, the estimated

value of the constant should be equal to the di�erence in average selectivity of

the males and females, roughly 14% = 0.14. The results of the regression are dis-

played in Table 6. The �rst speci�cation uses OLS in the unconstrained regression

1.7.1 with heteroskedasticity robust standard errors. The second speci�cation uses

OLS with heteroskedasticity robust standard errors in the constrained regression.

The third speci�cation uses weighted least squares (WLS) in the constrained re-

gression. There is a clear gain in e�ciency from using WLS as opposed to OLS

in the constrained regression. My preferred speci�cation is (3), which estimates

an approximate 16 percentage point reduction in the proportion of all encounters

that end in unwanted advanced/harassment in the F⇔I counterfactual compared

to the M⇔I counterfactual. This is roughly equivalent to a 51% reduction in the

number of occurrences of unwanted advances/harassment.

Incidence of unwanted advances in M⇔I and F⇔I counterfactuals
(1) (2) (3)

Model OLS Constrained OLS Constrained WLS
Constant 0.400 0.135 0.158

( 0.010) (0.012) (0.007)
1fm(1− 1mf ) -0.400 - -

(0.010)
Observations = 3211

Table 1.6: The dependent variable is 1mf (1 − 1fm). Speci�cations (1) and

(2) use heteroskedasticity robust standard errors. All estimates are

signi�cant at the 1% level.

1.8 Application

The motivating application for this work was heterosexual courtship. In particular,

I wished to analyse the subject with an eye to possible ways of reducing the social

costs associated with sexual unwanted advances/harassment.
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First, I would like to examine the positive question; which equilibrium of the

baseline model, if any, might be an accurate description of reality? One might

expect people's actual behaviour to resemble a Nash equilibrium in the dating

game due to the fact that individuals typically experience many actual or potential

romantic interactions over the course of a lifetime. Therefore, if a learning dynamic

exists that converges to a Nash equilibrium, there is ample opportunity for this

to manifest. A priori, one might also expect any equilibrium that is realised to

be stable, since the actual game dynamics are likely to be perturbed by people

making strategic errors.

There is strong evidence that males are more likely to initiate romantic ad-

vances than females. For example, in a survey study, Mills [9] �nds that the

heterosexual male respondents were, on average, much more likely to have asked

someone out on a �rst date in the last year than the females, and much less likely

to have received an invitation to a �rst date in the last year than the heterosexual

females. Data from the popular dating site OKCupid, which boasts millions of

users, shows that the median number of �rst messages sent out by heterosexual

males was about 3.5 times the median number of �rst messages sent out by hetero-

sexual females [10]. In a survey study, MacGregor and Cavallo [11] �nd that the

heterosexual male respondents reported signi�cantly higher levels of subjective ef-

fort in initiating romantic relationships than heterosexual females. Clark [12] �nds

that heterosexual male respondents report initiating relationships more frequently

than the heterosexual female respondents, and also were more likely to engage in

`direct' strategies, e.g. asking someone on a date, rather than `passive' strategies

e.g. waiting for the other person to initiate. Overall, cultural norms typically

favour heterosexual males making most or all of the big �rst moves, including the

initial approach, requesting contact details, requesting a date, initiating �rst kiss

and initiating �rst sexual contact.

Thus, to this author, it seems that the M⇔I equilibrium is most likely to ac-

curately describe reality. What this fails to capture, of course, is that in reality

females do still initiate romantic advances, though it may be less common. One

possible way of forming a more accurate description would be to look at a quan-
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tal response equilibrium (QRE) that is perturbed about the M⇔I equilibrium.

This is a possible direction for future work. Alternatively, the completely mixed

equilibrium might be a more appropriate description, although the fact that it is

unstable should count against this view.

Now, I wish to examine the normative question; assuming the model is an

accurate description of reality, is there space for social welfare improvements?

In section 1.4 I showed that the F⇔I equilibrium is a social welfare improve-

ment on the M⇔I equilibrium i� pFM ≤ pMF . I also showed that the F⇔I and

M⇔I equilibria always Pareto dominate the completely mixed equilibrium. There-

fore, whenever the M⇔I and F⇔I equilibria exist, the latter is dominant amongst

all equilibria as far as social welfare is concerned. The intuitive idea behind this

�nding is that it is always better for the more selective sex to play initiator, since

this always results in fewer failed interactions.

There is evidence that heterosexual females are indeed more selective than

heterosexual males when it comes to romantic partners. In Clark & Hat�eld's

famous study [13], they found that although women and men were roughly as

likely to accept a proposition to go on a date with a stranger of the opposite sex

who approached them, women were signi�cantly less likely to accept a proposition

that involved going to the apartment or the bed of the approacher. In the speed

dating experiment that I analysed in Section 1.7, the men said yes to 50% of

their matches, while the women said yes to 36% of their matches. In a survey

study by Surbey and Conohan [15], heterosexual male and female respondents

were asked a series of questions regarding hypothetical romantic partners, and

it was found that women expressed less willingness to engage in sex than men

both when the hypothetical relationship was short-term, and when there was a

possibility of the relationship becoming long-term. Data from the popular dating

site OKCupid shows that heterosexual men who send the �rst message are about

2.5 times less likely to receive a reply than heterosexual women who send the

�rst message [10]. Finally, there are also well-established evolutionary biological

arguments and empirics that indicate that the females of most species are more

selective in having sexual relationships than males [16]. There are no known
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exceptions in mammals, and exceptions in other species are only known to occur

when the male of the species has a larger parental investment in o�spring than

the female, e.g. in species where the male carries and/or cares for the young. In a

survey study, for example, Buss & Schmitt �nd that heterosexual male standards

for short-term mates are signi�cantly lower than heterosexual females on a large

number of desirable mate characteristics, such as education, humour, emotional

stability, etc [17]. They also �nd that heterosexual females are less likely than

heterosexual males to consent to sex after having known an attractive member

of the opposite sex for time intervals ranging from one hour to �ve years. They

note that these �ndings are in line with theoretical expectations from evolutionary

biology/psychology. This all supports the idea that pFM ≤ pMF .

It also plausible that the inequalities 1.4.1, 1.4.2 are satis�ed, so that the F⇔I

equilibrium is a Pareto improvement upon the M⇔I equilibrium.

In the empirical analysis in Section 1.7, I found that in the speed dating set-

ting, a counterfactual F⇔I equilibrium sees a 51% reduction in the incidence of

unwanted advances/harassment compared to the counterfactual M⇔I equilibrium.

It is plausible that this is an underestimate of the reduction in the incidence of

unwanted advances/harassment that would be seen outside of the speed dating

setting, because female selectivity was found to be strongly inversely related to

the size of the pool of prospective romantic matches [14].

Therefore, to the extent that the dating game is descriptive of reality, one

conclusion from this work is that there is room for social welfare improvement

in romantic matching mechanisms. This would require a movement away from a

cultural paradigm where male initiation is the norm, to one where female initi-

ation is the norm. This would reduce the costs incurred due to both unwanted

advances/harassment and romantic rejection, and could be a Pareto improvement.

It would be the best available equilibrium.

Note however that it is possible for the M⇔I, F⇔I and mixed equilibria to

be bad in the sense that they are Pareto dominated by a strategy pro�le where

everyone plays receptor. This is possible because the game has a negative ex-

ternality in the form of unwanted advances/harassment. In this case, if it was
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possible to internalise the negative externality, an `all-receptor' strategy pro�le

could be supported as a stable equilibrium, and this would be a Pareto improve-

ment upon the other equilibria. However, this author at least �nds it implausible

that a world devoid of romantic interaction between males and females could be

a Pareto improvement upon a world with!

1.9 Discussion

1.9.1 Towards greater realism

The model presented in this chapter is obviously a great simpli�cation of reality.

As with all models, one hopes that it is simple enough to be tractable, while at the

same time being detailed enough to capture some aspect of reality. Nonetheless,

there are several directions in which future work might move towards greater

realism.

The various extensions of the baseline model in Section 1.5 could be combined

with one another. For example, internalising the cost of harassment when there

is a richer information structure could have a nontrivial e�ect on social welfare.

It may be useful to introduce a missed opportunity cost for a matched male-

female pair who are attracted to each other, but who are both playing receptor

type strategies. It could be argued that there is a non-trivial psychological cost

arising from regret if the male-female pair are attracted to each another but do

not act on that attraction.

It might also be useful to explicitly model the di�erent types of initiator type

strategies. For example, one might introduce parameters describing e�ort, per-

sistence, etc. In this case it might be possible to explicitly model the signalling

function that di�erent types of initiator strategies serve, and to endogenise e�ort,

persistence, etc.

45



1.9.2 Testing

One of the main predictions of the theory is that in cultures where female initiation

is the norm, there should be fewer instances of unwanted advances/harassment.

It may be possible to test this prediction by studying the incidence of unwanted

advances/harassment in di�erent countries, cities or locales. Male initiation ap-

pears to be fairly ubiquitous as a cultural norm; however, there may be cultural

enclaves where female initiation is more the norm.

Alternatively, there are some dating applications/sites where an F⇔I equilib-

rium is arti�cially enforced to some extent. For example, in the dating application

Bumble [24], users are shown pictures and given a small amount of information

about potential matches. Users can then `swipe right' to indicate interest, or

`swipe left' otherwise. Once a heterosexual man and woman have expressed in-

terest in each other, they are both informed of the fact and the woman then has

a window of time in which to initiate communication via text. The man cannot

initiate communication, but can respond once the woman has initiated. The op-

portunity for the woman to initiate communication disappears once the window

of time is over. This is in contrast to dating applications such as Tinder [25],

which is almost identical except that either person can initiate communication

once the match has been made. Thus it may be possible to test the predictions

of the theory by comparing the prevalence of unwanted advances/harassment on

applications such as Tinder and Bumble.

1.9.3 Change

To the extent that the model re�ects reality, the main policy recommendation

form this work is a movement from a cultural paradigm where male romantic

initiation is the norm, to one where female romantic initiation is the norm. Thus

far, however, I have not dealt with the question of how feasible this change might

be, or how best to achieve it. These are di�cult questions and I do not consider

them in detail here; I merely o�er some brief thoughts.

There is evidence that a male initiation norm might be largely biologically
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determined [26]. In particular, the large disparity in parental investment of males

and females in o�spring might have caused males to evolve high-e�ort sexual

strategies as a form of signalling, while the females evolved lower-e�ort, selective

sexual strategies. Male competition and female selection are ubiquitous in nature.

The suggestion from this work is that, while a male initiation norm might be bio-

logically determined, it needn't be culturally determined. In particular, it may be

possible for cultural forces to overturn a bad biological equilibrium. Furthermore,

the task might not be as formidable as one might initially imagine; the work of

MacGregor et al. [11] suggests that the propensity of females to play initiator may

in fact be quite malleable.
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Chapter 2

General equilibrium theory with

incomplete information: the wisdom

of crowds and e�cient markets

2.1 Introduction

General equilibrium theory has been a signi�cant achievement in the development

of theoretical economics. Its basic goal is to provide a mathematical formalisation

of the idea of the invisible hand - that a number of self-interested individuals

acting in a free market can achieve an outcome that is, in an appropriate sense,

`good' for everyone.

However, when agents have incomplete information it is possible for them to

choose a bundle of goods that is far from optimal. This can occur because the

agents have incorrect beliefs about the state of the world. This is of course not

just some theoretical abstraction - people frequently fail to behave in their best

interests, often catastrophically so.

In general equilibrium theory, it is possible to introduce a set of markets for con-

tingent commodities that allow individuals to optimally insure themselves against

the subjective uncertainty they face about the state of the world. A contingent

commodity is a title to receive a quantity of some commodity if a given state of

the world occurs. The number of contingent commodities is H ×M , where H
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is the number of non-contingent commodities, and M is the number of distinct

states of the world. In general this will be a very large number. When trade

is allowed in a full set of contingent commodities, the �rst fundamental theorem

implies that the market achieves an outcome that is ex-ante Pareto e�cient. In

this chapter, ex-ante Pareto e�cient means Pareto e�cient when agents do not

all have complete information, and ex-post Pareto e�cient means Pareto e�cient

when all agents have complete information.

In [31], it is shown that an ex-ante Pareto e�cient outcome can be achieved in

a model of sequential trade that utilises a much smaller number of contingent com-

modities. In the �rst period, agents trade in a market for contingent commodities

that pay out units of one particular good only for each possible state of the world

that might occur. In the second period, the state of the world is revealed, the

contracts agreed to in the �rst period are executed, and the agents in the model

trade in markets for all non-contingent commodities, achieving an ex-ante Pareto

e�cient outcome in the process. This result depends on every agent correctly an-

ticipating the equilibrium prices that occur in the second-period market in every

possible state of the world.

From here originates a large literature on �nance and asset markets. There

is a common theme in this literature; if there are as many independent �nancial

assets available as there are states of the world, and agents correctly anticipate

future prices, then an ex-ante Pareto e�cient outcome can be achieved.

In the current work, I introduce a mechanism that allows for an ex-post Pareto

e�cient outcome to be achieved with no contingent commodities or assets, and

agents who act naively and needn't have any ability to anticipate future prices.

I also prove that if prices follow a lagged adjustment process, then that process

is a martingale. This means it is impossible for a trader who only has access to

publicly available information to earn excess returns in expectation, thus provid-

ing a general equilibrium derivation of the e�cient market hypothesis [33]. The

mechanism that allows all of this is the wisdom of crowds.

When a group of individuals is asked a question where, loosely speaking:

1. It is meaningful to take an average of the individual answers,
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2. The true answer is knowable,

3. The answers submitted by each person are su�ciently independent of one

another,

then the average of all the answers can be remarkably close to the truth. This

phenomenon was �rst noticed by Galton at a county fair where attendees entered a

prize competition to guess the weight of an ox [29]. In this particular instance, the

mean of 787 guesses correctly predicted the ox's weight to the pound at 1197lbs

1. However, the wisdom of crowds has been documented in a wide range of other

circumstances; [28] provides a very readable summary.

When individuals have incomplete information but the crowd is wise, aggre-

gate demand, aggregate production and prices approach their competitive, ex-post

Pareto e�cient levels. A lagged response process for prices is a martingale in a

neighbourhood of equilibrium. A pure exchange spot market that opens after the

resolution of uncertainty delivers an outcome that is approximately ex-post Pareto

e�cient at the individual level. Finally, all this is achieved with agents who play

`naively', in the sense that they simply assume that the same prices that prevail

in the �rst round of trading also prevail in the second round.

The organisation of this chapter is as follows. In Section 2.2 I present the

model and the main results. In Section 2.3, I give some examples of individual

preferences and beliefs that satisfy the assumption that crowds are wise. I end

with a discussion.

2.2 The wisdom of crowds

Let RH be an H dimensional commodity space. There are I distinct consumer

types labelled by i = 1...I. There are ni consumers of type i, each of whom is

labelled by k = 1...ni. LetXi ⊆ RH be a closed, nonempty choice set for each type.

Consumers of type i have an initial endowment ωi ∈ RH . There are J �rms, each

1In the original article [29], Galton reports the median rather than the mean. Also, some
of the numbers are incorrectly transcribed. In the article, the weight of the ox is reported as
1198lbs, when it was in fact 1197lbs, and the median is reported as 1207lbs, when it was in fact
1208lbs. Details of these errors can be found in [30].
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of which choose from a closed, nonempty production set Yj ⊆ RH . Shares in �rms

may be publicly traded. Prices are a continuous linear functional p : RH → R

given by the dot product of some price vector with an element x ∈ RH .

De�nition 2.1. An allocation {xik, yj} is a choice of xik ∈ Xi ∀i = 1...I, k =

1...ni and a choice of yj ∈ Yj ∀j = 1...J . An allocation is said to be feasible if∑
i,k xik ≤

∑
i niωi +

∑
j yj.

I take the set of states of the world to be RM . Thus the set of states of the

world has the additional structure of a vector space. The motivation for this is

that it allows a notion of beliefs about the state of the world being biased in a

certain direction away from the true state of the world.

Each consumer has beliefs given by a pdf πik over RM . The complete set of

agents' beliefs {πik} is a random variable drawn from some suitable probability

space.

Each agent of type i has a locally non-satiated preference relation �i(πik)

consisting of a binary relation on Xi that depends on their beliefs πik.

Individuals can make errors or act sub-optimally by having mistaken beliefs.

The true state of the world will be denoted by s∗ ∈ RM , and correct beliefs

consisting of a pdf that is degenerate upon state of the world s∗ will be denoted

by δs∗(s).

If an agent knows the true state of the world s∗ with certainty, then they are

assumed to behave optimally. The idea is that a complete description of the state

of the world includes all information relevant to a decision. An individual who

knows the state of the world has complete knowledge of the product they are

buying, their own state of mind at all times, future market conditions etc. By the

same token, any error that individuals make is caused by their lack of knowledge

of the state of the world. So, for example, individuals not knowing what their true

preferences are is captured by having their true preferences subsumed as part of an

unknown state of the world. Similarly, if they do not have complete information

about the products they are buying, or do not know what events might unfold in

the future, etc this is also captured as ignorance about the state of the world.
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Accordingly, and following the terminology of [27], �i(πik) with πik 6= δs∗ will

be called decision preferences, and �i(δs∗) will be called experienced preferences.

Consumers of type i are assumed to hold a share θij in �rm j. The budget set

for each consumer type is de�ned by Bi(p) = {x ∈ Xi | p(x) ≤ p(ωi)}.

De�nition 2.2. An allocation {xik, yj} along with a linear price functional p will

be called a decision equilibrium if

• {xik, yj} is feasible.

• {xik, yj} is pro�t maximising; p(yj) ≥ p(y′j) ∀ y′j ∈ Yj, ∀j.

• {xik, yj} is decision preference maximising; xik �i x′ik ∀ x′ik ∈ Bi(p), ∀i, k.

It is assumed that �i(πik) has a unique maximal element on the budget set

Bi(p) ∀p, πik, ωi, i, k, that will be denoted by x∗i (p, πik). I also assume that the

pro�t function p(yj) has a unique maximum on Yj for all j, p, denoted by y∗j (p). In

the incomplete information setting, these assumption are innocuous in the sense

that it simply means that consumers and �rms take some de�nite, unique action.

The maximal element x∗i (p, πik) inherits a random structure from the beliefs

πik. The optimal choice for each consumer type when they have correct beliefs

about the state of the world will be denoted by x∗i (p, δs∗).

Let xi(p, {πik}) := 1
ni

∑ni
k=1 x

∗
i (p, πik) be the mean of the maximal elements for

agents of type i.

Assumption 2.1. E[x∗i (p, πik)] exists for all i, p, and

xi(p, {πik})
P−−−→

ni→∞
E[x∗i (p, πik)] ∀i, k, p. (2.2.1)

That is, the sample average of the individual guesses converges in probability

to the expected value in the limit ni →∞. This is true, for example, if for each i

and p, {x∗i (p, πik)}k=1...ni is a collection of independent and identically distributed

RH-valued random variables. Then the law of large numbers implies that 2.2.1

holds. Alternatively, there are various su�cient conditions for mean ergodicity

that ensure 2.2.1 holds.
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De�nition 2.3. Crowds are said to be wise if

E[x∗i (p, πik)] = x∗i (p, δs∗) ∀i, k, p. (2.2.2)

This says that the average bundle chosen by consumers of type i who have

incomplete information about the state of the world is equal to the optimal bundle

for type i.

There is good a priori reason to believe that the wisdom of crowds might

manifest in consumer decisions. It could reasonably be argued that the question

of what commodity bundle to purchase in order to maximise one's experienced

preferences satis�es the three conditions outlined in Section 2.1 for crowds to

be wise. Namely, it is meaningful to take an average of commodity bundles; the

answer to the question is typically knowable; and consumer decisions are frequently

made with a fair degree of independence.

For illustrative purposes, in Section 2.3 I provide some simple examples of

preferences and beliefs such that 2.2.2 is true. Note that while the conditions

explicated in those examples are su�cient, they are far from being necessary -

there are many other su�cient conditions that ensure 2.2.2 holds.

x∗i (p, δs∗) is the bundle of goods that agent i receives under a competitive equi-

librium where they know the true state of the world. Then by the �rst fundamental

theorem of welfare economics, it is part of an allocation that is ex-post Pareto ef-

�cient. So if equation 2.2.2 holds, the average decision equilibrium bundle for a

given type converges to the ex-post Pareto e�cient, competitive level x∗i (p, δs∗).

The average excess demand function is

z(p) =
1

n

(∑
i

nixi(p, {πik})−
∑
i

niωi −
∑
j

y∗j (p, n)

)
. (2.2.3)

where n =
∑

i ni > 0 is the total number of consumers. Now consider taking

the limit n → ∞ while keeping the proportions λi = ni
n

constant for all i. I

assume that limn→∞

[
1
n

∑
j y
∗
j (p)

]
= 1

n

∑
j y
∗
j (p). One way to achieve this is to
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replicate the �rms in the same way as is done for the consumers in the n → ∞

limit, or to assume that �rms have constant returns to scale. Then if 2.2.1 and

2.2.2 hold, taking the n→∞ limit in 2.2.3 shows that p∗ is an equilibrium price

vector in the n→∞ limit i� p∗ is an equilibrium price vector in the corresponding

�nite economy where agents maximise their experienced preferences. Furthermore,

aggregate production per person in the limiting economy with agents maximising

decision preferences is the same as in the �nite economy with agents maximising

their experienced preferences.

Next, I provide a derivation of the e�cient market hypothesis. To this end, I

will use the following inverse function theorem (Theorem 7.5, page 33 in [34]).

Theorem 2.1 (Inverse function theorem). Let S1, S2 ⊂ RH and let f : S1 →

S2 be an analytic function. Consider a point ψ ∈ S1. The following are equivalent

1. There are open neighbourhoods U ⊂ S1 of ψ and V ⊂ S2 of f(ψ) such that

f : U → V is invertible, and such that the inverse function f−1 : V → U is

analytic.

2. det(J(ψ)) 6= 0, where J(ψ) is the Jacobian matrix of the function f at ψ.

Let p be an equilibrium price vector that solves z(p) = 0. I de�ne net aggregate

demand as

α(p, {πik}) :=
∑
i

nixi(p, {πik})−
∑
i

niωi, (2.2.4)

and aggregate production as

y(p) :=
∑
j

y∗j (p). (2.2.5)

Setting z(p) = 0 in 2.2.3 gives

y(p) = α(p, {πik}). (2.2.6)
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I assume that y(p) is an analytic function that has nonzero Jacobian determinant

in some neighbourhood of p. Then Theorem 2.1 implies that y−1 exists and is

analytic in some neighborhood of α(p, {πik}). We have

p = y−1 [α(p, {πik})] . (2.2.7)

Next, I Taylor expand y−1 about α(p, {π′ik}) in 2.2.7, where {π′ik} is some alternate

realisation of agents' beliefs. This gives

p ' y−1
[
α(p, {π′ik})

]
+ J−1

[
α(p, {π′ik})

][∑
i

ni

(
xi(p, {πik})− xi(p, {π′ik})

)]
,

(2.2.8)

where J is the Jacobian matrix of the function y : RH → RH . Note that for n

su�ciently large, α(p, {πik}) and α(p, {π′ik}) are in any common neighbourhood

with arbitrarily high probability because of 2.2.1 and 2.2.2, so the taylor expansion

makes sense. p̃ := y−1
[
α(p, {π′ik})

]
is the price system that would incentivise �rms

to produce a market-clearing quantity of goods when consumers have beliefs {π′ik}

and take prices p as given. We have

p ' p̃− J−1
[
α(p, {π′ik})

][∑
i

ni

(
xi(p, {πik})− xi(p, {π′ik})

)]
. (2.2.9)

The interpretation of this equation is as follows. Imagine the agents in the model

start out at time t0 with beliefs {πik}, and the prices p are approximately at

equilibrium. Now imagine at time t1 > t0, beliefs are perturbed to {π′ik} but prices

are sticky and do not immediately respond, remaining at p. In general p will not

be an equilibrium price system at time t1. Then at time t2 > t1, prices adjust to p̃,

the level that would have incentivised �rms to exactly meet net aggregate demand

in the previous time period when consumers took prices p as given and consumers

had beliefs {π′ik}. In this scheme, prices follow a lagged adjustment process - they
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respond to changes in net aggreagate demand with some delay.

Now assume crowds are wise and that the following condition holds

E[xi(p, π
′
ik) | α(p, {π′ik})] = E[xi(p, π

′
ik)] ∀i, k, p. (2.2.10)

This is true, for example, if knowing net aggregate demand does not provide any

information about the bundle that any single individual chooses. Then taking

expectations in 2.2.9 and using 2.2.2, 2.2.10 gives

p ' E [p̃ | α(p, {π′ik})] . (2.2.11)

This just says that prices follow a martingale process with respect to the informa-

tion given by net aggregate demand. In [33], it is shown that when prices follow

such a martingale process, it is impossible for a trader who has access to the same

information set as everyone else to earn excess returns in expectation. Thus we

have a general equilibrium derivation of the e�cient market hypothesis.

Note that so far the results only guarantee a good outcome at the aggregate

level, and not at the individual level. Next, I show that this can be achieved by

a pure exchange spot market that opens after the resolution of uncertainty. In

the spot market, there is no production, and the average excess demand function

when prices are q is

z(q) =
1

n

(∑
i

nixi(q, δs∗)−
∑
i

nixi(p, {πik})

)
. (2.2.12)

Recall that p is the price vector in the decision equilibrium. Taking the limit n→

∞ and remembering that with the assumptions made thus far, xi(p, {πik})
P−−−→

ni→∞

x∗i (p, δs∗) and the equilibrium in the limiting economy in the �rst stage has p = p∗,

it is clear that q = p∗ is an equilibrium price vector in the spot market. That is, in

the n→∞ limit, the prices that clear the market in the decision equilibrium also
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clear the spot market. Furthermore, in this equilibrium, every individual receives

the optimal bundle of goods x∗i (p
∗, δs∗).

Note that these results do not require any contingent commodities or securities

at all. An ex-post Pareto e�cient outcome can be achieved with trade in non-

�nancial goods only, though the addition of �nancial goods certainly does no

harm - any trade in them is purely redistributive. Thus the theory provides one

compelling explanation for the conspicuous absence in the real world of the large

number of contingent commodities in the Arrow-Debreu model - they are simply

not needed to achieve a good outcome.

Furthermore, if crowds are wise then the above mechanism is incentive com-

patible. That is, crowds are wise i� prices in the second stage spot market are

the same as in the �rst stage market. When prices are unchanging, there are

no across-time arbitrage opportunities and every agent plays optimally by simply

maximising their true preferences. Thus a potentially highly complex problem for

the individual is reduced to a simple one. In this sense, the optimality of the

market outcome is an emergent property that arises from the behaviour of many

suboptimally acting agents who play `naively'.

This is not to say the market is �awless. Crowds can fail to be wise, sometimes

in spectcaular fashion. Beliefs can become highly non-independent, resulting in

information cascades and herding behaviour [32]. The resulting misallocation of

goods can be disastrous. So there is also scope for the formation and bursting of

speculative bubbles.

2.3 Examples

In this section, I explore some examples of preferences and beliefs for which 2.2.2

holds and crowds are wise.

In the following examples, the random structure of beliefs is assumed to arise

as follows. Each individual receives a signal Aik that is a random variable taking

values in the set of states of the world RM , that is an independent draw from some

common pdf f(·). They then updates their beliefs to πik(s, Aik), which is a pdf
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over RM for each Aik. Since Aik is a random variable, so too is πik(s, Aik).

Example 1:

It is assumed that x∗i (p, πik) is an average of the optimal bundles x∗i (p, δs) for

each state of the world weighted by the belief that that state of the world occurs,

x∗i (p, πik) =

∫
RM

πik(s, Aik)x
∗
i (p, δs)ds. (2.3.1)

This bundle is always within the budget set if the budget set is convex, since

x∗i (p, δs) ∈ Bi(p) ∀s. The optimal bundle takes the form 2.3.1, for example, if

�i(πik) can be represented by a utility function Ui(x, πik) that has the expected

utility form,

Ui(x, πik) =

∫
RM

πik(s, Aik)Ui(x, δs)ds. (2.3.2)

I further assume that E[πik(s, Aik)] exists, is a pdf, and is symmetric about s∗,

E[πik(s
∗ + s, Aik)] = E[πik(s

∗ − s, Aik)] ∀s ∈ RM . (2.3.3)

Intuitively this means that on average, beliefs are equally likely to be biased in any

direction around the true state of the world s∗. This property is approximately

satis�ed by Galton's data from the country fair, for example. The distribution of

guesses for the ox's weight is near symmetric about the correct answer [30].

Finally, I assume that x∗i has the following averaging property

1

2
[x∗i (p, δs∗+s) + x∗i (p, δs∗−s)] = x∗i (p, δs∗) ∀s ∈ RM . (2.3.4)

In words, this says that the error made by an individual who believes the state of
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the world is (s∗ + s) is equal in magnitude and opposite in direction to the error

they make if they believe the state of the world is (s∗ − s).

A simple example of preferences that have this property occurs if the Bernoulli

utility functions Ui(x, δs) in 2.3.2 take the following form

Ui(x, δs) = sTΓix− xTΦix. (2.3.5)

Here Γi is a real M × N matrix and Φi is a real N × N positive de�nite matrix.

The elements of Γi describe the degree of complementarity between di�erent states

of the world and di�erent commodities for each consumer, since

∂2Ui
∂s∂x

= Γi. (2.3.6)

Similarly, the elements of Φi describe the degree of complementarity between dif-

ferent commodities. The positive de�niteness of Φ ensures that the utility function

2.3.5 is strictly concave and therefore always has a unique maximum on the budget

set Bi(p). This utility function also has the property that the maximal element

x∗i (p, δs) on the budget set is an a�ne function of s, so the averaging property

2.3.4 is immediately satis�ed. The proof of this fact is given in Appendix 2.A.

With assumptions 2.3.1, 2.3.3, and 2.3.4, it can be shown that condition 2.2.2

holds. The proof is given in Appendix 2.B. Intuitively, the idea is that beliefs

are `equally likely' to be biased in any direction around δs∗ due to the symmetry

property 2.3.3. Then the individual mistakes tend to `wash out' to give the optimal

bundle due to the averaging property 2.3.4.

Example 2:

I assume that x∗i (p, πik) = x∗i (p, δsmax), and smax = arg maxs[πik(s, Aik)] =

Aik ∀i, k. In particular, upon receiving random signal Aik, individuals update

beliefs in such a way that the `most probable' state of the world is smax = Aik.

They then purchase the optimal bundle of goods corresponding to the state of
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the world they believe to be `most probable'. Further, it is assumed that the pdf

followed by the signals Aik is symmetric about s
∗. Finally the averaging property

2.3.4 is also assumed. This is su�cient to guarantee that 2.2.2 holds. The proof

is similar to case 1, which is presented in Appendix 2.B.

Note that preferences of this type generally cannot be represented by a utility

function that has the expected utility form, so there must be some failure of the

Von-Neumann Morgenstern axioms. This example generally fails the independence

axiom. This easiest way to see this is to note that compound lotteries do not reduce

as required. Since this reduction is implied by the independence axiom, that too

must fail. In the following, I will use the notation
∑

a paXa to denote a discrete,

compound lottery where lottery Xa occurs with probability pa. The reduction of

compound lotteries axiom is

qZ + (1− q)Y ' sX + (1− s)Y, (2.3.7)

where X, Y, Z are lotteries with X = rZ + (1− r)Y , and 2.3.7 is required to hold

for all lotteries Y, Z and all q, r, s ∈ [0, 1] such that s = q
r
.

Consider the case where q > (1−q) and (1−r) > r. Then with the preferences

as above, the left hand side of 2.3.7 is equivalent to Z and the right hand side is

equivalent to Y . Therefore in order for 2.3.7 to hold, we would require Z ' Y for

all Z and Y - the preferences must be trivial.

2.4 Discussion

Many economists feel that the fundamental theorems of welfare economics capture

something nontrivial about the world. Empirically, there are many situations

where markets seem to perform reasonably well. This is despite many key facets of

real markets that are completely at odds with the theoretical conception of them

in general equilibrium theory. In particular, market participants are typically

imperfectly informed, irrational, and do not have anything approaching a full
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set of contingent commodities or securities available to them. The current work

is a step towards a general equilibrium theory that incorporates these realistic

elements, while retaining the observed ability of markets to deliver good outcomes

under some circumstances.

When crowds are wise, aggregate production takes place at the ex-post Pareto

e�cient level. Prices that have a lagged response follow a martingale process in

a neighbourhood of equilibrium, in accordance with the e�cient market hypoth-

esis. A pure exchange spot market that opens after the resolution of uncertainty

provides a corrective mechanism for individual errors that occur in the �rst round

of trading. Aggregate production has taken place at the e�cient level, and it

simply remains to redistribute the goods so that everyone receives a bundle that

maximises their experienced preferences. Thus it is possible to achieve an ex-post

Parto e�cient outcome with imperfectly informed agents who do not have any

access to markets for any contingent commodities or �nancial products, and who

have no ability to predict future prices.
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Appendix

2.A Proof that x∗i (p, δs) is an a�ne function of s in

examples

x∗i (p, δs) is the maximum of the the function

Ui(x, δs) = sTΓix− xTΦix, (2.A.1)

subject to p(x) ≤ w, where w is the wealth of agent i. The utility function 2.A.1

is locally nonsatiated, so the wealth constraint binds. Then p(x) = w can be

rearranged as

x1 =
w

p1
− p2
p1
x2 −

p3
p1
x3 + ....

pH
p1
xH . (2.A.2)

This in turn can be written as

x = Ax+ c, (2.A.3)

where A is an H × H matrix and c is an H-dimensional vector, given in block

form as
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A =

 0 −p2
p1
−p3
p1

. . .

0H−1 IM−1

 c =

 w
p1

0H−1

 . (2.A.4)

Here, 0H−1 is an (H − 1)-dimensional vector whose components are all zero, and

IH−1 is the (H−1)-dimensional identity matrix. Substituting this into 2.A.1 gives

Ui = sTΓi(Ax+ c)− (xTAT + cT )Φ(Ax+ c). (2.A.5)

The superscript T denotes matrix transposition. The �rst order condition is

sTΓiA− cTΦA = 2xTATΦA. (2.A.6)

Φ is postive de�nite, so it has a unique Cholesky decomposition

Φ = LTL, (2.A.7)

where L is an upper triangular matrix given in block form as

L =

 L11 lT

0M−1 Λ

 . (2.A.8)

Here L11 is the 11 component of L, l is an (H − 1)-dimensional vector, and Λ is

an (H − 1)-dimensional upper-triangular matrix.

Some matrix multiplication gives

ATΦA =

 0 0TM−1

0M−1 ΛTΛ.

 (2.A.9)

64



We also have

det Φ = det(LTL) (2.A.10)

= L2
11 det(ΛTΛ) (2.A.11)

6= 0. (2.A.12)

On the second line, I have used the upper triangular form of L, and on the �nal

line I have used the fact that Φ is positive de�nite and therefore invertible. This

implies that φ := ΛTΛ has nonzero determinant, and therefore it is also invertible.

Substituting 2.A.9 into 2.A.6 gives

1

2
sTΓiA−

1

2
cTΦA =

(
0 ξTφ

)
, (2.A.13)

where x =

 x1

ξ

 and ξ is an (H − 1)-dimensional vector. Multiplying on the

right by D :=

(
0 0TM−1

0M−1 φ−1

)
gives

1

2
sTΓiAD −

1

2
cTΦAD =

(
0 ξT

)
. (2.A.14)

This shows that ξ is an a�ne function of s. Finally, from 2.A.2, x1 is an a�ne

function of ξ, and the composition of two a�ne functions is a�ne. Then x∗i (p, δs)

is an a�ne function of s.

2.B Proof of su�cient conditions for crowds to be

wise

In the examples in the main text, the proof relies upon the following lemma. Let

f(x) be a pdf on RM that is symmetric about s∗,
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f(s∗ + x) = f(s∗ − x) ∀x ∈ RM . (2.B.1)

Let g(x) be a function on RM that satis�es the averaging property,

1

2
[g(s∗ + x) + g(s∗ − x)] = g(s∗) ∀x ∈ RM .. (2.B.2)

Finally, let P be a hyperplane in RM that goes through s∗ and divides RM into

two half-spaces H±. Then

∫
RM

f(x)g(x)dx =

∫
(x+s∗)∈H+

f(s∗ + x)g(s∗ + x)dx

+

∫
(x+s∗)∈H−

f(s∗ + x)g(s∗ + x)dx (2.B.3)

=

∫
(x+s∗)∈H+

f(s∗ + x)g(s∗ + x)dx

+

∫
(x+s∗)∈H+

f(s∗ − x)g(s∗ − x)dx (2.B.4)

= 2

∫
(x+s)∈H+

f(s∗ + x)g(s∗)dx (2.B.5)

=

∫
RM

f(s∗ + x)g(s∗)dx (2.B.6)

= g(s∗) (2.B.7)

Here, the second line follows because the half-spaces H± are mirror images of one

another under re�ection in the hyperplane P . The third line follows using the

symmetry and averaging properties 2.B.1, 2.B.2. The �nal line follows from the

translation invariance of dx and the fact that f(x) is a pdf.
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Chapter 3

Homophily in the job market and

no-go results for a�rmative action

3.1 Introduction

A�rmative action is the practice of favouring members of a given group in employ-

ment or education opportunities. Stronger forms typically involve the imposition

of quotas, where a certain number of jobs or school places are reserved for members

of the target groups. This practice is illegal in many countries, for example, the

UK and the US. Milder forms allow group membership to be taken into account

in hiring/admission decisions, or setting targets that encourage greater e�orts to

attract applicants from a given group. These milder practices of a�rmative ac-

tion have often generated tension with anti-discrimination laws that exist in many

jurisdictions.

For example, in the 2003 case of Grutter vs Bollinger, the US supreme court

found that a�rmative action policies practiced by the University of Michigan law

school were not unconstitutional, and that they worked to `further a compelling

interest in obtaining the educational bene�ts that �ow from a diverse student

body'. However, the ruling was also very clear in stating that the use of a�rmative

action must be temporary: `race-conscious admissions policies must be limited in

time...We expect that 25 years from now, the use of racial preferences will no

longer be necessary to further the interest approved today' [35].
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This strikes at an issue that is central to the debate around a�rmative action.

A key part of the rationale that is often invoked to justify a�rmative action is

that it is a temporary practice. Once acceptable levels of representation have been

reached, the situation will be self-sustaining and a�rmative action policies can be

discontinued.

Related to this, it is often held that in the absence of discrimination, the

group composition of di�erent jobs would naturally be representative of the labour

pool. In this view, any signi�cant di�erence in job market outcome between

di�erent groups can be taken as prima facie evidence of discrimination. As an

example, at the time of writing the human resources pages from MIT's website

states that `A central premise underlying a�rmative action is that, over time,

absent discrimination, a contractor's workforce will generally re�ect the gender,

racial, and ethnic pro�le of the labor pools from which the contractor recruits and

selects'.

This paper establishes general results that counter these ideas. In particular, I

develop a simple but realistic model of the job market. The ingredients that go in

are minimal; there are simply jobs and �ows of people between them. I examine

steady states within this framework. This requires that the group composition

of all jobs as well as the pool of unemployed is static in time, regardless of how

many new people enter the labour force, and what fraction of its employees �rms

decide to hire/�re. With no further assumptions, I show that there is at most

one steady state, and in this steady state the composition of all job categories

and the pool of unemployed is perfectly representative, in the sense that it is

identical to the group composition of the labour force as a whole. I also consider

the notion of semi-steady state. This requires the group composition of each job

to be static in time, regardless of what happens to the group composition of the

unemployed. I show that under some assumptions, semi-steady states are also

extremely restrictive, and require each job to be populated entirely by individuals

from one group.

In section Section 3.3, I examine the stability properties of steady states and

semi-steady states. I �rst examine an example of the model with a particular
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class of hiring and �ring functions that have parameters controlling the degree

of homo/heterophily in hiring and �ring in the job market. Homophily refers to

the empirically observed tendency for people who share particular traits to asso-

ciate with each other, in both personal and professional environments. Baseline

homophily refers to the degree of homophily that would be expected if matching

occurred randomly in a large population. Inbreeding homophily is the degree of

homophily above the baseline level. This can be caused by individual preferences

to associate with their ingroup, or by shared characteristics of the group that

cause them to make similar choices. Inbreeding homophily has consistently been

found in many settings and across a number of di�erent traits, including race,

gender, religion, class, political orientation and education. A good summary of

the evidence on this subject can be found in [36]. I prove that with the chosen

class of hiring and �ring functions, semi-steady states are stable when there is

inbreeding homophily and each group occupies one and only one job. I also prove

that with the chosen class class of hiring and �ring functions, the unique steady

state is unstable, regardless of the values of the parameters that control hiring and

�ring homo/heterophily.

This latter result is surprising - one might expect that a tendency towards

heterophily would make the perfectly representative situation stable. In fact this

is not the case. More broadly, I show that there are plausible conditions that are

almost certainly satis�ed and that are su�cient for the steady state to be unsta-

ble. In particular, the presence of inbreeding homophily is su�cient, thought not

necessary, for the steady state to be unstable. Given how commonplace inbreed-

ing homophily is, the conclusion from this work is that the representative steady

state is almost certainly unstable, and as a result, even universal a�rmative action

policies cannot have permanent e�ects if they are applied temporarily. This paper

makes no claim about whether a�rmative action policies are worth enacting in

light of this �nding. It is conceivable that they are, even if their e�ects are not

permanent.

The work that is most similar in spirit to the current paper is Coate and Loury

[37]. Their paper is also primarily concerned with whether temporary a�rmative
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action can bring about permanent changes in the labour market. They use a

game theoretic model to demonstrate the existence of equilibria in which negative

stereotypes about a particular group can persist under a quota-type a�rmative

action policy. It is the negative stereotypes that cause the group to be disad-

vantaged in the �rst place, so a�rmative action cannot have permanent e�ects if

it fails to break down those stereotypes. Their model also has equilibria where

negative stereotypes are successfully displaced by a�rmative action, and in this

case the policy does have permanent e�ects. The authors are agnostic as to which

equilibrium is more likely to describe real life.

The current work asks the same question, but the approach is di�erent. The

model is simply a dynamical system of �ows between di�erent jobs. Therefore

it does not rely on any game theoretic modelling assumptions regarding informa-

tion, strategy sets etc. Further, it does not have negative stereotypes as the only

mechanism through which groups are disadvantaged, and the conclusions do not

rest upon one equilibrium being played rather than the other. The organisation

of this chapter is as follows. In Section 3.2, I describe the model, and explore the

properties of steady states and semi-steady states. In Section 3.3, I introduce a

particular class of hiring and �ring functions, and I examine the stability of steady

states and semi-steady states with this choice and more generally. I end with a

discussion.
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3.2 Job market model

g, h, i = 1...I Labels groups that individuals belong to.
j, k, l = 0, 1...J Labels job types. Job type 0 corresponds to unemployed.
N(t) > 0 Size of the labour force at time t.
λj(t) ∈ (0, 1) The proportion of the labour force that is in job j at time t.
pij(t) ∈ [0, 1] The proportion of people in job j that are from group i at time t.
rj(t) ∈ [0, 1] The proportion of people in job j that retire at time t.
fj(t) ∈ [0, 1] The proportion of people in job j that are �red at time t.
hj(t) ∈ R New hires in job j as a fraction of the number of people in job j

at time t.
E(t) ∈ R New entrants into the labour force as a proportion of the total

number of unemployed.
γi(t) ∈ [0, 1] The proportion of labour force entrants that are from group i at time t.
tijk(X, t) ∈ [0, 1] The proportion of new hires in job k that transitioned from job j

and are from group i, at time t.
uij(X, t) ∈ [0, 1] The proportion of people that are �red from job j that are from group i,

at time t.
X(t) ∈ R(J+1)I Vector of state variables whose ((j + 1)× i)th element is pij(t).

Table 3.2.1: Notation

The notation used in this chapter is summarised in Table 3.1, which the reader

should familiarise themselves with now. The variables in the model obey the

following elementary properties.

J∑
j=0

λj(t) = 1 ∀t (3.2.1)

I∑
i=1

pij(t) = 1 ∀j, t (3.2.2)

I∑
i=1

γi(t) = 1 ∀t (3.2.3)

tijj(X(t), t) = tij0(t) = 0 ∀i, j,X(t), t (3.2.4)

I∑
i=1

J∑
j=0

tijk(X(t), t) =

1 if hk(t) 6= 0

0 if hk(t) = 0

∀X(t), t, k = 1...J (3.2.5)

I∑
i=1

uij(X(t), t) = 1 ∀j, t (3.2.6)
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Equation 3.2.4 expresses the fact that transitions only occur between two distinct

jobs, and there are no transitions to unemployed (this occurs through �ring or

quitting). Equation 3.2.5 stipulates that the sum of the transitions to job k for

all groups is normalised to zero if there are zero new hires in job k, and to one

otherwise. The rest are straightforward normalisation conditions.

There are two basic dynamical equations in the model. The �rst is

pij(t+ 1)λj(t+ 1)N(t+ 1) = [1− rj(t)]pij(t)λj(t)N(t) (3.2.7)

+
J∑
k=0

tikj(X(t), t)hj(t)λj(t)N(t) (3.2.8)

−
J∑
k=1

tijk(X(t), t)hk(t)λk(t)N(t) (3.2.9)

− uij(X(t), t)fj(t)λj(t)N(t). (3.2.10)

This equation holds for i = 1...I and j = 1...J . That is, it describes the dynamics

of the composition of each job with the exception of the unemployed. The second

equation describes the unemployed sector,

pi0(t+ 1)λ0(t+ 1)N(t+ 1) = [1− r0(t)]pi0(t)λ0(t)N(t) (3.2.11)

−
J∑
k=1

ti0k(X(t), t)hk(t)λk(t)N(t) (3.2.12)

+
J∑
k=1

uik(X(t), t)fk(t)λk(t)N(t) (3.2.13)

+ γi(t)E(t)λ0(t)N(t). (3.2.14)

In both of these equations, the variables {hk(t)}k=1...J , {fk(t)}k=1...J and E(t) are

exogenous. It it assumed that they are always such that pij(t+ 1) ∈ [0, 1] ∀t, i, j.

These equations look complicated, but the interpretation is reasonably straight-

forward. Let's consider them line by line.

The left hand side of 3.2.7 is just the number of people that are from group i
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and in job j at time (t+1). The �rst term on the right hand side of 3.2.7 accounts

for the fact that a proportion rj(t) of the people in job j at time t retire. The rate

of retirement is assumed to be the same for all groups, so rj(t) is independent of

i. The term in line 3.2.8 accounts for all the new hires that come into job j, both

from the pool of unemployed and from other jobs. The term in line 3.2.9 accounts

for the loss of workers who switch jobs. Finally, 3.2.10 accounts for people who

are �red from job j.

The logic behind the second equation is similar. The last term in 3.2.14 rep-

resents the in�ux of new people into the labour force.

Summing over i in each equation, and remembering properties 3.2.2, 3.2.3,

3.2.5 and 3.2.6 gives

λj(t+ 1)N(t+ 1) = [1− rj(t)]λj(t)N(t) + hj(t)λj(t)N(t)

−
I∑
i=1

J∑
k=1

tijk(X(t), t)hk(t)λk(t)N(t)− fj(t)λj(t)N(t) (3.2.15)

for j = 1...J , and

λ0(t+ 1)N(t+ 1) = [1− r0(t)]λ0(t)N(t)−
I∑
i=1

J∑
k=1

ti0k(X(t), t)hk(t)λk(t)N(t)

+
J∑
k=1

fk(t)λk(t)N(t) + E(t)λ0(t)N(t). (3.2.16)

Finally, summing over j = 1...J in 3.2.15, adding to 3.2.16 and using 3.2.1 and

3.2.5 gives

N(t+ 1) =

[
1−

J∑
j=0

rj(t)λj(t) + E(t)λ0(t)

]
N(t). (3.2.17)

De�nition 3.1. A steady state is a set of values of pij(t) satisfying pij(t + 1) =

pij(t) ∀i, j, for all possible values of {hk(t)}k=1...J , {fk(t)}k=1...J and E(t).
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This means that pij(t) is static for all i, j, regardless of how many people are

hired, �red or how many new entrants to the labour force there are. This might

seem like an overly strong condition. It can actually be signi�cantly weakened

without altering any of the results in this paper. To illustrate this point, consider

the equation ax+by = 0, where all variables are real-valued. If this equation is re-

quired to hold for a single value of (x, y), there are an in�nite number of solutions

for (a, b), given by a = −by
x
. If the equation is required to hold for two linearly in-

dependent values of (x, y), the only solution is a = b = 0. Foreshadowing slightly,

the equations for the steady state 3.2.20 is just a linear system of equations in the

variables {hk(t)}k=1...K , {fk(t)}k=1...K and E(t). Its solution will require setting

the coe�cients of these variables to zero if the equations are required to hold for

su�ciently many linearly independent values of these variables. In practice this is

a �nite number. However for simplicity's sake, in the de�nition above I require it

to hold for all feasible values of {hk(t)}k=1...J , {fk(t)}k=1...J and E(t).

The motivation for requiring the system to be static for multiple values of

the exogenous parameters {hk(t)}k=1...J , {fk(t)}k=1...J , E(t) at a steady state is

as follows. Consider an omnipotent central planner, who can choose the state of

the system at will. This is our proxy for a perfect a�rmative action policy. The

question of interest is: Is it possible for the central planner to choose a state of the

system such that, once their power is switched o� (the a�rmative action policy

comes to an end), the system will remain at or near that state inde�nitely? That

is, if we make the most generous assumptions about the ability of central planners

to carry out a�rmative action policies, can a temporary policy have permanent

e�ects? In particular this means that after the intervention has ended, the planner

does not get to choose values for the variables {hk(t)}k=1...J , {fk(t)}k=1...J , E(t) -

how many people are hired or �red from each job, and how many new entrants to

the labour force there are.

I �rst prove the following theorem regarding steady states.
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Theorem 3.1. There is at most one steady state, and it satis�es

pij(t) = pi0(t) = uij(X(t), t) = γi(t) ∀t, i, j = 1...J (3.2.18)

tijk(X(t), t) = pij(t)
I∑

h=1

thjk(X(t), t) ∀t, i, j, k = 1...J (3.2.19)

Proof. Multiplying 3.2.15 by pij(t) and subtracting it from 3.2.7 gives

[pij(t+ 1)−pij(t)]λj(t+ 1)N(t+ 1) =[
J∑
k=0

tikj(X(t), t)hj(t)λj(t)N(t)− pij(t)hj(t)λj(t)N(t)

]
+[

−
J∑
k=1

tijk(X(t), t)hk(t)λk(t)N(t) + pij(t)
I∑

h=1

J∑
k=1

thjk(X(t), t)hk(t)λk(t)N(t)

]
+[

− uij(X(t), t)fj(t)λj(t)N(t) + pij(t)fj(t)λj(t)N(t)
]

(3.2.20)

for i = 1...I, j = 1...J . Since λj(t) > 0 ∀j, t and N(t) > 0 ∀t by assumption, the

conditions for a steady state are obtained by setting the coe�cients of {hk(t)}k=1...J

and fj(t) in 3.2.20 to zero. These are

pij(t) =
J∑
k=0

tikj(X(t), t) ∀t, i, j = 1...J (3.2.21)

tijk(X(t), t) = pij(t)
I∑

h=1

thjk(X(t), t) ∀t, i, j, k = 1...J (3.2.22)

pij(t) = uij(t) ∀t, i, j = 1...J. (3.2.23)

Similarly, multiplying 3.2.16 by pi0(t) and subtracting from 3.2.11 gives

[pi0(t+ 1)−pi0(t)]λj(t+ 1)N(t+ 1) =[
−

J∑
k=1

ti0k(X(t), t)hk(t)λk(t)N(t) + pi0(t)
I∑

h=1

J∑
k=1

th0k(X(t), t)hk(t)λk(t)N(t)

]

+

[
K∑
k=1

uik(X(t), t)fk(t)λk(t)N(t)− pi0(t)
J∑
k=1

fk(t)λk(t)N(t)

]
+
[
γi(t)E(t)λ0(t)N(t)− pi0(t)E(t)λ0(t)N(t)]. (3.2.24)
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Setting coe�cients of {hk(t)}k=1...J , {fk(t)}k=1...J and E(t) to zero gives the addi-

tional steady state conditions

ti0k(X(t), t) = pi0(t)
I∑

h=1

th0k(X(t), t) if hk(t) 6= 0 ∀t, i, k = 1...J (3.2.25)

pi0(t) = uik(X(t), t) ∀t, i, k = 1...J (3.2.26)

pi0(t) = γi(t) ∀t, i. (3.2.27)

Finally, combining 3.2.21-3.2.23 with 3.2.25-3.2.27 results in

pij(t) = pi0(t) = uij(X(t), t) = γi(t) ∀t, i, j = 1...J (3.2.28)

tijk(X(t), t) = pij(t)
I∑

h=1

thjk(X(t), t) ∀t, i, j, k = 1...J (3.2.29)

Equations 3.2.28 and 3.2.29 form a complete set of steady state conditions. The

condition 3.2.21 has been dropped since it is implied by 3.2.28 and 3.2.29. To see

this, sum over j = 0...J in 3.2.29 to give

J∑
j=0

tijk(X(t), t) =
J∑
j=0

pij(t)
I∑

h=1

thjk(X(t), t) (3.2.30)

⇒
J∑
j=0

tijk(X(t), t) = pij(t)
I∑

h=1

J∑
j=0

thjk(X(t), t). (3.2.31)

= pij(t) (3.2.32)

On the second line I have used the fact from 3.2.28 that pij(t) = γi(t) is indepen-

dent of j and so can be pulled outside the sum, and on the third line I have used

the identity 3.2.5. But this is just equation 3.2.21 �

Note that from 3.2.18, γi(t) = γi must be time independent in order to ensure

that pij(t) and pi0(t) are static.

The assumptions of the model so far have been minimal. It simply consists of

a number of jobs with �ows of people between them. Nonetheless if a steady state
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exists, it is unique and restrictive. Equation 3.2.18 says that the composition

of every job and the composition of the pool of unemployed must be perfectly

representative in the sense that they must be identical to the composition of the

labour force entrants γi. An immediate consequence is that there are strong limits

on what non-universal a�rmative action policies can achieve. Even if such a policy

is used to raise the proportion of people from group i in one particular job j to

representative levels, this situation is generally not static. When the policy is

discontinued, its e�ects in general will not persist. This can be problematic even

if the proportion of people from group i in job j continues to rise after the policy

is ended. The reason is that this can have unwanted e�ects on the representation

of people from group i in other desirable jobs, particularly if they both draw from

a shared pool of talent.

Note that it is not possible to dynamically restrict any state variable pij(t) to

a proper subset of [0, 1] for all {hk(t)}k=1...J , {fk(t)}k=1...J and E(t) unless that

subset is a single point. The reason is that in 3.2.20 and 3.2.24, if pij(t+1) 6= pij(t),

then at least one term on the right hand side of those equations must be non-zero,

and that means that pij(t + 1) is completely sensitive to a di�erent set of values

for {hk(t)}k=1...J , {fk(t)}k=1...J and E(t). That is, if pij(t + 1) 6= pij(t) then there

is a set of values for {hk(t)}k=1...J , {fk(t)}k=1...J and E(t) that gives any value for

pij(t+1) one wishes. So, for example, nontrivial periodic orbits in a subset of [0, 1]

that are robust to the exogenous variables are ruled out. More generally, it is not

possible for an a�rmative action policy to have a permanent e�ect by restricting

state variables to a non-trivial subset of the state space.

Proposition 3.1. Assume that the following condition holds

tijk(X(t), t)|SS = thjk(Xi↔h(t), t)|SS ∀i, h, j, k = 1...J. (3.2.33)

Here |SS denotes evaluation at the steady state, and the subscript i ↔ h means

that the pij(t) entry in X(t) has been swapped with the phj(t) entry, for all j.

Then in the steady state, pij = pi0 = γi = 1
I
∀i, j = 1...J .

Proof. Combining 3.2.18 and 3.2.21 gives
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γi =
J∑
k=0

tikj(X(t), t)|SS (3.2.34)

=
1

I
∀i, j = 1...J, hj(t) 6= 0. (3.2.35)

This follows because the right hand side of 3.2.34 does not change under i↔ h by

the assumption of the proposition, and so the left hand side mustn't either. From

the steady state condition 3.2.18, we also have pij = pi0 = γi = 1
I
∀i, j. �

The assumption 3.2.33 means that at the steady state there is a degree of

symmetry in the hiring function. Discrimination in hiring can still occur at the

steady state, but it cannot be predicated on group identity in and of itself. Groups

can be discriminated against on the basis of the values of pij(t), but not on the

value of i directly. This still allows for discrimination based on group membership

to occur at the steady state if, for example, the group is a minority.

Thus with assumption 3.2.33, the steady state requires not only that the com-

position of every job is perfectly representative, but also that every group is repre-

sented in exactly equal numbers in all jobs and in the unemployed. Interestingly,

the condition 3.2.33 is actually a restriction on hiring discrimination, but its e�ect

is to eliminate the representative steady state for most group divisions, because it

requires each group to be equally prevalent in the labour force. The only group

that has traditionally been the target of a�rmative action policies that this might

be applicable to is women.

The above notion of steady state is obviously restrictive. As a �rst attempt at

relaxing it, one might only insist that the composition of jobs j = 1...J is static,

while the unemployed sector j = 0 needn't be. Now, it may happen that in this

situation the composition of the unemployed sector is still static, in which case we

are back at steady states. So to get something di�erent, we will have to allow the

composition of the unemployed sector to be dynamic, and the composition of jobs

j = 1...J will have to be static and robust to changes in the composition of the

unemployed sector. This leads to the following notion of semi-steady state.
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De�nition 3.2. A semi-steady state is a set of values of pij(t) satisfying pij(t+1) =

pij(t) ∀i, j = 1...J , for all possible values of {hk(t)}k=1...J , {fk(t)}k=1...J and

{pg0(t)}g=1...I .

The key di�erence between the steady state and semi-steady state concepts

is that semi-steady state does not require the composition of the unemployed

sector to be static. It only requires the composition of each job to be static,

but independently of whatever is happening in the unemployed sector. Thus the

condition that de�nes semi-steady states is that equations 3.2.21-3.2.23 must hold

for all values of {pg0(t)}g=1...I .

It happens that the form semi-steady states must take can also be quite re-

strictive. This is the content of the following proposition.

Proposition 3.2. Assume that for hj(t) 6= 0,
∑J

k=0 tikj(X(t), t) is independent of

{pg0(t)}g=1...I for i = 1...I, j = 1...J only if pij(t) ∈ {0, 1} ∀i, j = 1...J . Then in

any semi-steady state, each job is populated by only one group.

Proof. Consider the semi-steady state condition 3.2.21 that is required to hold for

all values of {pg0(t)}g=1...I . The left hand side must be independent of {pg0(t)}g=1...I ,

and therefore the right hand side must be too. By the assumption of the proposi-

tion, a necessary condition for this is that pij(t) ∈ {0, 1} ∀i, j. �

The assumption in Proposition 3.2 says that the group composition of new

hires in each job can only ever be independent of the group composition of the

unemployed if pij(t) ∈ {0, 1} ∀i, j = 1...J . This assumption might be justi�ed

as follows. Say that each group has preferences over the group membership of

individuals they work alongside. Then there can only be unanimity on the most

desirable group members to employ in a given job when that job is populated

entirely by one group. It might be reasonable to suggest that the only time the

hiring decision can possibly become independent of {pg0(t)}g=1...I is if there is

unanimous agreement - each job is populated entirely by members of a single

group
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In the next section, I introduce homo/heterophily into the model, and investi-

gate the stability of steady states and semi-steady states.

3.3 Homo/heterophily

In this section, I examine a particular class of hiring and �ring functions that

can have the property of homo/heterophily. The degree of homo/heterophily is

controlled by parameters in the family of functions that tikj and uij belong to. The

motivation for this is that intuitively one might expect the perfectly representative

steady state to be stable under heterophily, and the completely segregated semi-

steady states to be stable under homophily. It turns out that in fact this is not

the case. One can prove that the steady state is unstable very generally, and there

are additional, strong conditions required for the semi-steady states to be stable.

Let

tikj(X(t), t) =


pik(t)λk(t)p

α
ij(t)∑I

h=1

∑
l 6=j phl(t)λl(t)p

α
hj(t)

if hj(t) 6= 0 and k 6= j

0 if hj(t) = 0 or k = j

(3.3.1)

uij(X(t), t) =
pβij(t)∑I
h=1 p

β
hj(t)

, (3.3.2)

Here α and β are parameters that take values in R. These functions can potentially

develop singularities if some subset S of the variables {phj(t)}h=1...I take the value

zero when hj(t) 6= 0 and α < 0 or β < 0. They are extended to cover this case in

the following way. If the denominator in 3.3.1 is heading towards∞ when pij 6= 0,

then we take tikj|S=0 := 0, and if the denominator in 3.3.2 is heading towards ∞

when pij 6= 0, then we take uij|S=0 := 0. If both the denominator and numerator

in 3.3.1 are heading towards ∞, then we take tikj|S=0 := pik(t)λk(t)∑
{h|phj∈S}

∑
l 6=j phl(t)λl(t)

,

and if both the numerator and denominator in 3.3.2 are heading towards ∞, we

take uij|S=0 := 1
|S| , where |S| is the size of the set S. With this extension, these

functions obey the identities 3.2.5 and 3.2.6.

The idea behind the choices 3.3.1 and 3.3.2 is that they capture homo/heterophily
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in a simple way. In particular, it can be shown that for hk(t) 6= 0 and k 6= j,

∂tikj(X(t), t)

∂pij(t)
=
αpik(t)λk(t)p

α−1
ij (t)

[∑
h6=i
∑

l 6=j phl(t)λl(t)p
α
hj(t) + pij(t)p

α−1
/ij

(t)
∑

l 6=j pil(t)λl(t)
]

(∑I
h=1

∑
l 6=j phl(t)λl(t)p

α
hj(t)

)2 .

(3.3.3)

Here, p/ij(t) := 1 −
∑

h6=g phj(t) for some g 6= i, and pij(t), p/ij(t) are varied while

keeping everything else constant. This is a long expression, but the only important

point to note is that the derivative is proportional to α, and the remaining part of

the expression is greater than or equal to zero. Thus α controls how the proportion

of new hires from group i in job j changes with pij(t) - it is a measure of hiring

homo/heterophily, with α > 0 indicating hiring homophily, α < 0 indicating hiring

heterophily, and α = 0 the marginal case. Similarly,

∂uij(X(t), t)

∂pij(t)
=
βpβ−1ij (t)

[∑
h6=i p

β
hj(t) + pij(t)p

β−1
/ij

(t)
]

(∑I
h=1 p

β
hj(t)

)2 , (3.3.4)

and β is a measure of separation homo/heterophily, with β > 0 indicating separa-

tion heterophily, β < 0 indicating separation homophily, and β = 0 the marginal

case.

The hiring function tikj(X(t), t) in 3.3.1 is, up to a normalisation factor, di-

rectly proportional to pik(t)λk(t). This means that the proportion of new hires in

job j that are from group i and that transition from job k is proportional to the

fraction of the population that are from group i in job k.

The hiring function 3.3.1 has the property 3.2.33, and therefore Proposition

3.1 implies that there is a unique steady state with

pij(t) =pi0(t) =
1

I
∀t, i, j. (3.3.5)
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Proposition 3.3. Let the hiring function be given by 3.3.1. Then semi-steady

states only exist if α ≥ 0 and pij ∈ {0, 1} ∀i, j = 1...J .

Proof. Assume hj(t) 6= 0. The semi-steady state condition 3.2.21 must hold for

all values of {pg0}g=1...I . This implies that

J∑
k=0

tikj(X(t), t) :=

∑J
k 6=j pik(t)λk(t)p

α
ij(t)∑I

h=1

∑
l 6=j phl(t)λl(t)p

α
hj(t)

. (3.3.6)

must be independent of {pg0}g=1...I . Both the numerator and denominator depend

on {pg0}g=1...I , and the only way 3.3.6 can be independent of {pg0}g=1...I is if the

dependence in the numerator and denominator cancel. This only occurs if α ≥ 0

and pij ∈ {0, 1} ∀i, j = 1...J .

�

Proposition 3.3 implies that when the hiring function is given by 3.3.1, in any

semi-steady state each job j is composed entirely of members of one group - there

is complete segregation.

Next I will discuss stability. I begin with a de�nition.

De�nition 3.3. A state Z is said to be stable if there is some neighbourhood

U of Z such that for all X(t) ∈ U , the distance between X(t) and Z is weakly

decreasing for all possible values of {hk(t)}k=1...J , {fk(t)}k=1...J and E(t).

Note that as in De�nition 3.1, the requirements of this de�nition can be weak-

ened signi�cantly without changing any of the results in this paper. In particular,

the above de�nition is equivalent to only requiring the distance between X(t) and

Z to be weakly decreasing for 2J + 1 linearly independent values of the vector

of variables
(
{hk(t)}k=1...J , {fk(t)}k=1...J , E(t)

)
. However, the above de�nition is

used for simplicity's sake.

Proposition 3.4. Let the hiring and �ring functions be given by 3.3.1 and 3.3.2.

Let Yi be the set of jobs that are entirely populated by members of group i. The
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unique steady state is unstable for all values of α and β. Semi-steady states are

stable i� α > 1, β < 1 and Yi is a singleton set ∀i.

Proof. The proof is in Appendix 3.A. �

The condition α > 1 implies hiring inbreeding homophily at the steady state.

This means that people from the same group have a tendency to cluster together to

a greater degree than would be expected by chance at the steady state. Similarly,

β < 1 implies �ring inbreeding homophily at the steady state. Proposition 3.3

implies that each job is populated by members of one group in any semi-steady

state, and Proposition 3.4 implies that no two distinct jobs can be populated

by the same group if the semi-steady state is to be stable. Thus existence plus

stability of semi-steady states would require a degree of labour market segregation

that seems implausible.

It is a very interesting point that with the hiring and �ring functions 3.3.1 and

3.3.2, the steady state is unstable no matter if there is homo/heterophily or how

strong it is. The reason for this can be traced back to a feature of the function

3.3.1. In particular, tikj(X(t), t) is independent of i at the steady state and for

hj(t) 6= 0, it has a factor of pik(t) in the numerator. This causes the proportion of

new hires in job j that are from group i to increase one for one with the proportion

of group i in another job. This e�ect is independent of α and β, and it is possible

to show that it is the root cause of the instability

In fact, there are several plausible conditions that are su�cient for the steady

state to be unstable. These conditions do not rely on the choice 3.3.1 3.3.2 of the

hiring and �ring functions, and apply to general hiring and �ring functions. This

is the content of the following theorem.

Theorem 3.2. Each of the following conditions is su�cient for the steady state

to be unstable:

1. ∂
∂pil(t)

[
−tilj(X(t), t) + pil(t)

∑I
h=1 thlj(X(t), t)

]
SS
> 0 for some i, l, j, t.

2. ∂
∂pil(t)

[
−tilj(X(t), t) + pil(t)

∑I
h=1 thlj(X(t), t)

]
SS

= 0 and

∂
∂pil(t)

[∑
k 6=j tikj(X(t), t)− pij(t)

]
SS
6= 0 for some i, l, j, t.
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3. ∂
∂pij(t)

[∑
k 6=j tikj(X(t), t)− pij(t)

]
SS
> 0 for some i, j, t.

4. ∂
∂pij(t)

[∑
k 6=j tikj(X(t), t)− pij(t)

]
SS

= 0 and

∂
∂pij(t)

[
−tilj(X(t), t) + pil(t)

∑I
h=1 thlj(X(t), t)

]
SS
6= 0 for some i, l, j, t.

5. ∂
∂pij(t)

[−uij(X(t), t) + pij(t)]SS ≥ 0 for some i, j, t.

Proof. The proof is in Appendix 3.A. �

There looks to be a lot in this theorem to take in, but the interpretation of

each condition is reasonably straightforward. In the following, assume that in the

given time period, job j is hiring and job l isn't.

If one relabels indices j → l in 3.2.20, then the expression in the brackets in

condition 1 is the coe�cient of hj(t)λj(t)N(t) in 3.2.20. The derivative of this

expression with respect to pil(t) evaluated at the steady state measures the e�ect

that a small perturbation of pil(t) has on pil(t + 1) − pil(t) at the steady state.

There are two countervailing e�ects. The �rst is the perturbation itself. If it is

positive, then this causes pil(t) to increase. On the other hand, there are now

more individuals from group i available to transition to some other job j. This

e�ect generally causes pil(t) to decrease. If the former e�ect is stronger than the

latter, pil(t) is increasing and the system is moving further away from equilibrium.

That is, if there is some job where an increase in the number of people from group

i isn't more than o�set by people from group i leaving to other jobs, then the

steady state is unstable. This is an inbreeding homophily condition.

Condition 2 covers the case where the above two opposing e�ects are of equal

strength. In this case, if an increase in pil(t) causes a change in pij(t+ 1)− pij(t),

the steady state is unstable. The second bracketed item in condition 2 is the

coe�cient of hj(t)λj(t)N(t) in 3.2.20. The derivative of this with respect to pil(t)

measures the e�ect that a perturbation of pil(t) has on pij(t + 1) − pij(t) at the

steady state. It is irrelevant whether the change is positive or negative, since any

movement of pij(t) is away from the steady state.

Following similar logic, condition 3 is a hiring inbreeding homophily condition.

It means that a small increase in pij(t) causes pij(t) to increase at the steady state.
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Condition 4 covers the case where hiring homophily in job j at the steady

state is only strong enough to maintain pij(t), but the perturbation to pij(t) has

a non-zero a�ect on pil(t), so the system still moves away from the steady state.

Condition 5 is a separation inbreeding homophily condition. The object in the

brackets in condition 5 is the coe�cient of fj(t)λj(t)N(t) in 3.2.20. The derivative

of this with respect to pij(t) evaluated at the steady state measures the e�ect that

a small perturbation of pij(t) has on pij(t+ 1)− pij(t). If a small increase in pij(t)

causes a larger decrease in the proportion of people from group i being �red in job

j, then pij(t) is increasing and the system is moving further away from equilib-

rium. If the condition holds with equality so that
[

∂
∂pij(t)

uij(X(t), t)
]
SS

= 1, the

steady state remains unstable since

∂
∂pij(t)

[uij(X(t), t)− pi0(t)]SS > 0, which from 3.2.24 implies that pi0(t) is increas-

ing and therefore the system is moving away from the steady state.

These conditions are all plausible. Theorem 3.2 only requires one of them

to hold, and only locally in time and space. Thus it seems virtually guaranteed

that the steady state is unstable. The implication is that even if a steady state

could be imposed by �at, it would not be self-sustaining. If a central planner

wished to implement this scenario, it would require constant intervention and

micromanagement.

3.4 Discussion

In this chapter, I construct a simple model of the job market. It consists of

dynamical �ows of people between jobs. I introduce the notions of steady state

and semi-steady state. I show that there is a unique steady state in which the

group composition of every job as well as the pool of unemployed is representative

of the labour force as a whole. I show that for a particular class of hiring and

�ring functions, semi-steady states exist only if every job is populated entirely

by members of one group. I prove that the steady state is unstable under very

general conditions. Inbreeding homophily is ubiquitous in the real world, and it

is su�cient to make the representative steady state unstable.
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These results place strong limits on what a�rmative action policies can achieve.

A�rmative action policies that are not universally applied necessarily have non-

permanent e�ects. This is problematic even if representation of a target disad-

vantaged group continues to increase in some desirable job after the a�rmative

action policy is discontinued, because it can have deleterious e�ects on the rep-

resentation of that group in other desirable jobs, particularly if they draw from

the same pool of talent. Indeed, a�rmative action policies in such jobs that don't

`patronise' by lowering admission standards for the target group, have something

of a zero sum character to them. One job's gains in representation is another's

loss. Thus it is entirely possible for an a�rmative action policy to have e�ects that

are antithetical to its stated aims, and at the same time be a resounding success

when judged in isolation from its e�ects on the labour market as a whole. On the

other hand, if the a�rmative action policy does patronise, it risks falling into the

bad equilibrium of Coate and Loury [37], where negative stereotypes about the

target group become self-ful�lling and the policy's e�ects still fall apart once it is

ceased.

Furthermore, the instability of the representative steady state means that even

a universally enforced a�rmative action mandate almost certainly cannot have

permanent e�ects unless it is continued inde�nitely. This would require perpetual

intervention in the job market. This challenges the oft invoked idea that a�rmative

action policies are temporary and can be terminated once the desired level of

representation has been achieved. Moreover, under-representation of a group in

a given job cannot be taken as prima facie evidence of either statistical or taste

discrimination against that group.

It is quite possible that a�rmative action policies are worth pursuing even if

their e�ects on the labour market are temporary, and the current paper is largely

silent on this whether or not this is the case. The main purpose of the current

work is to critique the idea that temporary a�rmative action policies can have

permanent e�ects on the labour market.

One question that I have not addressed thus far is whether a�rmative action it-

self could make the labour force have a greater tendency towards homo/heterophily.
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For example, perhaps a�rmative action could alter the form of the hiring and �ring

functions in the model of this paper, rather than just altering the group compo-

sition of each job. This is certainly possible. However, this author is skeptical of

the ability of even idealised versions of a�rmative actions policies to achieve the

sort of change necessary to allow permanent e�ects on the labour market.

One reason is that homophily has multiple causes, including common geo-

graphical location, family ties, and organisational loci such as school, work, and

voluntary organisations [36]. If homophily in one of these settings is a cause of

homophily in the others, eliminating homophily in one circumstance may require

eliminating it everywhere. Then even if an idealised, universal a�rmative action

policy could be enacted for an extended period of time, it would not eliminate

workplace homophily permanently because it would do nothing to curb the other

causal channels for workplace homophily. For example, the literature on the im-

portance of social networks in the labour market suggests that somewhere between

30% and 60% of jobs in the US and the EU are found through friends of relatives

[42]. As another exmample, there is evidence that nepotism and transfers of hu-

man capital cause children of medical doctors to enter disproportionately into

the medical profession [41]. Thus there is a channel for homophily in family and

friendship ties to cause workplace homophily, and a temporary a�rmative action

policy does nothing to address this in the long term. Recall that a major result of

this paper is that any tendency towards homophily is enough to scupper the ability

of a�rmative action policies to have permanent e�ects on the labour market.

Another reason to be skeptical is that a tendency towards homophily in humans

may be genetically selected for. The theory of kin selection implies that individuals

who share more genetic material are more likely to develop reciprocally altruis-

tic relationships [38�40]. This could cause phenotypically similar individuals to

form social and professional ties at a rate higher than would occur by random

matching. It has been suggested that homophily is an adaptive behaviour that

is naturally selected for in [43]. If a tendency to homophily is embedded at the

biological level, it may be particularly di�cult to unlearn or displace. Finally, a

preference for individuals from one's ingroup is not necessarily discriminatory in
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any profound sense. It may simply be that people who share certain traits really

are more productive when working together. For example, there is evidence that

shared cultural assumptions or understanding facilitates better communication

and working relationships [44].
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Appendix

3.A Stability properties of steady state and semi-

steady states

Stability is de�ned in De�nition 3.3. I will �rst prove the �rst part of Proposition

3.4 - that the unique steady state is unstable in the case where the hiring and

�ring functions are given by 3.3.1 and 3.3.2.

The proof proceeds by counterexample. Let's take hj(t) 6= 0, hk(t) = 0 ∀k 6= j,

fk(t) = 0 ∀k and E(t) = 0. Thus only job j his hiring, and there is no �ring or

new entrants to the labour force. Now consider perturbing pil(t) by some small

amount, where l 6= j. It is possible to show that for hj(t) 6= 0,

∂

∂pil(t)

[∑
k 6=j

tikj(X(t), t)− pij(t)

]
SS

=
λl

1− λj
, (3.A.1)

∂

∂pil(t)

[
−tilj(X(t), t) + pil(t)

I∑
h=1

thlj(X(t), t)

]
SS

= 0 (3.A.2)

where l 6= j and the subscript SS means the function is evaluated at the steady

state. In deriving these results, I have used the fact that pij(t) is a function of

{phj(t)}h6=i ∀i, t satisfying
∑I

i=1
∂pij(t)

∂pgj(t)
= 0 ∀g, j, t, which follows from

∑I
i=1 pij(t) =

1 ∀j, t. I have also used the fact from Proposition 3.1 that we have pij = pi0 =

1
I
∀i, j = 1...J in the steady state.

The object in the brackets in equation 3.A.1 is the coe�cient of hj(t)λj(t)N(t)

in equation 3.2.20. The derivative of this with respect to pil(t) evaluated at the
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steady state is a measure of the e�ect that a small change in pil(t) has on (pij(t+

1) − pij(t)) at the steady state. Similarly, if we relabel indices j → l in equation

3.2.20, the object in the brackets in 3.A.2 is the coe�cient of hj(t)λj(t)N(t). The

derivative of this with respect to pil(t) evaluated at the steady state is a measure

of the e�ect that a small change in pil(t) has on (pil(t+ 1)− pil(t)) at the steady

state. Since we have taken hj(t) 6= 0, hk(t) = 0 ∀k 6= j, fk(t) = 0 ∀k and

E(t) = 0, equations 3.A.1 and 3.A.2 capture the full e�ects of a perturbation

of pil(t). Together they imply that a perturbation of pil(t) at the steady state

causes the system to move further away from the steady state, and this is true

independently of the values of α and β. Therefore the steady state is unstable for

all α and β.

Next, I turn to the proof of Theorem 3.2. Let's assume hj(t) 6= 0, hk(t) =

0 ∀k 6= j, fk(t) = 0 ∀k = 1...J , E(t) = 0 and we perturb pil(t). Consider the

condition

∂

∂pil(t)

[
−tilj(X(t), t) + pil(t)

I∑
h=1

thlj(X(t), t)

]
SS

> 0. (3.A.3)

If one relabels j → l in 3.2.20, the object in the brackets is the coe�cient of

hj(t)λj(t)N(t). Then the derivative of this with respect to pil(t) evaluated at the

steady state is a measure of the e�ect the perturbation has on (pil(t+ 1)− pil(t))

at the steady state. If it is positive, this implies that a small positive perturbation

to pil(t) causes pil(t) to increase further, which is su�cient for instability. Now

consider the conditions

∂

∂pil(t)

[
−tilj(X(t), t) + pil(t)

I∑
h=1

thlj(X(t), t)

]
SS

= 0 (3.A.4)

∂

∂pil(t)

[∑
k 6=j

tikj(X(t), t)− pij(t)

]
SS

6= 0. (3.A.5)

Equation 3.A.4 implies that the perturbation of pil(t) has no e�ect on (pil(t+ 1)−
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pil(t)). The object in the brackets in 3.A.5 is the coe�cient of hj(t)λj(t)N(t) in

3.2.20. The derivative of this with respect to pil(t) evaluated at the steady state

measures the e�ect a perturbation of pil(t) has on (pij(t+1)−pij(t)) at the steady

state. It is su�cient for the latter quantity to be non-zero because at the steady

state, any movement of (pij(t+ 1)− pij(t)) is away from equilibrium.

Similar reasoning, but perturbing pij(t) instead of pil(t) gives conditions 3 and 4

of Theorem 3.2. Conditions 5 of Theorem 3.2 is obtained by considering fj(t) 6= 0,

fk(t) = 0 ∀k 6= j, hk(t) = 0 ∀k = 1...J and E(t) = 0, and perturbing pij(t).

Next I prove the second part of Proposition 3.4 - that with the hiring and �ring

functions 3.3.1 and 3.3.2, the semi-steady states are stable i� α > 1, β < 1 and

Yi is a singleton set ∀i. Proposition 3.3 implies that semi-steady states only exist

if α ≥ 0 and pij(t) ∈ {0, 1} ∀i, j = 1...J . Therefore without loss of generality, in

the below results I restrict attention the case where α ≥ 0 and i and j denote a

particular group and job such that pij(t)|SS
2

= 1, where |SS
2
denotes evaluation at

the semi-steady state. The following results assume hk(t) 6= 0 ∀k = 1...J .

∂

∂pij(t)

[∑
k 6=j

tikj(X(t), t)− pij(t)

]
SS
2

=



−1 if α = 0 or α > 1

∞ if α ∈ (0, 1)

−
∑I
h=1

∑
l 6=j phl(t)λl(t)

∂phj(t)

∂pij(t)∑
m 6=j pim(t)λm(t)

∣∣∣∣
SS
2

if α = 1

(3.A.6)

∂

∂pil(t)

[∑
k 6=j

tikj(X(t), t)− pij(t)

]
SS
2

=


λl(t)

1−λj(t) if α = 0

0 if α > 0

∀l 6= j (3.A.7)

∂

∂pgl(t)

[∑
k 6=j

tikj(X(t), t)− pij(t)

]
SS
2

=


λl(t)

1−λj(t)
∂pil(t)
∂pgl(t)

∣∣∣
SS
2

if α = 0

0 if α > 0

∀g 6= i, l 6= j

(3.A.8)
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∂

∂pij(t)

[
−tijk(X(t), t) + pij(t)

I∑
h=1

thjk(X(t), t)

]
SS
2

=
λj(t)

∑I
h=1

∂phj(t)

∂pij(t)
pαhk(t)∑I

h=1

∑
l 6=k phl(t)λl(t)p

α
hk(t)

∣∣∣∣∣
SS
2

∀k = 1...J

(3.A.9)

∂

∂pgl(t)

[
−tijk(X(t), t) + pij(t)

I∑
h=1

thjk(X(t), t)

]
SS
2

= 0 ∀g, l 6= j, k = 1...J

(3.A.10)

∂

∂pij(t)
[−uij(X(t), t) + pij(t)]SS

2
=


−∞ if β ∈ (0, 1) or β < 0

0 if β = 1

1 if β = 0 or β > 1

(3.A.11)

∂

∂pgl(t)
[−uij(X(t), t) + pij(t)]SS

2
= 0 ∀g, l 6= j. (3.A.12)

Equations 3.A.6-3.A.12 measure how small changes in the dynamical variables

a�ect (pij(t+1)−pij(t)). Without loss of generality, it is su�cient to consider the

e�ect of perturbations on (pij(t+ 1)− pij(t)) where pij(t)|SS
2

= 1 since every job is

populated by only one group in a semi-steady state.

First I examine some necessary conditions for stability. Consider the situation

where hj(t) 6= 0, hk(t) = 0 ∀k 6= j, fk(t) = 0 ∀k, and pij(t) is perturbed away

from its semi-steady state value of 1, with the composition of all other jobs left

unchanged. The object in the brackets on the left hand side of equation 3.A.6

is the coe�cient of hj(t)λj(t)N(t) in 3.2.20. Its derivative with respect to pij(t)

evaluated at the semi-steady state is a measure of the e�ect of a perturbation of

pij(t) on (pij(t+ 1)− pij(t)) at the semi-steady state. Similarly, the object in the

brackets on the left hand side of equation 3.A.10 is the coe�cient of hj(t)λj(t)N(t)
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in 3.2.20 if we take g = i and relabel indices l↔ j and k → j in 3.2.20 and 3.A.10.

Then 3.A.10 gives the e�ect of a perturbation of pij(t) on (pil(t+1)−pil(t)) where

l 6= j at the semi-steady state. Equation 3.A.10 implies that a perturbation of

pij(t) at the semi-steady state has no e�ect on (pil(t+1)−pil(t)). Then we require

the e�ect of a perturbation of pij(t) on (pij(t + 1) − pij(t)) to be negative for

stability. From 3.A.6, this can only be guaranteed if α = 0 or α > 1.

Now consider the same set up but instead perturbing pil(t) where l 6= j, while

keeping the composition of all other jobs unchanged. The object in the brackets

in 3.A.7 is the coe�cient of hj(t)λj(t)N(t) in 3.2.20. Its derivative with respect

to pil(t) evaluated at the semi-steady state measures the e�ect a perturbation of

pil(t) has on (pij(t+1)−pij(t)) at the semi-steady state. Note that
∑I

i=1 pil(t) = 1,

so it is not possible to vary pil(t) alone - the set of variables {pgl(t)}g=1...I must be

perturbed too. Then, by similar logic, 3.A.8 measures the e�ect a perturbation of

pgl(t) has on (pij(t+ 1)− pij(t)) at the semi-steady state, for g 6= i. Finally, if we

relabel indices j → l and k → j in 3.2.20 and 3.A.9, then the object in the brackets

in 3.A.9 is the coe�cient of hj(t)λj(t)N(t) in 3.2.20, and its derivative with respect

to pil(t) measures the e�ect of a perturbation to pil(t) on (pil(t + 1)− pil(t)) in a

semi-steady state where pil(t)|SS
2

= 1.

If α = 0, then 3.A.9 implies that the e�ect of a perturbation of pil(t) on

(pil(t + 1) − pil(t)) is zero, using the fact that
∑I

h=1
∂phj(t)

∂pij(t)
= 0. But then 3.A.7

and 3.A.8 imply that the e�ect of the perturbation of pil(t) on (pij(t+1)−pij(t)) is

strictly positive. This means that the system is moving away from the semi-steady

state, and therefore it is unstable. This rules out the case α = 0.

Now we examine the remaining case α > 1. Equations 3.A.7 and 3.A.8 imply

that the e�ect of a perturbation of pil(t) on (pij(t+1)−pij(t)) is zero when α > 1.

With the relabelling j → l and k → j, equation 3.A.9 implies that if pil(t)|SS
2

=

pij(t)|SS
2

= 1, the e�ect of a positive perturbation of pil(t) on (pil(t + 1) − pil(t))

is positive, which implies instability. Thus we conclude that the only way the

system can be stable is if no two jobs that are populated entirely by members of

one group. Since Proposition 3.3 implies that each job is populated by members

of only one group, we conclude that a necessary condition for stability is α > 1
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and Yi is a singleton set ∀i, where Yi is the set of jobs �lled entirely by members

of the same group i.

Now consider the case where fj(t) 6= 0, fk(t) = 0 ∀k 6= j, hk(t) = 0 ∀k, and

we perturb pij(t) away from its semi-steady state value of 1. The object in the

brackets in 3.A.11 is the coe�cient of f(j)(t)λj(t)N(t) in 3.2.20. Its derivative

with respect to pij(t) evaluated at the semi-steady state measures the e�ect of a

perturbation of pij(t) on (pij(t + 1) − pij(t)) at the semi-steady state. Similarly,

if we relabel indices g ↔ i and l ↔ j in 3.2.20 and 3.A.12, then the object in the

brackets in 3.A.12 is the coe�cient of fl(t)λl(t)N(t) in 3.2.20, and its derivative

with respect to pij(t) evaluated at the semi-steady state measures the e�ect of the

perturbation of pij(t) on (pgl(t + 1) − pgl(t)) at the semi-steady state. Equations

3.A.11 and 3.A.12 together imply that a necessary condition for stability is β < 1.

Therefore, a necessary set of conditions for stability of the semi-steady state

is α > 1, β < 1, and Yi is a singleton set ∀i. Examination of 3.A.6-3.A.12 reveals

that these conditions are also su�cient for stability of semi-steady states. �.

94



Chapter 4

General (dis)equilibrium theory

4.1 Introduction

General equilibrium theory is a centrepiece of theoretical economics. However, it

has a number of important issues.

• Price-setting. Market participants exercise no choice over the prices that

they can o�er to buy or sell at.

• Market clearing Markets always clear, so there is no space for e.g. unem-

ployment. Trade does not occur at non-market-clearing prices. It is not clear

that there is a sensible dynamical process that converges to a market-clearing

Walrasian equilibrium.

• Strategy. General equilibrium theory is not a game, and there is no strate-

gic element. Agents take prices as given.

• Fiat money. General equilibrium theory has no role for �at money as a

store of value and as a medium of exchange.

Di�erent strands of the economics literature have attempted to address these

issues. Early work on dynamics focused on the idea of tatonnement, which was

�rst introduced in [45]. An agent known as the Walrasian auctioneer is added to

the general equilibrium setup. The auctioneer has complete price-setting power.

He yells out prices to the agents, and the agents tell him how much they would

95



buy/sell at those prices. If supply exceeds demand in a particular market, prices

are adjusted downwards. If demand exceeds supply, prices are adjusted upwards.

Trading only commences once a set of prices that clears the market has been

found.

This lacks realism. There is no role for out of equilibrium trading, and the

agents do not exercise any control over prices. Despite this, it has been known

for some time that the tatonnement process does not converge to a Walrasian

equilibrium except in a narrow class of cases. In [46, 47], it was demonstrated

that the tattonement process is globally stable if aggregate demand satis�es the

weak axiom of revealed preferences. However, the Sonnenschein-Mantel-Debreu

results [48�51] indicate that there is no reason in general that aggregate demand

will obey the weak axiom of revealed preferences. Scarf provided a simple example

that demonstrates nonconvergence in an economy with three agents and three

goods [52].

The trading process literature succeeded the tattonement literature, and aimed

at proving convergence results for Walrasian equilibrium by relying on abstract

assumptions about the processes that take place out of equilibrium. This literature

is summarised in [77]. The models in this literature typically feature trading at

non-market-clearing prices, and agents who choose the prices they o�er to sell

at. However, there are important de�ciencies. The models are quite complex,

rely on some unrealistic assumptions, the convergence results are limited in many

ways, and the level of abstraction means there is little explication of what actually

happens when markets do not clear.

The market games literature seeks to answer the third point. Namely, it aims to

provide a strategic foundation for general equilibrium theory. General equilibrium

theory is not a game because it does not specify the set of prices at which trade

occurs, and thus fails to provide a map from strategy pro�les onto payo�s. This is

why the original existence proof for Walrasian equilibrium considered generalised

games [53]. In a generalised game, the set of strategies available to each player

can depend non-trivially on the complete strategy pro�le that is played. This is

necessary because in general equilibrium theory the strategy pro�le determines
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equilibrium prices, which in turn determines individual budget sets.

The goal of market games is to implement Walrasian equilibria as Nash equi-

libria of some game. The subject of market games originates with [54], and a

review can be found in [78]. In the most basic version, there is a trading post for

each good. Agents in the model decide how much to sell at each trading post,

and how much money to spend at each post. Crucially, they do not explicitly

choose the quantity of good that they purchase at each post. Once all the bids

have come in to each trading post, prices are set so that the market clears. In

this way it is possible for agents to in�uence prices through their bids. A typical

result demonstrates that in the limit where the number of players becomes large,

the price-setting power of each agent disappears and Nash equilibria are Walrasian

equilibria. Note that there is still little in the way of dynamics, and markets always

clear by design so there is no trading at non-market-clearing prices.

The fourth bullet point is known as Hahn's problem [66]. In �nite dimensional

general equilibrium theory, there is no role for �at money as a store of value or

a medium of exchange. Fiat money only serves as a unit of account that allows

agents to keep track of how much di�erent bundles are worth. The absence or

presence of �at money does not a�ect the e�ciency of the allocative mechanism.

It is also useless as a store of value since the equilibrium price of units of �at money

is necessarily zero, owing to the fact that it does not enter nontrivially into any

agent's preferences. This is clearly at odds with money in the real world, which

serves an important purpose both as a store of value and a medium of exchange.

There is a rich literature on models where �at money serves as a store of value or

as a medium of exchange. The Cash-In-Advance (CIA) constraint, �rst proposed

by Clower [55] and later used in seminal contributions [56] and [57], requires that

agents pay money up front for some subset of goods, so �at money serves as a

medium of exchange. In overlapping generation (OLG) models pioneered in [58�

60], �at money serves as a store of value that allows a transfer of purchasing

power from a young generation to their older selves. The reason OLG models

do not befall the same fate as �nite dimensional general equilibrium models is

that they have an in�nite time horizon. In [61], it is explained how the failure of
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markets to clear at in�nity can allow �at money to have a non-zero equilibrium

price. In the papers [62�65], �at money emerges as a medium of exchange in search

theoretic models where agents are randomly paired and can trade with each other.

These models tend to be quite stylised, featuring agents who can only hold one

unit of any good, who can only consume some subset of the available goods, and

for whom consumption of one unit of any of those goods yields the same utility.

In the current paper, I seek to address each of the above issues. The goal is to

construct a model that has the following properties: agents can choose both the

quantity of goods that they o�er to buy/sell and the prices they o�er to buy/sell

at; markets can fail to clear and trading can take place at non-market clearing

prices; the model is game theoretic, so there are nontrivial strategic considerations

for the agents; and there is a role for �at money as a medium of exchange and

as a store of value. I will also seek to retain the power and generality of general

equilibrium theory by working with general preferences and commodity spaces

wthout making stylised assumptions.

The model is roughly as follows. Agents start with an initial endowment and

choose an element of a production/consumption set that uses their initial endow-

ment as inputs. There are a number of trading posts, each of which is labelled

by the good that is being traded and the price that it is being traded at. Agents

then decide how much to supply and demand at each post, subject to a budget

constraint. At each post, the total amount of good that is o�ered at the quoted

price is gathered into a pile. Each buyer at that post has their demand written on

a ball and placed in an urn. Balls are drawn from the urn without replacement.

The �rst person whose ball is drawn goes up to the pile of goods, randomly selects

units until their demand is satis�ed, and pays each person whose goods they se-

lected from the pile. Balls continue to be drawn until there are no further agents

who can have their demand satis�ed. This process is repeated independently at

each post. The game unfolds with similar rounds of production/trading taking

place in each time period.

The drawing of balls from urns is intended as a metaphor for the workings of

a real market. Having one's ball drawn is analagous to e.g. walking into a shop
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and �nding the shelves are stocked with at least as much good as one desires to

purchase.

In general this game is very complicated, with each agent's payo� depending

in a complex way on the complete strategy pro�le that is played. However, a

massive simpli�cation occurs in the limit where the number of players becomes

large. In this limit, the payo� each agent receives depends only on the strategy

that they play, and the average of the strategies that everyone else plays - that is,

on average aggregate supply and demand. Thus a complicated n-body problem is

reduced to a simple 1-body problem in what is essentially an application of mean

�eld theory from statistical mechanics. It as if every individual is playing a two

player game against a single aggregate player.

This simpli�cation allows a proof of existence of a pure strategy equilibrium.

The equilibrium condition is that the average of everyone's best responses to a

given level of average aggregate supply/demand must itself be equal to average

aggregate supply/demand. Each person's action in each time period is essentially

a �nite dimensional vector, and the Shapley-Folkman results ([69] [70] [71]) imply

that the average of many agents' actions takes values in a convex set in the limit.

This allows one to apply the Kakutani-Fan-Glicksberg �xed point theorem to

complete the existence proof. I have not yet addressed the issue of uniqueness,

but I suspect that there is no reason to generically expect only one equilibrium.

I prove an analogue of the �rst theorem of welfare economics; namely, that

equilibrium allocations are Pareto e�cient for a given level of aggregate sup-

ply/demand. This statement is much weaker than the �rst welfare theorem in

general equilibrium theory. It is perfectly possible for an allocation that is Pareto

e�cient for a given level of aggregate supply/demand to in fact be disastrous if ag-

gregate supply/demand are catastrophically low. This possibility gives the game

a Keynesian �avour. Markets can also fail to clear at equilibrium, so there can

be unemployment. It is an interesting open question whether an analogue of the

second welfare theorem exists. For example, is it possible for a central actor to

use policy levers like wealth redistribution or monetary/�scal policy to select from

a menu of aggregate supply/demand?
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The game has a role for �at money as a store of value and as a medium of

exchange. As long as the agents believe that their money will be redeemable for

goods in the future, there is an incentive to hold it. So, for example, �at money

might be implemented in a perfect Bayesian Nash equilibrium where the agents'

belief that money will be redeemable for goods in the future is reinforced by the

fact that it has been redeemable for goods previously.

The theory can be viewed as an amalgam of �nite and in�nite dimensional

general equilibrium theory, strategic market games, and directed search theory. It

has elements in common from each of these �elds. It has the possibility of search

frictions, in common with search theory. It has a strategic element, in common

with market games. Finally, the model is quite general in the sense that there is

little restriction on preferences and the commodity space, in common with general

equilibrium theory.

The model is a step forward in providing microfoundations for Keynesian

macroeconomics. Other models in the Keynesian tradition tend to have crude

restrictions on the behaviour of the agents (e.g. the Diamond coconut model

[73]), or else make use of representative agents (e.g. New Keynesian DSGE mod-

els), a modelling strategy which has well-known and serious �aws (see [76], the

Gorman aggregation theorem [74], and the Cambridge capital controversy). The

model in this paper does not su�er from either of these issues.

The organisation of this chapter is as follows. Section 4.2 provides a full speci�-

cation of the game. The game is complicated, so the speci�cation is accomplished

in parts. In Subsection 4.2.1 I describe the strategies that are available to the

players. In Subsection 4.2.2 and Subsection 4.2.3, I detail the bundles that play-

ers receive. Finally, Subsection 4.2.4 provides a mathematical description of the

commodity space and the preferences of each agent.

Section 4.3 is dedicated to the proof of existence of pure strategy equilibrium.

The proof is complex and the appendices contain mathematical details of key steps.

For readers who are less mathematically inclined, it is possible to skip Section 4.3

and the appendices in a �rst reading. In Section 4.4 I prove that under various

conditions, the law of one price holds and markets clear in any equilibrium of a

100



stage game. In Section 4.5 I prove a result that is analogous to the �rst welfare

theorem in general equilibrium theory. In Section 4.6, I work through a simple,

illustrative example that is similar to a baseline Real Business Cycle (RBC) model

with a cash in advance constraint. I end the chapter with a discussion.

4.2 The game

In this section, I provide a complete speci�cation of the game.

4.2.1 Strategies

There areH base commodities and I players. The time coordinate t can be thought

of as discrete or continuous, with �nite or in�nite horizon. At the beginning of

each time period t, agents i = 1...I have holdings xi(t) ∈ RH . Each agent has a

bounded production/consumption set at time t denoted by Yi(t) ⊂ RH . For any

y that is in some production/consumption set, the vector of inputs I and outputs

O are given componentwise by

Ih(y) =

−yh if yh < 0

0 otherwise

(4.2.1)

Oh(y) =

yh if yh > 0

0 otherwise,

(4.2.2)

for h = 1...H. The set Yi(t) captures both production and consumption in the

sense that both of these activities consist of transforming one's initial endowment

in some fashion. For example, one can consume bread, or one can use it to produce

a sandwich. In both cases, the initial endowment is transformed to something

di�erent.

The set of production/consumption plans that agent i chooses from at the

beginning of time t is given by
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Bi(t) := {y ∈ Yi(t)|I(y) = xi(t)}. (4.2.3)

It is the set of vectors in the production/consumption set that use the holdings of

agent i at time t as input.

There is a set of trading posts are labelled by the base good that is being

traded h, and the price the base good is being traded at ph. Each agent chooses

a supply function sih(·, t) : R→ N, where sih(ph, t) is the quantity of good h they

o�er for sale at the trading post labelled by good h and price ph at time t. Finally,

each agent then chooses a demand function dih(·, t) : R → N, where dih(ph, t) is

the quantity of good h they o�er to buy at the trading post labelled by good h

and price ph at time t. Thus agents choose both the prices and quantities that

they o�er to buy/sell at. They can o�er to sell the same good at di�erent prices

if they wish. Goods are indivisible, so each agent can only o�er to buy or sell a

natural number (including zero) of units of some good.

In time period t, agent i has money holdings mi(t). Money is a commodity

that may or may not be intrinsically useless - it could be �at money or commodity

money. In the model, money is special in that it is singled out as the only com-

modity that it is possible to trade other goods against. It is also special in the

sense that it is the only commodity that is divisible.

Assume that agent i chooses a production/consumption plan yi(t) ∈ Bi(t) at

time t. The functions sih(·, t), dih(·, t) are restricted as follows

∑
ph∈Sih

sih(ph, t) ≤Oh(yi(t)) ∀i, h, t (4.2.4)

H∑
h=1

∑
ph∈Dih

phdih(ph, t) ≤ mi(t) ∀i, t, (4.2.5)
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where Sih and Dih are the supports of the functions sih(·, t), dih(·, t) respectively,

Sih = {ph ∈ R | sih(ph, t) 6= 0} (4.2.6)

Dih = {ph ∈ R | dih(ph, t) 6= 0}. (4.2.7)

Note that Sih and Dih are certainly �nite, since each agent always has �nite money

and �nite holdings. For example, even if an individual chose to sell each unit of

good h in their possession at a di�erent price, they would still only be o�ering to

sell at a �nite number of prices. Equation 4.2.4 means that agents cannot o�er

more of a good for sale than they currently hold. Equation 4.2.5 is e�ectively a

cash in advance constraint that requires all o�ers to buy to be backed by money

holdings.

A strategy pro�le in the game consists of a choice of [yi(t), sih(·, t), dih(·, t)] for

each player and time period, and for every information set history of the game up

until time t.

Aggregate supply and demand are given by

σIh(ph, t) :=
I∑
i=1

sih(ph, t) (4.2.8)

δIh(ph, t) :=
I∑
i=1

dih(ph, t). (4.2.9)

Average aggregate supply and demand in the limit are denoted by

σh(ph, t) := lim
I→∞

σIh(ph, t)

I
(4.2.10)

δh(ph, t) := lim
I→∞

δIh(ph, t)

I
. (4.2.11)

Each of the functions sih(·, ·), dih(·, ·), σh(·, ·), δh(·, ·) can be thought of as

an element of
∏

R2 N - they assign to each (ph, t) ∈ R2 an N-valued quantity. I

will sometimes assemble these functions together into vectors of functions. The
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resulting function spaces will always be equipped with the product topology. With

this topology, a net1 converges i� it converges pointwise.

Trading posts are labelled by the base good that is being traded h, and the

price the base good is being traded at ph. At each trading post, the total quantity

of good h that is supplied at price ph in a given time period is gathered together

in a pile. Each buyer of good h at price ph has their demand dih(ph, t) written

on a ball that is placed in an urn. The balls are drawn randomly from the urn

without replacement. The �rst person whose ball is drawn randomly selects units

of good from the pile without replacement until their demand is satis�ed. They

leave with the quantity of good h that they demanded, and pay ph per unit to

the sellers whose goods they chose from the pile. Next, every ball with a number

written on it that is larger than the total quantity of goods left at the trading post

is removed from the urn. This drawing process is iterated until there are no balls

left in the urn, and the procedure is repeated independently at each trading post.

One round of production, ball-drawing and trade execution happens this way in

each time period.

This process is intended as a metaphor for the workings of a real marketplace.

Each trading post can, for example, be thought of as a shop, either real or virtual.

Having one's ball drawn from the urn is analogous to entering the shop during a

given time period and �nding that the shelves are stocked with at least as much

of a given good as one desires.

4.2.2 Receipts in the �nite case

In this section, I derive the form of the receipts at a given post in the case where

aggregate demand and supply σIh(ph, t), δIh(ph, t) at that post are �nite. The

bundles that agents receive as the result of the ball-drawing process at the post

are complicated in this case. By contrast, receipts in the limiting case where

1In toplogy, a net is a generalisation of the notion of a sequence. A sequence is a collection of
objects labelled by the natural numbers. A net is a collection of objects labelled by an arbitrary
directed set. In particular, the directed set can have a cardinality greater than the natural
numbers. It turns out that sequences are not always su�cient to encode all information about a
function between topological spaces, but nets are. For more information, see Chapter 2.4, page
29 in [67]
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aggregate supply and aggregate demand become in�nite are exceptionally simple.

For much of this paper, I will be dealing with the limiting case. Thus for readers

who are not so interested in the details, it is possible to give this section a cursory

reading before moving onto Subsection 4.2.3.

Supply

In the case where σIh(ph, t) ≥ δIh(ph, t), supply exceeds demand and sellers receive

a lottery. For a given h, ph, t, let J be an I-dimensional vector whose components

are Ji = sih(ph, t). Let j be an I-dimensional vector whose components ji corre-

spond to the quantity of good h that is actually sold by agent i at the trading

post. The di�erence between the two is that Ji is the quantity that is o�ered for

sale by agent i, whereas ji is the quantity that is actually sold by agent i. We must

have
∑

i ji = δIh(ph, t), since in this case supply exceeds demand and the amount

that is sold is equal to the amount that is demanded. Then the probability of j

being drawn is given by the hypergeometric distribution,

PH(j, J) :=

∏
i

(
Ji
ji

)(∑
i Ji∑
i ji

) . (4.2.12)

The probability of seller i selling ji units is given by the marginal distribution

P (ji) =
∑
j′

PH(j′, J), (4.2.13)

where the sum is over all j′ satisfying j′i = ji and
∑

i j
′
i = δIh(ph, t).

If δIh(ph, t) > σIh(ph, t), demand exceeds supply and sellers also receive a

lottery. For a given h, ph, t, let K be the vector whose components Ka are the

multiplicity of each distinct element a ∈ {dih(ph, t)}i=1...I . Let k be the vector

whose components ka correspond to the number of balls of type a that are drawn

from the urn at a given trading post.
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The set Z is de�ned by

Z := {k′|Ak′ = ∅}, (4.2.14)

where Ak′ is the set of distinct numbers printed on balls that are left in the urn

after the vector k′ has been drawn. Remember that any ball with a number written

on it that exceeds the total quantity of good left at a given post is removed after

each round of ball-drawing. Therefore Z is just the set of demands that it is

possible to satisfy given the ball-drawing process. That is, it is the set of k′ such

that no there are no further buyers who would be able to satisfy their demand

given aggregate supply at that post. The probability of k ∈ Z occurring is

P (k) =
PH(k,K)∑

k′∈Z PH(k′, K)
. (4.2.15)

The probability of j occurring given that k has been drawn from the urn is

PH(j, J), where
∑

i ji =
∑

a kaa. Let P (ji) =
∑

j′ PH(j′, J) where the sum is over

all j′ satisfying j′i = ji and
∑

i j
′
i =

∑
a kaa. Then the probability of seller i selling

ji units is P (k)P (ji).

Demand

If δIh(ph, t) ≤ σIh(ph, t), then supply exceeds demand and every buyer is able to

satisfy their demand, so they receive dih(ph, t) units of good h and pay ph per unit.

If δIh(ph, t) > σIh(ph, t), demand exceeds supply and buyers receive a lottery.

With probability

∑
k∈Z

P (k)kdih
Kdih

, (4.2.16)

buyer i receives dih(ph, t) units of good h and pays ph per unit. Otherwise they

do not receive any units of good, and do not pay anything.
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4.2.3 Receipts in the limiting case

In this section I will consider receipts in the I → ∞ limit. It will be noticed in

the following that a massive simpli�cation in the structure of receipts occurs in

this limit when σh(ph, t) 6= 0. Foreshadowing slightly, the relevant equations are

4.2.17 and 4.2.20. In the �nite case, the receipts of each player are complicated and

depend on the complete strategy pro�le that is played. In the limiting case, the re-

ceipts of each player depend only on their own strategy, and on average aggregate

supply and demand. This is a crucial insight. Firstly it makes the game compu-

tationally much simpler for each agent - they only need to understand aggregate

behaviour in order to choose an optimal strategy rather than understanding the

behaviour of every individual agent. Secondly, aggregate behaviour may be much

more predictable than individual behaviour under some circumstances due to the

central limit theorem. Finally, the I → ∞ limit will allow the Kakutani-Fan-

Glicksberg �xed point theorem to be applied, which enables the proof of existence

of pure strategy equilibrium that is carried out in section Section 4.3.

Proofs for the form of receipts in the limiting case can be found in Appendix

4.A.

Supply

If σh(ph, t) 6= 0, then with probability 1 seller i sells

min

{
δh(ph, t)

σh(ph, t)
, 1

}
sih(ph, t) (4.2.17)

units of good h, and receives ph per unit.

If σh(ph, t) = 0 and δh(ph, t) 6= 0, then agent i sells ji units of good with

probability P (k)P (ji), where k ∈ Z and
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P (k) =
PM(k,K)∑

k′∈Z PM(k′, K)
(4.2.18)

P (ji) =
∑
j′

PH(j′, J). (4.2.19)

Here
∑

i ji =
∑

a kaa, the sum in 4.2.19 is over all j′ satisfying j′i = ji and∑
i j
′
i =

∑
a kaa, K is the limiting value of K∑

aKa
, and PM(k,K) is the probability

measure for the multinomial distribution.

Demand

With probability

min

{
σh(ph, t)

δh(ph, t)
, 1

}
, (4.2.20)

buyer i receives dih(ph, t) units of good h, and pays ph per unit. Otherwise, they

do not receive any units of good, and do not pay anything. The min function in

4.2.20 is de�ned for arguments that take values in the extended natural numbers.

4.2.4 Preferences and the commodity space

It is necessary to map strategy pro�les onto elements of a commodity space that

players receive due to the trades that they engage in at each post. The commodity

space I work with is larger than in traditional general equilibrium theory. This is

because for each base good h, there is an in�nite multiplicity of derivative goods

that are di�erentiated by their price, and by the probability that the transaction

is realised. Thus the commodity space is in�nite-dimensional, but in the following

I will frequently only have to work with a �nite-dimensional subspace.

To this end, let Fh : R× [0, 1]→ R, and let F be the H-dimensional vector of

functions whose components are Fh. F is the bundle that consists of a separate

lottery for each base good h, where with probability πh a quantity Fh(ph, πh) of
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good h is received in return for a payment of ph per unit. With probability (1−πh),

no goods and no money are transacted. The element of the commodity space that

each player receives is determined by the complete strategy pro�le that is played

according to the results in Section 4.2.2 and Section 4.2.3.

F can be thought of as a function from RH × [0, 1]H to RH . The space of such

functions is just F :=
∏
I RH , where the index set is I := RH × [0, 1]H . I equip F

with the product topology. With this topology, a net Fα ∈ F converges to F i� it

converges pointwise.

At time t, individual i has preferences that consist of a binary relation �it on

F .

4.3 Existence of pure strategy equilibrium

In this section, I present an existence proof for pure strategy equilibrium in the

game. I begin in Section 4.3.1 with some mathematical preliminaries. In Section

4.3.2 I present the assumptions that are made in the proof, along with explana-

tions. Section 4.3.3 contains the body of the proof. I add some brief commentary

in Section 4.3.4.

4.3.1 Mathematical preliminaries

In this subsection, for convenience I brie�y recap some results on compactness,

continuity of correspondences, topological vector spaces and �xed point theorems

that are used elsewhere in this section and in the appendices.

De�nition 4.1. A correspondence Γ : X � Y between topological spaces X, Y

is called

• Upper hemicontinuous at x if for every neighbourhood U of Γ(x), there is a

neighbourhood V of of x such that x′ ∈ V ⇒ Γ(x′) ⊂ U .

• Lower hemicontinuous at x if for every open set U with Γ(x)∩U 6= ∅, there

is a neighbourhood V of x such that x′ ∈ V ⇒ Γ(x′) ∩ U 6= ∅.

109



• Continuous at x if it is both upper hemicontinuous and lower hemicontinuous

at x.

As an aside, note that a binary relation � on a set X is just a subset of X×X

consisting of pairs of elements that are related to each other. A binary relation on

X may be thought of as a correspondence de�ned on X whose value at x is just

the set of elements that are related to x. Thus the above notions of continuity for

correspondences can be applied to binary relations.

The following theorem characterises compactness in terms of nets (Theorem

2.31, page 39 in [67]).

Theorem 4.1. A topological space X is compact i� every net in X has a limit

point.

The next theorem characterises upper hemicontinuity plus compact-valuedness

of correspondences in terms of nets (Theorem 17.16, page 563 in [67]).

Theorem 4.2. For a correspondence Γ : X � Y between topological spaces X,

Y , the following statements are equivalent

• Γ is upper hemicontinuous at x and Γ(x) is compact.

• For every net (xα, yα) with yα ∈ Γ(xα) ∀α, if xα → x, then the net yα has a

limit point in Γ(x).

We also have the following proposition.

Proposition 4.1. A closed valued correspondence Γ : X � Y between topological

spaces X, Y is upper hemicontinuous at x if for all pairs of nets xα, yα with

yα ∈ Γ(xα), and ∀y, xα → x and yα → y ⇒ y ∈ Γ(x).

Proof. The proof is by contrapositive. Suppose Γ is not upper hemicontinuous at

x. Then there exists an open neighbourhood U of Γ(x) such that for each open

neighbourhood V of x, there exists xV ∈ V and yV ∈ Γ(xV ) with yV /∈ U . yV is a

net where the neighbourhoods V are directed by subset inclusion. Γ(x) is closed,

and U is an open set that contains Γ(x). Therefore yV cannot converge to any

point in Γ(x). Note that the converse of the proposition is in general not true. �
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De�nition 4.2. A topological vector space is a vector space V equipped with a

topology τ such that the operations of vector addition and scalar multiplication

are continuous maps.

De�nition 4.3. A topological vector space is called locally convex if every neigh-

bourhood of the origin contains a convex neighbourhood of the origin.

Proposition 4.2. The product of a collection of locally convex topological vector

spaces Xa over an arbitrary index set a ∈ A is locally convex in the product

topology.

Proof. In the product topology, there exists a collection of sets where each indi-

vidual set can be written as
∏

a∈ANa with Na 6= Xa for only �nitely many a's and

Na is a neighbourhood of the zero element in Xa for each a, that together form a

neighbourhood basis for the zero element in
∏

a∈AXa. Since Xa is locally convex

∀a, each Na contains a convex neighbourhood N ′a of the origin. Then
∏

a∈AN
′
a is

a convex neighbourhood of the origin in the product space
∏

a∈AXa. �

The following theorem is a combination of Theorem 17.1, page 561 and Corol-

lary 17.55, page 584 in [67].

Theorem 4.3 (Kakutani-Fan-Glicksberg �xed point theorem). Let X be a

non-empty, compact and convex subset of a locally convex, Hausdor� topological

vector space. Let Γ : X � X be an upper hemicontinuous correspondence on X

such that Γ(x) is non-empty, closed and convex for all x ∈ X. Then Γ has a �xed

point.

4.3.2 Assumptions

In this subsection I present the assumptions that are made in the proof, along

with explanations.

Assumption 4.1. There is an in�nite number of players, and for each base good

h, price ph and time period t, we either have sih(ph, t) = 0 ∀i, or σh(ph, t) 6= 0.

111



In words, either no one supplies any of good h at price ph, or a non-vanishing

fraction of agents supply a non-zero quantity of good h at price ph in the limit.

This can be thought of as a restriction on the characteristics of the agents in the

model. For example, one simple way we could ensure this is to assume there is a

�nite number of agent types in each time period, where agents of the same type

have identical beliefs, preferences, holdings and production technologies in each

time period, and preferences always have a unique maximal element. Then there

is necessarily an in�nite number of agents who bid in the same way at a given

post. This ensures that the simple payo�s 4.2.17 and 4.2.20 apply. It also ensures

that the limit preserves the property of the �nite game that the set of prices that

any base good h is o�ered for sale at is �nite for all h.

The limits I →∞ and potentially t→∞ are taken in such a way that produc-

tion/consumption sets {Yi(t)} and initial endowments {xi(t = 0)} are uniformly

bounded. This together with Assumption 4.1 allows the Shapley-Folkman results

to be applied in a key step of the proof.

Let's say that at time t, agent i plays [yi(t), sih(·, t), dih(·, t)], and average

aggregate supply/demand are given by σh(·, t), δh(·, t). This strategy pro�le is

mapped onto an element of the commodity space that agent i receives as a result

of bids they place at each post. In the following, I will often use the shorthand

si for the vector of functions whose components are sih(·, t) at a particular time

t, and similarly for the notation di, σ, δ. Then given Assumption 4.1 , φ maps

(si, di, σ, δ) onto the function F = φ(si, di, σ, δ), de�ned componentwise by

Fh(ph, πh) =


dih(ph, t) if πh = σh(ph,t)

δh(ph,t)
< 1

θ
[
σh(ph,t)
δh(ph,t)

− 1
]
dih(ph, t)−min

{
δh(ph,t)
σh(ph,t)

, 1
}
sih(ph, t) if πh = 1

0 otherwise.

(4.3.1)

Here, θ is the heaviside step function
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θ(x) =

1 if x ≥ 0

0 otherwise,

(4.3.2)

For a given (σ, δ, yi,mi) at time t, the budget set of agent i is given by the image

under φ of the set of strategies allowed by equations 4.2.4 and 4.2.5. This set is

denoted C(σ, δ, yi,mi).

Agent i's maximal element correspondence is de�ned by

C∗i (σ, δ, yi,mi) := {F ∈ C(σ, δ, yi,mi) | F �it F ′ ∀F ′ ∈ C(σ, δ, yi,mi)} . (4.3.3)

Agent i's best response correspondence is denoted BRi(σ, δ, yi,mi), and con-

sists of the set all (si, di) satisfying 4.2.4, 4.2.5 and φ(si, di, σ, δ) ∈ C∗i (σ, δ, yi,mi).

The average best response correspondence is de�ned by

BR (σ, δ, {yi}, {mi}) := lim
I→∞

1

I

I∑
i=1

BRi(σ, δ, yi,mi). (4.3.4)

The upper contour set of F ∈ F for agent i at time t is de�ned by Uit(F ) :=

{G ∈ F|G �it F}.

Assumption 4.2. The upper contour set Uit(F ) of element F is closed ∀i, t, F ∈

F .

Assumption 4.3. For every F ∈ C(σ, δ, yi,mi), there exists a neighbourhood

N(σ, δ,mi) of (σ, δ,mi), such that for all (σ′, δ′,m′i) ∈ N(σ, δ,mi), there exists

F ′ ∈ C(σ′, δ′, yi,m
′
i) such that G /∈ Uit(F ) ⇒ G /∈ Uit(F ′) ∀G ∈ C(σ′, δ′, yi,m

′
i).

This is true for all σ, δ,mi, yi, i, t.

In words; if one shifts the parameters (σ, δ,mi) by some arbitrarily small

amount to (σ′, δ′,m′i), one can always �nd an F ′ ∈ C(σ′, δ′, yi,m
′
i) that is not

`beaten' by anything that F ∈ C(σ, δ, yi,mi) is not beaten by and that belongs to
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C(σ′, δ′, yi,m
′
i). Note that if �it is re�exive and such an F ′ exists, it must be that

F ′ ∈ Uit(F ). This can be seen by taking G = F ′ in Assumption 4.3, and noting

that every element is in its own upper contour set.

This assumption is required in order to prove that each agent's maximal ele-

ment correspondence C∗i (σ, δ, yi,mi) is upper hemicontinuous in (σ, δ,mi) for all

yi. The proof of this fact utilises the modi�ed theorem of the maximum in Ap-

pendix 4.C. Assumption 4.3 does not have an analogous counterpart in general

equilibrium theory.

In general equilibrium theory, the theorem of the maximum is used to prove

that the set of maximal elements of a preference relation is upper hemicontinuous.

The theorem requires that the budget correspondence is continuous (both upper

and lower hemicontinuous). In the current paper, the budget correspondence C

generally fails to be lower hemicontinuous in (σ, δ,mi).

One way to see this is to note that if mi 6= 0, there exists σ, δ with 0 <

σh(ph,t)
δh(ph,t)

≤ 1 for some h, ph, and such that C(σ, δ, yi,mi) contains a function F with

Fh(ph, πh) > 0, where πh = σh(ph,t)
δh(ph,t)

. It is possible to construct an open set in F that

has non-empty intersection with C(σ, δ, yi,mi), and that only contains functions

G with gh(ph, πh) > 0. But then every neighbourhood of (σ, δ) contains a point

(σ′, δ′) such that C(σ′, δ′, yi,mi) only contains functions F ′ with F ′h(ph, πh) = 0.

Thus the intersection of U and C(σ′, δ′, yi,mi) is empty, and from De�nition 4.1,

C is not lower hemicontinuous in (σ, δ). Note also that C(σ, δ, yi,mi) is generally

non-convex, and this also enough to scupper lower hemicontinuity.

Assumption 4.3 replaces the requirement of lower hemicontinuity of the budget

set. It can be justi�ed as follows. Shifting (σ, δ,mi) by some small amount has a

small e�ect on the budget set C(σ, δ, yi,mi). It is plausible that for a su�ciently

small shift, agents with �nite sensory resolution power are e�ectively indi�erent

as far as their preference relation is concerned. For example, consider shifting

(σ, δ). For buyers, this amounts to changing the probability that they will have

their demand satis�ed at some trading post. Having the agents indi�erent for

a su�ciently small shift in πh is essentially positing a type of just noticeable

di�erence [75] over the odds in lotteries.
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On the other hand, shifting mi downwards by some arbitrarily small amount is

more problematic, because it can potentially mean that a bundle that was previ-

ously a�ordable becomes una�ordable. This can only happen if the initial bundle

exactly exhausted the money holdings of agent i. In that case, the assumption

requires that there is an element of the new budget set that is in the upper contour

set of the original bundle. This is less plausible.

Assumption 4.4. The set of maximal elements of the preference relation �it
over C(σ, δ, yi,mi) is nonempty ∀i, t, σ, δ, yi,mi. Furthermore, the set of maximal

elements of the preference relation �it over

⋃
yi(t)∈Bi(t)

C∗i (σ, δ, yi,mi) (4.3.5)

is nonempty ∀i, t, σ, δ,mi.

This assumption ensures that the set of optimal actions of each agent at each

time is nonempty.

4.3.3 The proof

The proof of existence of pure strategy equilibrium proceeds via the following

series of lemmas.

Lemma 4.1. The budget correspondence C(σ, δ, yi,mi) is compact-valued and

upper hemicontinuous in (σ, δ,mi) for all yi.

Proof. The proof is given in Appendix 4.B �

Lemma 4.2. Given Assumptions 4.1, 4.2 and 4.3, agent i's maximal element

correspondence C∗i (σ, δ, yi,mi) is compact-valued and upper hemicontinuous in

(σ, δ,mi) for all yi.

Proof. The proof is given in Appendix 4.C �

Lemma 4.3. Given Assumptions 4.1, 4.2 and 4.3, agent i's best response corre-

spondenceBRi(σ, δ, yi,mi) is compact-valued and upper hemicontinuous in (σ, δ,mi)

for all yi.
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Proof. Let (σα, δα,miα) be a net with limit point (σ, δ,mi), and (siα, diα) ∈ BRi(σα, δα, yi,miα)

∀α. Then there is a net Fα with Fα ∈ C∗i (σα, δα, yi,miα) ∀α given by Fα =

φ(siα, diα, σα, δα). Theorem 4.2 plus Lemma 4.2 implies that Fα has a limit point

F ∈ C∗i (σ, δ, yi,mi). Combining Fα = φ(siα, diα, σα, δα) with the de�nition 4.3.1 of

φ and taking limits gives φ(si, di, σ, δ) = F ∈ C∗i (σ, δ, yi,mi) where (si, di) is a limit

point of (siα, diα). Then, (si, di) ∈ BRi(σ, δ, yi,mi), and BRi is compact-valued

and upper hemicontinuous in (σ, δ,mi) for all yi by Theorem 4.2. �

Lemma 4.4. Given Assumptions 4.1, 4.2 and 4.3, the average best response cor-

respondence BR is compact-valued, convex-valued, and upper hemicontinuous in

(σ, δ,mi) for all yi.

Proof. First I will show that BR is compact-valued and upper hemicontinuous in

(σ, δ, {mi}) for all {yi}. Let (σα, δα, {miα}) be a net that converges to (σ, δ, {mi}).

Let brα be a net with brα ∈ BR (σα, δα, {yi}, {miα}) ∀α. Then there exists

briα ∈ BRi(σα, δα, yi,miα) such that brα = limI→∞
1
I

∑I
i=1 briα ∀α. By the up-

per hemicontinuity properties plus compact-valuedness of individual best response

correspondences, we have briα → bri ∈ BRi(σ, δ, yi,mi) ∀i. But then the order of

the α and I limits can be interchanged, and we have brα → limI→∞
1
I

∑I
i=1 bri ∈

BR (σ, δ, {yi}, {mi}). Then Theorem 4.2 implies that BR is compact-valued and

upper hemicontinuous in (σ, δ, {mi}) for all {yi}.

Next I will show that BR is convex-valued. BRi is a correspondence that takes

values in a function space that is equipped with the product topology. Let Projt

denote the projection de�ned by evaluating functions at time t. The projection

is a continuous map in the product topology by construction. Due to the �nite-

ness of each agent's money/holdings, each agent's best response correspondence

is supported on a �nite set of prices in each time period. Therefore Projt(BRi)

e�ectively takes values in a �nite dimensional real vector space. Then the Shapley-

Folkman results imply that limI→∞
1
I

∑I
i=1 Projt(BRi) is convex-valued (The �rst

appearance of the Shapley-Folkman theorem in the literature is in Appendix 2 of

[69]. A succinct statement of the theorem can be found under `Shapley-Folkman

Theorem' in [70]. A simple proof of the main lemma can be found in [71]). Projec-
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tion commutes with sums and limits, so Projt(BR) is convex-valued too. Finally,

since every projection of BR onto its value at time t is convex-valued, BR itself

must be convex-valued. �

Theorem 4.4 (Existence of pure strategy equilibrium). Given Assumptions

4.1, 4.2, 4.3 and 4.4, the game has a pure strategy equilibrium.

Proof. The proof consists of an application of the Kakutani-Fan-Glicksberg �xed

point theorem.

Average aggregate supply and demand, (σ, δ) take values in a subset of a func-

tion space that is

• Non-empty, since it always contains the functions that are identically zero.

• Locally convex. This is because the function space is a product of locally

convex spaces that is equipped with the product topology. Then Proposition

4.2 applies.

• Hausdor�. This is because the function space is the product of Hausdor�

spaces, and it is equipped with the product topology which preserves the

Hausdor� property [68].

• Compact. This follows from arguments that are similar to the proof of

compact-valuedness in Lemma 4.4.

• Convex. This follows from arguments that are similar to the proof of convex-

valuedness in Lemma 4.4.

The average best response correspondence BR is also nonempty by Assumption

4.4. It is convex-valued and compact-valued by Lemma 4.4. Finally it is closed-

valued since its range space is Hausdor�, and compact subsets of a Hausdor� space

are closed by Lemma 2.32, page 40 in [67]. It remains to prove that BR is upper

hemicontinuous in (σ, δ) for all {yi}.

It is generally true that money holdings depend on (σ, δ) and the `state of

the world'. More speci�cally, the money holdings of agent i at time t may de-

pend on, for example, whether they were lucky enough to sell units of some good
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in a market where there was excess supply in the previous period. A state of

the world contains a complete history of all economically relevant variables, even

those that are unknowable in advance to the agents in the model. In particular,

it includes a list of the transactions that each seller and buyer in a market is

actually able to complete, or equivalently a list of agents whose balls are drawn

from which urns. One can imagine that there is a supplementary player in the

game, called nature, whose moves consist of drawing balls from the urns in each

round, thus determining a state of the world. We note that for a given state of

the world, the money holdings mi(t) of agent i is a continuous function of (σ, δ),

mi = fi(σ, δ). Thus BR(σ, δ, {yi}, {mi}) can be understood as depending on the

variables (σ, δ, {yi}, {mi}) - BR = BR(σ, δ, {yi}, {mi}) - or it can be understood

as depending on only (σ, δ, {yi}) - BR = BR(σ, δ, {yi}, {fi(σ, δ)}). Upper hemi-

continuity in (σ, δ, {mi}), for all {yi} in the former case is su�cient to imply upper

hemicontinuity of BR in (σ, δ) for all {yi} in the latter case.

Now the Kakutani-Fan-Glicksberg theorem can be applied, and BR has a �xed

point for all {yi}. That is, for all {yi} there exists (σ, δ) such that the average of

the players' best responses to (σ, δ) is itself equal to (σ, δ).

Finally, Assumption 4.4 ensures that at any such �xed point, the set of optimal

production/consumption plans is nonempty for each agent. This guarantees the

existence of a pure strategy equilibrium. �

4.3.4 Comments on the proof

It is worthwhile to pause and comment on what exactly has been proven to exist.

The result is exceptionally general - there is very little restriction on the prefer-

ences, beliefs and knowledge of the players, and the information set structure of

the game. Therefore the existence proof applies to every member of a large class

of games.

There is the possibility of a trivial equilibrium where aggregate supply and

demand are identically zero in every time period. However, it seems that it only

exists under special circumstances. There are a number of reasonable assumptions
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that could rule it out. For example, we might assume that agents always prefer to

o�er some goods for sale at a trading post rather than hold onto them i.e. inelas-

tically supplied labour. More broadly, if there is any pair of agents who correctly

perceive that there is a mutually agreeable opportunity to trade at some post, the

trivial equilibrium evaporates. The trivial equilibrium could also potentially be

ruled out by equilibrium re�nements such as evolutionary stability and trembling

hand perfection. The prevalence of trade in the real world bolsters con�dence that

a realistic calibration of the model will rule out any trivial equilibrium.

4.4 The law of one price and market clearing

In this section I prove that under various assumptions, in any equilibrium of the

stage game at time t when all agents know how aggregate supply/demand behaves,

the law of one price holds and markets clear. The assumptions required to prove

the law of one price are essentially that buyers prefer buying at lower prices, and

with a greater probability of the transaction going through, and sellers prefer

selling at higher prices. In addition to these, further assumptions are required

in order to prove that markets clear. These are essentially that buyers are able

and willing to pay slightly higher prices in order to increase the probability that a

transaction goes through to 1, and sellers are willing to accept slightly lower prices

in order to increase the probability that a transaction goes through to 1, or to

increase the fraction of goods that they sell. Note that none of these assumptions

require money to enter nontrivially into the preferences of any consumer. For

example, a consumer can prefer buying at lower prices because this enlarges their

future budget set, which will allow them to purchase more goods in future.

I will begin with the assumptions used to prove the law of one price.

Assumption 4.5. Let F, F ′ ∈ F with Fh(ph, πh) > 0 for some h and (ph, πh), and

let F ′ be identical to F except that F ′h(ph, πh) = 0. Then if F �it F ′ for some i, t,

the following statement is also true. Let F ′′ be de�ned by the transformation
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Fh(ph, πh)→ Fh(ph, πh)− 1 (4.4.1)

Fh(ph − ε, πh + ξ)→ Fh(ph − ε, πh + ξ) + 1, (4.4.2)

where (1−πh) ≥ ξ ≥ 0 and ε ≥ 0, with at least one of ε, ξ not equal to zero. Then

F ′′ �it F for all F, F ′′ as above.

This is easiest understood in words. It means that if an agent prefers purchas-

ing any nonzero quantity of good h to not purchasing any, then they also prefer to

purchase it at a lower price and with a higher probability of the transaction being

completed. Note that the agents can otherwise be risk-loving. They may enjoy

the risk associated with buying lottery tickets, but they do not enjoy the risk that

the shop may have run out of tickets to sell.

Assumption 4.6. Let F ∈ F and Fh(ph, 1) < 0 for some h and ph. Let F ′ be

de�ned by the transformation

Fh(ph, 1)→ Fh(ph, 1) + 1 (4.4.3)

Fh(ph + ε, 1)→ Fh(ph + ε, 1)− 1, (4.4.4)

where ε > 0. Then F ′ �it F for all F, F ′ as above, for all i, t.

This means that all agents prefer selling at a higher price when the probability

of the transaction going through is 1.

Note that Assumptions 4.5 and 4.6 each individually con�ict with Assumption

4.3 which was used to prove existence of an equilibrium. This is not necessarily

a problem in the sense that Assumption 4.3 is part of a set of su�cient, but not

necessary conditions for equilibrium to exist. So, it is perfectly possible for an

equilibrium to exist when Assumption 4.3 is not satis�ed. Moreover, Assumptions

4.5 and 4.6 are part of a set of su�cient but not necessary conditions for the law

of one price to hold and markets to clear. It is possible that more sophisticated
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versions of these assumptions exists that are su�cient for these results, but do not

con�ict with Assumption 4.3.

Theorem 4.5 (The law of one price). Given Assumptions 4.5 and 4.6, in any

equilibrium of the stage game at time t where all players know the behaviour of

aggregate supply and demand at time t, there is at most one price ph at which base

good h is simultaneously supplied and demanded in non-zero quantity at time t,

∀h.

Proof. Assume good h is both supplied and demanded in non-zero quantities at

two di�erent prices p0 < p1 at time t. The probability that a buyer's demand is

satis�ed can depend on the post they bid at, πh = πh(ph, t). Assume that

πh(p0, t) ≥ πh(p1, t), (4.4.5)

so there is at least as good a chance of a buyer having their demand satis�ed at

the lower price trading post as there is at the higher price trading post. Then

from Assumption 4.5, there is a player bidding at the higher price post receiving

bundle F for whom the deviation de�ned by

Fh (p1, πh(p1, t))→ Fh (p1, πh(p1, t))− 1 (4.4.6)

Fh (p0, πh(p0, t))→ Fh (p0, πh(p0, t)) + 1, (4.4.7)

is both feasible and pro�table.

Now assume that

πh(p0, t) ≤ πh(p1, t), (4.4.8)

so there is at least as good a chance of a buyer having their demand satis�ed

at the higher price trading post as there is at the lower price trading post. The
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set of prices that good h is being supplied at in nonzero quantity at time t is at

most countable. Therefore, for any p0, p1, there is an intermediate price p 1
2
with

p0 < p 1
2
< p1 such that the quantity supplied at price p 1

2
is zero. Consider an agent

who is selling a non-zero quantity of good h at the lower price p0. By Assumption

4.6, any such individual receiving a bundle G prefers the bundle de�ned by the

transformation

Gh(p0, 1)→ Gh(p0, 1) + 1 (4.4.9)

Gh(p 1
2
, 1) = 0→ −1. (4.4.10)

But now by Assumption 4.5, there must exist an individual buying at the higher

price p1 and receiving bundle F for whom the deviation de�ned by

Fh (p1, πh(p1, t))→ Fh (p1, πh(p1, t))− 1 (4.4.11)

Fh(p 1
2
, 1) = 0→ 1 (4.4.12)

is pro�table. Thus there is always a player who has a deviation that is both

feasible and pro�table, and this is a contradiction. �

Next I will introduce additional assumptions that are used to prove that mar-

kets clear.

Assumption 4.7. Let F, F ′ ∈ F with Fh(ph, πh) > 0 for some h and (ph, πh)

where πh < 1, and let F ′ be identical to F except that F ′h(ph, πh) = 0. Then if

F �it F ′ for some i, t, the following statement is also true. Let F ′′ be de�ned by

the transformation

Fh(ph, πh)→ Fh(ph, πh)− q (4.4.13)

Fh(ph + ε, 1)→ Fh(ph + ε, 1) + 1. (4.4.14)
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Then there exists q ∈ N with Fh(ph, πh) ≥ q ≥ 0, and ε > 0 such that the cost of

bundle F ′′ is less than or equal to the cost of F , and F ′′ �it F .

This essentially means that if an agent prefers purchasing any nonzero quantity

of good h to not purchasing any, then they willing to increase the price that they

pay by a small amount in order to increase the probability that the transaction

goes through to 1.

Assumption 4.8. Let F, F ′ ∈ F with Fh(ph, πh) < 0 for some h and (ph, πh), and

let F ′ be identical except that F ′h(ph, πh) = 0. Then if F �it F ′ for some i, t, the

following statement is also true. Let F ′′ be de�ned by the transformation

Fh(ph, πh)→ Fh(ph, πh) + q (4.4.15)

Fh(ph − ε, 1)→ Fh(ph − ε, 1)− 1, (4.4.16)

If πh < 1 and q = 1, there exists ε > 0 such that F ′′ �it F . If πh = 1, for all

q ∈ [0, 1) there exists ε > 0 such that F ′′ �it F .

This essentially means that if an agent prefers selling any nonzero quantity of

good h to not selling any, then they are willing to decrease the price that they

receive by a small amount in order to increase the probability that the transaction

goes through to 1, or to increase the fraction of goods that they sell.

Theorem 4.6 (Market clearing). Given Assumptions 4.5, 4.6, 4.7 and 4.8, in

any equilibrium of the stage game at time t where all players know the behaviour

of aggregate supply and demand at time t, there is at most one price ph at which

base good h is simultaneously supplied and demanded in non-zero quantity at time

t, and supply is equal to demand at that price, ∀h.

Proof. Theorem 4.5 implies that the law of one price holds. It remains to show

that at any post where supply and demand are nonzero, supply exactly equals

demand.

Assume that supply and demand are nonzero at a trading post where good

h is being o�ered at price ph, and supply exceeds demand, so buyers have their
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demand satis�ed with probability 1. Since the law of one price holds, without

loss of generality we can take supply and demand for good h to be zero at every

other price not equal to ph. Then from Assumption 4.5, there is a buyer receiving

bundle F who prefers the bundle de�ned by the transformation

Fh(ph, 1)→ Fh(ph, 1)− 1 (4.4.17)

Fh(ph−ε, 1) = 0→ 1, (4.4.18)

for any ε > 0. If supply at the post is �nite, then each unit of good is sold with

probability πh < 1. Then from Assumption 4.8 there is ε > 0 such that for a seller

at the post receiving bundle G, the transformation de�ned by

Gh(ph, πh)→ Gh(ph, πh) + 1 (4.4.19)

Gh(ph−ε, 1) = 0→ −1, (4.4.20)

is feasible and pro�table. On the other hand, if supply is in�nite then sellers

only sell some fraction of the goods they o�er for sale at the post. Then from

Assumption 4.8 there is q ∈ (0, 1) and ε > 0 such that for a seller at the post

receiving bundle G, the transformation de�ned by

Gh(ph, πh)→ Gh(ph, πh) + q (4.4.21)

Gh(ph−ε, 1) = 0→ −1, (4.4.22)

is feasible and pro�table. This is a contradiction.

Now assume the same setup as above, except that demand exceeds supply at

the post where good h is o�ered at price ph. Then sellers at the post sell everything

they o�er for sale with probability 1. From Assumption 4.7, there is a buyer at

the post receiving bundle F , and q ≥ 0, ε > 0 such that they prefer the bundle
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de�ned by the transformation

Fh(ph, πh)→ Fh(ph, πh)− q (4.4.23)

Fh(ph+ε, 1) = 0→ 1. (4.4.24)

But then from Assumption 4.6, there is a seller receiving bundle G for whom

the deviation de�ned by

Gh(ph, 1)→ Gh(ph, 1) + 1 (4.4.25)

Gh(ph+ε, 1) = 0→ −1, (4.4.26)

is pro�table for any ε > 0. This is a contradiction. �

4.5 A First Welfare Theorem

In this section, I will prove an analogue of the �rst theorem of welfare economics.

The �rst theorem of welfare economics is a foundational result in general equilib-

rium theory that roughly states that equilibrium allocations are Pareto e�cient.

The welfare theorem that I prove is signi�cantly weaker in its conclusion than this.

I will maintain Assumption 4.1 throughout this section. I begin with the

de�nitions of feasible allocations and Pareto e�ciency.

De�nition 4.4. Given Assumption 4.1, an allocation {Fit} at time t is feasible

given (σ, δ) if there exists {yi, si, di} such that

yi(t) ∈ Bi(t) ∀i, (4.5.1)∑
ph∈Sih

sih(ph, t) ≤Oh(yi(t)) ∀i, ph, h, (4.5.2)

lim
I→∞

1

I

I∑
i=1

(si, di) = (σ, δ), (4.5.3)
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and φ(si, di, σ, δ) = Fit ∀i.

Note that feasible allocations share condition 4.2.4 on the set of allowed strate-

gies, but condition 4.2.5 has been replaced by 4.5.3. This means that a feasible

allocation does not have to assign each agent a bundle of goods that they can

a�ord.

De�nition 4.5. Given Assumption 4.1, an allocation at time t that is feasible

given (σ, δ) is Pareto e�cient given (σ, δ) if for all other allocations {F ′it} at t that

are feasible given (σ, δ), we have

Fit �it F ′it ∀i, (4.5.4)

with the preference holding strictly for a non-zero fraction of agents.

The reason that the preference is required to hold strictly for a non-zero fraction

of agents rather than just one agent is that this is the appropriate generalisation of

a Pareto improvement to a population that is potentially in�nite. Otherwise, for

example, it would be possible to assign a �nite number of agents a larger bundle

of goods without changing aggregate supply/demand in the limit.

Note that in general I allow preferences to depend on beliefs. Therefore the

concept of Pareto e�ciency here could be ex-ante or ex-post, depending on whether

the agents have accurate beliefs about aggregate supply/demand and the state

of the world or not. By ex-ante Pareto e�cient, I mean Pareto e�cient given

that agents have beliefs about aggregate supply/demand and the state of the

world that are not degenerate on the the actual value of aggregate supply/demand

and the true state of the world. Ex-post Pareto e�cient means the negation of

this statement. An ex-ante Pareto e�cient outcome can potentially be highly

suboptimal ex-post, depending on how inaccurate the agents' beliefs are.

In general equilibrium theory, the proof of both welfare theorems rely on prefer-

ences being locally nonsatiated. Nonsatiation implicitly requires that each agent's

budget set does not contain any isolated points - there is an element of the budget
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set that is arbitrarily close to any other given element. This is not true in the

current paper because all goods are traded in discrete units, so every element of

the budget set is isolated. The following assumption is the counterpart to local

nonsatiation in this case.

Assumption 4.9. Let φ(si, di, σ, δ) be a maximal element in the budget set

C(σ, δ, yi,mi) of agent i at some time t. Then for any (y′i, s
′
i, d
′
i) such that y

′
i ∈ Bi(t)

and
∑

ph∈S′ih
s′ih(ph, t) ≤ Oh(y

′
i(t)) at t,

H∑
h=1

∑
ph∈Dih

phdih(ph, t) >
H∑
h=1

∑
ph∈Dih

phd
′
ih(ph, t)

⇒ φ(si, di, σ, δ) 6'it φ(s′i, d
′
i, σ, δ) ∀i, t. (4.5.5)

This says that if a set of demands di costs more than another set of demands

d′i, an agent in the model cannot be indi�erent between playing (yi, si, di) and

(y′i, s
′
i, d
′
i).

Note that this assumption con�icts with Assumption 4.3 - they cannot both be

true. This is not necessarily problematic in the sense that Assumption 4.3 is part

of a set of su�cient, but not necessary conditions for equilibrium to exist. It is

perfectly possible for an equilibrium to exist when Assumption 4.3 is not satis�ed.

Theorem 4.7 (First welfare theorem). Given Assumptions 4.1 and 4.9, in any

equilibrium of the stage game at time t where average aggregate supply/demand

are (σ, δ), the allocation achieved at t is Pareto e�cient given (σ, δ).

Proof. Assume that {yi, si, di} is an action pro�le that is an equilibrium of the

stage game at time t, with limI→∞
1
I

∑I
i=1(si, di) = (σ, δ). Assume that (y′i, s

′
i, d
′
i)

satis�es 4.5.1, 4.5.2, 4.5.3, and is a Pareto improvement upon (yi, si, di) at time t

given (σ, δ). Then for a non-zero fraction of agents, we have

φ(s′i, d
′
i, σ, δ) �it φ(si, di, σ, δ). (4.5.6)
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Consider an agent i for whom 4.5.6 holds. Since (yi, si, di) is an equilibrium strat-

egy in the stage game at time t, it must be that (y′i, s
′
i, d
′
i) is not a strategy that can

be chosen by agent i - it does not satisfy 4.2.3, 4.2.4 and 4.2.5 at time t. However,

(y′i, s
′
i, d
′
i) does satisfy 4.5.1, 4.5.2 at time t. Therefore for a non-zero fraction of

agents, 4.2.5 must be violated,

H∑
h=1

∑
ph∈Dih

phd
′
ih(ph, t) > mi(t). (4.5.7)

The remaining agents must be indi�erent between φ(si, di, σ, δ) and φ(s′i, d
′
i, σ, δ).

The contrapositive of Assumption 4.9 implies that for those agents,

H∑
h=1

∑
ph∈Dih

phdih(ph, t) ≤
H∑
h=1

∑
ph∈Dih

phd
′
ih(ph, t). (4.5.8)

Combining 4.5.7 and 4.5.8,

lim
I→∞

1

I

I∑
i=1

H∑
h=1

∑
ph∈Dih

phd
′
ih(ph, t) > lim

I→∞

1

I

I∑
i=1

H∑
h=1

∑
ph∈Ph

phdih(ph, t). (4.5.9)

But this implies that

lim
I→∞

1

I

I∑
i=1

d′i 6= δ, (4.5.10)

and this is a contradiction.

�

Notice that the �rst welfare theorem in the current context is signi�cantly more

limited than the corresponding result in general equilibrium theory. In particular,

an equilibrium is Pareto e�cient only for a given level of aggregate supply and

demand. It is easy to imagine an allocation with higher aggregate supply/demand
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that Pareto dominates a given equilibrium allocation. Indeed an equilibrium allo-

cation that is Pareto e�cient for a given level of aggregate supply/demand could

in fact be disastrous if aggregate supply/demand are at critically low levels. This

is one sense in which the model can be called Keynesian.

Is there an analogue of the second welfare theorem? In the context of this

paper, this would be a result indicating the availability of policy levers that a

central actor could use to select from amongst multiple equilibria. For example,

is it possible for a central actor to e�ectively choose from a menu of aggregate

supply/demand using a wealth redistribution rule, or monetary/�scal policy? This

is an interesting and important question. However, I do not yet have any results

in this direction.

4.6 Example

In this section, I will work through an example that illustrates some aspects of

the model in this paper. I have chosen an example that is similar to a baseline

RBC model with a cash in advance constraint. For simplicity, I have also chosen

the example so that the law of one price always holds. The example is intended to

illustrate some important features of the model in as simple a setting as possible.

For this reason I will make a number of strong, simplifying assumptions.

I will take time to be discrete with an in�nite horizon. There is an in�nite num-

ber of players in the model who are proxied by one representative agent and one

representative �rm. The representative agent buys a single consumption good and

sells labour and capital. The representative agent also has a technology that al-

lows them to transform money one-for-one into a capital good. The representative

�rm buys labour and capital, and sells the consumption good. The consumption

good is perishable and is destroyed if it is not sold in a given time period. The

representative �rm seeks to maximise its pro�ts, which are not disbursed to e.g.

shareholders. The �rm must hold money because money is required up front to

purchase labour and capital.

I will assume that the representative agent and the representative �rm have
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`point beliefs' about the value of all variables that are not known to them at the

time they choose actions. Point beliefs are degenerate on a single value. I will

assume that all players believe that in each market, there is only one price at which

both supply and demand are nonzero. These prices will be denoted by pt, wt and

rt, where pt is the price in the market for the consumption good, wt is the price in

the labour market, and rt is the price in the capital market. I will further assume

that all players believe that markets clear at these prices. Then without loss of

generality, I can assume that the representative agent and the representative �rm

only o�er to buy or sell at these prices.

Let's say that in time period t, the representative agent o�ers to buy ct units

of consumption good per person at price pt, and they o�er to sell lt units of labour

per person at price wt. Then the representative agent's expected utility function

is given by

U =
∞∑
t=0

βt[u(ct) + v(lt)]. (4.6.1)

Here, β ∈ [0, 1] is the utility discount rate. u and v are continuously di�erentiable,

concave functions that are strictly increasing and decreasing respectively.

The representative agent has a technology that generates capital according to

kt+1 = (1− δ)kt + it, (4.6.2)

where it is the amount of money the representative agent invests per person at

time t, kt is the capital stock per person at time t, and δ is the rate of depreciation

of capital.

The representative agent's money holdings mt evolves according to

mt+1 = mt − ptπctct − it + rtπktkt + wtπltlt. (4.6.3)
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Here, πkt is the fraction of capital that is o�ered for sale that is actually sold, πlt

is the fraction of labour that is o�ered for sale that is actually sold, and πct is the

fraction of demand for the consumption good that is actually satis�ed. They are

given according to the form of the receipts 4.2.17, 4.2.20 as

πkt = min

{
Kt

kt
, 1

}
(4.6.4)

πlt = min

{
Lt
lt
, 1

}
(4.6.5)

πct = min

{
Ct
ct
, 1

}
. (4.6.6)

Kt is the amount of capital good the representative �rm demands at price rt at

time t, Lt is the amount of labour good the representative �rm demands at price

wt at time t, and Ct is the amount of consumption good the representative �rm

supplies at price pt at time t. Note that the π's might not be equal to 1, even

though all players believes they will be at the given prices.

Given prices pt, wt, rt, in time period t the representative agent maximises

expected utility with respect to the variables ct, lt, it,mt+1 subject to the following

constraints

ct ≥ 0 ∀t (4.6.7)

1 ≥lt ≥ 0 ∀t (4.6.8)

mt ≥ ptct + it ∀t. (4.6.9)

Labour is measured in units such that 1 is the theoretical maximum quantity

of labour that can be supplied per person. Equation 4.6.9 is a cash in advance

constraint.

The representative �rm's expected pro�t function in time period t is given by

Πt = ptYt − Ltwt −Ktrt. (4.6.10)
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Yt is the amount of consumption good per person the representative �rm expects

to sell at price pt, and is given by

Yt := AtK
α
t L

1−α
t , (4.6.11)

where At is exogenous total factor productivity, and α ∈ [0, 1] is a real parameter

that describes the productivity of labour and capital.

The representative �rm's money holdings Mt evolves according to

Mt+1 = Mt + ptπCtCt − wtπLtLt − rtπKtKt. (4.6.12)

Ct is the amount of consumption good that the representative �rm actually puts

up for sale at time t, given by

Ct := At(πKtKt)
α(πLtLt)

1−α. (4.6.13)

πCt is the fraction of consumption good that the representative �rm puts up for

sale at price pt that is actually sold, πKt is the fraction of the representative �rm's

demand for capital that is actually satis�ed, and πLt is the fraction of its demand

for labour that is actually satis�ed. They are given according to the form of the

receipts 4.2.17, 4.2.20 as

πKt = min

{
kt
Kt

, 1

}
(4.6.14)

πLt = min

{
lt
Lt
, 1

}
(4.6.15)

πCt = min

{
ct
Ct
, 1

}
. (4.6.16)

Given prices pt, wt, rt, in time period t the representative �rm maximises its ex-
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pected pro�t function with respect to the variables Kt, Lt subject to the following

constraints

Kt ≥ 0 ∀t (4.6.17)

Lt ≥ 0 ∀t (4.6.18)

Mt ≥ πLtLtwt + rtπKtKt ∀t. (4.6.19)

Both the representative agent's problem and the representative �rm's problem

are concave programmes that have a unique solution

If the players' beliefs about market clearing prices pt, wt, rt are correct, then

πct = πlt = πkt = πCt = πLt = πKt = 1 and markets do indeed clear.

More interesting is the case where the players do not have correct beliefs about

the prices that clear all markets. Let's say, for example, that the representative

agent o�ers labour for sale at a price wt that they incorrectly `believe' will be

market clearing, but is in fact higher than the market clearing price, and the law

of demand holds for labour. Then Lt < lt and unemployment necessarily results.

The `unemployment rate' is given by u = lt−Lt
lt

.

There are a number of reasons this misperception might occur. One interesting

possibility is that the misperception has its roots in cognitive biases; in particu-

lar illusory superiority and optimism bias. Illusory superiority is a cognitive bias

where an individual overestimates their positive qualities and abilities relative to

other people. It is also known as the Lake Wobegon e�ect, after the eponymous

�ctional town where all the children are above average. To mention some select

results in the literature, a survey of faculty at the University of Nebraska-Lincoln

found that 68% of the sample rated themselves in the top 25% for teaching ability

[79], and a survey of drivers in the United States found that 93% of drivers put

themselves in the top 50% for safety [80]. The optimism bias is a cognitive bias

that causes an individual to overestimate the probability of positive events hap-

pening to them, and underestimate the probability of negative events happening to

them. For example, people tend to underestimate their chances of being divorced,
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being involved in a car crash, or experiencing serious health issues, and overesti-

mate the probability of successful outcomes in work, relationships and �nancial

investments [81]. Of particular interest to the labour market are �ndings in [81]

and [82] that subjects in their samples vastly overestimated the probability of ob-

taining job o�ers within a certain time frame, and the probability of being o�ered

a high starting salary. Illusory superiority and optimism bias are both robust,

reproducible behavioural �ndings, and can be incorporated quite parsimoniously

in the above example as a behavioural explanation of unemployment.

An interesting extension of the simple model above would be to introduce a

tattonement-like process for the dynamics of pt, wt, rt - the point beliefs of the

players regarding the market clearing prices in each time period. Then if supply

exceeds demand in a particular market, prices in the next period are adjusted

downwards, and if demand exceeds supply, prices in the next period are adjusted

upwards.

4.7 Discussion

In this chapter, I have constructed a game that models markets. The agents in

the model choose how much they supply/demand, and at what prices. Markets

can fail to clear, and an explicit rationing mechanism kicks in if this occurs. The

game is complicated, but a massive simpli�cation occurs in the limit as the number

of players becomes large. This allows one to prove existence of a pure strategy

equilibrium. I have not yet investigated the question of uniqueness of equilibrium.

However, I suspect that any conditions that are su�cient to guarantee uniqueness

will be strict.

I have proven a result that is analagous to the �rst welfare theorem in general

equilibrium theory. However, it is signi�cantly weaker in its conclusion; equi-

librium allocations are only Pareto e�cient for a given level of aggregate sup-

ply/demand. It is plainly conceivable that an equilibrium allocation could be

Pareto dominated by an allocation that only becomes feasible at a higher level of

aggregate supply/demand. Markets can also fail to clear at equilibrium, so there
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is e.g. unemployment. It is in these respects that the game is fundamentally Key-

nesian. It is conceivable that if the agents believe that aggregate supply/demand

will be low in the future, their belief can become a self-ful�lling prophecy. This

would be a manifestation of the `animal spirits' of Keynes [72]. The game can

end up having the character of a public goods game, where the public good is

aggregate supply/demand itself.

The model is microfounded and Keynesian. Other Keynesian models either

have crude microfoundations (e.g. the Diamond coconut model [73]), or use rep-

resentative agents (e.g. Keynesian DSGE models), a modelling strategy that has

well known �aws (see [76], the Gorman aggregation theorem [74], and the Cam-

bridge capital controversy). The model in this paper has agents that are not

hostage to unrealistic assumptions, and it is Keynesian in its macroeconomics.

Fiat money can serve as a store of value and as a medium of exchange in the

model. This is true so long as a trivial no trade equilibrium is not played. Trivial

equilibria can be ruled out on fairly general grounds.

The model is fully dynamical in the sense that the trading process that occurs

at non-market-clearing prices is completely speci�ed. There is a sensible nuts-and-

bolts mechanism that determines what happens when markets do not clear. This is

in contrast to models in the earlier tattonement and trading process literature [77].

The subject of game theory dynamics is well developed, and there are many ideas

that are ready to be fruitfully deployed. For example, one might examine best-

response dynamics, replicator dynamics, or some other form of learning algorithm.

It is a question of great interest whether these dynamical processes converge to a

situation where the agents know how aggregate supply/demand behaves and they

play optimally. It is also of interest whether any of these dynamical constructions

can qualitatively reproduce empirically observed market behaviour. For example,

can the business cycle be generated as a type of best-response cycle?

I worked through a simple example of the model that is similar to a baseline

RBC model with a cash in advance constraint. This example naturally lent itself

to a parsimonious behavioural explanation of unemployment in terms of illusory

superiority and optimism bias.
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It may be possible to extend the model to include other types of selling mech-

anisms (e.g. auctions). In this case, trading posts would be labelled by the base

good that is for sale, and the mechanism by which it is sold. If the payo� a player

receives in a given mechanism only depends on the average of the strategies played

by the other players in the limit, the existence proof could go through without ma-

jor alteration. It also might be useful to explicitly introduce trading posts where

di�erent commodities can be traded against each other, and trading posts where

di�erent currencies can be traded against each other. Then it might be possible

to address the issue of endogenously predicting which commodities will serve as

money.

The large I limit deserves some further comment. When this limit is taken, the

point is not that there really is an in�nite number of players in the game. Rather,

it is that when the number of players is large, the error that one introduces by

using the limiting results becomes arbitrarily small. It would be useful to know

just how big I must be for the error to be negligible. This is a possible avenue for

future work.
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Appendix

4.A Receipts in the limiting case

Let L be an A-dimensional vector whose components Lα are the number of balls of

type α in the urn, α = 1...A. Let l be an A-dimensional vector whose components

lα are the number of balls of type α that are drawn from the urn. LetM =
∑

α Lα

and m =
∑

α lα. We will take the M →∞ limit, with Lα
M
→ Lα.

The probability of drawing l from the urn without replacement is given by the

hypergeometric distribution,

PH(l, L) =

∏
α

(
Lα
lα

)(
M
m

)
=

∏
α

[
Llαα
lα!

+O(Llα−1α )
]

[
Mm

m!
+O(Mm−1)

]
=
∏
α

[
m!

Mm

M lα
(
Lα
M

)lα
lα!

+O
(

1

M

)]
→ m!

l1!l2!...lA!
L1

l1
L2

l2
...LA

lA
, (4.A.1)

where I have used the polynomial expansion of the binomial coe�cient, and the

fact that m =
∑

α lα and Lα
M
→ Lα. Equation 4.A.1 is just the probability of

drawing l from the urn with replacement i.e. according to the multinomial dis-

tribution, with the probability of outcome α in a given draw equal to Lα. The

intuition for this result is clear; in the limit where the number of balls in the urn

becomes large, drawing a ball without replacement has a vanishingly small e�ect
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on the composition of the balls remaining in the urn, and this is just the same as

drawing with replacement.

Thus for every ε > 0, there exists M ′ such that for all M ≥M ′,

|PH(l, L)− PM(l, L)| ≤ ε, (4.A.2)

where

PM(l, L) =
m!

l1!l2!...lA!

(
L1

M

)l1 (L2

M

)l2
...

(
LA
M

)lA
(4.A.3)

is the probability measure for the multinomial distribution. But now the weak

law of large numbers implies that for any δ > 0 there exists M ′ and m′ such that

for all m ≥ m′, M ≥M ′,m, we have

∣∣∣∣P ( l

m
=

L

M

)
− 1

∣∣∣∣ ≤ δ (4.A.4)

This shows that in the combined M,m → ∞ limit with M > m, the fraction of

balls of type α that are drawn from the urn is equal to the fraction of balls of type

α in the urn.

Armed with these results, we can now derive the form of the payo�s in the

limiting case. I will consider the supply side payo�s �rst.

If σh(ph, t), δh(ph, t) 6= 0 and σh(ph, t) ≥ δh(ph, t), using result 4.A.4 with

l = j, L = J , m =
∑

i ji = δIh(ph, t) and M =
∑

i Ji = σIh(ph, t) implies that

with probability arbitrarily close to 1,

j

δIh(ph, t)
=

J

σIh(ph, t)
. (4.A.5)

Taking limits gives ji = δh(ph,t)
σh(ph,t)

sih(ph, t). Note that in the limit, agents can sell a

quantity of goods that is not a natural number.
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Now consider the limiting distribution for k when δIh(ph, t) > σIh(ph, t). We

will use 4.A.4, but now with l = k, L = K, m =
∑

a ka, M =
∑

aKa. First I will

calculate the limiting value of m
M

when δh(ph, t) 6= 0, which is just the fraction of

buyers who have their demand satis�ed at a given trading post.

Let ψM := 1
M

⌊
MσIh(ph,t)
δIh(ph,t)

⌋
. The argument of the �oor function here is equal

to aggregate supply σIh(ph, t) divided by aggregate demand per buyer δIh(ph,t)
M

. So

ψM is equal to the number of average buyers whose demand can be satis�ed given

aggregate supply, as a fraction of the number of buyers. From 4.A.4 it is certainly

true that in the limit k
m

= K
M

with probability 1, so the number of average buyers

whose demand can be satis�ed as a fraction of the total number of buyers, and

the fraction of buyers who have their demand satis�ed, converge to one and the

same value. Thus m
M

and ψM have a common limit, and it su�ces to calculate

limM→∞ ψM .

We have

MσIh(ph, t)− 1

MδIh(ph, t)
≤ ψM ≤

σIh(ph, t)

δIh(ph, t)
. (4.A.6)

Taking the M →∞ limit gives

lim
M→∞

ψM =
σh(ph, t)

δh(ph, t)
. (4.A.7)

Now we must have
∑

i ji =
∑

a kaa since everything that is sold by someone

is bought by someone else. Then from 4.A.4, in the limit j∑
i ji

is proportional to

J∑
i Ji

with probability 1, and with probability 1 we also have

∑
i ji
I

=

∑
a ka
Im

mM

M
=

(
∑

aKaa)

I

m

M
→ σh(ph, t), (4.A.8)

where I have used 4.A.7 and the fact that
∑
aKaa

I
→ δh(ph, t). Then it follows that

ji = sih(ph, t) ∀i.
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In the case where δh(ph, t) = 0 and σh(ph, t) 6= 0, then we use 4.A.2 and note

that if m and Ji are bounded ∀i, 4.A.3 implies that P (ji 6= 0)→ 0 in the M →∞

limit.

Combining the results so far gives the receipt 4.2.17 for sellers in the in�nite

game.

If δh(ph, t) 6= 0 and σh(ph, t) = 0, then the probability of drawing k is just the

multinomial analogue of equation 4.2.15,

P (k) =
PM(k,K)∑

k′∈Z PM(k′, K)
, (4.A.9)

where K = limM→∞
K
M
. The probability of agent i selling ji units of good is

P (ji) =
∑

j′ PH(j′, J) where
∑

i ji =
∑

a kaa and the sum is over all j′ satisfying

j′i = ji and
∑

i j
′
i =

∑
a kaa . This gives equations 4.2.18 and 4.2.19 from the main

text.

Now I turn to deriving the form of receipts on the demand side.

If δh(ph, t) ≤ σh(ph, t), then every buyer is able to satisfy their demand and

they receive dih(ph, t) units of good h and pay ph per unit.

In the δh(ph, t) > σh(ph, t) case, the probability of having one's demand satis�ed

is equal to the limiting value of m
M

=
∑
a ka∑
aKa

, which we earlier calculated to be

σh(ph,t)
δh(ph,t)

.

In the case where δh(ph, t) = 0 and σh(ph, t) 6= 0, it is clear that every buyer

i is able to satisfy their demand and receives dih(ph, t) units of good h, paying ph

per unit.

If δh(ph, t) 6= 0 and σh(ph, t) = 0, then if Kdih is �nite in the limit, the prob-

ability of drawing k with kdih 6= 0 is zero. If Kdih → ∞, then 4.2.16 implies that

with probability 1, buyer i receives zero units of good h and pays nothing.

Combining these results gives the receipt 4.2.20 for buyers in the in�nite game.
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4.B Proof that the budget correspondence is compact-

valued and upper hemicontinuous

First I show that the budget correspondence C is closed-valued. Since each agent

always has �nite money and �nite holdings, the union of the supports of all func-

tions in C(σ, δ, yi,mi) is a �nite set. This de�nes a �nite-dimensional factor sub-

space of F . Let Proj[C(σ, δ, yi,mi)] denote the projection of C(σ, δ, yi,mi) onto

this �nite dimensional subspace. Then from 4.2.4, 4.2.5 and 4.3.1, it is clear

that Proj[C(σ, δ, yi,mi)] is closed. C(σ, δ, yi,mi) is just the cartesian product of

Proj[C(σ, δ, yi,mi)] with a collection of closed singleton subsets of RH containing

only 0.

Next I prove that the budget correspondence C(σ, δ, yi,mi) is upper hemicon-

tinuous in (σ, δ,mi) for all yi. This part of the proof uses Proposition 4.1 from the

main text. First I note that a net in a product space converges i� the projection

of the net onto each factor space converges, i.e. it converges pointwise.

Consider a net (σα, δα,miα) that converges pointwise to (σ, δ,mi). Let Fα ∈

C(σα, δα, yi,miα) ∀α, and Fα → F ∈ F . I will demonstrate that F ∈ C(σ, δ, yi,mi).

By assumption, there exists nets siα, diα satisfying

φ(siα, diα, σα, δα) = Fα ∀α, (4.B.1)

and

∑
ph∈Ph

siαh(ph, t) ≤ Oh(yi(t)) ∀α, h, t (4.B.2)

H∑
h=1

∑
ph∈Ph

phdiαh(ph, t) ≤ miα(t) ∀α, t. (4.B.3)

The task is to demonstrate the existence of si, di satisfying 4.2.4, 4.2.5 and φ(si, di, σ, δ) =

F . I will consider three separate cases:
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1) Fh(ph, πh) = 0.

Then take sih(ph, t) = dih(ph, t) = 0.

2) Fh(ph, πh) > 0.

If Fh(ph, πh) > 0 and Fαh(ph, πh) → Fh(ph, πh), then there exists β such that

Fαh(ph, πh) > 0 ∀α ≥ β. If in addition πh = 1, from 4.3.1 we must have σαh(ph,t)
δαh(ph,t)

≥

1 ∀α ≥ β. Then

Fαh(ph, 1) = diαh(ph, t)−
δαh(ph, t)

σαh(ph, t)
siαh(ph, t) ∀α ≥ β. (4.B.4)

It is clear from 4.B.2 and 4.B.3 that the net (siαh(ph, t), diαh(ph, t)) takes val-

ues in a compact space, so it must have a limit point by Theorem 4.1. Take

(sih(ph, t), dih(ph, t)) to be a limit point. Then taking limits in 4.B.4 gives

Fh(ph, 1) = dih(ph, t)−
δh(ph, t)

σh(ph, t)
sih(ph, t). (4.B.5)

If πh < 1, take sih(ph, t) = 0. Again there must exist β such that for all

α ≥ β, Fαh(ph, πh) > 0. From the de�nition 4.3.1 of φ and 4.B.1, it must be that

πh = σαh(ph,t)
δαh(ph,t)

∀α ≥ β. But then

σαh(ph, t)

δαh(ph, t)
=
σh(ph, t)

δh(ph, t)
∀α ≥ β. (4.B.6)

Take dih(ph, t) to be a limit point of diαh(ph, t). We have

Fαh(ph, πh) = diαh(ph, t). (4.B.7)

and taking limits gives
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Fh(ph, πh) = dih(ph, t). (4.B.8)

3) Fh(ph, πh) < 0.

In this case, there must exist β such that Fαh(ph, πh) < 0 ∀α ≥ β. Then we can

take diαh(ph, t) = 0 ∀α ≥ β. and also take dih(ph, t) = 0. Finally, take sih(ph, t) to

be a limit point of siαh(ph, t). From 4.B.1 and 4.3.1, if Fαh(ph, πh) < 0 it must be

that πh = 1. Then

Fαh(ph, 1) = −min

{
δαh(ph, t)

σαh(ph, t)
, 1

}
siαh(ph, t). (4.B.9)

Taking limits gives

Fh(ph, 1) = −min

{
δh(ph, t)

σh(ph, t)
, 1

}
sih(ph, t). (4.B.10)

It is clear that si, di as de�ned case by case above satisfy φ(si, di, σ, δ) = F .

Furthermore, taking limits in 4.B.2 and 4.B.3 shows that si and di satisfy 4.2.4

and 4.2.5.

4.C Modi�ed theorem of the maximum

Let Θ,Λ be topological spaces, and � a closed-valued binary relation on Λ. Let

C : Θ � Λ be a compact-valued, upper hemicontinuous correspondence. For a

given θ ∈ Θ, the set of maximal elements in C(θ) is

C∗(θ) := {λ ∈ C(θ)|λ � λ′ ∀λ′ ∈ C(θ)} . (4.C.1)

It is assumed that C∗(θ) is non-empty ∀θ ∈ Θ.
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Let θα ∈ Θ, λα ∈ Λ be nets with θα → θ ∈ Θ, and λα ∈ C∗(θα) ∀α. Then by

Theorem 4.2, λα has a limit point λ ∈ C(θ). I will show that λ ∈ C∗(θ).

The upper contour set of an element λ ∈ Λ is de�ned as the set of all elements

that that are greater than or equal to λ,

U(λ) := {λ′ ∈ Λ|λ′ � λ} . (4.C.2)

Suppose that λ /∈ C∗(θ). Then there exists λ̂ ∈ C(θ) such that λ /∈ U(λ̂).

Since U is closed-valued by assumption, there exists a neighbourhood V of λ such

that λ′ ∈ V ⇒ λ′ /∈ U(λ̂). But λα → λ, so λα is eventually in the neighbourhood

V . That is, there exists β such that for all α ≥ β, λα /∈ U(λ̂).

Assumption. For every λ̂ ∈ C(θ), there exists a neighbourhood N(θ) of θ, such

that for all θ′ ∈ N(θ), there exists λ̂′ ∈ C(θ′) such that κ /∈ U(λ̂)⇒ κ /∈ U(λ̂′) ∀κ ∈

C(θ′). This is true for all θ ∈ Θ.

In words; if one shifts the parameter θ by some arbitrarily small amount to θ′,

one can always �nd a λ̂′ ∈ C(θ′) that is not `beaten' by anything that λ̂ ∈ C(θ) is

not beaten by and that is in C(θ′). This corresponds to Assumption 4.3 made in

the main text.

With this assumption, there exists γ such that for all α ≥ β, γ, there exists

λ̂′ ∈ C(θα) such that λα /∈ U(λ̂′). Then λα /∈ C∗(θα), and this is a contradiction.

Therefore λ ∈ C∗(θ), and Theorem 4.2 implies that C∗ is compact-valued and

upper hemicontinuous.
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