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Abstract
Mapping regulatory variants is a powerful approach for identifying the underlying biological
mechanisms that define heritable phenotypes. Although each individual carries two copies of
a gene, most studies of regulatory variants, such as those defining expression quantitative trait
loci (eQTL), traditionally sum the expression of genes over both chromosomes. This is despite
each chromosome carrying different regulatory haplotypes and studies of allele specific
expression (ASE) highlighting that the two copies of each gene can be expressed at very
different levels. In this study I defined allele-specific expression (ASE) across a European
cohort, and using matching genomic data tested for variants that are associated with haplotyperesolved expression levels across individuals, hence potentially providing greater precision in
mapping regulatory variants. This approach was generalised into the first R package available
for this type of analysis, so that it can be used and expanded upon by the wider community. I
illustrate how novel regulatory variants can be identified using this approach relative to
standard eQTL analyses and show how it can be expanded to investigate how non-additive
interactions between alleles on the two copies of each chromosome potentially shape a gene’s
expression. I consequently present a novel approach for defining regulatory variants, a new
easy-to-use R package implementing this approach and how it can be used to provide new
insights into the complexity of genetic regulation of gene expression.
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Lay summary
There are a number of factors that affect the traits (e.g. height) and diseases that are found in
living things. From a biological perspective, the presence of different genetic variants
represents one such factor. However, whether or not a genetic variant or set of genetic variants
is found within an organism is insufficient information to explain the heritability of such traits
and diseases. Heritability is an estimation of the degree of variation found in a given trait or
susceptibility to a disease ostensibly due to genetic variation between individuals. However,
not all heritability can be explained by just looking at which genetic variants are found within
an individual; in other words, you cannot explain the genetic component of height by just
looking at which genetic variants an individual has. Being able to make predictions about
someone’s traits or chances of being affected by a disease is very important to science and
medicine. Moreover, the ability to optimise, for example, egg production and milk production
has implications in livestock and commercialisation. Genes make proteins and proteins have
functions. Barring the sex cells (eggs and sperm), and a few mutations, all body cells have the
same sequence of genetic variants (genomes), whether they be hair or skin cells. What
distinguishes between these cells is the expression of the genes. Each human has 46
chromosomes, with 23 being inherited from each parent. These 23 chromosomes are assorted
as pairs, each containing their own copy of the same type of gene. A number of studies in the
last couple of decades have aimed to understand how genetic variation regulates expression of
the genes on the scale the genome. They would do so by seeing how the level of expression,
summed across both gene copies of both chromosomes, was impacted by different nearby
genetic variants. This project proposes using a different approach by breaking down the
expression such that we know the level of expression at each gene copy rather than simply just
the sum across them. With this increased resolution, because we know that both gene copies
share the same environment in the cell, we can investigate if there are genetic variants near
these gene copies that potentially modify their level of expression. This project finds novel
regulatory variants that previous approaches do not, and such findings may be important to
medicine and livestock.
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Chapter 1. General Introduction
1.1. Methods to study regulatory variation
The overarching goal of this project is to improve our ability to identify variants that regulate
gene expression levels, by performing a haplotype-resolved analysis of any potential
associations. The following briefly summarises the state of current approaches to gaining an
understanding of the underlying genetic factors that affect gene expression and other traits, and
attempts to contextualise the importance of a haplotype-resolved study aimed at improving this
understanding.

1.1.1. Genome-wide association studies (GWAS)
Complex diseases are the result of a combination of genetic and environmental factors. Prior
to the turn of the millennium, the genetic basis of disease was predominantly investigated via
inheritance studies of genetic linkage in families, a method of relative utility in elucidating
Mendelian disorders (Altmüller, et al. 2001). To complement these genetic linkage studies,
genetic association studies were pioneered wherein putative disease alleles were identified by
characterising where a given genetic variant was found at a higher frequency in affected
individuals than controls.

These studies benefited from the phenomenon of linkage

disequilibrium (LD), which is the presence of statistical associations between alleles at
different loci that diverges from what would be expected if the alleles were independently and
randomly sampled based on their individual frequencies (Slatkin, 2008). This means that only
a subset of variants must be genotyped in order to capture the genetic variation in the genome.
This technique proved more useful in detecting common alleles of usually weaker genetic
effects than inheritance studies of genetic linkage in families.

Until a few years ago, the most widely used method for implicating genetic loci associated with
various diseases and traits was via genome-wide association studies (GWAS), which is
essentially an extension of this genetic association method by applying the same principle over
the entire genome, with the first study being carried out in 2002, when a group was able to
identify a gene involved in increased susceptibility to myocardial infarction (Ozaki, et al.
16

2002). The general approach in implementing a GWAS is one in which two groups, one the
control, and the other the cases, are compared. A typical example would involve a healthy
group against a group afflicted with a particular disease. Here, everyone in these two groups is
genotyped for known SNPs, the number of which is variable, depending on the technology
involved (Bush & Moore, 2012). Each SNP for each individual is then surveyed to determine
if the allele frequency is different between the two groups (Clarke, et al. 2011). Figure 1.1 gives
an example of the result of a GWAS.

Figure 1.1 The result of a GWAS, visualised in the form of a Manhattan plot
The genomic coordinates (X-axis) are plotted against the negative logarithm of the association Pvalue for each SNP (Y-axis). Hence, each SNP involved in the GWAS is represented by a dot in the
plot. The strongest associations have the lowest P-values so their value on the Y-axis appears higher.
(Wu, et al. 2011)

Complex traits are traits that result from the function of many genetic and environmental
factors. GWAS have indicated that on the scale of the population, the vast majority of severe
diseases are complex. GWAS generally only search for simple additive effects, assuming that
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the causal variants only exhibit independent, additive and cumulative effects on the trait under
study.

Whilst very useful these studies have identified sequence variants that only explain a small
proportion of the estimated heritability of most of the human traits that have been studied
(Kong, et al. 2009).
Potential contributors to the remaining unexplained heritability include:
1. Rare variants not tagged by common single nucleotide polymorphisms (SNPs) (Sun, et al.
2011)
2. Common variants that have very small effects individually, but potentially could have very
potent effects when found in various different combinations (Mackay, 2014).

Intuitively, that all mutations in the genome will act completely independent of each other
seems unlikely. Many biochemical pathways overlap with each other (figure 1.3), so it is
logical to infer that mutations in any of the genes that confer the constituent proteins of these
respective pathways may interact with variants at other loci, which would lead to an alternative
phenotypic outcome (Wei, et al. 2014). Likewise, multiple interacting variants can occur within
a given gene or alternatively various non-independent changes can occur across the regulatory
sites of a gene. (Wang, et al. 2007).

A disadvantage of both linkage and association studies is that although they have been used to
successfully map genomic regions linked to important diseases and traits, why these regions
are associated with the phenotypes is often unknown. The genes that mediate the phenotype,
and the precise mechanism by which they do so is generally unclear.

1.1.2. Expression quantitative trait loci (eQTL)
The approach of a GWAS is to directly link the genotype to the phenotype statistically, but
there are intermediate phenotypes such as the transcriptome through which these associations
occur. The transcriptome of a cell is the complete set of its transcripts, and their quantity at a
particular developmental stage or physiological condition (i.e. expression levels of all the
genes). In order to gain an understanding of the functional aspects of the genome it is therefore
essential to account for the transcriptome. Unlike the relative static nature of the genome of a
18

cell, the transcriptome is dynamic due to differential gene expression producing various levels
of transcripts and ultimately of proteins. The transcriptome is therefore a cellular phenotype
that can be used to provide information about the functional state of the cell (Buil, et al. 2014).
It can be utilised as an intermediate phenotype between genetic variation and complex traits
and diseases that depend on a combination of genetic and environmental factors (Figure 1.2).

Genome

Transcriptome

Phenome

Figure 1.2. Mapping the underlying basis of traits and disease
Every somatic cell in an individual has the same genotype. The differences in gene expression
(transcriptome) are what distinguish different types of cell from each other. By accounting for the
differential expression of the gene by genotype, it is envisioned that this ‘intermediate phenotype’
may prove useful in understanding the underlying biological basis for traits and disease.

Gene expression levels are continuous, and consequently genetic loci linked to differences in
the expression of a gene have been termed expression quantitative trait loci (eQTL). An eQTL
is a locus that explains a proportion of the genetic variance of a gene’s expression. eQTLs can
be driven by a range of different types of genetic variants, from SNPs (Stranger, et al. 2005;
Benjamini & Hochberg, 1995, GTEx consortium, 2013; Stranger, et al. 2012; Li, et al. 2013;
Pickrell, 2010; Liang, et al. 2013; Kreimer & Pe’er, 2013; Cheung, et al. 2010) to copy number
variants (CNVs) (Schlattl, et al. 2011; Montgomery, et al. 2010). The underlying genetics of
variation in expression levels of individual genes has been studied since 1962 (Schwartz, 1962)
but genome-wide eQTL mapping was not suggested until 2001 (Jansen, 2001). One of the first
large scale eQTL studies was published in 2002 (Brem, et al. 2002), where yeast gene
expression was linked to genetic markers. eQTLs have revealed insights into transcript
regulation and the molecular basis of phenotypes, such as complex diseases (Cookson, et al.
2009), by providing a mechanistic bridge between genetic associations uncovered in genomewide association studies and downstream biological impacts.
It is now often assumed that most variant-phenotype associations identified by GWAS can be
attributed to effects on gene expression (Biao Zeng, et al. 2019; Maurano, et al. 2012). The
precise truth of this has been disputed, however (Biao Zeng, et al. 2019). This is because many
19

researchers make the strong assumption that colocalisation of regulatory variants (eSNPs) and
GWAS signals to an LD interval enables the definition of a likely set of SNPs that include the
causal site (Trynka et al. 2013; Gaulton et al. 2015; Kichaev and Pasaniuc 2015; Liu et
al. 2015), but may not all themselves be causal. For example, variants L, M, N, O, P, Q, R, T,
U and V may be in strong LD or seemingly perfect LD (the latter of which means that they are
always found in conjunction with each other). The causal variant, for sake of argument, could
be variant M. However, because variant M is so often found in conjunction with the other 8,
these other variants may be defined as significantly associated variants that modify expression
(eVariants) despite not actually being causal (The GTEx Consortium, 2020). Genes with an
eQTL or sQTL (splicing QTL, which are genetic variants linked to the quantitative
measurement of isoforms and splicing junctions) (Liang, et al. 2018) are called eGenes and
sGenes, respectively, whereas the corresponding significant variants within are called
eVariants and sVariants (The GTEx Consortium, 2020). It is for this reason that fine mapping
of eQTL results aligned with GWAS studies for diverse phenotypes has so far provided only
dozens of examples wherein the evidence for a specific variant affecting a human complex trait
or disease through its effect on gene expression is actually unambiguous. For this reason, Farh,
et al. (2015) estimated that only about 10% of GWAS hits are associated with coding variants
(Biao Zeng, et al. 2019; Farh, et al. 2015). Two recent studies of autoimmune disease, have
claimed that only around 25% of GWAS loci may be eQTL in the profiled immune cells
(Chun et al. 2017; Huang et al. 2017). Furthermore, studies with good statistical power have
detected primary eQTL for over half of all expressed genes in blood, which enables the
comparison of the fine-mapping of these signals (Biao Zeng, et al. 2019; Lloyd-Jones et al,
2017).
Microarrays, primarily Illumina and Affymetrix-based for human studies, have been used to
measure gene expression and initially supported the development of eQTL analyses. More
recently RNA-seq has been increasingly used to quantify gene expression levels. Replication
of eQTLs between studies can be variable. For example, one study found that 84% of genes
with a cis-eQTL previously detected using an Illumina platform-based microarray replicated
in an RNA-seq dataset (Zhernakova, et al. 2017). Illumina-based microarrays were used in
multiple peripheral blood studies performed on separate cohorts and reported over 70% of
shared signals for eQTL detected at a 5% FDR (Zeller et al. 2010; Lloyd-Jones et al. 2017).
Differences between platforms can be large, though (Biao Zeng, et al. 2019); with only about
a quarter of eQTL association signals in the MRCE (Medical Research Council Eczema)
20

Illumina-based microarray study replicated in an MRC Affymetrix microarray-based study
(Liang, et al. 2013). It is not known what causes these differences, but it is possible that they
may be caused by differential effects of alternative splicing on transcript abundance which has
been detected with probes that can cover several exons (Illumina) or probes that focus more on
the contribution of each gene (Affymetrix), or by the effects of normalisation and other
statistical techniques used to look for association between genotypes and transcript abundance
estimates (Biao Zeng, et al. 2019). It may also represent biological differences between the
cohorts.
eQTLs can be found near to, or on a completely different chromosome to the gene they are
associated with. Conventionally an eQTL is considered cis-acting if it is found close to the
gene’s TSS, and trans if distant (Fairfax, et al. 2012). Different studies have used different
cutoff distances from the TSS to differentiate cis and trans-eQTL. Some have used 1Mb
(Stranger, et al. 2005; Schlattl, et al. 2011; Benjamini & Hochberg, et al. 1995; GTEx
consortium, 2013; Stranger, et al. 2012; Li, et al. 2013), although others have used 100kb
(Pickrell, et al. 2010), 200 kb (Montgomery, et al. 2010), 2.5 Mb (Kreimer & Pe’er, 2013), or
even 5 Mb (Bryois, et al. 2014). Zeller, et al. (2010) defined cis-associations as being those
associations between expression levels and SNPs found within 1Mb of either the 5’ or 3’ end
of the associated gene, completely ignoring the TSS altogether.
The largest study of eQTLs to date was carried out by the GTEx (Genotype-Tissue Experiment)
consortium who studied expression in 52 tissues across 838 donors, with a total of 17,382
samples. The GTEx Consortium (2020) defined a trans-eQTL as any association found between
a protein-coding or lincRNA gene and an autosomal variant where the gene and variant are on
different chromosomes. They were able to develop a more global view of how genetic effects
vary between human tissues by investigating eQTLs across tissues, carrying out a metaanalysis across all 52 available tissues. Furthermore, they defined another group of eQTL as
‘long-range intra-chromosomal’ eQTLs, wherein they were defined as having to be at least 5
Mb from the TSS of the expressed site. This third group appears to be very similar to how other
groups have defined some trans-eQTLs.
The GTEx Consortium (2020) detected eQTLs by applying an additive linear model,
controlling for the covariates of ancestry, sex, genotyping platform and latent factors in the
expression data for each tissue. Latent variable (LV) analysis (Ng, et al. 2019) enables the
inference of latent factors from gene expression data, that commonly reflect environmental
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variables such as smoking and drug intake (Battle, et al. 2014). This effectively provides a path
to inferring the cellular embedding of environmental factors that impact gene expression (Jung
& Sang, 2007; Tung & Gilad, 2013; Westra, et al. 2015; Zhernakova, et al. 2017). Across all
tissues they found a total of 4,278,636 genetic variants that were significant in at least one
tissue (eVariants) for 23,268 genes (i.e. eGenes) and found that protein-coding genes without
a cis-eQTL in any tissue were more likely to be expressed at low levels or were loss-of-function
intolerant.

1.1.3. Approaches to studying eQTLs
The traditional approach of an eQTL mapping study is to quantify the expression levels of the
particular genes under study or of the whole transcriptome using microarrays or RNAsequencing and then to use each expression level as a proxy for a quantitative trait to be mapped
against a set of genetic markers.
As with a GWAS, eQTLs can be determined using linkage or association mapping. Linkage
mapping is usually applied when trying to find genetic linkages in pedigrees of related
individuals for highly penetrant phenotypes with only one or a few major effect loci. By
contrast, where traits are determined by potentially many small-effect variants, and in unrelated
populations, association mapping is generally more powerful (Imprioalou, et al. 2016).
Studies have found that most genetic control of gene expression occurs close to the gene
(Göring, et al. 2007; Schadt, et al. 2008; Dixon, et al. 2007). Cis-eQTLs therefore account for
a greater proportion of the variance in a gene’s expression between individuals. The detection
of eQTLs is computationally and statistically burdensome because they involve the
interrogation of many variants, but trans-eQTLs even more so than cis-eQTLs because the
analysis is not restricted to just those variants close to the gene’s TSS. It is therefore possible
that many trans-eQTLs have not been found due to this requirement for large effect sizes and
consequently strict multiple testing correction (Wray, 2007; Wittkopp, et al. 2008).
Because cis-eQTLs tend to have a larger effect size (Huang, et al. 2009) and their detection
requires fewer tests, larger sample sizes are not necessarily required in order for them to be
identified (Stranger, et al. 2007a; Stranger, et al. 2007b; Myers, et al. 2007; Innocenti, et al.
2011; Fehrmann, et al. 2011; Westra, et al. 2013). These effects seem to be mostly additive in
nature (Powell, et al. 2013), and their sizes appear to decrease with increasing distance from
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the gene’s TSS. This could be because SNPs located close to the TSS may modify transcription
factor binding sites or other cis-regulatory elements (CREs) at the promoter that may affect
transcription and hence transcript abundance. This idea is corroborated by the finding that ciseQTL SNPs tend to overlap activating CREs, such as DNAse-I hypersensitive sites (DHSs)
and transcription factor binding sites and are often depleted for repressive CREs (Brown, et al.
2013). cis-eQTLs can be used to narrow down putative causal variants within a locus. For
example, a GWAS was done on red blood cell traits (van der Harst, et al. 2012), followed by
cis-eQTL mapping on whole blood samples, which found a cis-eQTL in the SMIM1 locus on
chromosome 1. Functional annotation using a gene expression co-regulation network indicated
that SMIM1 was the causal gene within the locus, which was later confirmed by a follow-up
exome sequencing study and knockdown experiment in zebrafish which shows that SMIM1
underlies the Vel blood group (Cvejic, et al. 2013).

One of the largest microarray-based studies was published in 2013 (Westra, et al), with a
12,000-sample blood eQTL compendium at the time, although it has approached 30,000 more
recently (Biao Zeng, et al. 2019). RNA-seq has a number of advantages over microarrays when
quantifying gene expression to detect regulatory variants. First, it is more often than not, less
susceptible to background noise. It also has a much larger dynamic range and can identify new
transcripts, whereas the microarray’s detection is limited to the predefined set of probes on the
array, which gives the latter a lower resolution of gene expression quantification (Wang, et al.
2009; (Westra & Franke, 2014)). One major advantage of microarrays though is that they can
be cheaper, which can make using them favourable in cases where many samples are involved
(Zhao, et al. 2014). A further key benefit of RNA-seq is it can be possible to determine the
expression of individual gene copies.
More recently, Castel, et al. (2020) produced a large ASE resource, comprising over 431
million ASE measurements at the SNP level and 153 million at the haplotype level, using
15,253 samples across 54 human tissues.
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1.1.4. Allele-specific expression
As shown above, earlier approaches to understanding the underlying genomic and
transcriptomic causes of various traits and diseases only took into account the presence of
particular genetic loci and the sum of the expression of both gene copies across both haplotypes.
In the context of this study, RNA-seq’s biggest advantage may be its ability to quantify allelespecific expression (ASE), which is an imbalance in the level of expression between two gene
copies – microarrays are unable to do this because both alleles of a gene are targeted by the
same probe set (Sun, 2012). The RNA-seq reads are produced and aligned to the reference
genome and variants that belong to each parental genome are phased and the corresponding
reads are then used to quantify gene expression for the respective alleles. Originally, eQTLs
were defined as regulation of gene expression that is brought about by sequence variation that
directly influences transcription (Doss, et al. 2005; Ronald, et al. 2005). By contrast, transeQTLs are thought to generally regulate expression by modifying the activity or expression of
upstream factors that in turn regulate the gene (Wittkopp, et al. 2004). Traditional approaches
for finding eQTLs assume there is no difference between the level of expression of a given
gene copy across both chromosomes; the expression of each gene is measured as the sum of its
expression across both chromosomes. Likewise, these are correlated to genotypes, not
individual alleles. This means that any difference in the level of expression between gene
copies is ignored. RNA-seq can though be used to identify chromosome level expression levels,
although importantly, only when a heterozygous variant falls within the gene.
In 2014, Buil, et al. described the importance of considering allele-specific expression (ASE)
in predicting traits and diseases. ASE is where two copies of a gene are expressed at a different
level (figure 1.3) and may be caused by a variety of factors, such as genomic imprinting.
Imprinted genes are those genes that are expressed in a parent-of-origin-specific manner; if the
allele inherited from the mother is imprinted it will be silenced such that only the allele from
the father is expressed, and vice versa (Baran, et al. 2015). Buil, et al. (2014) proposed a model
wherein ASE requires genetic variability in cis, which is a variation in the sequence of both
alleles. The logic behind this is that as the two haplotypes share the same environment, an
imbalance in expression between the gene copies is likely due to genetic factors. They also
hypothesise that the magnitude of the ASE effect depends on trans genetic and environmental
factors that interact with these cis genetic variants.
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Allele phasing enables count data obtained from technology such as RNA-seq to be used to
determine on which haplotype the different counts (measure of expression level) lie which
provides the capability to measure ASE. Figure 1.3 shows how RNA-seq can be used, in
conjunction with phased haplotypes, to measure ASE.
However, one limitation of RNA-seq is that it is not possible to assess ASE at homozygous
positions. This is because RNA-seq simply yields the total number of reads, including the allele
to which the reads belong. This means that if an expressed site occurs at a position homozygous
for G and eight G reads are produced, it is unknown which of these reads come from which
haplotype and therefore impossible to evaluate any ASE.

Figure 1.3. RNA-seq can be used to quantify ASE using phased haplotypes
At SNP 1, two A reads are recorded one haplotype A and one T read on haplotype B, suggesting
that there is ASE at this position. It is of course possible that running RNA-seq for longer and
obtaining more mapped alignments accentuates, eliminates or reverses this affect in the other
direction, but suppose that this does not occur. At SNP 2, the gene copy on haplotype A is expressed
but the copy at haplotype B is not. Potentially, this is an imprinted site, where the expression on one
haplotype is switched off. SNP 3 is similar to SNP 1 but where the allelic imbalance favours
haplotype B this time.

A review of ASE studies in the literature can be found in chapter 2.1.1.
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1.1.5 Platforms for assessing ASE
Genomic imprinting, the mechanism whereby epigenetic modifications can cause genes to be
expressed in a parent-of-origin manner, was first identified in 1984 (McGrath & Solter, 1984).
Yan, et al. (2002) used the phenomenon of genomic imprinting to find that 6 out of the studied
13 genes exhibited ASE (Bell & Beck, 2009). This was an early approach that used the
Polymerase Chain Reaction (PCR), developed by Kary Mullis (Mullis, et al. 1986), to assess
the gene expression levels.
A specific PCR approach applied to ASE studies is allele-specific reverse-transcriptase PCR
(RT-PCR) (Singer-Sam & Gao, et al. 2001). In order to utilise this method, the DNA sequence
must be known beforehand as it depends on SNPs. Here, a specific primer is designed to match
or mismatch one of the alleles at its 3'-end, enabling one of the alleles to be selectively
amplified such that SNPs can be detected. Since the development of this technique, a number
of advancements have been made to make the technique more generally applicable, such as
primer design enhancement (Wangkumhang, et al. 2007) and allele-specific amplification
improvement and allele-specificity increase (Liu, et al. 2012). Given that AS-PCR (AlleleSpecific Polymerase Chain Reaction)concentrates on individual SNPs at a time, it can be quite
time consuming and therefore is usually applied only to low-throughput analyses.
Adam, et al. (1996) developed oligonucleotide DNA probes that are used to distinguish
between the allelic RNA transcripts that contain sequence polymorphisms, a refinement of
allele-specific RNA detection via in situ hybridisation. They used this method to discover that
the functional imprinting status of H19 is determined at the cellular level.
However, some methods have been combined into AS-PCR to make high-throughput
applications possible. A technique very similar to this is the Ribonuclease (RNase) Protection
Assay (RPA). RPA enables the sensitive detection and measurement of mRNA (Qu & Boutdjir,
2007). It is based on the hybridisation of a labelled single-stranded antisense RNA probe with
a target mRNA in solution. Then, the single-strand specific RNases are used to decompose the
unhybridised RNA. Using a denaturing gel to resolve the hybrid allows the detection of gel
bands that correspond, by size, to the target mRNA. RPA is highly sensitive and is capable of
simultaneous detection and measurement of many mRNA targets in a single RNA sample.
However, its biggest limitation is the lack of information it yields with regards to the transcript
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size. Bartolomei, et al. (1991) showed that RPA can be applied to study ASE in the H19 gene,
finding that it is parentally imprinted with the active copy derived from the mother.
A chromatin immunoprecipitation (ChIP) technique that involves the investigation of unspliced
primary transcripts allows intronic regions to be included, increasing the number of
polymorphisms that can be used to delineate allele calls (Saitoh & Wada, 2000). Using this
method, it was estimated that more than 10% of expressed genes in a lymphoblastoid cell line
show ASE. An alternative approach that also does not require the transcription of coding region
SNPs uses a marker of transcriptional activity instead. The logic is that in a cell that is
heterozygous at one or more genotypes in the location of the gene of interest, the SNPs involved
could provide information that allows the proxy discrimination of allele-specific protein-DNA
interactions that occur in vivo and therefore enable the identification of differential effects on
specific molecular events arising during transcription. Therefore, the focus of this approach is
on protein-DNA interactions that may provide a proxy measure of transcriptional activity, with
the advantage that they have the broadest applicability. When RNA polymerase II (Pol II) is
released from the initiation complex to start the synthesis of the nascent transcript this is
associated with phosphorylation of certain serine residues in the C-terminal domain (CTD) of
Pol II. Studies have shown that the amount of phosphorylated Pol II associated with a section
of chromatin is correlated to the extent of transcriptional activity of the corresponding gene
(O'Brien, et al. 1994; Cadena, et al. 1987; Weeks, et al. 1993; Nissen, et al. 2000). Known as
haploChIP, this method, via immunoprecipitation of phosphorylated Pol II cross-linked to
chromatin, assays the relative DNA fragment amounts of these protein-DNA interactions using
a SNP within the location under study (Knight, et al. 2003).
These early studies led researchers to hypothesise as to whether or not these instances of ASE
may be induced by cis-regulatory variants upstream or downstream of the site of ASE (Bell &
Beck, 2009), so they attempted to probe this by testing other individual variants by utilising
PCR-based methods such as real-time quantitative PCR (RT-qPCR) or the discrimination of
PCR products by differing primer extension, as mentioned above (Bray, et al. 2003.).
Wittkopp, et al. (2004) amplified and sequenced 200-800 bp of transcribed DNA from each
gene in two D.melanogaster and 3 D.simulans strains and identified species-specific nucleotide
differences. Pyrosequencing was carried out to quantify the relative abundance of the two
alleles in genomic DNA and cDNA samples from both the parental and hybrid pools. The
Pyrosequencing software displays a peak height directly proportional to the number of
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molecules that are incorporated into the growing DNA chain - from these peaks the ratio of
peak heights associated with incorporation of allele-specific bases can be inferred, which is a
measure of the relative abundance of alleles. de Meaux, et al. (2006) focused on the cisregulatory region of chalcone synthase (CHS), an important enzyme involved in the synthesis
of plant secondary metabolites. Allele-specific CHS mRNA was also measured using
pyrosequencing (Neve, et al. 2002; De Meaux, et al. 2005).
These early techniques had a number of limitations. Firstly, amplification bias during PCR
(Aird, et al. 2011) has been acknowledged in ASE studies. This has been overcome by the
development of custom ASE arrays that remove this confounding factor (Bjornsson, et al.
2008). Another limitation is the possibility of cross-hybridisation. This was reduced (but not
removed) in the custom ASE array study by using longer probes of 39bp-49bp and a new probe
design. Another possible limitation due to the use of shorter probes is the liability to
overestimate ASE, which was especially the case in the earliest studies. To overcome this,
probes were designed in such a manner as to balance the melting temperature (Tm) of the
mismatch base on either side which therefore places it at the most thermodynamically
disruptive location.
Another limitation of early approaches was the requirement that SNPs under investigation must
reside within the transcript, as consequently, there are fewer genes for which informative
haplotypes are available. By contrast, if multiple SNPs occur in conjunction, more robust
results can be obtained with consistent ratio differences, most especially if these SNPs are in
linkage disequilibrium (LD) with each other, although this is limited to those SNPs that are
found in transcripts.
High-throughput methods to evaluate ASE arrived in the mid-2000s. The first genome-wide
ASE investigations to be developed were based on microarrays. These techniques were
developed to use SNPs within coding region of transcripts (Gimelbrant, et al. 2007). ASE can
be measured on the scale of the genome because the relative expression from each gene copy
can be measured using oligonucleotide probes to differentiate between two alleles for SNPs in
genomic DNA. PCR techniques were combined with microarray technology (Bell & Beck,
2009). The first attempt at this involved an early Affymetric HuSNP array with approximately
1000 exonic SNPs in 602 genes, of which, more than 50% of the genes were found to show
some pattern of ASE, the majority of which were unknown to be imprinted (Lo, et al. 2003).
Several other methods exist (Pastinen, 2010), ranging from those that do not require PCR but
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maintain a level of accuracy on par with high-performance genotyping assays based on PCR
to those that apply SNP microarrays to data obtained from primary tissues with RNA and DNA
profiles. Subsequently, a number of studies have used an approach that is dependent on
heterozygous genotypes found within the coding region of the gene before comparing their
ratios of cDNA (obtained from RNA) in order to quantify the difference in the level of
expression between the alleles (Pant, et al. 2006; Pollard, et al. 2008).
Commercial techniques were later developed that included the BeadArray platform and the
Oligo Pool All (OPA) method (Illuminca INc.). The BeadArray method involves the
assessment of the ratio of each allele by primer extension assays with fluorescence-labelled
allele-specific primers of genomic and RNA samples. This method is limited to the resolution
of detecting as subtle an ASE effect as a 1.5-fold change and has been used to estimate that
about 20% of human genes exhibit ASE (Serre, et al. 2008). The OPA method has its
foundation in the Golden Gate assay (Fan, et al. 2006). Here, any SNP that is found within
45bp of the start or end of the exons are excluded from the analysis. This enables an equal
chance of working between genomic DNA and converted DNA. This method was then applied
to 210 unrelated individuals of the HapMap population (Dimas, et al. 2008) in order to
investigate the interaction of non-synonymous SNPs with putative cis-regulatory variants
before yielding the estimation of ASE to be present in approximately 18% of genes.
Bradley, et al. (2009) combined a targeted approach to gene expression assays with the
advantage of high-throughput sequencing. Target transcripts, that contain a known SNP, are
PCR enriched and barcoded to enable large-scale multiplexing. They used this approach to
sequence only the regions of interest before using the allele-specific read counts as an
approximation of ASE for large numbers of samples in five D.simulans genes.
Vidal et al. (2011) computationally analysed ASE using serial analysis of gene expression
(SAGE) tags representing 1,295 human genes. This is a method designed to obtain
comprehensive quantitative gene expression profiles with the advantage over arrays that it does
not require a priori knowledge of the genes to be analysed and reflects absolute mRNA levels.
They first isolated genes where there was at least a 3-fold difference of allele-specific SAGE
tags in at least one SAGE library. They then assessed whether or not these differences were
statistically significant (p < 0.05). To test the efficacy of their approach, they selected 11
candidate genes and experimentally verified ASE was found in 8 of them. They suggested that
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at least 25% of human genes show ASE and that allele-specific SAGE tags can be used to
identify them.
Zhang, et al. (2009) and Lee, et al. 2009 utilised ultra-deep sequencing of SNPs, captured by
padlocks on a large scale, to quantify ASE. Padlock probes are linear oligonucleotides that
have been ligated in a target-dependent manner such that they become circularised (Banér, et
al. 1998; Neumann, et al. 2018; Nilsson, et al. 1994). Using this technique, they were able to
focus the sequencing on just a specific fraction of the transcriptome that carries known SNPs.
Next-generation sequencing, applications of which can be broadly split into two paradigms
(Ronald, et al. 2005) - short-read sequencing and long-read sequencing (Goodwin, et al. 2016)
- is a tool used for genome-wide quantification of DNA and RNA. However, it suffers from
severe bias - genetic variation affects the reliability of read-mapping. This increases the number
of positions called as showing ASE due to mapping imbalances. One study (Degner, et al.
2009) found a marked difference in the mapping rate of the allele in the reference sequence
compared to that of the alternative allele.
RNA-seq based studies of ASE have found that approximately 20% of heterozygous variants
in coding regions of the human genome show ASE (Rozowsky, et al. 2011; Montgomery, et
al. 2010; Skelly, et al. 2011) which is a similar abundance as reported by microarray-based
ASE studies (Sierre, et al. 2008; Ge, et al. 2009; Zhang, et al. 2009).

1.1.6. Downstream analysis of eQTLs
The goal, after finding eQTLs, is to identify the causal variants (Zou, et al. 2019). Whilst an
eQTL is a locus that is associated with the level of expression at the expressed site, the causative
variant in the locus is generally not known. The goal is ultimately to isolate the causal variants
– variants that account for the observed peak of association. Fine-mapping is an approach by
which causal variants can be isolated from a set of eQTLs (Zou, et al. 2019). There are two
main obstacles in fine-mapping: 1. LD in the human genome means that certain variants can
be coinherited together so that their genotypes are correlated. When variants are ‘in high LD’,
variants that are not causal variants, but found in LD with a causal variant, will also be
correlated with gene expression (Nathalie, et al. 2008; Maller, et al. 2012; Jian Yiang, et al.
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2012). 2. The second is that a region may contain more than one causal variant (Hormozdiari,
et al. 2017; Jansen, et al. 2017), which increases the complexity of fine-mapping algorithms,
although some fine-mapping approaches have already been designed in order to tackle this
issue (Benner, et al. 2016; Brown, et al. 2017; Chen, et al. 2015; Farh, et al. 2014; Hormozdiari,
et al. 2014; Hormozdiari, et al. 2015; Servin & Stephens, 2018). These approaches work by
calculating a posterior probability for each variant and then selecting a group of variants known
as the ‘causal set’ that has a very high probability (often, 95% or more) of containing the causal
variants (Zou, et al. 2019). The high probability parameter is set to reduce the time spent
carrying out biological assays to confirm whether or not a variant is causal (Zou, et al. 2019).
These methods have been successful in not excluding actual causal variants in the causal set,
but the cost of validation via biological assays is sub-optimal given that the causal set often
includes many non-causal variants (Zou, et al. 2019). One study combined eQTL and ASE
information of genetic variants in order to improve fine-mapping in eQTL studies (Zou, et al.
2019). By computing an eQTL statistic for total expression and an ASE statistic for ASE, they
were able to aggregate the two statistics using meta-analysis, producing a third statistic. This
meta-analysis statistic is then utilised in a fine-mapping approach for GWAS called CAVIAR
(CAusal Variants Identification in Associated Regions) (Hormozdiari, et al. 2014), which
accounts for the LD structure of the region. Simulations discovered that this method identifies
causal variant with the correct true positive rate whilst generating smaller causal sets than those
sets using only the eQTL statistics (Zou, et al. 2019). Zou, et al. (2019) applied this to ten
tissues from GTEx (Ardlie, et al. 2015; GTEx Consortium, et al. 2017) and found the causal
set to be smaller.

1.1.7. Other types of expression-based QTLs
Splicing variants are modifications of the DNA sequence that often occur at the boundary of
an exon and an intron (splice site). The alteration can disrupt RNA splicing, causing exons to
be lost or for additional introns to be incorporated, which may change the protein-coding
sequence (Liang, et al. 2018). Alternative splicing (AS) is a mechanism whereby multiple
different transcript isoforms are produced from a single gene (Tian, et al. 2019). RNA-seq
made possible the identification of AS on the scale of the genome (Hyung, et al. 2018). In
humans, AS can occur in approximately 90% of genes in a cell type, condition or speciesspecific manner, which dramatically increases the number of proteins over the number of genes
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in a genome (Barbosa-Morais, et al. 2012; Wang, et al. 2008). sQTLs can influence disease
susceptibility and drug response (Lalonde, et al. 2011). For example, in cancer, certain splicing
patterns have been observed to be correlated with the onset of carcinogenesis (Sveen, et al.
2016). sQTL studies are carried out in the hope that SNPs associated with variation in the levels
of expression at exon-exon junctions will be identified (Liang, et al. 2018). Currently, it is
thought that at least 20% of disease-causing single base-pair mutations affect splicing
(Faustino, et al. 2003). It is hoped that the identification of sQTLs may improve our
understanding of the contribution that genetic variants have on disease. A number of studies
have performed genome-wide sQTL experiments on different human tissues (Jia, et al. 2015;
Ongen & Dermitzakis 2015; Takata, et al. 2017; Zhang, et al. 2015) and Tian, et al. (2019)
identified sQTLs in 33 cancer types. Liang, et al. (2018) identified 7 splicing events involving
the SNPs that were significantly associated with 3 adipose distribution phenotypes.
Whereas eQTL studies focus on which variants affect the mean level of gene expression, across
both haplotypes aseQTLs studies break down the level of expression between the haplotypes
and use the ratio as a quantitative trait, but still focus on the mean when looking across multiple
individuals. It has become a new area of study to probe SNPs that affect the variance of a trait
rather than the mean and these are called variance QTLs (vQTLs). vQTLs have already been
found affecting loci that modify variance in body mass index (Yang, et al. 2012) and also gene
expression (Brown, et al. 2014; Dumitrascu, et al. 2015; Hulse & Cai, 2013; Wang, et al. 2014),
the latter being termed veQTLs (variance expression quantitative trait loci).
These veQTLs are interesting because they can indicate the presence of certain biological
phenomena, such as interactions – whether they be gene-environment or epistatic (Brown et
al. 2014; Paré et al. 2010). It has thus become expedient to develop methods and software
capable of variance association mapping. A number of tests have been proposed to find
associations between variants and the variance of a trait, such as generalized linear models
(Hulse and Cai, 2013), Levene and Brown-Forsythe tests (Brown and Forsythe, 1974; Levene,
1960) and Bayesian approaches (Dumitrascu et al. 2015). Building off of the approach applied
in Brown et al. (2014) to map variants significantly associated with variance of molecular traits
in cis, Brown (2017) developed software to identify veQTLs, including an option to look for
evidence of parent of origin effects.
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1.2. Resolving haplotypes
My project depended on being able to determine which alleles reside on the same haplotype.
This is because RNA-seq only yields the number of reads of a given allele, but alone this is not
enough to specify on which haplotype the allele lies. The assembly of the reference genome
has become a powerful tool to improve the study of genetics in various organisms in recent
times (Zhang, et al. 2020). The availability of single molecule long-read sequencing such as
PacBio SMRT (Single Molecular Real-time) sequencing and Oxford Nanopore Technologies
(ONT) allows most genome sequencing studies to now be completed to chromosomal level
assemblies at a small fraction of the cost compared to several years ago (Zhang, et al. 2020).
Generally, reference genome assemblies involve two homologous copies of each chromosome,
one from each parent, being collapsed together to create a ‘mosaic’ reference of the two
haplotypes (Zhang, et al. 2020). The reference is distinct from a diploid representation because
it only reflects a single haplotype for the entire genome and so can be thought of as ‘monoploid’
(Zhang, et al. 2020). ‘Monoploid’ references are simpler to use and compare against but they
sometimes fail to consider the diploid or polyploid nature of organisms or ignore allelic variants
that may have important functions. For example, the GRCh38 release of the reference human
genome only contains the O allele for the ABO blood group locus (Zhang, et al. 2020).
However, SNP detection only reveals where there is variation at specific positions. The
limitation here is that it is not known to which haplotype each allele belongs.
Haplotype phasing is the process by which alleles are sorted according to those that lie on the
same haplotypes and can be split into two different approaches: 1) alignment based (haplotype
inference) or 2) assembly-based (Rhee, et al. 2016; Zhang, et al. 2020). Computational methods
are generally favoured to experimental approaches due to their far lower cost and greater
convenience. Haplotype inference has been traditionally used and it works by identifying the
haplotypes of the samples based on the frequency of cooccurrence of alleles in a reference
population (Rhee, et al. 2016). However, as the number of SNPs grows the number of possible
haplotypes scales exponentially making direct phasing of the genotype information very
computationally stressful.
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1.2.1. Early computational methods to phase haplotypes (Before
2010)
Computational methods work by collecting together information across multiple individuals in
order to estimate haplotype phase from genotype data. Unrelated individuals can be phased by
analysing sets of common haplotypes that can explain the observed genotype data; the more
individuals the better the estimation (Browning & Browning, 2011). Related individuals can
be phased by considering haplotypes that are shared identical-by-descent between individuals
within families, and is much more informative than haplotype frequency information used to
phase unrelated individuals (Browning & Browning, 2011). Generally, for most algorithms that
have been developed for haplotype estimation, there is a compromise that must be made
between computational cost and haplotype phase accuracy.
There are computational methods that do not directly model the haplotype frequencies but are
instead predicated upon the assumption that the most likely haplotype configurations are those
seen in other individuals, such as parsimony (Gusfield, 2003, Wang & Xu, 2003) and longrange phasing (Kong, et al. 2008), which are rule-based methods (Browning & Browning,
2011).
The very first algorithm to be published (Clark, 1990) was based on unambiguous haplotypes
(from individuals that have no more than one heterozygous marker) and parsimony (finding
solutions that use the least possible number of unique haplotypes). Named Clark’s algorithm,
it was used to phase 13 tightly linked SNPs in the β2 adrenergic receptor (ADRB2) gene
(Drysdale, et al. 2000). It was very limited, however, because it was only suitable for tightly
linked polymorphisms because when they are not there could be several haplotype phase
assignments that correspond to an individual’s genotype (Browning & Browning, 2011). The
expectation maximisation (EM) algorithm can be used to circumvent this problem (Clark,
1990). It works by treating all possible haplotype configurations as equally likely a priori and
has been applied in a number of studies (Excoffier & Slatkin, 1995; Hawley & Kidd, 1995;
Long, et al. 1995 Browning & Browning, 2011). Unfortunately, when the number of markers
increase beyond a small number of polymorphisms, it becomes computationally too costly and
loses accuracy by using a sub-optimal model for haplotype frequencies (Browning &
Browning, 2011).
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Coalescent-based methods (McVean & Cardin, 2005) and hidden Markov models (HMM)
improved phasing by recognising that new haplotypes are derived from old haplotypes by the
process of mutation and recombination (Fearnhead & Donnelly, 2011; Li & Stephens, 2003;
Stephens & Donnelly, 2001). The basic idea is that both mutation and recombination events
are rare over small genomic distances which means that haplotypes are likely to look similar
to each other. For example, if the haplotypes 0011 (where 0 represents the reference allele, and
1 the alternative) and 1000 are found, it may be likely that haplotypes 1011 (formed by
recombination) or 1100 (formed by mutation) may also be seen, but the haplotype 1111 is far
less likely because it would require two changes which are each quite unlikely to occur
(Browning & Browning, 2011). This logic forms the basis of many phasing methods, such as
PHASE (Stephens & Donnelly, 2001; Stephens & Scheet, 2005), fastPHASE (Scheet &
Stephens, 2006), MACH4 and IMPUTE2 (Howie, et al. 2009). PHASE itself was once the
benchmark for accuracy but it was far too slow. fastPHASE improved the speed such that
genome-wide phasing became feasible but at a loss of accuracy. SHAPEIT is a faster
implementation of PHASE and can be applied genome-wide (Delaneau, et al. 2008).
Compromises were developed, such as BEAGLE, which clusters haplotypes at each locus and
the clustering adapts to the amount of information available such that the number of clusters
increases globally with sample size and locally with increasing LD (Browning & Browning,
2007). It is faster than fastPHASE and more accurate for medium-to-large samples (more than
1000 individuals) but less accurate for small samples (100 individuals or fewer) (Browning &
Browning, 2011). MACH4 and IMPUTE2 (Howie, et al. 2009) have been used to impute
untyped variants but also haplotype phasing and are again based on an approximate coalescent
model (Li & Stephens, 2003), improving on accuracy and scope of sample size. The accuracy
of both can be improved by increasing the number of HMM states, which makes better use of
the information. For BEAGLE, the accuracy is increased by simply implementing more runs
and taking an average of them. Both fastPhase and BEAGLE are based on probabilistic
methods (Money, et al. 2020). Other methods, such as AlphaPhase (Hickey, et al. 2011)
findHap (VanRaden, et al. 2013) and FImpute Sargolzaei, et al. 2014) are based on heuristic
methods, the latter two of which have been shown to phase very large datasets of potentially
over a million individuals (Money, et al. 2020).
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1.2.1.1. Making use of identity-by-descent (IBD)
Even when ‘unrelated’ individuals are being phased, distant relationships can cause segments
of IBD to occur. This is only applicable when the shared ancestry is within the past 20
generations. Kong, et al. (2008) applied a rule-based version of this approach to the Icelandic
population, phasing 90-95% of heterozygous markers in the sample population; the Icelandic
population is ideal for this approach because it is small and isolated which increases the
probability of individuals sharing recent ancestry (Browning & Browning, 2011).
More haplotype phase information can be gleaned if two or more relatives are concurrently
considered. Where haplotype information is available for both parents and the offspring it is
possible to evaluate phase at all positions except those small proportion of sites at which all
three individuals are heterozygous or have a missing genotype (Browning & Browning, 2011).
IBD can be used to phase related individuals, too, and provides nearly perfect phasing apart
from where there is genotype error or very recent mutation.

1.2.2. Modern computational methods to phase haplotypes
1.2.2.1. Alignment-based haplotype phasing
When the reference genome is available, the simplest way to phase it is first by aligning the
whole genome sequencing (WGS) reads, then compile a set of heterozygous genotypes at the
polymorphic sites before pairing the neighbouring haplotypes successively (Zhang, et al.
2020). The co-occurrence of alleles on the same WGS read or read pair can enable the correct
pairing information of neighbouring sites (Zhang, et al. 2020).
Different alignment-based phasing algorithms have been developed which focus their
optimisation on different criteria. Minimum error correction (MEC) is one such approach that
focuses on reconstructing the two haplotypes by applying the minimum number of base
corrections (Bonizzoni, et al. 2016; Zhang, et al. 2020). Weighed minimum letter flip (WMLF)
is a modification of MEC, which measures error by the number of base flips (Rhee, et al. 2016;
Zhang, et al. 2020). Maximum fragment cut (MFC) converts the haplotype determination
problem to a Max-Cut problem and solves it by finding the maximum distance that links each
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SNP edge of a haplotype block (which is a short genomic region within which inter-marker LD
is strong (Browning & Browning, 2011; Rhee, et al. 2016; Zhang, et al. 2020). Algorithms such
as Graph (Duitama, et al. 2010), Heuristic dynamic programming (Xie, et al. 2012), Mixture
model (Matsumoto & Kiryu, 2013) and Fuzzy conflict graphs (Mazrouee & Wang, 2014) are
also used for genome phasing, each using different statistical models for errors (Zhang, et al.
2020).
WhatsHap is a program that implements an algorithm to solve the problem of wMEC, which
simplifies the runtime complexity to be linear to the number of SNPs (Patterson, et al. 2015).
An extension on HapCUT, HapCUT2 is able to handle a wide range of sequencing technologies
such as NGS short reads, long read, linked-read and Hi-C reads (Edge, et al. 2017). It uses a
likelihood-based model to estimate errors that are specific to different technologies and then
iteratively searches for a subset of variants using max-cut computations in the read-haplotype
graph (Zhang, et al. 2020).
The haplotype phasing used on the genomic data used in this project was done so by the
segmented haplotype estimation and imputation tool 2 (SHAPEIT2) (Delaneau, et al. 2013).
SHAPEIT (Delaneau, et al. 2012) is a set of programs designed for haplotype estimation based
on population-level polymorphism data. The first version, SHAPEIT1, improved the accuracy
and computational efficiency compared to other methods at the time, for sample sizes up to
about 1,200 (Delaneau, et al. 2012). SHAPEIT2 combines the features of SHAPEIT1 with
Impute2 (Howie, et al. 2011) to improve performance. SHAPEIT2 is able to infer close to
perfect haplotypes when large IBD is present. It is first run whilst ignoring all explicit family
information. It then uses a novel HMM method (duoGMM) to combine the haplotypes with
any family information to infer the inheritance pattern of each meiosis at all sites across each
chromosome. This enables switch errors, to be corrected, along with the detection of
recombination events and genotyping errors. It detects the number of recombination events that
align very well with expectation based on genetic maps and it has shown to be superior to
Merlin (Abecasis & Wigginton, 2005) because it infers many fewer spurious recombination
events. Furthermore, SHAPEIT2 is capable of taking advantage of multithreading so that
multiple cores can be used to phase whole chromosomes, improving computational efficiency.
In 2016, O’Connell, et al. designed SHAPEIT3, which was specifically designed to phase very
large microarray datasets and was used to phase 500,000 individuals as part of the UK Biobank
dataset. It expands on the original SHAPEIT1 by introducing: a fast clustering routine which
identifies conditioning haplotypes in quadratic time; early stopping of the HMM when perfect
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haplotype matches are found (reduces computational redundancy); a redesigned MCMC
(Markov Chain Monte-Carlo) routine for better performance. These features are advantageous
for very large datasets, but for datasets where the sample size is less than 20,000, SHAPEIT2
is recommended. More recently, Delaneau, et al. (2019) developed SHAPEIT4, which
improves upon previous iterations in a number of ways. It includes a Positional Burrow
Wheeler Transform (PBWT) based approach to quickly select a small set of informative
conditioning haplotypes that are used when updating an individual’s phased haplotype. The
genotype graph and HMM routines have been improved to optimise computational efficiency.
Miar & Schenkel, (2017) compared a number of phasing algorithms and found FImpute to be
the quickest and most accurate for phasing large livestock populations, yielding a similar level
of accuracy to Beagle and SHAPEIT2 whilst being faster. Delaneu, et al. (2013) found
SHAPEIT2 to offer greater accuracy than Beagle on human datasets but was slower and less
accurate than Eagle 2 (Loh, et al. 2016). Observations such as these suggest that there is no one
phasing algorithm that performs the best in all situations, but rather, that the best phasing
algorithm depends on the dataset in question.

1.2.3. Experimental techniques to phase haplotypes
Molecular techniques have been developed to determine haplotypes such as the microfluidic
whole genome haplotyping approach (Ma, et al. 2010; Fan, et al. 2011), which detects the
haplotype information by separating the individual chromosomes physically at the cell division
process. Unfortunately, it is costly and produces unreliable results (Browning & Browning,
2011; Rhee, et al. 2016).
Fosmid and BAC clones break the genome into chunks that are significantly easier to assemble,
whilst maintaining the haplotype information because each individual clone represents a single
haplotype (Zhang, et al. 2020).
Linked-reads is a new sequencing technology that uses microfluidics to partition and barcode
DNA molecules, before they are sequenced using Illumina short-reads (Zhang, et al. 2020).
Those paired reads that contain the same barcode are derived from the same haplotype and
linked together during the genome assembly process (Zhang, et al. 2020). It has been used to
derive a comprehensive list of alternative haplotypes in diverse human populations (Wong, et
al. 2018). Another approach, called single-tube long fragment read (stLFR) is able to phase
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haplotypes and assemble the genome de novo (Wang, et al. 2019). Experimental approaches
are still markedly more expensive than computational ones, however.

1.2.4. Factors that influence phasing accuracy
•

Sample size. Increasing sample size improves haplotype phasing accuracy.

•

Marker density. On a per-marker basis, haplotyping phasing is made more accurate with
greater density. However, greater density does provide more opportunity for errors to
occur (Browning & Browning, 2011).

•

Genotype accuracy. Whenever a genotype is misspecified, at least one the two
estimated haplotypes for a given individual must be wrong. This is especially the
problem with data that is noisy or incomplete. A possible mitigation of this problem is
to phase the genotype likelihoods rather than the called genotypes but this is no
replacement for correct genotype data (Browning & Browning, 2011).

•

Degree of relatedness. It is of course much simpler to accurately estimate haplotypes if
known relatedness is used in conjunction with haplotype frequency (Browning &
Browning, 2011).

•

Sample ethnicity. African populations are known to have more haplotype diversity and
lower LD compared with non-African populations. It is therefore more difficult, on
average, to phase the haplotypes of some populations than others (Browning &
Browning, 2011).

•

Allele frequencies. Rare variants are difficult to computationally phase, because by
definition, phasing favours variants that are found several times. Where de novo
mutations have arisen in an individual, experimental phasing is necessary (Browning
& Browning, 2011).
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1.3. Thesis aims
As briefly mentioned earlier, traditional approaches for looking for eQTLs make the
assumption that both copies of each gene are expressed at the same level because measurements
of expression levels are summed across both haplotypes (figure 1.4).

Figure 1.4. The approach of a traditional eQTL
A feature of standard approaches for detecting eQTLs is that individuals are grouped by genotypes,
whereas each chromosome in an individual may display distinct expression levels.

They then attempt to determine if there is any correlation – and to what extent if so – between
the presence of a given genotype and the level of expression summed over both haplotypes. A
limitation of assuming this is that to which haplotype an allele belongs is not resolved, meaning
that it is not definitive as to what effect each specific allele of a genotype (which contains two
e.g. GT) has on the level of expression at the expressed site. This problem is illustrated in figure
1.5.
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Figure 1.5. The approach of a haplotype-resolved eQTL
Both individuals contain the genotype AC at regulatory SNP (rSNP) 1 and GT at rSNP 2. However,
whilst the A and C alleles at rSNP 1 are on the same corresponding haplotypes, the alleles at rSNP 2
are not. In this example, the traditional eQTL would sum the level of expression over both haplotypes
at the same level – 70. However, by resolving the expression at the haplotype level it is possible to see
that when A is at rSNP 1 and T is at rSNP 2, the haplotype-resolved level of expression is different
when A and G are found in the same respective positions (65 Vs 30, respectively). The same principle
applies to the other haplotype. This shows a potential advantage of breaking down the level of
expression on the basis of the haplotypes and thus the advantage of using ASE data.

The central hypothesis of this project is that differences in expression between the two copies
of each autosomal gene are influenced by cis-regulatory variants (see figure 1.5). To test this I
aimed to investigate by studying ASE and matching genomic data to determine the presence
of cis-regulatory variants. This goal is broken down in the following chapters:
Chapter 2 – To answer the central hypothesis detailed above, it must be possible to correlate
the status of the extent of ASE across individuals to the status of nearby alleles. A survey of
ASE across 358 European individuals was therefore carried out.
Chapter 3 – At the time, there was no software that could implement a haplotype-resolved study
of cis-regulatory variation using ASE data. To test the central hypothesis, it was necessary to
develop such an approach. Therefore, the goal of this chapter was to develop an approach and
accompanying software to detect potential cis-regulatory variants using ASE data. An
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additional aim was to optimise the time efficiency of the approach, so multiple ways of tackling
this problem were explored.
Chapter 4 – The goal of this chapter was to put together the results of Chapters 1 and 2 to
implement a haplotype-resolved eQTL. More specifically, putative cis-regulatory variants
found intra-chromsomally and/or inter-chromosomally were investigated, as well as whether
or not there were any interaction effects between gene copies. This was done both whilst
accounting for the status of the inter-chromosomal allele and whilst not, in order to assess
whether or not this altered the number of intra-chromosomal cis-regulatory variants. Moreover,
it was hypothesised that implementing a permutation approach, as opposed to assuming a
Poisson or Quasi-Poisson distribution, may improve the robustness of the results, and thus these
different models were compared
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Chapter 2. Surveying allele-specific expression
(ASE) across 358 Europeans of the 1000 Genomes
project
2.1. Introduction
The central hypothesis of this project is that differences in expression between the two copies
of each autosomal gene is influenced by cis regulatory variants. As discussed in chapter 1, this
can be investigated by studying ASE and matching genomic data. This will be discussed in
more detail in subsequent chapters, but briefly, if there is a difference in the level of expression
between the chromosomes at a particular gene, then, given they share the same cellular
environment and trans effects, this discrepancy may be explained by genomic regulatory
variants nearby. As this project therefore depends on the ability to call ASE across a set of
individuals, in this first results chapter I characterise ASE across a cohort of 358 European
individuals, subdivided into four sub-populations: British, Finnish, Tuscany in Italy and Utah
residents with central European ancestry descent, using RNA-Seq data (a proxy for expression
information) obtained from Lappalainen, et al. (2013). This was combined with their
corresponding genomic information from the 1000 Genomes project (Sudmant, et al. 2015).
This facilitates the goal to investigate the potential for mapping regulatory variants tied to
chromosomal imbalances in expression between chromosomes.
There are a number of different ways to study ASE, including numerous tools that have been
developed that apply different methodologies.

2.1.1. Methods to study ASE
A number of methods exist that allow ASE to be qualified and quantified. Which method to
deploy in the assessment of ASE depends on the scale under scrutiny. ASE can be identified at
the SNP level whether or not matching genomic DNA information is available. ASE can also
be identified on the scale of the gene, transcript or genome. A representative sample of these
studies will now be discussed.
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2.1.3. Statistical techniques and software tools to study ASE
Allelic mapping bias is a pervasive and long-standing problem in sequencing-based ASE
studies. Reads are more likely to be mapped to the reference allele rather than the alternative.
This is because, by definition, any read that corresponds to the alternative will be mismatched
when aligned against the reference genome. As such, reads mapped to the reference are less
likely to be rejected. This means that in the RNA-seq output, there will be an overestimation
of the number of reads mapping to the reference allele, which leads to a reference mapping
bias. Masking the known SNP positions in the genome sequence reduces the reference bias,
but still does not lead to reliable results. Even after masking, approximately 5-10% of SNPs
still have an inherent bias towards the accurate mapping of one allele over the other. Filtering
out these inherently biased positions eliminates 40% of the top signals of ASE (Degner, et al.
2009). To measure ASE, the number of reads at a location carrying each allele is counted,
providing a measure of the level of expression of each gene copy.
ASE has been studied using various statistical tests (Soderlund, et al. 2014), including the
binomial test (Degner, et al. 2009; Rozowsky, et al. 2011; Fontanillas, et al. 2010), chi-square
(Wei, et al. 2013), Bayesian (Skelly, et al. 2011; Graze, et al. 2012) and G-test without
replicates and analysis over variance (ANOVA) with replicates (Pandey, et al. 2013). The
binomial test is an exact test that compares the observed distribution of data to the expected
distribution of data when there are only two separate categories. The chi-square test compares
observed data samples from populations with expected frequencies and then combines these
discrepancies across the sample population. This makes the binomial test more appropriate
when investigating expression differences between gene copies within one individual and the
chi-square test moreso when investigating gene expression differences between gene copies
across multiple individuals. The G-test is very similar to the chi-square test and in fact gives
similar results. However, the G-values are additive which means more complex experiments
can be conducted wherein the G-values from different parts of the experiment can be taken
separately but also added up to give an overall G-value for the whole experiment whereas chisquare values of subparts of an experiment don't add up exactly to the chi-square value for the
whole experiment. On the other hand, chi-square tests are older and thus a greater number of
people have experience with them, meaning they are currently more readily understood
(Mcdonald, 2015).
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A number of bioinformatics tools exist that use high-throughput Second Generation
Sequencing (SGS) data to detect ASE (Deonovic, et al. 2017), such as AlleleSeq (Rozowsky,
et al. 2011), ASARP (Li, et al. 2012), MMSEQ (Turro, et al. 2011), asSEQ (Sun, 2013), metaanalysis based ASE detection (MBASED) (Mayba, et al. 2014) and many others (Ge, et al.
(2009); Gimelbrant, et al. (2007); Lee, et al. 2009; Zhang, et al. 2009; Pirinen, et al. 2015;
Pandey, et al. 2013; Soderlund, et al. 2014; Harvey, et al. 2015; Romanel, et al. 2015; Baker,
et al. 2015; Quinn, et al. 2014; Skelly, et al. 2011; Knight, 2004). A selection of these tools is
introduced and briefly discussed below.
Degner, et al. (2009), in order to include a SNP where ASE may putatively be found, in their
analysis, at least 20 total reads had to be mapped to that SNP position in that individual. Both
of the individuals were analysed independently. They compared the observed distribution of
the proportion of mapped reads from the reference allele to the expected distribution assuming
symmetric binomial sampling. They then applied two one-sided binomial tests to each SNP in
order to test the alternative hypotheses that expression of the reference allele was greater than
or less than 0.5. Furthermore, reference mapping bias was alleviated by the construction of a
copy of the human genome in which they masked all of the SNP positions. The masking
involves the alteration of the nucleotide at each SNP position to a third allele that is not known
to segregate in humans.
Heap et al. (2010) designed tools for paired-end RNA-Seq alignment in order to carry out an
ASE analysis that showed that 4.6% of SNPs at heterozygous positions show evidence of ASE.
Sigurdsson, et al. (2016) considered implementing a number of filters before calling ASE sites.
Firstly, only SNPs with at least one heterozygote individual were analysed. Each site required
at least 15 reads spanning both variants of the genotype. SNPs were also required to be in
Hardy-Weinberg equilibrium and have a genotyping rate more than 95%. The reads also had
to be uniquely mapped to the genome to be used. The genotyping ratio was calculated by
calculating the ratio of alleles other than the reference and alternative allele to the overall
number of allele counts. Finally, they excluded SNPs where the probability of them exhibiting
genotyping error or random monoallelic expression, as defined by them rejecting the null
hypothesis at p <0.05. After filtering, they measured the reference/alternative ratio in order to
provide an estimation of reference mapping bias.
Quantitative allele-specific Analysis of Reads (QuASAR) requires just RNA-seq data, but it
can only carry out an ASE analysis at the SNP level (Deonovic, et al. 2017). It first detects
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coding heterozygous genotypes and subsequently assigns a measure of ASE. This tool works
on the level of the individual, starting with single or multiple RNA-Seq datasets from which
heterozygous genotypes can be detected, before ASE is calculated. This calculation takes into
account base-calling errors and any overdispersion in the allelic imbalance. QuASAR can also
take inputs from techniques such as ChIP-seq and DNase-seq.
Knowles, et al. (2017) analysed ASE in a rat RNA-seq data. They determined which individuals
were heterozygous at each exonic SNP by requiring that two reads are mapped to both the
reference and the alternative alleles, and that the alternative base observed in the RNA-seq
reads matches the known allele. However, this approach, due to the requirement that each
variant presents with at least two reads, will by definition ignore sites where only one allele is
expressed, such as due to imprinting.
MAMBA (Pirinen, et al. 2015) is a computational tool that can apply three different methods
to ASE study: Independent Tissue Model, Grouped Tissue Model and Hierarchical Grouped
Tissue Model. These approaches are designed to compare various patterns of ASE across
different tissues, with the aim to classify sequence variants on the basis of their relative impact
on the tissue-wide expression profile. They consider RNA-seq read counts that overlap a given
genomic position from multiple tissues of a given heterozygote individual and apply a binomial
sampling method before classifying ASE according to three groups: no ASE, moderate ASE
and strong ASE.
Edsgard, et al. (2016) developed an R package called GeneiASE and defined static ASE using
a few criteria. First, a minimum depth of 10 reads within a single individual in order to ensure
sufficient statistical power. To test the ASE at a given heterozygous locus they used a
modified binomial test as described by Montgomery, et al. (2010). They also attempted to
control for the reference mapping bias. First, any reads that overlapped the heterozygous
variants were simulated according to the technique developed by Degner, et al. (2009) which
generates an equal amount of reads for each of the two alleles at each heterozygous variant.
The synthetic reads are mapped and the ratios derived at each variant of the simulated reads
is then used as the new null hypothesis in a binomial test (instead of the usual 0.5)
(Montgomery, et al. 2010). The effect size of ASE itself was defined as the fraction of reads
at the variant position mapping to the alternative allele minus 0.5 and then taking the absolute
value of this result. They confirmed sites that had been computationally assessed as
exhibiting static ASE using RT-PCR with a correlation coefficient of 0.67.
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There are number of tools that have been developed to focus on assessing ASE on the scale of
the gene. A fundamental problem with second generation sequencing (SGS) techniques,
implemented in such software as MMSEQ (Turro, et al. 2011) is the short read lengths (100250bp) because multiple SNPs cannot be covered by single short reads (Deonovic, et al. 2017).
Another problem is that MMSEQ could perform gene isoform level ASE analysis but the
dependence of known haplotypes and known isoform library greatly limits its utility and
accuracy (Deonovic, et al. 2017). Third Generation Sequencing (TGS) such as Pacific
Biosciences (PacBio) (Rhoads, et al. 2015; English, et al. 2012) sequencing and Oxford
Nanopore Technologies (ONT) (Laver, et al. 2015) provide longer reads of generally in the
region of 1-100 kb (Deonovic, et al. 2017). These longer reads produced by TGS may be able
to overcome the haplotyping problem and ASE quantification isoform level (Au, et al. 2013;
Sharon, et al. 2013; Tilgner, et al. 2014; Weirather, et al. 2015). Unfortunately, TGS have
traditionally presented with a high error rate, which limits the haplotyping accuracy (Deonovic,
et al. 2017). In addition, the lower throughput is less appropriate for the quantification of ASE
(Deonovic, et al. 2017). However, hybrid techniques such as Hybrid-Seq and IDP-fusion,
which combine TGS and SGS data may overcome the limitations of both sets of technology
(Au, et al. 2012; Koren, et al. 2012; Weirather, et al. 2015).
MBASED is able to look at ASE on the gene level but has an uncertain false positive rate of
its pseudo haplotyping procedure if the extent of ASE is small or when the isoforms have
distinct ASE profiles within a gene. It is an R package designed to take reference and alternative
allele RNA-Seq counts inputs from the end user, including their corresponding gene or
transcript names (as ASE IDs) and haplotype assignments (if they are available) and outputs
for each ASE ID the estimated major haplotype frequency (MAF), the p-value of the ASE site
itself and a p-value for any inter-loci variability for multi-SNP genes. Crucially, MBASED
only takes RNA data, so DNA information is unnecessary. There is an option to estimate preexisting allelic bias at each SNP, however. Deonovic, et al. (2017) developed IDP-ASE, a
method that is able to implement haplotyping and quantification of ASE at both the gene and
gene isoform levels and only requires RNA sequencing data. It does this by combining TGS
and SGS data with a Bayesian model to determine the haplotypes and measure ASE on the
scale of the gene using a Poisson model. They have used this technique to find distinct ASE
among isoforms within single genes.
Stephane, et al. (2015) carried out a variety of ASE analyses on a subset (343) of the
GEUVADIS (Genetic European variation in disease) European individuals (the same source
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as was used in this project). For example, in one such analysis they filtered out all sites for
which there were fewer than 16 reads and each site was intersected against all GEUVADIS
European genes with a significant eQTL (eGene), and the median ASE of all sites covering
each eGene was calculated.
Moyerbrailean, et al. (2016) looked at differential expression across genes using RNA-seq data.
To be defined as ASE genes, genes would require at least one transcript having an FDRcontrolled of 10% and an absolute fold-change of more than 0.25. They used QuASAR
(Harvey, et al. 2015) to test for ASE, including only those heterozygous genotypes for which
at least a read coverage of 40 were available. The SNP-based log fold change had to be greater
than 5. They showed that their tool is useful for determining sites of ASE when genotypes are
not easy
cisASE (Liu, et al. 2016) is software that uses a likelihood-based ratio test to detect ASE on
the SNP, exon and gene levels from sequencing data that does not necessarily come with
corresponding phasing or parental genomic information. Putative cis-regulatory variants can
be identified and this approach also controls for copy number variation. It has been used to
differentiate between normal and cancer tissues on the basis of ASE variants.
SCALE (Jiang, et al. 2017) can probe allele-specific transcriptional bursting, a property in
genes wherein transcription occurs in ‘bursts’. These bursts do not necessarily occur
simultaneously in both alleles of a pair. This tool has been applied to mouse and human
fibroblast cells and the findings show that cis regulation of gene expression is occurring as
differences in burst frequency.
ASE has also been studied for heterosis, which is any outbreeding enhancement or increased
function of any biological trait in a hybrid offspring (Guo, et al. 2006; Zhai, et al. 2013; Wei,
et al. 2013), and software has also been developed for humans and F1 hybrids to identify such
sites (Soderlund, et al. 2014).
Prendergast, et al. (2012) mapped RNA-sequencing and ChIP-sequencing reads using Bowtie,
a short read aligner that aligns DNA reads to the human genome at a rate of over 25 million
35-bp reads per hour (Langmead, et al. 2009). RNA-sequencing reads that were not mapped
by Bowtie were run through TopHat, a spliced-read mapper (Trapnell, et al. 2010). A binomial
test was used to determine ASE sites by assessing extent of deviation from the expected 50:50
ratio of reference to non-reference reads. Any read where the base at the heterozygous site had
a Phred-scaled quality (a measure of the quality of the identification of the nucleobases
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generated by automated DNA sequencing) of less than 13 were not included in the analysis.
Only SNP-genotyping array heterozygous SNPs or imputed sites that had a probability of being
heterozygous greater than 0.5, in conjunction with at least two Bisulfite sequencing reads
carrying each allele, were kept. They also used a strict p-value threshold of 1x10-7.

All of the aforementioned methods focus on tissue, cell population, gene and SNP levels.
However, there are techniques that focus on measuring ASE on the scale of the individual cell
(Benitez, et al. 2017). Whereas the former focus on mitotically stable ASE, this technique
allows variability in ASE to be studied between the cells (Reinius, et al. 2016; Reinius, et al.
2015). Deng, et al. (2014) reported the first genome-wide dynamic ASE study on
preimplantation embryos, dissociated hepatocytes and primary fibroblast cells derived from
outcrossed mice. They quantified ASE by using at least 2 or more coherent SNP-containing
reads which enabled allelic transcription to each allele to be classified. ASE was only defined
as such if more than 98% of the reads were derived from one allele. This is enormously strict
criteria, but was enforced to ensure that false negative bi-allelic expression and allele-biased
gene expression was minimised. The disadvantage of this technique is that it is prone to
technical noise that also includes variable capture efficiency and random allele dropout. This
noise can inflate allelic calling if not accounted for. It is possible to ameliorate this issue by
carrying out technical control experiments such as split cells and RNA serial dilution. This
increases the precision of the ASE measurement. Other studies have used a similar
methodology (Borel, et al. 2015; Chen, et al. 2016).
Single molecular RNA-FISH (fluorescent in situ hybridisation) and single cell RT-qPCR have
been used to study ASE across multiple tissues but had severe technical limitations which
prevented them from being applicable on the scale of the genome. However, high-throughput
microfluidic single-cell RT-qPCR applications such as seqFISH (Lubeck, et al. 2014) have
been developed that may overcome these limitations. Like the approach used in this project
(and unlike most other studies cited in this section), they were attempting to gain a measure of
ASE across multiple individuals, as opposed to within individuals. To measure, ASE they used
a traditional binomial test using the sum of reference and alternative allele counts over all
individuals. They also used the edgeR package to call ASE, applying a negative binomial
distribution and estimation of individual sample and variant expression dispersion (Robinson,
et al. 2010). This works by using both the sum of the reference and alternative allele counts
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with a fixed dispersion estimate of 0.1 and in addition, using the reference and alternative allele
counts from each individual (Ritchie, et al. 2015). As an alternative to this they also used the
limma package to call ASE after voom transformation of the count matrix using reference and
alternative allele counts from each individual (Ritchie, et al. 2015).

A recent advance in the study of eQTLs was put forward by Castel, et al. (2020), wherein they
developed an approach that enabled the effect sizes of cis-regulatory variants to be estimated
using ASE data. Historically, ASE has been measured using expression levels found across one
SNP, by taking the SNP with the highest coverage per gene. However, they aggregated
expression data across multiple SNPs to produce estimates of ASE at the haplotype level. They
built upon their previously created tool, phASER, which accomplishes this task whilst using
the information contained within the reads to improve phasing and preventing double counting
of reads across SNPs to improve the generated data (Castel, et al. 2016). They compared allelic
fold change estimates which were calculated for GTEx eQTLs between SNP and haplotypelevel ASE data and found the correlations to be higher for haplotype-level rather than for SNPlevel data (Spearman rho of 0.83 v 0.80, respectively). They also found that haplotype-level
data produced estimates for a median of 20% more eQTLs. As such they concluded that
haplotype-level data was recommended for most downstream analyses due to the yielding of
more data at a higher quality. However, they also cautioned that in some situations, SNP-level
data should be used. One example is when analysing allele-specific splicing, because the
haplotype-level data spans the entire transcript but only the SNPs within the exon(s) or intron(s)
of interest should be investigated. Another example is when analysing transcribed variants with
post-transcriptional effects on gene expression, such as splice variants, because SNP-level ASE
data from the variant under study is easier to analyse.

As can be seen in this review of the literature, different studies will often choose different
minimum read cut-offs. The higher the value the less susceptible to the study should be to false
positive calls of ASE, but setting it to too large a value will potentially miss biologically
interesting, significant ASE sites.
The justification for ignoring positions where read counts are low is understandable. However,
the precise number of reads required before considering sites for ASE analysis is clearly not
universally agreed upon. As aforementioned, some have tried minimum read cut-off points as
low as 2 (Knowles, et al. 2017), others more moderate cut-offs such as Edsgard, et al. (2016)
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who opted for 10 reads, whereas some have tried more stringent cut-offs of 20 reads (Degner,
et al. 2009). The arbitrary nature of these choices does not lend itself to comparisons between
different ASE studies, although it does of course not make it impossible to do so. In this project,
a different approach, sensitive to the same reasons that others had for imposing minimum read
cut-offs, was used.

2.1.4. Considerations for this project
The majority of the studies of ASE discussed above are restricted to one or a small number of
individuals. In my PhD I wanted to examine whether the extent of ASE is linked to cis variants
across individuals. There are potentially a range of methods for examining ASE across multiple
samples. For example, it would be possible to measure ASE within each individual first.
However, crucial to the central hypothesis of this project is that it is possible to correlate the
status of the extent of ASE across individuals to the status of nearby alleles. Focusing on the
individual level would make cross-comparisons across individuals difficult. Therefore, in order
to test the hypothesis, allelic imbalance must be quantified across all of the individuals in the
cohort. This has the unfortunate consequence that a number of sites will exhibit, on the scale
of one individual or even a few, ASE, and yet may not be useful to this study. Consequently,
one thing I wanted to characterise in this chapter is the number of “accessible” sites, i.e. sites
in the genome where there is sufficient data across individuals to link ASE to cis-variants. I
then go on to characterise potential methods for examining ASE across samples.

The overall aim of this chapter is to produce a set of sites where ASE is being exhibited, so that
they may be used downstream to test the central hypothesis – that sites where there are
differences in expression between the two gene copies are influenced by cis-regulatory
variants.
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2.2. Methods

2.2.1. Input files
Polymorphism data for 358 European individuals was obtained from v5 of the 1000 genomes
project and phase 3 genotypes were downloaded from the SHAPEIT2 website
(http://mathgen.stats.ox.ac.uk/impute/data_download_1000G_phase1_integrated_SHAPEIT2
.html) (Sudmant, et al. 2015). These polymorphisms had already been statistically phased by
the consortium using SHAPEIT2 (Delaneau, et al. 2013). Expression data for these individuals
was obtained from a study by another group (Lappalainen, et al. 2013). This group sequenced
the messenger RNA and microRNA (miRNA) from lymphoblastoid cell lines of 462
individuals from the 1000 Genomes project (The 1000 Genomes Project Consortium, 2012).
In this previous study genetic regulatory variants were discovered by mapping cis QTLs to
transcriptome traits of protein-coding and miRNA genes separately in the European (EUR) and
Yoruba (YRI) populations. Of these 462 individuals, 373 were European; of which 358 had
matching genotype data available.
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2.2.2. Tools used to process the input files
The genotype information (obtained from the SHAPEIT2 files) is stored as VCF (Variant Call
Format) files, which is a text format specifying the genotypes carried by each individual at each
polymorphism along with accompanying information such as genotype quality scores.
To manipulate the VCF files a program called VCFtools was used (Danacek, et al. 2011). This
program provides flexible and accessible methods for working with complex genetic variation
data, especially in its ability to filter out specific variants and create subsets, as well as
conversion to different file types.
To assess the expression level (read counts) of each allele at each coding SNP, a program called
mpileup in the SAMtools software suite was used (Li, et al. 2009). SAM (Sequence Alignment
Map) files store large nucleotide sequence alignments in a human-readable format. Whilst
capable of storing alignment information generated by numerous alignment programs, the files
can be very large in size (tens of GB). BAM (Binary Alignment Map) files are merely the
binary equivalent of SAM files, which allow the information to be processed by a computer;
as this information is stored in binary format, the files are smaller in size than SAM files and
can be more efficiently processed by software. SAMtools was used directly with the
compressed

BAM

files

of

RNA-seq

alignments

for

each

individual

(https://www.ebi.ac.uk/arrayexpress/files/E-GEUV-1/processed/).
In this chapter I refer to these as 'raw' read counts. This is because during RNA-Seq, after the
reads have been obtained, they are aligned against the reference genome. However, not every
individual will have the same number of RNA-seq reads generated. This means that it is
possible to get a read count of 5 for individual A and a read count of 10 for individual B and
draw the superficial conclusion that individual B shows a higher level of expression for that
allele at that position. However, if individual B had had twice as many reads generated then
this would explain the apparent difference. Hence, the raw read counts obtained from the RNASeq process needed to be normalised to be compared, as discussed later.
To achieve the goals of this section a number of programs were written. Figure 2.1 shows the
general steps taken to do this.
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Expression information for European
individuals, obtained from the GEUVADIS
consortium (Lappalainen, et al. 2013).

Genomic information obtained from 1000
Genomes Project (Sudmant, et al. 2015).

SAMtools

VCFtools

Identify
heterozygous
genotypes in 358 European
individuals
(project
cohort).

Obtain
matching
expression information for
the same 358 European
individuals
(project
cohort).

Determine the extent of
allelic imbalance across
multiple
heterozygote
individuals
for
each
expressed variant using
different techniques.

Select the approach
that most robustly
evaluates ASE sites.

Figure 2.1. Chapter 2 workflow outline
This diagram briefly outlines the steps taken during this chapter.
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2.2.3. Writing programs to assess ASE
First, a Perl script was written that obtains all of the polymorphism data for the 2504
individuals. This program is designed to survey the phased genomic data (SHAPEIT2 files in
VCF) and output the genomic locations of the SNPs in bed format. One issue that was noticed
was that two polymorphisms can overlap. For example, a SNP could be overlapped by an indel
(insertion or deletion). All variants (SNP or otherwise) that were overlapping the same position
were therefore excluded as this would otherwise create problems in correctly assigning a
measure of ASE. A second script was written to survey the RNA-Seq bam files and obtain the
information on the read counts of each allele at each polymorphism. This information is
retrieved from all the SNP locations that were identified for each individual in the previous
script. The overlap of both datasets resulted in an output for 358 individuals.

Whilst RNA-Seq does allow ASE to be studied, it can only differentiate between chromosomes
at heterozygous sites; if the same allele is found on both chromosomes, there is no way to tell
how many reads are coming from each. Thus, positions at which individuals are homozygote
confer no information regarding ASE and are therefore not useful for this study – hence, it is
computationally advantageous to filter out these positions and restrict to heterozygote
positions. The third Perl script aimed to combine the SHAPEIT2 haplotype, legend and sample
information (Olivier Delaneau, et al. 2014). The legend, haplotype and sample files are all text
files. Each haplotype file contains all of the SNPs and indels (although for this analysis, the
data was restricted to just the SNPs due to the issue of reads overlapping with multiple variant
IDs) for a particular autosome (1 to 22). Each row of a haplotype file represents a SNP and
every two columns represent the allele on each chromosome for an individual; for example, if
the first column is a 0 and the second is a 1 at a given row, then the individual is said to be
heterozygote at that SNP. If both columns are 0 or both columns are 1, then the individual is
homozygote at that SNP. The sample files contain all of the population and sex information for
each individual. The legend files contain all the SNP IDs, including their positions. This
information is combined with the haplotype and sample information in order to result in an
output that contains the ID of an individual, including their sex, the population to which they
belong, the SNPs IDs including the positions at which they are found, and the phased genotype
information at each locus. A third script to output the expression of each allele on each
haplotype was then written.
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After learning the Python programming language (https://www.python.org), another script was
written to restrict the haplotype and legend files to just those 358 European individuals for
which we had matching genotype, expression and population information. This was useful for
the later analyses where it is necessary to optimise computational efficiency when reading in
the files and searching for the pertinent information pertaining to the SNPs that lie in cis with
the ASE sites. This is discussed in more detail in chapter 4.2.2.

Again, in Python, another script was written to reduce the already cohort-restricted haplotype
files. The original haplotype files are very large, containing polymorphic information for 2504
individuals over millions of variants in total. This presents a problem when loading into R, as
the files take up a lot of memory, in addition to a lot of time needed to load up the files. These
haplotype files had already been made significantly smaller by subsetting out only those
individuals for whom genomic, expression, population and sex information were available.
However, this leaves a lot of variants in the haplotype files that, whilst polymorphic on the
scale of the original number of individuals, were fixed in the cohort used in this study. Hence,
the files were made smaller by restricting them to only those variants that were polymorphic in
this restricted cohort. The legend files were concordantly modified, as they are directly
associated with the haplotype files, as detailed above.
In order to find out which variants are found in genes, an R script (Development Core Team,
R. 2011), was written to overlap the positions of the variants themselves with the positions of
the genes. The gene information was obtained from the Ensembl genome browser (release 75
– February 2014), using the biomaRt Bioconductor package.

2.2.3.1 Implementing a metric by which to determine ASE sites
Using R (Development Core Team, R. 2011), another script was written that introduced a
metric by which the extent of allelic imbalance of a given variant could be assessed over
multiple individuals. The metric is shown below:

Rexp = Reference allele expression level
Aexp = Alternative allele expression level
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I = Number of heterozygote individuals.
2

𝑆𝑢𝑚 𝑜𝑓 𝑠𝑞𝑢𝑎𝑟𝑒𝑠 𝑜𝑓 𝑟𝑒𝑠𝑖𝑑𝑢𝑎𝑙 𝑆𝑆𝑟𝑒𝑠 = ∑(𝑅𝑒𝑥𝑝 − 𝐴𝑒𝑥𝑝 )
𝑁𝑜𝑟𝑚𝑎𝑙𝑖𝑠𝑒𝑑 𝑆𝑆𝑟𝑒𝑠 =

𝑆𝑆𝑟𝑒𝑠
max(𝑅̅𝑒𝑥𝑝 , 𝐴̅𝑒𝑥𝑝 ) ∗ 𝑙

In order to compare the difference in expression levels of both chromosomes, the residual must
be calculated from the expected fit of x=y. This is done by simply subtracting the expression
of the allele on the alternative chromosome from the expression of the allele on the reference
chromosome. These are used to determine the sum of squares of residuals, a common metric
used when defining the deviation of points from an expected fit.

Some sites are heterozygous in more individuals than others. As such, if there is a global
imbalance in the expression of the alleles at a particular SNP, then the calculated residuals for
each individual at that ASE site will accumulate. For example, if there are ten individuals that
possess an ASE site with each harbouring a residual of 10, then the resultant cumulative
residual will be 100. If there is a different ASE site found in 5 individuals and each residual is
20, then again, the cumulative residual will be 100. However, this is a disingenuous
comparison, as clearly the latter ASE site has twice the extent of ASE, on average. To mitigate
this problem, the metric is normalised by dividing the residual by the number of heterozygote
individuals.

There is another problem that biases the raw residual values. Some individuals may merely
have higher expression levels, but the same degree of ASE. For example, individual 1 may
have the reference expressed at a value of 10, and the alternative at a value of 5. Another may
have the references expressed at a value of 100, and the alternative at a value of 50. Plotting
the expression of the reference allele against that of the alternative allele makes the example in
which the magnitude of the expressions is higher appear to have a greater extent of ASE,
despite the fact that the ratio is the same in both instances. To normalise for this, the residual
is divided by either the average of the alternative expression levels or the average reference
expression levels, depending on which is higher. For example, if the average of the alternative
expression levels is 42 and the average of the reference expression levels is 50, then the residual
is divided by 50.
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2.3. Results
2.3.1. The project cohort
After collecting all of the genomic information for all of the individuals for whom sample and
matching expression information was available, the result was a cohort of 358 European
individuals, of which there were slightly more females than males (187 to 171, respectively)
and a roughly even split across the four different subpopulations, as can be seen in table 1.1.

Group

Males

Females

Total

GBR

43

43

86

TSI

47

44

91

FIN

36

56

92

CEU

45

44

89

Total

171

187

358

Table 1.1 Study cohort
This table represents a breakdown of the cohort over which expressed heterozygous variants were
surveyed for ASE.

The European group is comprised of individuals from four different sub-populations: Great
Britain (GBR), Finland (FIN), Tuscany, a central region in Italy (TSI) and Utah residents with
central European ancestry (CEU). The genetic variation between these four sub-populations is
shown in figure 2.2.
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Figure 2.2 SNP based PCA of the sub-populations of the cohort
After filtering out those variants across the cohort for which the minor allele frequency (MAF) is
less than 0.05, a principal component analysis (PCA) was carried out in order to visualise the
variation between the different sub-populations (CEU – Utah Residents with Northern and Western
European Ancestry; GBR British; TSI – Tuscany of Italy; FIN – Finland) with respect to the genetic
variants present. Each point on the plots represent a given individual. Both plots show the
populations separating out on two principal components (PC). PC1 separates the four subpopulations
into three distinct groups. The GBR and CEU populations are to some extent separated from TSI
and FIN on PCs 2 and 3.
The patterns seen here appear to reflect the geographical distribution of the different individuals
within the cohort, with PC1 to some extent reflecting a north-south cline through Europe as seen in
other studies (Novembre, et al. 2008).

In terms of power, table 1.1 shows the breakdown of the numbers of people belonging to each
sub-population, ranging from 86 to 92, averaging 89.5. As figure 2.2 shows, it is possible to
differentiate the four sub-populations into three groups based on sequence variation, using
principal components 1 and 3. In the model, sub-population was controlled for as a potential
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covariate to mitigate any confounding by the slight differentiation between groups. Even then,
numerous studies suggest you can take together these four sub-populations as one single ‘super
population’ (Alexander & Machiela, 2020; Byrska-Bishop, et al. 2021; Gazal, et al. 2015;
Quiver & Lachance, 2018).

As discussed, the ability to detect ASE depends on sequence coverage, and differences in
sequencing levels between individuals needs to be accounted for in downstream analyses. As
shown in Figure 2.3 the number of aligned read pairs differed substantially between individuals
and ranged from 16,701,858 to 146,649,845.

2.3 The number of aligned reads across all 358 individuals of the cohort.
Substantial variation in the number of aligned reads was observed between individuals. To
measure ASE, it is thus crucial to account for this because the more mapped alignments, in
general, the more reads that are yielded. As this project involves calculating the extent of ASE
across multiple individuals, it is necessary to account for the number of mapped alignments for
each person in the cohort.
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Due to the nature of RNA-Seq, as discussed in chapter 1, ASE can only be assessed when the
expressed variants are heterozygous. Therefore, the first part of my PhD involved assessing the
extent of ASE across individuals and whether there was sufficient power to use chromosomal
imbalances across individuals to identify cis-regulatory variants.

2.3.2. Allelic mapping bias in the dataset
As briefly discussed in the introduction, allelic mapping bias is where one of either the
reference or alternative allele is systemically overrepresented in terms of read count. At any
given expressed heterozygous position, there may be an imbalance in the level of expression
(in this context, number of mRNA reads) across the gene copies. This is not necessarily an
exhibition of true ASE effects. Due to the nature of RNA-seq, reference mapping bias leads to
reference reads being overestimated. Figure 2.4 shows the ratio of reference to alternative
reads, across the entire genome of the project cohort. The results show that there is a relatively
strong bias in favour of reference alleles. Unfortunately, correcting for this mapping bias is not
a simple step. Intuitively, the option to simply calculate the ratio and modify the read counts
accordingly is imperfect because mapping bias may vary from site to site. Averaged across the
entire genome, 61.42% of reads were found to be mapped to the reference allele.
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Figure 2.4. Allelic mapping ratio across the genome of the project cohort
The ratio of normalised reference to alternative reads shows that for every chromosome except 1,
the expression of the reference allele is overrepresented. This decreases the reliability of ASE
estimation, as there is a systemic bias in favour of observing reference reads over alternative reads.
Averaged across the entire genome, 61.42% of reads were found to be mapped to the reference
allele.
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2.3.3. Assessing sites accessible to ASE study
To gain an insight into what proportion of the genome may be accessible to such a measurement
the total numbers of heterozygous, coding heterozygous and expressed heterozygous variants
were surveyed (where ‘coding’ refers to a site that is found in a genic region and where
‘expressed’ refers to a coding site to which at least one RNA-seq read aligned). Figure 2.5
shows that genic heterozygous variants represent 28.69% of heterozygous variants, whereas
expressed heterozygous variants comprise only 3.72% of heterozygous variants, consistent
with most of the genome being non-coding. 750,893 sites were found to be accessible to ASE
study.

Figure 2.5 The breakdown of heterozygous genotypes across all genomes of the cohort.
Using RNA-seq, ASE quantification is only possible where the positions are heterozygous and
where the variants are expressed (producing RNA reads). This figure shows that whilst many
genotypes are heterozygous, most are not coding, and only a very few are expressed. Therefore, the
vast majority of the genome is inaccessible to ASE measurement.

The ability to detect differential gene expression depends on the size of the expression change
and the sample size; bigger effects are easier to detect than smaller effects and larger sample
sizes provide more sensitivity than smaller samples. The assessment of ASE will therefore
depend on the number of read counts for each variant present on an individual’s haplotype. The
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qualification and quantification of ASE will thus also have a downstream effect on the later
analysis wherein the status of nearby variants (i.e. whether reference or non-reference) will be
correlated to the extent of ASE at the sites that have been defined as such.
With a cohort size of 358 individuals, the maximum theoretical sample size is 358. This
maximum is only theoretical because not all SNPs will be heterozygote in all individuals. The
Hardy-Weinberg Equilibrium itself imposes a limitation on the likely number of heterozygote
individuals that can be seen in a population as can be seen in figure 2.6.

Figure 2.6 The Hardy-Weinberg Principle imposes a limit on the number of heterozygous
genotypes.
The Hardy-Weinberg Principle can be expressed as a formula:
p2 + 2pq + q2 = 1,
where p is the frequency of the reference allele, 2pq the frequency of the heterozygous genotype and
q the frequency of the alternative allele. Hence p2 refers to the frequency of the homozygous
reference genotype and q2 the frequency of the homozygous alternative genotype. All genotype
frequencies combined must sum to 1. This imposes an expected maximum frequency of
heterozygotes in a population of 50%.
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The exact breakdown of the number of polymorphisms exhibiting at least a given minor allele
frequency (MAF) across the cohort are given in figure 2.7. Here it can be seen that only 34.98%
of polymorphisms have a MAF above 0.1. Combining this information with that of the HardyWeinberg Equilibrium it should be expected that most individuals, even if they possess a given
variant, are unlikely to be heterozygote at that variant.

0.0-0.1

0.2-0.3

0.1-0.2

0.3-0.4

0.4-0.5

Figure 2.7 The number of polymorphisms exhibiting a at least a given minor allele frequency
(MAF).
The MAF gives an indication as to how many individuals are expected to be heterozygote for a given
polymorphism. As can be seen from the earlier Hardy-Weinberg diagram, the higher the MAF the
more heterozygotes that are expected. Given that the MAF for most polymorphisms is below 0.1
(65.02%), it should be expected that most individuals will not be heterozygote for a given
polymorphism.

This expectation from figures 2.6 and 2.7 is confirmed in figure 2.8. In this figure it is clear
that the vast majority of coding polymorphisms are usually found in only a few individuals
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Figure 2.8 The distribution of coding polymorphisms according to the number of heterozygote
individuals containing them.
The figure shows that the vast majority of coding polymorphisms are heterozygous in only a few
individuals. The more individuals in which heterozygous genotypes are found, the larger the sample
size which improves the level of statistical power.

As aforementioned, the statistical power involved in determining the extent of allelic imbalance
over multiple individuals is a function of the sample size, effect size and sequencing coverage.
For example, if an individual heterozygote at site A, wherein A denotes an expressed variant,
has an arbitrary expression level of 1, whereas the corresponding opposite site on this
individual’s other haplotype has an expression level of 2, whilst it is possible that ASE is
present, confidence that such a conclusion would not be a false positive would be far lower
than if the respective expression levels were 100 and 200 reads. The ‘expression levels’
discussed here refer to the number of RNA reads that overlap the respective site (see chapter
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1). Figure 2.9 shows the number of reads that are mapped over these heterozygous coding
genotypes. For most heterozygous genotypes, there is no expression, which corroborates with
the findings in figure 2.5. The majority of the remainder are covered by a small number of
reads. This greatly reduces the statistical power because the effect size is severely curtailed.

Figure 2.9 The extent of read mapping across all heterozygous coding genotypes.
The statistical power in the measurement of ASE is a function of not only the number of heterozygote
individuals for each coding polymorphism, but also the level of expression of the site. As can be
seen from this graph with a logarithmic y-axis, the vast majority of heterozygous coding variants are
not expressed at all, with only a small minority showing higher levels of expression.

Figure 2.10 provides a view of how many genes in the cohort contain heterozygous sites and
the number of these that are expressed. It should be noted that variants to which RNA-seq reads
map but that lie outside Ensembl genes have been excluded from this plot, though were
included in downstream analyses. As has already been discussed, it is important that the
variants chosen to be assessed for ASE are covered by a sufficient number of reads to assess
the extent of any allelic imbalance. Out of the 44,603 genes, the majority (81.58%) of them
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contained at least one heterozygous site of expression, but only 38.61% contained at least one
heterozygous site of expression where the number of normalised reads was 10 or more.

Figure 2.10 Breakdown of sites of expression across the genome
In total, there were 44,603 across the genome of the cohort. 36,391 (81.58%) of these contained at
least one heterozygous site of expression and 17,220 (38.61%) contained at least one heterozygous
site where the normalised level of expression was 10 reads or more.

I next explored the extent of ASE within individuals using these data and the bionomial test,
setting the expected ratio of read counts to the average chromosome-wide level to account for
read mapping biases. Figure 2.11 shows the results for the 26999 transcribed heterozygote sites
on chromosome 1. As can be seen a large number of sites showed some level of allele-specific
expression and in total ~3.5% of all coding heterozygote sites had an FDR adjusted P value
less than 0.05.
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Figure 2.11. The extent of allele specific expression across the coding heterozygote sites on
chromosome 1 (uncorrected p-values).

However,
the goal of this PhD and later chapters was to take this a step further and identify
p
whether ASE observed across individuals was potentially due to regulatory variants found
nearby (within 500kb). Consequently, to investigate whether there are sites where ASE is
observed across multiple people, I developed a metric to quantify the extent of allelic imbalance
across individuals (see methods). In theory, this metric should generally be higher at
heterozygous sites that show a higher average level of ASE across more individuals. Figure
2.12 shows the rank of all the putative ASE sites across all 22 chromosomes. The vast majority
of sites appear to exhibit little to no ASE, but a small subset is determined by the metric to
show a large extent of ASE. The goal of this part of the project was merely to subset out sites
where the ASE appeared to be present to an appreciable degree because it is pertinent to
alleviate as much as possible, the efficiency of the downstream analysis, which is very
computationally burdensome. The total number of sites accessible to ASE analysis was
750,893, with the mean normalised residual being 9.16 and the median being just 2.61. The
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ASE site with the highest normalised residual is rs6940018:136599393:G:C, found on
chromosome 6, at 357.74.

Figure 2.12. The rank of ASE sites according to the metric
The vast majority of ASE sites found in 10 or more individuals present with little to negligible ASE
across the project cohort. The highest normalised residual for an ASE site was 357.74 but the mean
was only 9.16.

As shown in Figure 2.13A all individuals only expressed the reference allele at this variant. It
is possible this is because the ASE variant is in perfect LD with a regulatory variant that
completely silences one copy of the gene. However, it cannot be excluded that this position is
truly homozygous that has mistakenly been called heterozygous in the upstream variant calling
process. If so, this would represent a problem with the variant calling process (which is not
100% accurate) rather than the metric. Much of the same may be the case for 2.13B except in
this case the alternative rather than reference allele is expressed. Figure 2.13C shows a further
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highly ranked variant where in each individual only one gene copy is expressed, but in this
case different alleles are preferentially expressed. Its normalised residual was 75.67, which is
much lower than the sites shown in 2.13A and 2.13B, as expected, but also a lot higher than
the mean normalised residual. This is potentially due to incomplete LD between the ASE and
regulatory sites. Figure 2.13D shows an example ASE site that scored very lowly on the metric
(normalised residual of only 4.51x10-10), but nonetheless appears to exhibit ASE across
individuals. Some of the individuals show no ASE (these points fall on the blue line, where
reference expression equals alternative expression), but a number of them exhibit some degree
of ASE that sometimes favours the reference allele and other times the alternative. This makes
the site potentially interesting for downstream analysis, so the metric scoring it very lowly
suggests that whilst the metric is useful for picking up potentially very interesting sites like
2.13A and 2.13B, it is failing to pick up sites like 2.13D. The fact that it is a very lowly
expressed site may be contributing to this. The overall suggestion here is that the metric is
correctly ranking more extreme sites of ASE but may potentially be missing sites of interest.
For this reason, we didn’t restrict our downstream analyses to just those ASE sites with large
metric values as originally planned.
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Figure 2.13 Example ASE sites as ranked by the metric
(A) shows that each individual (represented by a point) possesses ASE biased in the favour of the
reference allele, although whereas (B) shows ASE biased in favour of the alternative allele. Both
(A) and (B) may simply be showing examples where the alleles are in perfect LD with the causal
site. (C) shows ASE strongly favouring the alternative allele, but some examples where some of the
individuals exhibit ASE in favour of the reference allele. (D) shows that a number of individuals
may present with ASE favouring the reference or the alternative, or no ASE at all (points on the blue
line). Interestingly, despite it appearing that (D) exhibits ASE, broadly, across most individuals, it
ranks very lowly in the metric (one of the lowest 100 of over 750,000).
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2.3.4 Discovery of a potentially superior approach
In 2016, whilst using the metric to attempt to evaluate ASE, a group published a study (Chen,
et al. 2016) that attempted to evaluate ASE across the same individuals in the 1000 Genomes
project. However, the study proposed that it had several advantages over the approach used
in this project that:
1. Greatly reduces allelic mapping bias
2. Reduces overdispersion by rejecting datasets that present with too much
overdispersion as measured by a binomial test
3. Filters out variants found in copy number variable regions
The following represents an overview of the approach used in this study, followed by a
comparison to the approach I have taken.
First, Chen et al. constructed a personalised diploid genome for each of the 382 individuals
using DNA variants from the 1000 Genomes Project. The diploid personal genomes are made
from the SNPs and short indels of the individuals found in the 1000 Genomes Project using the
tool vcf2diploid (Rozowsky, et al. 2011). This tool takes each variant found in the individual's
genome and incorporates them into the human reference genome, hg19. The RNA-seq dataset
is then aligned to each of the individual’s haploid genomes instead of the single haploid human
reference genome. The better uniquely mapped alignment is chosen from the alignments, thus
decreasing the impact of reference mapping bias. Each individual can have multiple RNA-seq
datasets (GEUVADIS - Lappalainen, et al. 2013; ENCODE - Bernstein, et al. 2012; Lalonde,
et al. 2011; Montgomery, et al. 2010; Pickrell, et al. 2010, Kilpinen, et al. 2013; Kasowski,
et al. 2013). In the first instance, the alignment is performed for each of the 987 RNA seq
datasets in order to gain a measure of the overdispersion, with respect to an expected binomial
distribution. They found that if there is a greater overdispersion in the empirical allelic ratio
(which is the proportion of reads that map to the reference allele) distribution of a dataset, the
binomial test usually overestimates the number of allele-specific events. The extent of
overdispersion is variable over the datasets used which is a particular hurdle when the datasets
are eventually pooled and merged. In order to overcome this issue, datasets considered to
present with too much overdispersion in their allelic ratio distributions were filtered out,
leaving 955 RNA-seq datasets available for ASE detection. On these datasets that have passed
this filtering step, a second alignment is performed.
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Reads that exhibit a bias termed as ambiguous mapping bias (AMB) are filtered out. This bias
is a result of sequence homology between different regions in the genome (Degner, et al. 2009;
Castel, et al. 2015; van de Geijn, et al. 2015). This bias caused reads with the other allele to
align ambiguously to multiple locations, leading to their removal, which may cause unreliable
measures of ASE. Steps were taken to counter this. For each original uniquely mapped read (O
read) that overlaps at least one heterozygous SNP on one parental genome, reads are simulated
(S reads) to represent all possible haplotypes of that O read. The S reads are subsequently
aligned to the other parental genome. O reads with S reads that map to more than one location
(AMB reads) are filtered from the aligned reads obtained earlier. The allelic counts are then
obtained from the filtered read pile and the pooled overdispersion parameter is estimated. Betabinomial tests are performed using the pooled overdispersion parameter to detect allele-specific
SNPs. The main approach for tackling the issue of AMB is to remove those sites in which more
than 5% of the total number of reads exhibit such bias (Lappalainen, et al. 2013; Castel, et al.
2015; van de Geijn, et al. 2015; Ardlie, et al. 2015). However, in this study they found that
many SNPs are still allele-specific even after the read exhibiting AMB are removed, which
indicates that removing AMB sites altogether is too conservative. Hence, the reads themselves
are removed, as opposed to the sites. Finally, ASE site must have at least six reads in order to
be considered statistically significant because detection of ASE has a slight bias towards those
sites that have a lower read depth.
Indeed, analysing the data of Chen, et al. (2016). showed that they had substantially improved
upon the reference mapping bias that was affecting the data in my approach. Whereas my
reference mapping bias was 61.42%, theirs was found to be just 53.99% which means their
data had a relative reference mapping bias that was 13.8% less than mine. Figure 2.14 depicts
the improved mitigation of reference mapping bias as obtained from their different
methodology, which appears to justify their claims to having found a more robust approach
relative to mine, which was shown in figure 2.4.
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Figure 2.14. Chen, et al. (2016) reduced the reference mapping bias in the dataset
The methodology implemented by Chen, et al. (2016) was claimed to provide a more robust
approach to assessing ASE. This figure shows that the reference mapping bias is greatly improved
with their approach. The horizontal dashed line shows where the number of reference reads equal
the number alternative reads. As can be seen in this figure, the ratios of reference to alternative reads
across all the chromosomes are generally much closer to this dashed line than in figure 2.4,
suggesting their approach is more robust.
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2.4. Discussion
The goal of this chapter was to subset out, from the raw data obtained from Sudmant, et al.
(2015) and Lappalainen, et al. (2013), putative sites of ASE that could then be used to
investigate the presence of cis-regulatory variants in later chapters. As has been discussed, both
gene copies share the same cellular environment, so any variation in expression levels between
both gene copies, at a given heterozygous position, may be explained by cis-regulatory and
trans-regulatory variants. In lieu of this, a number of scripts were written to achieve this goal.
After matching the genomic information with the corresponding expression information, we
were left with 358 European individuals from four different sub-populations. Distinct reference
mapping bias was likely present in the dataset because 61.42% of all the reads were mapped to
the reference allele which to some extent reduces the reliability of any ASE measurements.
One of the limitations of using RNA-seq to determine ASE, is that it cannot be applied to
homozygous positions, which of course reduces the number of positions in the genome that
can be assessed. I found that a very small minority of heterozygous positions were actually
expressed (3.72%) in the dataset, which means that evaluating ASE is restricted to only these
sites. This is in line with the fact that it has been estimated that less than 5% of the human
genome is covered by known transcripts (Pertea, 2012). However, it cannot be ignored that
expression is not necessarily constant. What may be expressed at one point in time may not be
at another (Garcia-Ortega & Martinez, 2015). In fact, some studies involving RNA-seq have
claimed that a number of genes are expressed only in certain circumstances. In some studies of
expression in cancer cells, it has been found that some genes may be expressed when the tissue
is cancerous, but not when benign (Ding, et al. 2014; Edgren, et al. 2011; Eswaran, et al. 2013;
Mansouri, et al. 2012).
The MAF for most polymorphisms was found to be below 0.1 (65.02%), which restricts the
power for the downstream analysis where cis-regulatory variants are searched for as it limits
the expected number of heterozygote sites. It was learned that it might be pertinent to remove
certain sites from the downstream analysis, as the power may be too low to be worth testing
and would thus save computational time. This is explored later in section 3.3.4.1.
As this project requires that ASE across multiple individuals be considered, it must be noted
that the fewer individuals in which a given coding polymorphism is found, will again lower the
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amount of statistical power for that given position. Figure 2.8 showed that most coding
polymorphisms were found in only a small number of individuals. Further reducing power,
figure 2.9 shows that few sites had large number of reads mapping to them. The metric designed
in chapter 2.2.3.1 was used to rank the sites to see if they exhibited ASE. Figure 2.12 shows
that most sites exhibited little to no ASE. Figure 2.13 showed that the metric was useful in
determining interesting sites for the downstream analysis, but also that it may miss some,
especially where a low level of expression was involved, I also mentioned that some ostensibly
heterozygous positions may be homozygous positions that were mistakenly called the former.
It is possible to identify such instances by manually curating the relevant BAM files. One
would need to note the ID of the SNP, its position, and the individual in which it is found,
before using Samtools to extract the relevant region of the chromosome from the BAM files
(located

here,

where

the

cohort

of

this

project

is

concerned:

(http://ftp.1000genomes.ebi.ac.uk/vol1/ftp/phase3/data/). Samtools is used to extract only the
region of interest, otherwise the download is very large (in the order of 100 GB). Then, one
can use the 1000 Genomes Viewer application (https://igv.org/app/) to visualise the reads
manually and decide for themselves if the individual in question is truly heterozygote or
homozygote at that position. I did not do this because this process would be exceedingly timeconsuming for this sort of analysis as it would involve a large number of sites.
In chapter 2.1.3 I discussed quality control measures that studies took in assessing ASE. Given
the meticulous quality control of the input datasets and other methodological improvements
over the metrics assessed in this chapter, it was decided that the investigation to find cisregulatory variants would use the ASE data provided by Chen, et al. (2016) rather than those I
generated above. For example, checking the allelic bias in the Chen et al. data confirmed it was
greatly reduced by more than 7% more than in my results. Consequently, in the next chapters
I discuss how I used their data to explore whether haplotype resolved expression levels derived
using ASE approaches can be used to inform cis-regulation.
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Chapter 3. Developing an R Package to implement a
hap-eQTL
3.1. Introduction
As explained in the previous chapter, read counts at each expressed heterozygote site in the
1000 Genomes European cohort were obtained from Chen, et al. (2016) and used instead of
the data used in the preceding sub-sections of chapter 2 due to its superior robustness. The
ultimate aim of my PhD was to carry out an analysis that uses ASE data to obtain haplotyperesolved gene expression values, and investigate if these can be used to detect cis-regulatory
variation. However, at present there is no software available to perform these specific analyses.
Although a number of software tools have been developed to correlate genotypes to the sum of
a gene’s expression across both chromosomes, there are no robust tools to test for correlations
between haplotype-resolved gene expression values and cis-alleles. The main objective of this
chapter was therefore to develop an optimal approach and accompanying software to detect
potential cis-regulatory variants using ASE data. From the data used in chapter 2 we have all
the inputs required to be able to carry out this analysis. These are the phased genotype data,
gene expression data (ASE data), and associated covariates (e.g. sex).

3.1.1. Statistical techniques to determine eQTLs
In eQTL mapping, a correlation or regression analysis is carried out between the genotype of
a genetic variant and the level of expression of a gene across different individuals (Tian, et al.
2014). The association analysis for each pair of variant and gene is then performed separately
(Tian, et al. 2014). Multiple testing correction is then applied to account for the bias incurred
from running a large number of tests. eQTLs are primarily tested by using linear regression,
analysis of variance (ANOVA) models, generalized linear and mixed models (Beretta, et al.
2018). At its simplest associations can be tested for using a linear regression analysis between
the genetic variants and the gene’s expression level, producing a nominal p-value (Tian, et al.
2014). The multiple-test correction technique is implemented in order to select for significant
associations accounting for the number of tests performed. The most common methods
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executed to correct for multiple tests are FWER (familywise error rate) procedures, FDR and
permutations (Tian, et al. 2014). Generally, FWER methods such as the Bonferroni correction
are deemed too conservative, disproportionately increasing the number of type II relative to
type I errors. Random permutations (Stranger, et al. 2005; Schlattl, et al. 2011; Benjamini &
Hochberg, 1995; GTEx Consortium, 2013; Stranger, et al. 2012) or FDR methods (Li, et al.
2013; Montgomery, et al. 2013; Pickrell, 2010) are less susceptible to such biases (Tian, et al.
2014). Random permutation based multiple-test correction methods may for example randomly
permute the expression values between individuals (e.g. 100,000 times) to see how often as
strong an association with the genotypes is observed by chance. By recording how often such
strong associations are observed across all genes at each permutation, it is also possible to
account for multiple testing (Tian, et al. 2014). The most common FDR-controlled correction
method is based on the Benjamini-Hochberg (BH) technique (Lappalainen, et al. 2013) that is
broadly based on characterising how many of the associations are expected to be true positives
given the expected null distribution of the p-values. One potential weakness of these nonpermutation approaches is that they assume that each statistical test is independent, which is
often not the case because of LD between the variants.
The null hypothesis of a linear regression model is that the regression coefficient is zero; if not
an eQTL association has been detected. There are different strategies that can be implemented
to test this hypothesis. One is the t-statistic, where each predictor variable is tested
independently (Servin & Stephens, 2014), the F-statistic (Petretto, et al. 2010; Lebrec, et al.
2010; Veyrieras, et al. 2008) if all the regression coefficients are tested simultaneously, the
Pearson’s r, (Petretto, et al. 2010) or the Likelihood Ratio test (Stephens, 2013; Wei, et al.
2015). These models have a wide applicability, capable of taking into account factors such as
sex, age and population structure (Hormozdiari, et al. 2014).
eQTL analyses can also be carried out using Bayesian regression (Servin & Stephens, 2007)
and even models that account for pedigree (Abecasis, 2002) and latent variables (Leek &
Storey, 2007).
eQTL studies encounter problems such as false positive associations when LD is occurring;
where LD is occurring, the causal variant will potentially be found in conjunction with other
variants, and as such, non-causal variants may be falsely called as significantly associated with
the level of expression at the expressed site (Imprioalou, et al. 2016). This occurs when

79

attempting ‘one-at-a-time’ analysis, where each individual SNP’s contribution to gene
expression is evaluated.
An issue with the commonly used linear regression analyses for detecting eQTLs is they are
based on an assumption of the distribution of the underlying expression data. For example, that
it is Poisson distributed. Although there are approaches, such as negative binomial regression,
that relax these assumptions to some extent, the expression of genes can still often violate these
assumptions. This can lead to false positive associations, for example in the presence of outlier
individuals of unusually high gene expression. Non-parametric variants of the t-test such as
Spearman’s rank correlation have consequently also been used to map eQTLs (Han & Eskin,
2011; Wen & Stephens, 2014).
A negative binomial distribution is a generalisation of the Poisson distribution to account for
overdispersion of the count variable (Ver Hoef & Boveng, 2007). Unlike the Poisson model,
the negative binomial model does not make the assumption that the variance is equal to the
mean, which is often not the case. The quasi-Poisson distribution is another generalised version
of the Poisson distribution that like the negative binomial, considers overdispersion by
assuming the variance is greater than the mean (Ver Hoef & Boveng, 2007). However, the
variance is not the square of the mean but rather, a linear function of the mean (Seyoum, et al.
2016). The Poisson and quasi-Poisson produce models with the same coefficients but different
standard errors, with the latter accounting for overdispersion. The negative binomial produces
very

similar,

albeit

slightly

different

coefficients

(https://stats.stackexchange.com/questions/478209/quasi-poisson-vs-negative-binomial).

3.1.2 Software to study eQTLs
There are various software tools that can carry out eQTL analyses, using either frequentist or
Bayesian inference (Han & Eskin, 2012; Lebrec, et al. 2010; Nicolae, et al. 2010; Petretto, et
al. 2010; Price, et al. 2006; Stephens, 2013; Sul, et al. 2013; Shabalin, 2012; Wei, et al. 2015;
Wen & Stephens, 2010; Zhou & Stephens, 2014). Merlin (Abecasis, et al. 2002) makes
available a number of tools that can carry out linkage and association studies, including eQTL
analysis. Whilst Merlin is capable of eQTL analysis in population studies, it cannot completely
control for population stratification but can include population as a covariate. R/qtl (Broman,
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et al. 2003) is an R package that can carry out a QTL analysis, using algorithms written in C,
applying Hidden Markov Models (HMM) (Baum, et al. 1970). Haley-Knott regression (Haley
& Knott, 1992) is used to carry out the correlations. This approach can handle genotyping
errors, backcrosses (crossing a hybrid with one of its parents or an individual genetically similar
to its parent so that the offspring has a genetic identity closer to that of the parent), crossbreeds
(cross an individual of a breed or species with an individual of a different breed or species) and
phase-known four-way crosses (where the parent-of-origin for each allele is known and
involving two successive generations of offspring) (Beretta, et al. 2018).
snpMatrix (Clayton & Leung, 2007) is also an R package that can be used for eQTL analysis
by fitting generalized linear models. PLINK (Purcell, et al. 2007) has support for eQTL analysis
and takes a compact binary file that includes SNP data as input data for the analysis, providing
summary statistics on the SNPs, such as their genotyping rates, allele and genotype frequency
and Hardy-Weinberg (HW) equilibrium tests (Tian, et al. 2014). Additionally, PLINK attempts
to account for population stratification by estimating the average proportion of alleles shared
Identical By State (IBS) between two given individuals and then categorises the individuals
into homogenous clusters (Tian, et al. 2014). FastMap (Gatti, et al. 2009) has been developed
as a swift eQTL mapping technique by efficiently calculating subset sums using the Subset
Summation Tree to quickly compute the test statistics tests (correlations). Matrix eQTL
(Shabalin, 2012) implements eQTL analyses, but much faster than the methods
aforementioned, which makes it ideal for large datasets. The software uses matrix operations
that include: simple linear regressions that do not take covariates and assume uncorrelated
homoscedastic errors; ANOVA tests; additive covariates and heteroscedastic and correlated
errors (Tian, et al. 2014). For example, in the linear model, the effect of genotype is additive
and its significance tested using a t-statistic whereas in the ANOVA model the genotype is
modelled as a categorical variable and the significance determined by the ANOVA approach
(Beretta, et al. 2018). One advantage of Matrix eQTL is that computation times are only slightly
changed when covariates are introduced into the model.
The methods differ with respect to their power to detect associations, interpretability of results
and also computational burden. Therefore, the choice of approach is usually a compromise
between these factors. Frequentist univariate models are fast and usually use simple
conversions to false-positive rates and FDR but have limited capacity for detecting small-effect
trans-eQTLs and the effect of sequence variants when many of them affect gene expression
levels (Imprioalou, et al. 2016). Multivariate selection models are usually much more accurate
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and precise than univariate techniques because they have the power to reduce the uncertainty
of results by selecting independent predictor variables whilst simultaneously circumventing
over-fitting (Imprioalou, et al. 2016). Whilst this is advantageous in some circumstances, those
that require an interrogation of genome-wide eQTL mapping will be hindered because
multivariate approaches are significantly more computationally inefficient (Imprioalou, et al.
2016).

3.1.3 The emergence of machine learning to map eQTLs
At their simplest linear regression eQTL analysis can be formalized as:
Y = XB + E
In general, X and Y represent the input data, B the slope and E the noise. In the context of
eQTLs, Y is the expression level and X the genotype. X is an n x p matrix where n is the number
of individuals, and p is the number of variants that each individual contains. Assuming there is
one gene expression trait, Y is a vector with n observations; if there are more gene expression
traits then Y becomes an n x m matrix where n is the number of individuals and each individual
contains m quantitative gene expression traits. Bpxm is the association coefficient matrix that
denotes the extent of correlation between traits and their corresponding variants with E being
a Gaussian white noise term with constant variance, σ2 (Chen & Nodzak, 2019).
Sparse learning methods are currently the most commonly implemented machine learningbased approach used in eQTL analysis. Machine learning based on regularization term methods
are effective at analysing high-dimensional and big genomic data because they enable scalable
feature selection and dimension reduction to avoid overfitting. Examples of these methods
include classical Least Absolute Shrinkage and Selection Operator (Lasso) (Tibshirani, 1996),
Elastic Net (Zhou & Hastie, 2005) and their variations.
A machine learning method called minimal Redundancy Maximal Relevance (mRMR) was
developed (Huang & Cai, 2013) that tests all of the possible types of dependencies by taking
advantage of Mutual Information (MI) to evaluate the association between genotypes and gene
expression (Beretta, et al. 2018). This method assesses the interaction between SNPs and a
gene, as other methods do, but also takes into account redundancy amongst genes, enabling the
detection of indirect associations.
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One study (Beretta, et al. 2018) proposed an attempt to correct for the considerable number of
false-positives that are typical of eQTL studies. They did so by developing a technique based
on Logistic Model Trees (LMT) that integrates the predictions of different eQTL mapping tools
to produce more robust results. This approach implemented a machine learning method that
uses logistic functions to perform a linear regression that is able to classify the predictions of
three eQTL analysis tools (R/ql, MatrixEQTL and mRMR). They applied this approach to data
from the DREAM5 (https://www.synapse.org/#!Synapse:syn2787209) challenge. Their results
suggested that their approach provided a more reliable predictions than using only one of the
single tools in terms of both precision and recall. They also applied the approach to real data,
using genotypes and microRNA expression profiles from C.elegans which was capable of
correctly classifying all of the eQTLs that had already been experimentally validated. They
concluded that these results came from the integration of the different predictions in
conjunction with the ability of their machine learning algorithm to find the best cut-off
thresholds for each of the integrated tools. This combination approach was thus judged to be
an improvement for predicting eQTLs for testing which reduces the number of false-positive
results.
There are consequently a large variety of approaches and tools for detecting eQTLs. However,
there are currently few software packages for detecting regulatory variants that take into
account phased haplotype data. The aim of this chapter was to develop a novel software
package that can detect regulatory variants using ASE and haplotype resolved genetic
information.

3.1.4. Choosing the most suitable programming language for
bioinformatics software
Derived from the S (‘statistical’) programming Language (Becker, et al. 1988), R (R Core
Team, 2018), was released in 1995. The most popular alternative to R for data analysis and
visualisation is Python (van Rossum, 1995). Whilst Python is used in data analysis, it is also
used by developers to create apps or websites, whereas R is primarily used for statistical
analyses (Willems, 2015). Whilst Python generally runs faster than R, R is widely used by
bioinformaticians and many bioinformatics R user-ready tools (called ‘packages’) have been
developed by researchers worldwide, facilitating a wide variety of analyses (Willems, 2015).
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As will be seen in the results section of this chapter, whilst much of the code in the software
developed herein was written from the ground up, the rest is comprised of various packages
that enable the analysis to be carried out. R packages are essentially collections of R code,
usually packaged with extensive documentation that can be easily shared between users. This
is discussed further in the next sub-section.
Apart from being slower, another disadvantage of using R is that it can be memory intensive
(Willems, 2015). Initially, this was a problem for this project but was eventually circumvented
with some simple techniques, such as splitting up the analysis into chunks and running them
simultaneously before combining them at the end. This is explored in subsequent sections.

3.1.5. Functions in R
As with other programming languages, R uses functions to manipulate and analyse data. Each
release of R comes with some functions pre-installed. As of version 4.1.0, R contains over 1200
built-in functions and these are collectively known as the ‘The R Base Package’
(https://stat.ethz.ch/R-manual/R-devel/library/base/html/00Index.html). An R function takes
some input from the user, runs an implementation of an algorithm, and yields an output.
Functions can have multiple necessary or optional arguments, and can be programmed so that
they can be input in any order, although it is standard practice to put the necessary arguments
first. However, most programs are written to perform an analysis that require a number of steps,
which in combination involve multiple functions. In R, functions are combined into packages.
Importantly, much in the same way that users can create their own packages, they can also
create their own functions. Functions are usually created by the programmer because they have
some process that needs to be repeated multiple times, but usually with the tweaking of some
parameters or input data. By arranging this code into a function, they not only make their
programs easier to read and follow, but minimise the chances of introducing errors.

3.1.6. Arrangement of the programs into reuseable, shareable
software – R packages
Packages are considered the fundamental units of shareable code in R (Wickham, 2015).
Packages are collections of code and documentation that can be easily shared with other users.
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Sometimes these packages include some example data for other users to practise with and
improve their understanding of the purposes for which the code within the package is designed.
R packages are most commonly shared on the Comprehensive R Archive Network, or CRAN
(https://cran.r-project.org/). CRAN is a network of ftp and web servers across the globe that
store identical, newly updated versions of code and documentation for R and serves as a public
clearing house for R packages (Wickham, 2015). This greatly facilitates data analysis because
there will be many instances in which an individual wishes to interrogate their data with a
particular approach only for that approach to have already been developed in R and shared
online. As of October 8th 2020, there are 16,398 packages on CRAN.
Started in 2001, Bioconductor is a free and open source project for the development of software
to analyse genomic data (https://www.bioconductor.org/). Bioconductor features contributions
from several programming languages, but the primary language is R. It is released (updated)
twice a year, in concordance with new R releases. Each Bioconductor package comes with one
or more vignettes; a vignette is an extensive manual where the package’s functionality is
elaborated upon, including numerous examples for different situations. Sometimes they go
further, offering up general discussion of best practices when applying their particular
methodologies to data. There are currently 1,903 packages on Bioconductor, as of release 3.11.
Packages are often also developed and stored on GitHub (https://github.com/) and bitbucket
(https://bitbucket.org/), which are websites where people can share their software openly, but
neither has a sole focus on any language, nor is R even the most popular. They do not have the
quality control required to be published on CRAN and to a greater extent, Bioconductor,
requiring no documentation (although often, this is placed in a readme file). Whilst they have
the disadvantage in the relative lack of quality control and documentation, writers of software
can immediately update their own software, without approval from others and without waiting
for a release, and it is also easier for many users to collaborate with each other.
‘devtools’ is an R package that was designed to make developing R packages even easier by
providing a number of functions that simplify and speed up the process (Hester, et al. 2020).
This package was used to help develop the R package that was designed in this project. It
provides functionality to easily download and install R packages from GitHub.
Writing a package is not just useful for sharing code, but also for making it easy to reuse one’s
own code to carry out different analyses. A program may be written to carry out an eQTL
analysis on humans and a few years later the researcher may wish to carry out a similar analysis
85

on mice; by having the code arranged into a package means it can be easily reused – the
parameters can be set, inputs loaded, and all analysis carried out a simple step. This is especially
useful if this code is to be reused multiple times. The package may just undertake plotting, but
if the individual uses the same kind of plots for various different studies it may be expedient to
simply convert it into a package. Rather than copying and pasting blocks of code into a new
program, the user can load in an R package, which is just one line of code and then simply
utilise whichever functions they require from the package. Moreover, packages can come with
comprehensive documentation which helps to reduce errors, in a way that functions alone
usually do not. Being able to download the R package from the internet makes it much simpler
to start work on a new machine and be able to be up and running very quickly, too. Figure 3.1
provides a simplified overview of how an R package is constructed.
Function
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Figure 3.1. Simplified construction of
an R package.
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3.1.7. Designing software to investigate the aims of the project
As mentioned in chapter 1, the central hypothesis of this project is that differences in expression
between the two copies of each autosomal gene are influenced by cis-regulatory variants (see
figure 1.4). To test this, I aimed to investigate by studying ASE and matching genomic data to
determine the presence of cis-regulatory variants. Chapter 2 documents how the ASE data was
obtained. In this chapter, I aimed not only to develop an approach that would enable the
interrogation of genetic variants found in cis with respect to the sites of allelic imbalance, but
also to produce software that allowed various parameters to be tweaked, in order for various
different hypotheses to be tested (which are explored in greater detail in this chapter and the
next).
The goal of this part of the project was to develop an R package that takes ASE and genomic
data and find haplotype-resolved regulatory variants. The goal was for this approach to be
widely applicable, irrespective of species or whether or not supplementary information is
available. If there is further cohort information available, such as sex or nationality, these can
be fitted as covariates and accounted for. Steps were taken to optimise the speed of the code
and are explored in this chapter. There is also the question of whether or not taking into
consideration the nearby allele on the other haplotype has any impact on the level of expression
at the expressed site. Not only does this enable the effects of the other allele to be considered,
but also, when measuring the effect of the allele on the same haplotype as the expressed site, it
can be accounted for as a covariate. This project therefore aims to also look for associations
between the expressed gene on one haplotype and the nearby alleles that are on the other
haplotype.
At the time (late 2016), there were no packages publicly available that were capable of carrying
out the analysis necessary to investigate the aims of this project; as examples, no publicly
available package was able to correct for the number of alignments carried out on each
individual during the RNA-seq process whilst carrying out the hap-eQTL and no other eQTL
software includes a function to download corresponding gene information and automatically
incorporate this additional information into the analysis, nor do they account for the allele on
the other chromosome. The packages used to this end are described in the methods section.
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3.2. Methods
For this project, the following information (described in more depth in chapters 2.2.1 and 2.2.3)
was available and used to test whether or not the package could ultimately be used to test the
aims of a hap-eQTL:
1. A file that contains the read counts for each allele at coding heterozygote sites.
2. A legend file that contains the variant information, such as their names and positional
coordinates.
3. A haplotype file that contains phased haplotypes for 358 European individuals along
each chromosome.
4. A sample file that contains cohort information that may include variables such as sex
and population.
Briefly, the aim of the package was to go through each expressed heterozygous variant at an
ASE site, as defined by Chen, et al. (2016) and for this level of expression to be tested for any
correlation with the status of nearby alleles (whether they are the reference or alternative allele)
on the same haplotype as the expressed site and on the opposite haplotype of the expressed site,
whilst accounting for other variables that may affect the correlation such as sex or population
of origin. This chapter describes the development of the tools used to carry out such an analysis
and to arrange them into a shareable, easy-to-use R package. In Chapter 4 I present the results
of using this R package when applied to the 1000 genomes and GEUVADIS dataset.

3.2.1. Hardware for analysis
The analysis was run on a number of cores made available by Eddie Mark 3 (ECDF, 2019),
which is the third iteration of the University of Edinburgh’s compute cluster and is available to
all researchers in the university. It comprises over 7000 cores with up to 3TB memory. To use
the cluster the user must use the Open Grid Scheduler (http://gridscheduler.sourceforge.net/)
batch system on Scientific Linux 7.
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3.2.2. R packages used to construct the analysis and build the R
package
The software was built using R (various versions were used during development between 3.2
and 3.6; downloaded here: https://cran.r-project.org/src/base/R-3/)as and when they became
available. The current version of the software requires versions 3.5.0 of R, or later. This is
because the default serialisation format for R changed with the release of this version, such that
the new default format for workspaces saved can no longer be read by versions of R that are
older than 3.5 (https://community.rstudio.com/t/error-listing-packages-error-in-readrds-pfilecannot-read-workspace-version-3-written-by-r-3-6-0/40570). The program needs 11 other R
packages in order to run all of its features and these are introduced below.
‘biomaRt’ (Hancock, et al. 2005; durick, et al. 2009) is an R package that acts as an interface
for biological databases, such as Uniprot, HapMap and Ensembl (Bateman, 2019; Belmont, et
al. 2003; Yates, et al. 2020). Large quantities of data are able to be retrieved without needing
to know the underlying database schemas nor how to write SQL queries. This package was
useful in enabling gene and TSS information to be gathered for the analysis. Another useful
package is ‘rtracklayer’ (Lawrence, et al. 2009) which provides a framework for interaction
with genome browsers and manipulating annotation tracks. The user can export or import to or
from the browsers. This is used in the function that downloads gene information from Ensembl.
The ‘GenomicRanges’ (Lawrence, et al. 2013) package is considered Bioconductor’s
foundation for representing genomic data. It builds upon previous packages such as IRanges.
This package was used to find all variants within a given distance of the ASE site’s TSS.
‘ggplot2’ (H. Wickham. ggplot2: Elegant Graphics for Data Analysis. Springer-Verlag New
York, 2016.) is a package capable of modular construction of graphics to visualise data. This
modular approach makes it very convenient to present the same data in multiple different ways.
‘ggpubr’ (Kassambara, 2019) is a package that makes working with ‘ggplot2’ easier. The plots
generated by ggplot2 require formatting and the syntax is not particularly intuitive; ‘ggpubr’ is
a package that provided easy-to-use functions that generate ‘ggplot2’ plots that are publication
ready.
It has been said that 80% of data analysis comprises time spent on the process of cleaning and
preparing the data (Dasu and Johnson 2003). ‘Tidyr’ (Wickham, 2014) is a package that turns
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each variable into a column, each observation into a row and each type of observational unit
into a table. Not only does this package therefore conveniently structure data, but it also makes
the format in which different datasets are arranged more consistent.
‘Stringr’ (Wickham, 2019) is a package that expands R’s character manipulation to allow
individual characters within strings in vectors to be manipulated. It also has the capacity to:
add, remove and modify whitespaces; provide locale sensitive operations which vary from
locale to locale; provide pattern matching functions, the most common of which is regular
expressions. As an example, this package was used to format the tasks submitted to the compute
cluster running the analysis, which made parallelisation easier to implement.
‘plyr’ (Wickham, 2016) contains a set of useful tools that allows the user to break down data
into pieces, operate on them and then arrange them back together. For example, one such tool
– ‘lapply’ – was used to take the variants nearby the given ASE site, which were originally
given as a list, and arrange them into an array before feeding this into the model to be fitted,
although as of R version 3.6, it is now a base function that does not require the ‘Plyr’ package
to be loaded. ‘dplyr’ (Wickham, et al. 2019) builds on this with some more tools. The group
by function was useful in grouping together the ASE variants, their IDs, positions, TSS and the
gene in which they are found whilst the summarise function, which can reduce multiple values
down to a single summary, was useful because it was able to provide a count of how many
individuals contain the ASE site in question and assign this to the grouped up information as
aforementioned.
‘Broom’ (Robinson, et al. 2019) takes a format that is not a dataframe and converts it into a
tidy dataframe. For the purpose of this project it has a function called ‘tidy’ that takes a model’s
statistical findings – such as its coefficients and p-values for each term in a regression – and
constructs a dataframe to summarise them in a tidy form. ‘purr’ (Henry & Wickham, 2019)
splits a dataframe into sections, fits a model to each section, computed the summary and then
extracts the statistic. This was used to get the model’s statistics.
The ‘AER’ (Applied Econometric for R) package (kleiber & zeileis, 2019) provides a set of
econometric tools, from classic linear regression models to common non-linear models of
microeconometrics to regression models for count data, and more. This was used to fit a GLM
with a quasipoission regression to account for overdispersion of the data.
‘Roxygen2’ (Wickham, et al. 2020) is a package that makes it easy to add documentation to
code. This documentation is useful not only for the creator, in helping them remember what
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they were doing, but also helps individuals who are using the code, or helping to develop it, to
understand precisely what the code is doing. The default way to write documentation for
packages it to write ‘.Rd’ files in the ‘man/’ directory. ‘Roxygen2’ has a few advantages over
doing this. Firstly, code and documentation are adjacent which means that when the code is
modified, it is easier to see that the documentation needs to be updated. Second, as the package
dynamically checks the objects being documented, it can automatically add data that would
otherwise require manual editing. It also abstracts over the differences in documenting S3 and
S4 methods, generics and classes so users do not need to learn these details for themselves. In
conjunction with this, the ‘devtools’ (Wickham, et al. 2019) package provides a set of useful
functions. ‘devtools’ has the advantages of allowing the user to easily download and install
packages from git repositories and for the creator of a package to push their package to GitHub.

3.2.3 The model
The general formula I decided the package to fit to test for regulatory variants was as follows:
𝐶𝑜𝑢𝑛𝑡𝑖 = 𝛽0 + 𝛽𝑎 𝑁𝑒𝑎𝑟𝑏𝑦𝑎𝑙𝑙𝑒𝑙𝑒𝑖 + 𝛽𝑏 𝑅𝑒𝑎𝑑𝑠𝑖 + 𝛽0 𝐶𝑜𝑣𝑎𝑟1𝑖 + ⋯ + 𝛽0 𝐶𝑜𝑣𝑎𝑟𝑁𝑖 + 𝜀
Where ‘Count’i is the count of reads overlapping a given coding allele on a single haplotype
(i) of an individual. ‘Nearbyallele’ is the allele on the same haplotype at nearby variant that we
are testing for an association with expression. ‘Reads’ is the total number of reads mapping to
the entire chromosomal haplotype, so as to correct for differences in read depths and mapping
rates between samples, and ‘Covar1’ to ‘N’ are potential covariates for the individual from
which the haplotype derived (such as sex and population of origin). The code works by fitting
the raw RNA-seq reads for the individual at the coding site on a given haplotype against the
status of the nearby allele on the same haplotype as the expressed heterozygous allele – which
may be the reference or alternative – while accounting for various factors. Not only the standard
covariates but also the total sequencing depth of the sample, as represented by the total read
count mapping to the haplotype. This model was fitted using a GLM. When permutations were
run, the alleles were shuffled between individuals (while maintaining the link between
haplotypes from the same individual) and the test statistic compared between the real and
permuted results. This is covered in more detail in the results section of this chapter.
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3.2.3.1. Fitting the Generalised linear model
To fit the models, the base R function ‘glm’, was used to carry out a GLM that assumes a
Poisson distribution when the count data is not overdispersed, but a quasi-Poisson distribution
when it is.

3.2.4. Evaluating the efficiency of different methods
Due to the large number of tests to be performed, I tested whether various modifications would
minimise the compute time of the analysis. To do this small samples of the data were run with
different parameters set. The hardware available to test the efficiency of these different
techniques was sufficient to test a small sample of ASE variants. The full analysis splits the
task into 100 jobs, but for the purpose of the timings only 10 are run. They involve randomly
selected ASE variants to give a fair, representative sample across chromosome 21.
Chromosome 21 was chosen because it is the shortest chromosome and so any given job is
likely to be associated with the fewest ASE sites out of all of the autosomes, meaning that the
time comparisons can be made in a more time efficient manner. The assumption was any
pattern seen in chromosome 21 should be the same as is seen for any of the other chromosomes.
Unfortunately, because the computing infrastructure on which the analyses are implemented is
shared between users, it is not always necessarily the case that all jobs will be running on
equally powerful hardware. In order to mitigate this issue, each set of timings were run three
times each and an average taken. The timings themselves are output from R into text files which
are scanned using Python to extract the timings. For this, Python 3.7 was used.
These were as follows:
•

100,000 Vs 10,000 Vs 1,000 Vs no permutations.
It would be interesting to see how the time taken to complete the analysis scales with
the number of permutations that are run. This is related to the minimum theoretical pvalue threshold that a user selects. It would be an inefficient expenditure of time to set
the threshold to, for example, 5x10-5 if only 1,000 permutations are being run, because
this is an insufficient number of permutations to yield a permuted p-value below 0.001.
Similarly, if a user only has a short amount of time but is content with permuted p-
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values that do not go as low as 5x10-5, they may specify a different threshold and then
run far fewer than 100,000 permutations.
•

1mb v 500kb TSS window.
As described in chapter 1.1.2, different groups define the distance within which a
variant must be before it may be tested for any cis-regulatory variants. Whilst the
greatest distance was found to be 2.5mb, generally a cut-off of 500kb or 1Mb is
preferred. For this reason, the timing (and results) are compared. This test differs from
the rest because the entirety of chromosome 21 is run, not just 10 of its 100 jobs that
have been split up. This is done to get a chromosomal comparison between the results,
not just how the timings differ.

•

Splitting the work into batches and running in parallel.
Earlier it was stated that the analysis was split up into two main parts to optimise speed,
but there is another advantage – the amount of memory requested in each part is less
than if both are done as part of the same task. This increases the probability that a task
requests a lower amount of memory which enables a greater number of cores to be
made available for the analysis, ultimately improving parallelisation. Optimising the
software, as described above, involves some testing to see to what extent the software
is made more efficient. Whilst analyses were being run on Eddie Mark 3, comparisons
were made between the different methods in terms of their effect on compute time and
real-world time. The former refers to the amount of time it takes all cores to complete
their respective tasks; the latter refers to how much time this takes in the real world.
The reason why these must be distinguished is because it may take 10 cores an hour
each to complete the analyses, but if they are all run in parallel, this time is only one
hour, whereas if they are run sequentially, this time will be ten hours. Based on the fact
that the hardware available to different researchers can vary greatly, the compute time
is more useful as an indicator of time efficiency of the software.

•

Time saved by pre-processing input data, once, separately Vs having to do it for
each job.
Having to pre-process the input data for each of the 100 jobs for each chromosome is
redundant, considering that for each chromosome the processed input will be the same.
It is therefore possible to reduce the number of times that the Gen.input function is run,
from 2200 to 22 times.
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•

Setting the minimum theoretical p-value threshold of significance filter to
different values (0.05 Vs 5x10-5).
If the combination of nearby alleles cannot possibly be shuffled in a manner such that
the permuted p-value could be below the given threshold selected by the user, then it is
a waste of time to run tests on them. Here, permutations of up to 100,000 are run.

3.2.4.1. How the timings were done
The actual timings themselves are calculated using very simple code in R, as follows:
start_time <- Sys.time()
This stores the time at the point of the line’s execution.
end_time <- Sys.time()
This stores the time after the execution of the block of code that runs the particular
implementation of the analysis, over the test sample.
Then, the time taken to complete the analysis is calculated by simply comparing the time at the
end of the program and the time at the beginning.
time_taken <- difftime(end_time, start_time, units="mins")
For all timings, the allele on the other chromosome was included in the model. A test dataset
was constructed: chromosome 21 (the shortest chromosome) was split into 100 jobs and 10
jobs were selected at random. These 10 jobs corresponded to 85 ASE sites. This test dataset
was used to measure the time taken to complete the analysis when setting the analysis to
complete a different number of permutations and also, when comparing the effect of the two
different tested p-value thresholds.
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3.3. Results
As discussed above, traditionally in the study of regulatory variants the two chromosomes of
diploid individuals are treated as one. Genotypes are fitted against the total expression of genes
summed across both chromosomes. This approach has advantages in that it is simpler and
allows all data to be considered. We hypothesised though that by performing haplotyperesolved tests of associations between alleles and the expression level of individual gene
copies, further insights may be gained about gene regulation. The aim of this package was
therefore to produce a reusable R package that can be used by researchers carrying out such
haplotype-resolved regulatory analyses. By making the code freely accessible it could be
adapted and expanded to carry out different analyses. Before structuring the analysis into the
form of an R package, the exact approach was given great consideration and some tests were
run as part of this process. Put succinctly, the idea is to go through each ASE site, find all of
the variants that are within a given distance of the TSS of the gene to which this ASE site
belongs, and test for any statistical association between the level of expression and the given
nearby alleles. This section documents the construction of programs that were written to
process the input information and carry out a haplotype-resolved eQTL analysis and their
subsequent assemblage into an R package that can take similar data and simplify the process
for the end user by providing two functions that automate and speed up the process.

3.3.1. Required input data
In order to carry out the analysis, three pieces of information are required at a minimum:
•

ASE data.

•

SNP data.

•

Haplotype data.

The ASE data must contain the SNP IDs and positions, including the read counts at that position
for a given individual on a given haplotype. Optionally, it is possible to provide cohort
information, such as the sex of the individual or the population to which they belong, and have
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this be taken into account by fitting them as covariates. Examples of these inputs are shown
later in this section.

3.3.2. Pre-processing the input data
The first step is to combine the input information into a single file that can be used to carry out
the analysis. This begins by matching the ASE information with the cohort information, if it is
available. Separately, SNP data is combined with the haplotype data so that we know if a given
individual contains the reference or non-reference variant at a given SNP. This is crucial
because in this project we are attempting to correlate the level of expression with the status of
the nearby variant i.e. is the level of expression at ASE site X statistically significantly
associated with whether or not the variant in cis is the reference allele or the non-reference
allele?

The package then combines the ASE and cohort information with gene information so that we
can find out what the TSS of each ASE site is. This gene information is automatically obtained
from Ensembl (Yates, et al. 2020). This data from Ensembl can include such features as gene
IDs, the positions of these genes and the start and end of the transcript. The goal here is to find
out where the TSS of the gene harbouring a particular SNP is located. This is done by simply
checking the position of the ASE variant, finding which gene it is located in, and noting the
corresponding TSS. However, obtaining the TSS information itself can only be achieved if the
SNP in question is located within a known exon. Sometimes a heterozygous site exhibits
evidence of ASE despite not falling within the coding region of a known gene. In such cases
the position of the SNP is taken as the position of the TSS. All of this information can then be
amalgamated with the combined SNP data and haplotype information. At this point it is
possible to determine which SNPs are within the given distance of the TSS. Later, this
information can be used to see if they have any statistically significant impact on the level of
expression at the ASE site.
Now that all of the necessary information has been pre-processed in a manner that enables a
haplotype-resolved eQTL analysis, the model to carry out this analysis has to be built.
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3.3.3. Choosing a model
A standard linear correlation tests a response variable and assumes a normal distribution. A
generalised linear model (GLM) (Nelder & Wedderbum, 1972) allows for response variables
that have other types of error distributions (for example, negative binomial). As Chen, et al.
(2016) showed by pooling 987 datasets, overdispersion (where the variance exceeds the mean)
is common in RNA-Seq data; across individuals, gene expression can be highly variable.
They attempted to correct for overdispersion by removing datasets where the overdispersion
was deemed too high, but the problem was not completely eliminated. Given this issue, using
a Poisson distribution for every instance of this analysis is inappropriate. Ver Hoef & Boveng,
(2007) judged that neither assuming a negative binomial nor quasi-Poisson distribution is
advantageous over each other, in general. However, they do state that the negative binomial
gives small counts a greater weighting, so when attempting to measure total abundances, the
quasi-Poisson should be favoured because it gives bigger counts a greater weighting.
As discussed in chapter 2, when calculating ASE some researchers have implemented a
minimum cut-off point for mRNA counts; for example, Chen, et al. (2016) did not consider
ASE sites where both gene copies did not have at least six reads each. The fewer reads, the less
statistical power, and so where there are more reads, one can be more confident about the
measurement of ASE.

3.3.3.1 Introducing permutations into the model
Despite using a quasi-Poisson model when the count data is overdispersed, it was considered
that there may be a superior way to model the data. If there is inflation in the test statistics it is
potentially due to the assumptions of these models not matching the data. I therefore explored
whether the results could be improved by using permutations. By shuffling the alleles between
individuals and seeing how often the test statistic was at least as large in the real data I could
assess whether the p-values being returned matched the nominal p-values. The approach
detailed in this section of the chapter uses permutations to determine whether or not there is a
statistically significant association between the status of nearby alleles and the expression
levels at the ASE site in question. The idea is that if there really is an association, then randomly
shuffling the alleles should break that association; if the reference allele is significantly
correlated with the level of expression at the ASE site, then if the count values associated with
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reference alleles is switched to an alternative allele and vice versa then this should change the
distribution of expression values against the status of the nearby allele in question; if the allele
is not at a cis-regulatory variant then shuffling the counts should not affect the distribution
(figure 3.2).

Figure 3.2 How running permutations works
Each permutation, the nearby alleles are shuffled, pair by pair. This figure shows an example of two
alleles switching places in the data frame. When the nearby allele is not significantly associated with
the level of expression at the ASE site, then shuffling the alleles in pairs should have no effect.
However, when there is a significant association, shuffling the alleles will disrupt the true link
between the allele and the expression levels leading to the association no longer being significant.

3.3.4. Optimising the software’s efficiency
As was demonstrated in the introductory chapter (2.3.3) each of the 22 chromosomes contained
in the order of thousands of ASE sites, each of which was regressed against potentially
thousands of variants. The number of variants near the ASE site varies depending on the
window selected for study (e.g. 500kb v 1Mb), but is usually in the order of tens to hundreds
of thousands. The model fitted for this analysis has to be done for each of an ASE site’s nearby
variants. As such, these numbers can get extremely large, to the point that simply testing for
cis-eQTLs for one ASE site can involve many thousands of tests. To illustrate this issue, if for
example ten thousand tests were to be run on just one ASE site, and each test took only a tenth
of a second on one core, then the tests for this one ASE site would not be finished until over 15
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minutes have elapsed. The addition of permutations substantially further increases this issue.
Given the large number of ASE sites involved across all 22 autosomes, any possibility of
significantly decreasing the compute time of each step of the analysis is of great advantage in
developing a more useful approach. To this end, after ensuring that the model was capable of
running a hap-eQTL on a small sample, modifications were made to the code that greatly
decreased the compute time. Described here are the considerations around optimising the
program to improve time efficiency including the steps that were taken.

3.3.4.1. Minimum theoretical p-value
In this type of study, a large number of sites cannot possibly be significant and therefore testing
them adds an unnecessary additional computational and statistical burden. For example, if only
one individual is heterozygote at a coding heterozygote site there will only be two haplotypes
for which we know the haplotype-resolved expression. In eQTL studies power to detect an
association is also correlated to the regulatory variant’s allele frequency. If only one individual
carries the alternative allele it will largely not be possible to directly associate it with a gene’s
expression level. The same principle applies to the approach implemented in this package, with
the lower the minor allele frequency of the putative regulatory variant the lower the power. One
way to reduce the computational and statistical burdens is therefore to exclude sites where there
is not the power to detect a statistical association at a realistic significance threshold that
accounts for multiple testing. Figure 3.3 shows the minimum p-value obtainable when a certain
number of individuals are heterozygote at a given ASE site (i.e. where we can determine
haplotype-resolved expression levels) and the putative regulatory variant being tested has
different allele frequencies. As can be seen certain combinations of these two parameters
cannot be significant at a p-value of 1x10-5. In the R package I therefore incorporated another
filter to first exclude sites that could not possibly be significant at a user-defined cut-off. If the
user specifies a p-value threshold in the ‘Run.Model function of 0.005, for example, tests will
not be run on an expressed site and a nearby allele if it is impossible to obtain a p-value below
0.005. Even if it is possible to obtain a p-value below 0.05, so long as it cannot go below 0.005,
the test will simply not be run. Figure 3.4 shows the speed increase when specifying the harsher
p-value threshold to be 28.8%, cumulatively, across the test sample whilst running
permutations of up to 100,000.
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Example threshold of significance (p=5x10-5).

Figure 3.3 How the minimum theoretical p-value changes with minor allele frequency
For some ASE sites, there may not be enough individuals who possess a nearby allele where the
minor allele frequency is sufficiently high to produce a low enough permuted (uncorrected) p-value
in order to be ruled significantly associated with the level of expression at the coding variant. Where
this is the case, they are simply filtered out.
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Figure 3.4 The minimum theoretical p-value filter improves computational efficiency
The R package enables the user to specify a p-value threshold of significance, over which the
software will not run tests. For example, if the user specifies a p-value threshold of 5x10-5, then any
sites where the p-value cannot even theoretically go below this value, will not be tested for (see
figure 3.3). As can be seen in this example, specifying a threshold of 5x10-5, rather than 0.05 improves
the speed of the analysis by 28.8%, when running up to 100,000 permutations.

3.3.4.2. The effect of TSS window size on the analysis
In chapter 3.2.4 some discussion from chapter 1.1.2 was recapitulated with respect to the TSS
window and how different groups have specified different distances. Most commonly the
distance is either set at 500 kb or 1 Mb, and thus in lieu of this, these two distances were
foremost considered in this project. Testing across the entirety of chromosome 21, calculating
just the nominal p-values to save time, the cumulative compute time across all of the 100 jobs
was almost 42 hours for the TSS window of 1Mb but just under 17 hours for a window of 500
kb, which means it takes nearly 2.5x (2.48x) longer to complete the analysis in the former case.
For the window of 1 Mb, there were 3,181,620 tests, whereas for the 500 kb run there were
1,558,090 tests which is just under half as many tests as for the former window. Setting a pvalue threshold of significance at 5x10-5 yielded 11,474 significant nominal p-values for the
window of 500 kb, but 21,592 for a window of 1 Mb. Taken in totality, this means that despite
101

the fact that the 1 Mb window involves 2.04x as many tests, it takes 2.48x longer to complete
and yields only 1.88x as many significant nominal p-values. Figure 3.5 shows a comparison
between the runs.

Figure 3.5 How different TSS windows affect the analysis
Different groups have searched for cis-regulatory variants using different TSS windows. The most common cutoff either side of the TSS is 500 kb or 1 Mb. A) shows that the number of tests more than doubles when the TSS
window is increased from 500 kb to 1 Mb (1,558,090 to 3,181,620). B) shows that the amount of time required to
complete the analysis when the TSS window was 1MB is more than double that for 500 kb (41.9 v 16.9 hours). C)
shows the number of significant nominal p-values, with there being 11,474 for a window of 500 kb, and 21,592

for a window of 1 Mb.
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3.3.4.3. lapply v ‘for’ loop
As discussed the key section of code in terms of speed is the section where the models were
fitted. Initially the models were each fitted in term using a for loop. To try and increase the
speed I reimplemented this code using lapply. The main model fitting code consequently is:
fitsA <- lapply(vars, function(x) {
frm <- as.formula(paste("Count ~ Reads", paste(covarNames[-1], collapse = " + "), substitute(j,
list(j = as.name(x))), sep = " + "))
thisFit<-tryCatch(glm(frm, data = exprGenos, family=poisson()), error = function(e) NULL)
if(!is.null(thisFit))
{
if(dispersiontest(thisFit)$p < 0.05)
{
thisFit<-tryCatch(glm(frm,

data

=

exprGenos,

family=quasipoisson()),

error

=

function(e) NULL)
}
}
thisFit
})

Consequently the main model fitting code initially sets up the model equation (frm) adding in
the covariates (paste(covarNames[-1], collapse
list(j = as.name(x))), sep = " + ")).

= " + ")

and each nearby variant in term substitute(j,

The model assuming a poisson distribution is then fitted,

which is then tested for overdispersion. If overdispersion is detected (at P < 0.05) the model is
replaced with a quasipoisson model. In general the lapply function, appears to be a little faster
and

for

that

reason

was

selected

over

the

‘for’

loop

approach

(https://johanndejong.wordpress.com/2016/07/07/r-are-apply-loops-faster-than-for-loops/).

3.3.4.4. Effect of splitting up the analysis into simultaneous jobs
The code works by taking the last two digits of the task (job) number and looking through the
pre-processed input files to see which TSSs are found in genes where the last two digits of the
ID is identical to these digits. All expressed variants at ASE sites of the dataset that are found
within this gene are then run. For example, if the task number is 100, then the last two digits
will be 00. The numbers are ‘padded’ with a zero so that if the task number is 1, then the last
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two digits will be 01. Supposing that the last two digits are 01, then any TSS where the gene
ID ends with 01 will be chosen for that task. All of the ASE sites associated with this task will
then be used during the analysis.
To compare the speed improvement of splitting the analysis up to run it in parallel vs running
the analysis linearly, chromosome 21 was run with no permutations and the time differences
recorded. Figure 3.6 shows that if the entire chromosome is run, with a minimum theoretical
p-value threshold of 5X10-5, the time taken when not splitting into simultaneous jobs is 16.86
hours. When split into simultaneous jobs the average time taken is 10.1 minutes, with the
longest job taking 64.6 minutes.

Figure 3.6 The effect on cumulative compute time when splitting the analysis up into simultaneous
jobs
For an analysis that is so computationally intensive, splitting it into multiple simultaneous jobs is
essential to optimise speed. Running the analysis sequentially, one ASE site at a time, without splitting
into multiple jobs takes 16.86 hours across the entirety of chromosome 21. Splitting into 100
simultaneous jobs, each job (which can have a varying number of ASE sites, individuals at each ASE
site, and nearby alleles for each individual) takes 10.1 minutes on average. The longest job took 64.6
minutes.
104

3.3.4.5. Splitting up the analysis into two functions
A key improvement to the software run speed would be to enable sharing the workload across
multiple compute nodes. To enable this the code was split up into two main functions. The
initial analysis involved preparing the inputs before using them in the modelling. However,
whilst the running of the model differs from variant to variant, the preparation of the input does
not; i.e. the first part of the analysis is a constant because it is just the pre-processing of the
input data, such as identifying which variants fall near to which genes. This means that the
inputs need only be pre-processed once, separately, and then these are used in the running of
the model across jobs. Consequently the first main function, Gen.input.R, takes the input data,
reformats it and adds annotations from Ensembl. The output of this is an RData object
containing the formatted data. It contains such information as the individual’s ID and sex, the
ASE sites found in each individual, including their haplotypes and thus whether or not they
have the reference or alternative allele at a given position. This information can then be passed
to the main Run.model.R function. As Run.model.R can be used to split the work into multiple
tasks (i.e. sets of genes) to be run in parallel this reduces the compute time because this means
this initial formatting of the data does not need to be run each time. The average time taken to
format the data, across all 22 chromosomes and averaging across three separate timings is 12.02
minutes. More importantly, however, this approach reduces the amount of memory required to
be loaded into R at any one time. In the Gen.input.R function data is stored in ‘intermediate’
variables i.e. the data objects that are stored in R along the way to producing the final output
to the function. The output of this function is the processed raw input of the user’s dataset
which is now ready to be used as the input to the Run.model.R function. When this is loaded
into Run.model.R, only the data objects to be used in the analysis are loaded, not all of the prior
data objects that were used to generate them. This means that less memory is required of R
when running the analysis. Consequently, to run the actual analysis itself, less need be
requested of the computer cluster which increases the priority order of the request and therefore
optimises the number of cores being run simultaneously.
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3.3.4.6. Permutation incrementation
Instead of simply running x number of permutations across all sites until they are complete, the
code adopts two approaches to minimise the computational load. The first is only sites showing
a nominally significant association below a user defined threshold in the unpermuted models
(P<5x10-5) by default are tested. The assumption being that the inappropriate model
assumptions are most likely leading to inflation in the test statistic making testing those sites
not at least nominally significant unnecessary. Secondly an adaptive approach to the
permutation is implemented as in other software such as PLINK. In this approach permutations
are stopped if the variant looks as if it will not be significant. In the current code this is just
implemented as a simple threshold (default 5) on the number of permutations where the test
statistic exceeds that observed in the unpermuted data. This means the p-value threshold at
which the permutations stop depends on the number of permutations being run. With a larger
number of permutations stopping can occur at a smaller p-value. For example, with 100
permutations stopping will occur if the p-value is greater than 5/100 i.e. 0.05 but at 100,000
permutations this would be 5/100,000 i.e. 5x10-5. The assumption being if you are running
more permutations this is because you are looking for a stricter significance threshold. This
substantially improves the speed of the analysis because it now does not run superfluous
permutations. Figure 3.7 shows that permutations are run at less than 1% of ASE sites.
Furthermore, when 100,000 permutations are run, on average only 15,725 are completed.
Figure 3.8 shows that the amount of time required to complete the analysis over the timing
sample dataset increases with increasing numbers of permutations. For 100,000, it takes 64.1
hours; for 10,000, 12.4 hours; for 1,000, 3.3 hours; for no permutations, 1.0 hour. Given the
stark time requirements, if a researcher is content with a p-value threshold of significance set
at just, for example, 0.005, then they may feel 1,000 permutations would suffice, saving them
potentially an order of magnitude in time. It should be noted that the time does not scale linearly
with permutation numbers. The time taken for 10,000 Vs 1,000 is only approximately 4x longer
despite the former number of permutations being 10x higher. Moreover, 100,000 permutations
take 5x longer than 10,000 permutations despite being 10x higher. This is likely because there
are increasingly fewer sites being tested that still have fewer than five permutations where the
test statistics is less than the observed one.
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Total number of sites = 124,223
Sites where permutations are run = 995 (0.80%)

Figure 3.7 Permutation testing and where they apply
A) shows the total number of ASE sites where permutation tests are run, across the timing sample
dataset. As can be seen, less than 1% of ASE sites involve permutation testing. The remainder not being
nominally significant.
B) shows that the majority of ASE sites across the timing sample dataset do not reach 100,000
permutations. The average number of permutations is just 15,752.
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Figure 3.8 How time duration of the analysis is affected by permutation numbers.
When the number of permutations defined in the R package function, Gen.input is set at 100,000, the
time taken to complete the analysis using the timing sample dataset is 64.1 hours. For 10,000
permutations the time taken was 12.4 hours. For 1,000 permutations the analysis took 3.3 hours and
when running no permutations, and therefore only obtaining nominal p-values, the analysis took just 1.0
hour.
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3.3.4.7. Checkpointing
Any analysis can be prematurely terminated for a number of reasons. In particular on compute
clusters jobs can be timed out or run out of memory. Ideally it would be possible to not have to
start again from the beginning, but rather pick up from where the jobs finished. This sort of
analysis is highly computationally burdensome, which means that it may not only take a large
duration of time to complete but makes memory-related crashes more likely. One way to
ameliorate this issue is by implementing a checkpointing system. Checkpointing is a general
term for a technique that provides fault tolerance for computational systems. The basic
principle is to save a snapshot of the state of whichever application is being utilised so that at
some future point, upon restart, the application can continue from the point at which the
snapshot was taken (Plank, et al. 1994). I implemented a naïve checkpointing approach in the
software, where the current state of the run, including output is saved to an RData object after
each ASE site has been completely analysed for any putative cis-regulatory variants or
interactions, assuming at least two hours has elapsed since the last save. If the code is rerun in
a directory where such an RData object already exists it will continue from where it left off,
minimising the time lost from truncated jobs.

3.3.5. Building the R package
As mentioned in the introduction and methods sections of this chapter, the main goal of this
chapter is to create an R package that enables the analysis to be carried out very simply, from
the perspective of the end user. This sub-section details the steps taken to achieve this goal.
The final code had 15 functions spread across seven files, of which only two the end user must
interact with. With this view, as discussed in the previous sub-section, the analysis was split
into two main parts:
1. Pre-processing the input data (Gen.input.R).
2. Running the hap-eQTL analysis (Run.model.R).
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The user of this R package would only need to concern themselves with these two main parts.
The other supplementary functions found outside these main files are involved in connecting
to Ensembl (ensembl.R), defining formats (dataFormats.R), reformatting (mergeExprGenos.R)
and plotting data (plotASEMetrics.R, plotQTL.R). However, the goal is to make the package
so complete and simple that the user can essentially provide their input data and set the
parameters of the analysis and then simply wait for the analysis to complete.
As mentioned, the code of the analysis was largely compartmentalised using functions. The
operations, such as downloading and incorporating the gene and TSS information from
Ensembl, fitting the model or running the permutations were written as R functions. Writing R
functions from the ground up not only makes the code easier to read and reproduce but also
makes it easier to repeatedly execute these operations. However, in the context of the R
package, two functions were written that themselves run the corresponding parts of the
pipeline, as described earlier. The first function is called ‘Gen.input’ and the second,
‘Run.model’. After the analysis produces an output, there are a plotting function that can
provide a few different visualisations of the results.

3.3.5.1. Gen.input.R
The structure of the function is given below:
Gen.input <- function(ASE_file, legend_file, haplotypes_file, samples_file, output_prefix,
species = "hsapiens", ensembl_version = NULL)
This function takes the input data from the user and pro-processes it to be used in the analysis.
To make the package more convenient and widely applicable, commonly used input formats
are accepted in this function. The function takes seven parameters (i.e. seven arguments). The
first, ‘ASE_file’ refers to the data that contains the ASE information. This ASE information
needs to be in .txt format and must contain the following columns: The chromosome on which
the ASE site is found; start position of the ASE site; end position of the ASE site; the reference
allele; the alternative allele; The ID of the individual; level of expression on the reference allele;
level of expression on the non-reference allele. An example is shown below:
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chr

start

end

ref

alt

Ind

refCount

altCount

1

135031

135032

G

A

HG00276 19

0

1

135031

135032

G

A

HG00282 12

0

1

135031

135032

G

A

NA11831 10

0

Table 3.1 Example ASE input
This table represents a breakdown of the cohort over which expressed heterozygous variants were
surveyed for ASE.

The second parameter, ‘legend_file’ asks for a file that provides variant information. It must be
in the same format as that outputted by SHAPEIT2 (Delaneau & Marchini, 2014), which is
widely used software for phasing genetic variants. It must contain the SNP ID, its position, the
reference allele and the alternate allele. An example is given below:
SNP ID

SNP position

Reference allele

Non-reference
allele

10:60515:C:T

60515

C

T

rs148087467:60523:T:G

60523

T

G

rs147855157:61372:A:C 61372

A

C

Table 3.2 Example legend file input
This table represents a breakdown of the cohort over which expressed heterozygous variants were
surveyed for ASE.

The third parameter is a phased .hap file also in SHAPEIT2 format. Each row must refer to the
Table
3.3 Example
inputTable
3.4the
Example
legendhaplotypes
file input of a given individual. An
SNP and
every twosample
columns
represent
two phased
This
tableisrepresents
a breakdown of the cohort over which expressed heterozygous variants were
example
given below:
surveyed for ASE.

000001010110000000011001
100000010000100100001001
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The fourth parameter, ‘samples_file’ is a .txt file that contains the sample information. It
includes sample IDs and information on any covariates to be accounted for in the modelling.
An example is shown below:
Individual ID

Sex

Population

HG00096

Male

GBR

HG00097

Female

GBR

HG00099

Female

GBR

NA20827

Male

TSI

Table 3.3 Example sample input
This table represents a breakdown of the cohort over which expressed heterozygous variants were
surveyed for ASE.

The fifth parameter, ‘output_prefix’ simply refers to the name of the output file that the user
Table
3.5 Example
sample input
can decide
for themselves.
This table represents a breakdown of the cohort over which expressed heterozygous variants were
surveyed
ASE.
The sixthforparameter,
‘species’, refers to the species that the input data corresponds to. The

reason why this parameter is included is because the package contains a function that extracts
gene and TSS information from Ensembl in order to carry out the analysis.
The seventh parameter, ‘Ensembl_version’, corresponds to the release version of Ensembl that
the user wants to use for annotations. For example, in this project the reference genome
corresponds to the annotation that came with the February 2014 update (release 75 – February
2014) of the Genome Reference Consortium Human Build 37 (GRCh37) in Ensembl. Genetic
information can change between release versions, so it is important to ensure that the user
specifies an Ensembl version that matches the reference genome to which their sequences refer.
Code was written to warn the user if they submit input data that is not in the correct format.
For example, if the user submits a sample file that does not contain “Ind” (abbreviation of
individual ID) in the header, the error message prints:
"First line of samples file does not start with ‘Ind’. Make sure a header line is specified as
above")
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Furthermore, if this error occurs, an example of the samples file (as seen above) is printed to
the screen.
The end result of this function yields the pre-processing of the user’s input data and can now
be taken as input for the second function, ‘Run.model.R’, which executes the analysis.

3.3.5.2. Run.model.R
The structure of the function is given below:
Run.model <- function(inputObj, output_prefix, task = 1, totalTasks = 1, minInd = 10,
numPerms = 1e+05, TSSwindow = 5e+05, pval_threshold = 5e-05, other_all = FALSE, seed=10)

This function runs the GLM that yields the hap-eQTL analysis. It contains ten parameters that
the user can specify. Parameter one, ‘inputObj’ is simply the output from the first function and
is in the form of an R data object (.Rdata as an extension).
The second parameter, ‘output_prefix’ is just the prefix of the name of the file to be outputted.
The third parameter, ‘task’, comes into use when parallelisation is being implemented. If just
running the analysis sequentially, the default is 1, but in conjunction with the fourth parameter,
‘totalTasks’, if the user was to specify that the analysis is to be carried out in parallel over, for
example, 100 tasks, then the number assigned to ‘task’ will correspond to any of these tasks,
from 1 to 100, that is to be run in this job.
The fifth parameter, ‘minInd’ enables the user to specify the minimum number of individuals
that an ASE site must be found in, in order for the analysis to proceed. As has been discussed
in earlier sections, the fewer individuals, the fewer the number of haplotypes (haplotype
number = individual number x 2) and therefore accordingly, all other things being equal, the
lower the statistical power. As sites with very few heterozygote individuals are unlikely to
return a significant result after multiple correction, they can be pre-filtered. By default, sites
with fewer than ten individuals (twenty haplotypes) are excluded.
The sixth parameter, ‘numPerms’ allows the user to set the number of total number of
permutations that can be run. Setting the number to 100,000, as in the default, enables a p-value
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as low as 1x10-5 to be reached. The user could modify this depending on the number of samples
and tests they have to run. For example, if the dataset is much smaller than the data used in this
project then the user may feel that a lower number of permutations would suffice. If
‘numPerms’ is set to 0, permutations are skipped and only nominal p-value are reported.
The eighth parameter, ‘TSSwindow’, enables the user to specify how many kilobases either
side of the TSS of the gene in which the ASE site is found to test variants for an association
with the gene expression levels.
The seventh parameter, ‘pval_threshold’ gives the user the ability to set the p-value that can at
least be obtained given the number of individuals and the MAF of the potential regulatory
variant. This saves the user time by skipping those sites where there simply is not enough power
to reach significance at the p-value threshold.
The ninth parameter, ‘other_all’, allows the user to fit the allele opposite the nearby variant in
question in the model. This is discussed in far greater depth in chapter 4 (see figure 4.1 for a
visualisation of this effect).
The tenth and final parameter, ‘seed’, allows the user to set the seed of the random number
generator in R. The permutations in R depend on randomly swapping the allele on the other
chromosome with that of another (whilst not shifting the expression values). The random
function in R, as with other programming languages, is only pseudorandom. This means that if
the same seed is set, the series of random numbers will always be the same. By setting the seed,
it is possible to ensure that the exact same permutations occur, assuming the input data and
code of the analysis is unchanged across different runs. This improves the reproducibility of
the software.
Once this function has been successfully completed, the user will have a number of different
files wherever they have specified their working directory to be. These files include:
•

RData files that, after all tests for an ASE site are completed, save the state of the system
if two hours have elapsed since before that loop, so that in the event of failure, the
analysis can be restarted from where it left off during the last save state.

•

Text files that contain the output from the analysis.
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Another advantage of packaging all of the functions together in this way is that a user might
run ten chromosomes through the first function and therefore have ten different input objects
ready for this function. They may wish to change the parameters to modify the analysis. For
example, they may feel that their analysis is taking too long when they parallelise it over 10
tasks as opposed to increasing the extent of parallelisation or that they wish to investigate the
effect of the nearby allele on the opposite haplotype. By collecting the entire process into a
package that requires the user interact with just two lines of code, it is possible to run the
analysis with a completely different set of parameters without wasting time modifying the code
in the analysis, nor having to pre-process the input data over and over.

3.3.6. Plotting functions
The plotASEMetrics function takes the output of the Gen.input function and outputs four plots
to visualise the data. It shows how many individuals are heterozygote at each ASE site in the
first plot (Figure 3.9A). In the second plot (figure 3.9B), it shows how many genes contain
varying number of heterozygous sites. The third plot provides a survey of how many sites show
a certain proportion of reads that carry the reference allele rather than the alternative allele,
which is effectively a check for any potential allelic mapping bias. The fourth plot shows the
extent of ASE across the individual sites and individuals, plotting allele ratio against the total
number of reads and colouring the points according to their binomial p-value.
The second plotting function, plotQTL, requires that the user specify three inputs. First, the
output from the Gen.input function; secondly, an ASE site, and thirdly, a putative cis-regulatory
variant. plotQTL constructs violin plots, which show the distribution of the expression values
on the basis of the status of the nearby allele, on both haplotypes (figure 3.10). It shows three
pairs of violin plots. The first pair show how the expression values are distributed when the
nearby allele on the same haplotype as the expressed site is the reference or the alternative. The
second pair show how this distribution looks when the nearby allele on the same haplotype is
the reference and the nearby allele on the other haplotype is either the reference or alternative.
The final pair show how it changes when the nearby allele on the same haplotype is the
alternative and on the other haplotype either reference or alternative. The advantage of taking
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into consideration nearby alleles of both haplotypes is that it is possible to look for any possible
interaction effects between the two.

Figure 3.9 Using the plotASEMetrics function in the R package
The output of the Gen.input function, which pre-processes the raw input, can be used in the
plotASEMetrics function to visualise the data. (A) shows how many individuals are heterozygote at
each ASE site. In this example, the majority of ASE sites are found in very few individuals. Most
positions of expression where ASE is observed are found in only one individual. (B) shows the same
as A but on the scale of the gene rather than the variant. (C) shows how many sites exhibit a certain
proportion of reads that carry the reference allele rather than the alternative, which provides a
measure of allelic mapping bias. (D) shows the extent of ASE across a chromosome (uncorrected pvalues).

Figure 3.12 Using the plotASEMetrics function in the R package
The output of the Gen.input function, which pre-processes the raw input, can be used in the
plotASEMetrics function to visualise the data. (A) shows how many individuals are heterozygote at
each ASE site. In this example, the majority of ASE sites are found in very few individuals. Most
positions of expression where ASE is observed are found in only one individual. (B) shows the same
as A but on the scale of the gene rather than the variant. (C) shows how many sites exhibit a certain
proportion of reads that carry the reference allele rather than the alternative, which provides a
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measure of allelic mapping bias. (D) shows the extent of ASE across a chromosome.

Figure 3.10 Using the plotQTL function in the R package
This plot shows how the distribution of expression values at an expressed site differ with respect to
the status of the nearby alleles on both haplotypes (where 0 is the reference and 1, the alternative).
The advantage of doing this is that it is possible to visualise any possible interaction effects between
the nearby alleles of both haplotypes.

Figure 3.13 Using the plotQTL function in the R package
This plot shows how the distribution of expression values at an expressed site differ with respect to
the status of the nearby alleles on both haplotypes (where 0 is the reference and 1, the alternative).
The advantage of doing this is that it is possible to visualise any possible interaction effects between
the nearby alleles of both haplotypes.
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3.3.7. Sharing the software online
The R package described in this chapter was uploaded to GitHub and is publicly available at:
https://github.com/AClement1990/hap-eQTL

The GitHub page includes a readme that the user can peruse to understand how the analysis
works and how to download and install it for themselves. Example data is provided which
enables the user to understand how the outputs look
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3.4. Discussion
During the course of this project three software pipelines were found that were able to carry
out analyses with similarities to the aims of this package. One, called aseQTL
(https://github.com/yejilee/aseQTL) is a set of scripts that has been shared publicly and was
posted online shortly after the beginning of the construction of the software used in this
project’s analysis. Written in Perl and R, the scripts that comprise aseQTL will carry out an
aseQTL analysis that will look for associations between ASE sites and genetic variants. This is
slightly different to the hap-eQTL analysis in the R package because an aseQTL specifically
looks for cis-regulatory variation linked to the extent of ASE, whereas the hap-eQTL aims to
discover cis-regulatory variants that affect the level of expression of just the expressed site on
one single haplotype.
Very notably there is not a single comment in any of the scripts, which makes it difficult to
follow, especially if the reader is not fluent in Perl nor R. This not only minimises reusability
but also makes it difficult to adapt the scripts if the user wishes to carry out a slightly different
analysis. The documentation is quite sparse, which makes reproducibility more difficult, if not
impossible. The scripts are not arranged into a package (likely because some of them are not
written in R), which makes sharing the code less convenient. The documentation is sparse at
only a few hundred words, leaving a lot more work for the user to understand how the code
works, which is already made more difficult due to the absence of any comments. Moreover,
to change certain parameters, the documentation instructs the user to go into the scripts and
manually alter it. This is a more major issue that makes the analysis that much more prone to
end-user error and time-inefficient. There are features that this software is missing that the
package produced in this chapter possesses. For example, it does not filter out variants for
which it is not even theoretically possible to get a significant result, which makes the analysis
significantly less efficient. Furthermore, there does not appear to be an accounting for the total
number of reads across each haplotype when looking at the level of expression which means
there is no consideration as to whether or not some individuals were simply aligned more often,
increasing both Type I and II errors. The software includes no code that would enable
permutations to be run. It contains no code that allows the analysis to be parallelised in order
to speed up the analysis and nor does it include checkpointing, which essentially saves the
results and writes them to their corresponding output at intervals, which allows the software to
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carry on from where it was left before it was stopped. There is no code to output any
visualisations of the data, whereas these are included in the package described in the methods
section. The gene names must be supplied in the input data used in aseQTL whereas as shown
in the methods section, the software produced for this project does not require the gene names,
but rather, only the names of the variants, before which the software will automatically find the
genes in which these variants are found and then insert a new column with the genes included.
However, it is capable of a more basic estimation of the effect size of aseQTLs for individuals
and across individuals, something this project aims to do more robustly and efficiently. There
is another called aseQTL, but from a different source (https://github.com/churchilllab/aseQTL). Published recently, it appears to be unfinished and there is also no documentation.
Consequently my R package is potentially one of the more useful for performing haplotypebased analyses of regulatory variants, and we think the only one available for performing the
specific types of haplotype-resolved regulatory analyses it performs, but there are potentially
further additions that could be made to improve it to the level of current software for performing
standard eQTL analyses.

3.4.1. How the R package could be improved
The phasing (assignment of the alleles to the paternal or maternal chromosome) is assumed to
be perfect in this package. However, phasing errors can occur, and where they do occur the
results in the analysis will be detrimentally affected. There are ways to improve the accuracy
of phasing. In one study (Choi, et al. 2018), they compared 11 different approaches that are
widely used to phase human genomes. Whilst the genomic data in the project provided was
phased (see next chapter), it was only done so using the SHAPEIT2 software suite which is not
perfect in its phasing. In this study (Choi, et al. 2018) found that phasing errors could be
minimised by combining approaches: leveraging population-based phasing using SHAPEIT,
with either genome-wide sequencing read data or parental genotypes, with a large reference
panel of variant and haplotype frequencies. One way to improve the package is to phase the
input data for the user; at the moment it is incumbent upon the user to ensure this has already
happened. Furthermore it may be possible to take into account phase uncertainty in future
extensions to this software.
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Another way to improve it is perhaps to give the user the choice to select their own model. For
example, they may be submitting data that is always overdispersed, which means the code in
the package is less efficient because it checks for overdispersion before fitting the GLM with
a quasi-Poisson distribution assumed, which of course would be an unnecessary step if the data
is already known to be overdispersed.
The package currently provides some downstream analysis for the user, such as being able to
output violin plots to visualise sites of potential interest as shown in figure 3.10. However, a
number of other features might have been added. For example, perhaps there could be some
functionality that outputs Q-Q plots to see the distribution of observed p-values v expected.
This has the advantage in that it can provide useful visualisation of potential inflation of
significant p-values. Also, showing how the p-values are distributed with respect to the TSS
could also be useful to the user. Important regulators of gene expression, such as the promoter
and enhancers, are found nearest the TSS, so it is logical to suppose that variants closer to the
TSS are more likely to exhibit cis-regulatory effects (Ganji, et al. 2018; Maass, et al. 2019).
Hence, providing plotting functionality that can carry out such an analysis could be very useful
to a user.
The package provides the ability to save the results of the analysis whilst it is still running, so
that if it does crash, or otherwise prematurely terminate, the analysis can be recommenced from
the last save state rather than from the beginning. However, it may be apt to give the user the
ability to specify how frequently the analysis saves. In some instances, their analysis may be
far larger than the analysis in chapter 4 of this thesis; saving the state takes longer as the dataset
gets larger. For this project takes mere tens of seconds at its worst, but for a dataset that could
be 100 times larger, it can easily be seen why they may wish to checkpoint less often.
Currently, the package is only able to test nearby alleles one at a time. This could potentially
be expanded to incorporate testing multiple alleles at the same time, to test for any interaction
effects between multiple variants, on the level of expression at the expressed site. Furthermore
read counts could be combined across ASE sites in the same gene.

The Gen.input function requires certain data, such as the haplotypes files, legend files with the
SNP information and the ASE data. However, to carry out a hap-eQTL, it is not necessary to
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have cohort information. Certainly, population effects should ideally be accounted for but it is
not absolutely necessary to control for this information in order to implement a hap-eQTL.
Whilst care was taken to anticipate common mistakes a user could make in attempting to use
the package to implement a hap-eQTL, there will surely be instances where the user could
produce an error that has not been hitherto foreseen. Having dozens of other individuals attempt
to use the package and then provide feedback would likely be particularly informative and
useful with respect to improving the mitigation of user-induced errors.
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Chapter 4. Dissecting cis-regulatory variation in
humans via hap-eQTLs
4.1. Introduction
As stated in the aims of the introductory chapter 1.4, one of the main goals of the project was
to carry out a haplotype-resolved survey of eQTLs (hap-eQTLs) across all 22 autosomes for
358 European individuals for whom we have matching expression data. However, within this
main goal there are further sub-goals that can be accomplished. One of the biggest advantages
of a hap-eQTL over a standard eQTL is that differential effects induced by either the intrachromosomal allele (intraCA), which is the allele on the same haplotype of the gene copy of
interest, or the inter-chromosomal allele (interCA), which is the allele on the other haplotype
relative to the gene copy of interest (Figure 4.1). Another advantage is that hap-eQTLs enable
the potential identification of cis-eVariant interactions, where the expression of the gene copy
of interest on one haplotype depends on the combination of alleles, across both haplotypes,
observed at the cis-eVariant. Figure 4.1 illustrates the hap-eQTL approach utilised in this
chapter.
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Figure 4.1. A hap-eQTL approach
A hap-eQTL enables ci-regulatory variants to be resolved on the level of the haplotype, as opposed
to more traditional eQTLs that do not. This allows the identification not only of intraCAEs and
interCAEs, but also, cis-eVariant interactions. A traditional eQTL is able only to the combined intra
and inter CAEs.

Figure 4.1. A hap-eQTL approach
hap-eQTL
enables
ci-regulatory
variants of
to be
resolved
the level ofa the
haplotype,was
as opposed
InAthe
previous
chapter
the construction
a model
toon
implement
hap-eQTL
detailed,
to more traditional
eQTLs
not. This
allows
the identification
only oftointraCAEs
andon
including
its assembly
into that
an Rdopackage
which
enables
regulatory not
variation
be resolved
interCAEs,
but haplotypes
also, cis-eVariant
traditional
is ablealleles
only tohave
the combined
the
basis of the
ratherinteractions.
than being Arestricted
toeQTL
assuming
the exactintra
same
and inter CAEs.

impact on expression levels across haplotypes. This means that the level of expression can be
assessed for correlation with intra and inter-chromosomal alleles, as well as any interaction
effects between them. It is furthermore therefore possible to see not merely where there are
intraCAEs when including the interCAs in the analysis, but also whether or not the number of
intraCAEs change if the interCAs are not taken into consideration.
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In that section, the idea of using permutation tests, in addition to calculating nominal p-values
where the distribution of the count data was assumed, was discussed. One of the problems of
using the wrong assumed distribution for the data is that significant p-values will potentially
be greatly overestimated, because the comparison of the distribution of the actual data, whether
or not there CAEs are present, will frequently be significantly different. By running
permutation tests, this inflation of significant p-values may be mitigated, improving the
robustness of the analysis.

4.1.1. The importance of the TSS to regulatory variation
The TSS was briefly discussed in chapters 1 and 3. Here, this is expanded in order to better
understand why regulatory variation may be different when the variants are closer to the TSS.
The TSS is canonically defined as the first nucleotide of a transcribed DNA sequence where
RNA polymerase begins its synthesis of the RNA transcript (Scala, et al. 2014). TSSs are
surrounded by cis-acting regulatory sequences such as core and proximal promoter elements
within 1 kb of the TSS, and beyond, distal promoter elements (Scala, et al. 2014). Promoters
are regulatory regions located at the TSS. A number of studies have found eQTLs to be
enriched within promoter regions of genes (Garieri, et al. 2017; Lappalainen, et al. 2013;
Stranger, et al. 2007; Tewhey, at al. 2016; The GTEx Consortium, 2020), suggesting that we
may hypothesise that a hap-eQTL analysis would show a greater number of CAEs to occur
closer to the TSS.
eQTLs have also been found to be enriched in enhancer elements (Farh, et al. 2015;
Lappalainen, et al. 2013; The GTEx Consortium, 2020; 0,11). Enhancers are cis-regulatory
regions, separate from the promoters, which impact gene expression regulation by upregulating
transcription levels and providing information that is not encoded in nearby promoters such as
temporal development or tissue specificity of expression (Garieri, et al. 2017).
It has also been shown that polymorphisms closer to the TSSs are potentially more harmful
than more distant ones, especially in CpG islands (Scala, et al. 2014). It can therefore be
hypothesised that the greatest proportion of CAEs should be found closest to the TSS, with the
proportions decreasing with increasing distance from the TSS. The underlying biology also
suggests that those CAEs closer to the TSS will be of greater effect size.
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Similarly, as the TSS of the gene in which the expressed site is found, belongs to the same
haplotype as that expressed site, it should also theoretically be the case that the number of
CAEs should be higher on that haplotype than the one opposite; namely, that intraCAEs should
be higher than interCAEs. Whilst the proportion of intraCAEs is expected to decrease with
increasing distance from the TSS, the same expectation may not necessarily be made of the
interCAEs. However, it is expected that some interCAs will have a significant impact on the
level of expression at the expressed site. This is because there may be proteins produced by a
gene copy on one haplotype that binds to a point on the other, for example, for genes that
regulate themselves via a feedback loop.
Interchromosomal interactions are required for proper physiological gene-expression programs
(Maass, et al. 2019). The manner in which DNA is folded and organised in the nucleus is a
crucial element of gene regulation and consequently, cell-fate determination (Maass, et al.
2019). The nucleus itself is assembled into chromosomal territories where each chromosome
occupies its own distinct territory in nuclear space (Cremer & Cremer, 2010). Recent studies
have resolved the properties of how chromosomes “fold” in an intra-molecular fashion into
very organised structures, such as topologically associated domains (TADs) and gene-enhancer
looping in cis which are readily detectable with molecular and microscopic techniques
(Barutcu, et al. 2018; Maass, et al. 2018; Maass, et al. 2019)). At a molecular scale, these
topological features are controlled by a toolkit comprised of long non-coding RNAs
(lncRNAs), CTCF cohesion and other chromatin-associated protein complexes (Parelho et al.
2008; Rinn & Chang, 2012; Rinn & Guttman, 2014; Vance & Ponting, 2014; Dekker & Mirny,
2016; Engreitz et al., 2016; Maass, et al. 2019). ‘Intermingling’ or ‘kissing’ chromosomes have
been observed by microscopy approaches as overlapping regions between chromosomal
territories (Branco & Pombo, 2006; Cremer & Cremer, 2010). These interchromosomal
interactions have been defined as non-homologous chromosomal contacts (NHCCs) (Maass,
et al. 2019). Olfactory receptor genes, for example, are found across several different
chromosomes and go through a complex conglomeration in the same nuclear space, known as
the ‘olfactosome’, to regulate their expression (Lomvardas et al. 2006; Monahan et al. 2017,
2018; (Maass, et al. 2019). Other NHCCs have also been found between defined genomic
regions. For example, gene regulatory regions from one chromosome can activate a gene on
another via NHCCs (Spilianakis, et al. 2005). Also, lncRNA loci form NHCCs that affect generegulatory mechanisms (Maass et al. 2012; Hacisuleyman et al. 2014). Intrachromosomal
interactions between enhancers and promoters have been found within TADs (Dixon et al.
126

2012; Nora et al. 2012; Sanyal et al. 2012; Terakawa et al. 2017; Ganji et al. 2018). TADs are
clusters of genomic interactions that range in length between 100 kb and 1 Mb in mammalian
genomes (Dixon et al. 2012; Nora et al. 2012; (Maass, et al. 2019). Genomic organisation and
its interactions within the TAD structure are elucidated upon in a model known as ‘loopextrusion’ (Maass, et al. 2019). This model proposes that intrachromosomal interactions bring
otherwise distal regulatory regions into three-dimensional proximity to target genes
(Fudenberg, et al. 2016). The model describes how two cohesin/condensin molecules make
their way to each another whilst simultaneously extruding the intervening DNA until two
convergent CTCF sites are reached (Maass, et al. 2019). This model has been proven to mediate
intrachromosomal looping interactions and to form the majority of TADs (Fudenberg, et al.
2016; Goloborodko, et al. 2016; Ganji, et al. 2018). Another recent study has raised the
possibility that large-scale genomic compartments can also be impacted by this loop-extrusion
mechanism (Nuebler, et al. 2018). The loop extrusion model has been shown to mediate
intrachromosomal looping interactions and to form the majority of TADs (Fudenberg et al.,
2016; Goloborodko et al., 2016; Ganji et al., 2018). A recent study has highlighted the
possibility that large-scale genomic compartments can also be affected by the loop extrusion
mechanism (Nuebler et al., 2018). NHCCs have been found to contribute to transcriptional
regulation (Maass, et al. 2019). The spatial positioning of genes and the NHCCs in the 3D
nucleus can be important for their transcriptional regulation (Kosak and Groudine, 2004; Maass
et al., 2012).
It is known that human chromosomes (and eukaryotic chromosomes in general) occupy distinct
regions in the interphase nucleus. In yeast, transcription factors that regulate gene expression
have been shown to colocalise in the nucleus (Dai & Dai, et al. 2012). In humans, increased
oestrogen receptor alpha colocalization in the nucleus of neurons increases the amount of
corticotropin-releasing hormone in the hypothalamic paraventricular nucleus (Bao, et al. 2005)
Colocalised genes that are associated with an advanced stage of primary colorectal carcinomas
(CRC) have also been found to express themselves in the nucleus. Two proteins, s100A4 and
p53 have been shown to be colocalised in the nuclei of human CRC cells and there it has been
proposed that there may be some interaction between the two (Berge, 2011). In the context of
this project, it should be noted that any cis-regulatory variants identified by the approach here
may be caused by colocalised gene copies interacting with each other.
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4.1.2. Heterosis
In 1877, Darwin described how hybrids display superior growth and fertility, relative to their
parents. Known as hybrid vigor, or heterosis, this effect was found to occur in many different
crop species (Duvick, 2001; Shull, 1908). Heterosis has been shown to significantly increase
crop yields; for example, it is estimated that heterosis increases crop yields of maize by
anywhere between 15% to 50% (Duvick, 1999; Duvick, 2001). It is therefore very important
to understand the underlying biological basis of heterosis (Lippman & Zamir, 2007). It is
common knowledge that the fitness of a population is improved by selecting against deleterious
traits caused by homozygous recessive alleles. Heterosis provides a basis on which to improve
a population’s flexibility to changing environmental conditions (60-61). It may be possible to
estimate the level of heterosis in the population by comparing the correlation between the
population’s fitness and the levels of heterozygosity (Lippman & Zamir, 2007). It is not clear
whether it is the heterozygosity, in and of itself, that brings this heterosis about or whether it
might be something else, such as overdominance (Lippman & Zamir, 2007).
Currently, the most widely accepted hypothesis to explain heterosis is the dominance model
(Kumar, et al. 2016). First suggested by Davenport (1908), heterosis may be caused by superior
alleles dominating harmful recessive alleles by shielding against their effects. The dominance
model suggests that deleterious alleles slowly accumulate throughout the genome during the
course of a number of rounds of inbreeding, known as inbreeding depression (6,68). The
hybridisation that takes place in the F1 progeny by dominant alleles gives them greater fitness
than both their parents. Here, the extent of heterosis is in perfect correlation with the number
of dominant genes that are contributed by each parent (Kumar, et al. 2016).
Independently proposed by two individuals in the same year, the overdominance model
describes how the interactions between opposing alleles at a heterozygous position give rise to
a combined, positive effect on vigour that is superior to either of the homozygous parents
(Crow, 1948; East, 1908; Shull, 1908). This model proposes that heterosis is brought about by
the heterozygote offspring being superior to its homozygote parents due to divergent alleles
complementing each other which results in heterosis being in direction proportion with
heterozygosity (Kumar, et al. 2016).
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The pseudo-overdominance model is intermediate between the dominance and overdominance
models. It is caused by dominance complementation, where two recessive mutations are linked
in trans (Lippman & Zamir, 2007).
The epistatic model proposes that it is the interaction effects between gene that causes heterosis.
In this model, interactions between genes can lead to fitter phenotypes (Kumar, et al. 2016).
Overdominant QTLs have been implicated in causing heterosis in plant height and ear height
(Li, et al. 2017). Overdominant, partially dominant and epistasis QTLs have also been
implicated in heterosis of fibre quality in upland cotton, with overdominance and epistasis
being the strongest influences (Li, et al. 2018). In lieu of these findings, it is important to
consider if there may be any QTL that cause heterosis in human traits, too and whether
interactions between the two alleles at regulatory sites may contribute to overdominance. For
example by the expression of heterozygotes being different than the average of opposing
homozygotes.

4.1.3. Hap-eQTLs
In additional to the above approaches used during eQTL analyses, other methods for studying
regulatory variation have been proposed. For example, rather than examining the relationship
between single SNPs and gene expression (Shabalin, 2012), it is also possible to implement a
joint analysis of multiple SNPs. Studies that consider interactions between SNPs (epistasis)
and phased haplotypes have also been carried out (Bkhetan, et al. 2020; Brown, et al. 2017;
Garnier, et al. 2013; Hemani, et al. 2014).
Haplotype-based studies are currently the least common despite it already being known that
expression can be modified by the phase of the mutations and the gene in question (Bkhetan,
et al. 2020). Studies involving haplotype-resolved data may be of significant clinical relevance
because such circumstances may include compound heterozygosity, which is where a disorder
is associated with two alternate alleles allocated on different homologous copies of a specific
region, in addition to ASE where the allocation of mutations on each haplotype copy can have
a different effect on the level of expression of homologous gene copies (Bkhetan, et al. 2020).
In these situations, eQTL analyses that incorporate phased data are likely to be of more utility
than those that are not (Tewhey, et al. 2011); indeed, some types of cis-interactions may only
be detected by methods that involve phased data (Brown, et al. 2017; Built, et al. 2015; Dimas,
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et al. 2008). Moreover, accounting for phase information in eQTL analysis has been found to
increase the true positive rate of the detected eGenes, especially when the causal genetic
architecture involves multiple SNPs (Bkhetan, et al. 2020).
A hap-eQTL analysis is implemented using the R package developed in the previous chapter
in order to investigate hypotheses elaborated upon in the aims below.

4.1.4 Aims
This chapter has several sub-goals within the overall goal of providing a haplotype-resolved
survey of eQTLs (hap-eQTLs) across all 22 autosomes of the dataset for the project cohort.
How these are pursued is discussed in the methods section. To summarise, the goals of this
chapter are to:
1. Survey intraCAEs, interCAEs and cis-eVariant interactions across all 22
autosomes of the 358-individual cohort by including both intraCAs and interCAs
in the model
2. Survey intraCAEs across all 22 autosomes of the 358-individual cohort, but
without including the interCA in the model in order to assess how not factoring in
alleles on the other haplotype affects observed intraCAEs.
3. Similar to goal number 1, but this time implementing permutation tests to assess
if assumptions about the distribution of the expression data are valid when carrying
out a hap-eQTL (or indeed an eQTL) and thus whether implementing permutation
tests may make the analysis more robust.

130

4.2. Methods
The goal of this chapter is to document the investigation of hap-eQTLs and cis-eVariant
interactions found within a given distance of the TSS of the expressed site, on both the same
haplotype of said expressed site and the other chromosomal haplotype. This section details
which parameters of the R package described in the previous chapter were used, including why.
The hardware is the same as used in chapter 3 (see 3.2.1).

4.2.1. Generating the input for the model
To recapitulate from the second chapter, on the ASE survey of the European individuals for
which we had cohort information (in order to account for the covariates of sex and population),
the original goal was to use the ASE files that were outputted by the series of scripts written to
that end. However, Chen et al, (2016) produced a similar analysis that was likely more robust
as it better accounted for allelic mapping bias; as such, the latter was used as the input ASE
data in the ‘Gen.input’ function of the R package.
The legend, haplotypes and samples file were taken from the same source as those used in
chapter 2. However, these files were streamlined in order to optimise the speed of the process.
The raw files from the 1000 genomes consortium provide the information for all 2,504
individuals
(http://mathgen.stats.ox.ac.uk/impute/data_download_1000G_phase1_integrated_SHAPEIT2
.html) (Sudmant, et al. 2015). However, we only had expression and cohort information for
358 European individuals (Lappalainen, et al. 2013). Therefore, to have three files, of which
two (legend and haplotypes) are very large for each of these 2,504 individuals for each of the
22 autosomes drives up the cost of computation time. To save time, the raw legend and
haplotypes files were filtered using R, so just the variants corresponding to these 358
individuals were included. This reduced the size of the haplotypes files from 9,169 MB to 1,708
MB. Moreover, all of the variants in the raw files were of course polymorphic in at least one
of the 2,504 individuals. When the dataset is restricted to just the European individuals, some
of the variants may be fixed in the filtered cohort. As such, it is possible to further decrease the
size of the files (figure 4.2). After removing SNPs that were polymorphic across the original,
2,504 individuals, but not across the 358 European individuals of this cohort, the legend files
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were reduced from 8,492 MB to 81 MB and the haplotype files from 1,708 MB to 1,017 MB.
Reducing the legend file sizes was greatly improved by removing columns not necessary for
the analysis. Reducing the file sizes not only optimises the speed of the pre-processing of the
file inputs that takes place during the execution of the Gen.input function, but also the
downstream analysis in the Run.model function. Furthermore, less memory can be requested
of the computer cluster, which increases the number of cores that can be simultaneously run,
improving the parallelisation of the analysis.
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Figure 4.2 Filtering the raw input data has a great impact on file size.
One of the biggest hurdles in a hap-eQTL analysis (and eQTLs in general) is that they are very
computationally burdensome due to the large number of potential gene to variant tests. As such,
every attempt should be made to reduce factors that limit the time efficiency of the analysis. The
genomic information obtained from the 1000 Genomes Project (Sudmant, et al. 2015) includes
information for 2,504 individuals. In this study only expression information that matches 358 of
those individuals was available, so the files were restricted to just those individuals. This means
that the amount of memory used and time required to load the inputs is greatly reduced, improving
the efficiency of the analysis. A shows the reduction in size of the haplotypes files and B the
reduction in the size of legend files.
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4.2.1.1. Obtaining genomic and TSS information
In the R package from chapter 3, there is a function that enables the user to download gene
annotations from Ensembl (Flicek, et al. 2014). The function enables the species to be specified
and the release version. The dataset used in this project corresponds to release version 75 and
we use human data, so the species argument is set to “hsapiens” to reflect this.

4.2.1.2. Output from the first function, Gen.input
After pre-processing the inputs, 22 .RData files – one for each autosome – are outputted. When
splitting up the later analysis into different tasks, it would be a waste of time to have to preprocess the inputs for all these tasks each time. This was discussed in chapter 3.

4.2.2. Running the analyses
For the analysis, there were a number of considerations. This section will discuss the setting of
the parameters in the ‘Run.Model’ function in order to carry out the goals of this chapter.

4.2.2.1. Introducing permutations
As described in the previous chapter by default the R package generates nominal p-values first
using a GLM that assumes a Poisson distribution, but if the data shows evidence of being
overdispersed a quasi-Poisson GLM is fit. However, it is also possible to derive p-values using
permutations. As explained in the previous chapter the permutation p-values correspond to how
many permutations show as big or bigger a test statistic as the real unpermuted data. Each
permutation produces a test statistic. The set of test statistics across all permutations is
compared to the real statistics to determine if the test statistics are unusually large. If randomly
shuffling the alleles against the expression counts generally doesn’t produce test statistics as
big as in the real unpermuted data then we can infer the allele is significantly associated with
the extent of expression at the expressed site in question (see figure 3.2)
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In an attempt to account for any inflation of the test statistics p-values were calculated with the
number of permutations set at 100,000. More permutations than this had an unreasonably long
run time. This means a minimum p-value of 1x10-5 was possible.

4.2.2.2 Splitting the analysis up into separate jobs
The analysis was split up into 100 separate tasks in order for different parts of the analysis to
be run simultaneously before being combined at the end. As can be seen in the previous chapter,
this greatly increases the time efficiency of the analysis. The hardware used (The University
cluster - Eddie Mark 3) rarely enables a user to utilise any more than 100 cores at any one time.

4.2.2.3. Specifying the minimum number of individuals who harbour an
ASE site
To save the time that would be wasted on ASE sites that simply do not have enough statistical
power to yield significant results, the minimum number of individuals possessing an ASE site
is set to 10. As can be seen in the previous section (figure 3.3), it is actually possible to have
enough power even if the number of individuals is lower than 10, but the minor allele frequency
(MAF) has to be at least about 15% in order to even reach a p-value as low as 5x10-5. In the
majority of cases, the MAF is below 15% so this is seen as a good compromise.

4.2.2.4. Studying chromosomal allelic effects (CAEs)
InterCAEs may be accounted for by fitting the inter-chromosomal allele (interCA) in the
model. We can also test to see if there is a significant association between nearby inter and
intra-chromosomal alleles and the level of expression at the expressed site of interest
(interaction effects). If interCAE exist, then we should expect to find more intraCAE when we
do not fit the interCA. This is because without fitting the interCA there will be some hapeQTLs that will be defined as intraCAEs when in fact the eQTL is located on the other
haplotype. Therefore, multiple analyses are run to compare the difference in the results where
the interCA is taken into account and where it is not.
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4.2.2.5. Studying cis-eVariant interactions
A cis-eVariant interaction is where a gene’s expression is correlated to the particular
combination of the genotype carried at a variant in cis (figure 4.1). The model fitted in this
analysis is capable of incorporating both the intraCA and its corresponding interCA. This
means it is possible to investigate where the expression levels are associated not merely with
either of the nearby alleles individually, but also, in combination. There may be times where
CAEs are caused by the nearby intraCA or the interCA, both intraCA and interCA, or even
neither. In all three circumstances, there may be instances where the two alleles combine to
bring about a statistically significant effect on the level of expression and vice versa.

4.2.2.6. Setting a window for cis-regulatory variants
A TSS window of 500 kb was chosen for two reasons:
1. As discussed in the previous chapter, the majority of eQTLs are found close to the TSS
of the expressed site in question. The majority appear to have been found within 500
kb.
2. The timing difference between running 500 kb and 1mb demonstrated in the previous
chapter was large (500 kb is 2.5 times faster).

Taken together, given the large increase in computational time that is required for the analysis
if a TSS window of 1mb is chosen, and the relatively fewer eQTLs that are found between 500
kb and 1 Mb, 500 kb was chosen as an efficient compromise.

4.2.2.7. Reducing randomness between analyses
When running the R code, the seed was set to 10 to make sure that the analyses are kept as
consistent as possible.
Consequently, all of the analyses had certain parameters in common:
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•

Splitting into multiple, simultaneous jobs – all analyses were split up into 100
simultaneous tasks to optimise time efficiency.

•

The minimum number of individuals was set to 10 for each analysis.

•

The TSS window was set to 500 kb for all analyses.

•

The seed was set to 10 for all analyses.

The goal in these different analyses is not simply to look at intraCAE, interCAE and ciseVariant interactions but also to see if the number of intraCAE change when not taking into
account the interCA and to question whether or not running permutations improves the
robustness of the analysis by correcting for putative saturation of the nominal p-values. By
ensuring that all other variables are kept constant (as described above), it is best ensured that
discrepancies between the results in the analyses are due to contributions explained by taking
into account the interCA and running permutations.
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4.3. Results
4.3.1 Surveying CAEs and cis-eVariant interactions across the
genome
As discussed, the aim of this chapter was to use the R package presented in the previous chapter
to detect within and between haplotype effects of alleles on the expression of genes in cis in
the 1000 genomes cohort. Having formatted the 1000 genomes data, we had 56,963 ASE sites
that were heterozygous in at least ten people. On average each of these had 2,704.47 variants
within 500 kb of the gene’s TSS (or of the variant itself if it fell outside of a known coding
region), resulting in a total number of 154,054,729 tests of the effect of intraCAs on the
expression of nearby genes, with an average of just over 7 million tests per chromosome.
As well as testing for the effect of intraCAs on nearby genes, i.e. the impact of alleles on the
same chromosome copy, I also repeated the same analysis while also fitting the allele observed
on the other chromosome copy at the same variant (Figure 4.1) This second analysis therefore
not only provided an indication of interCAEs in the genome, but also if the effect of interCAs
changed after accounting for the allele on the other chromosome copy. This provides two more
tests, one for the main effect of the allele on the other chromosome copy and also a test for an
interaction effect between the two alleles of the cis variant. When accounting for the effect of
the interCA, the total number of intraCAEs observed at a nominal p-value threshold of
significance of 0.05 was 19,816,359 (12.86%) whereas for interCAEs it was 18,367,582
(11.92%) which represents a relative decrease of 7.86%. By contrast, when the p-value
threshold was set at 5x10-5, the number of intraCAEs was 1,384,514 (0.90%) and the number of
interCAEs was 1,134,689 (0.74%), which represents a relative decrease of 18.0%. Note I had
used a fixed threshold of 5x10-5 here, and not an adjusted p-values, to enable the direct
comparison of results here and below at this threshold. This threshold broadly corresponds to
that used in other studies of cis-regulatory variants (Moradi, et al. 2020). Interestingly, the
number of cis-eVariant interactions, i.e. where the effect of the intraCA appears to depend on
the allele present on the other haplotype (interCA), and vice versa was 18,063,067 (11.73%)
for a p-value threshold of 0.05 and 1,107,658 (0.72%) when the threshold was 5x10-5, which is
only 2.38% less than the percentage of interCAEs. Figures 4.3 and 4.4 shows the number of
CAEs and interactions ruled significant at the two different p-value thresholds. The greater
discrepancy between the intraCAE and interCAE numbers that is seen when the p-value
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threshold is 5x10-5 is likely explained by the fact that the intraCAs are found on the same
haplotype as the site of expression, whereas the interCAs are by definition on the other
haplotype; intraCAs are more likely to have a direct impact on expression as they are on the
same chromosome that contains the expressed site’s promoter. The suggestion is thus that
whilst intraCAs are only slightly more likely than interCAs to have an impact on the level of
expression, they are disproportionately more likely to have an impact that is of greater effect
size.

Figure 4.3 Haplotype-resolved investigation of cis-regulatory variation (p-value = 0.05)
This shows the number of intraCAEs, interCAEs and cis-eVariant interactions using a p-value
threshold of significance set at 0.05. There is very little difference between the number of interCAEs
and cis-eVariant interactions.

Figure 4.3 Haplotype-resolved investigation of cis-regulatory variation (p-value = 0.05)
This shows the number of intraCAEs, interCAEs and cis-eVariant interactions using a p-value
threshold of significance set at 0.05. There is very little difference between the number of interCAEs
and cis-eVariant interactions.
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Figure 4.4 Haplotype-resolved investigation of cis-regulatory variation (p-value = 5x10-5)
shows the number of intraCAEs, interCAEs and cis-eVariant interactions using a p-value threshold
of significance set at 5x10-5. As with the less harsh threshold of 0.05, there is little difference in the
number of interCAEs and cis-eVariant interactions, with the latter again being a little lower.
However, whilst the number of intraCAEs are markedly higher than the other two categories, at this
harsher p-value threshold the difference is much greater. This may suggest that not only are intraCAs
more likely to affect expression levels, but also, that they do so with a greater effect size. It is also
possible that there are simply more false positives.

4.3.2.
Allelic distance from the TSS affects regulatory variation
Figure 4.4 Haplotype-resolved investigation of cis-regulatory variation (p-value = 5x10-5)
shows the number of intraCAEs, interCAEs and cis-eVariant interactions using a p-value threshold
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Figure 4.5 shows the number of intraCAE and interCAE - separated into windows of 10 kb found within 500 kb of the gene’s TSS with the p-value threshold of significance set again at
0.05 and 5x10-5. The figure shows that, in general, the number of intraCAE and interCAE
decrease with increasing distance from the TSS. However, their numbers appear to be far lower
10 kb either side of the TSS.
It should be noted that some RNA-seq peaks map outside known genes but for all analyses of
how any associations are affected by the distance from the TSS, those ASE SNPs that were not
found in a known gene were removed.
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Figure 4.5 Regulatory variation depends on distance from the TSS
Both A and B show the number of CAEs within 500 kb of the gene of the expressed site’s TSS in
10 kb windows at a p-value threshold of significance of 0.05. A) Shows intraCAEs and B) shows
interCAEs. Both A and B show a very similar trend, where the number of CAEs generally decrease
as distance from the TSS increases, except for a very large dip 20 kb either side of the TSS. The
only notable difference between the two graphs is that the decrease in intraCAEs with increasing
distance is slightly starker than was the case for the interCAEs. Both C and D use a p-value
threshold of 5x10-5. As in figures A and B, nearest the TSS (within 10 kb), there is a dip in the
number of CAEs, but this time it is far less severe. Between 170 and 190 kb upstream of the TSS,
there is a local peak of intraCAEs, although
why this is the case is not known. Again, the decrease
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in interCAEs with increasing distance is less sharp than for intraCAEs. However, there is no
anomalous peak of interCAEs from 170 and 190 kb upstream of the TSS.

One possible explanation for the lower number of intraCAEs and interCAEs within 10-20 kb
of the TSS could be that there are simply fewer variants very near the TSS itself, as discussed
in chapter 4.1.
It is possible to establish if this is the case in this dataset by finding out how many variants
were tested according to their distance from the TSS and simply correcting for this for each
window of distance (10 kb). Figure 4.6 shows that the number of number of variants begins to
decrease as the distance from the TSS also decreases from 50 kb to 0 kb, either side of the TSS.
This corroborates the findings of Neininger, et al. (2019) where they observed that local SNP
density around the TSS is lower directly at the TSS. These findings accord with the common
assumption that conservation reflects functional relevance (Neininger, et al. 2019). The logic
is that conserved sequences are those sequences that persist in the genome despite the various
processes that can cause mutations. Conserved sequences have slower rates of mutation than
the background mutation rate (Kimura & Ohta, 1974). This is most probably because SNPs in
the promoter regions and 5’ UTR likely have more direct effects on gene transcription and
protein translation.
Moreover, upstream of the TSS (the left-hand side of the diagram), there appear to be more
variants tested in the analysis. This corroborates the findings of a study which found that there
is a general increase in the number of mutations upstream of the TSS, likely because the protein
encoded by the gene is located downstream of the TSS and mutations are that much more likely
to be deleterious to the organism in which it lies (Telenti, et al. 2016).

143

Figure 4.6 Baseline number of alleles in cis
This figure shows the number of alleles tested during the analysis, separated into 10 kb windows.
There are far fewer variants closer (30 kb and less) to the TSS. This is likely because mutations in
this region are more likely to be deleterious which leads to such variants being more highly
conserved throughout the evolutionary generations than those that have less important function, if
any function at all. Also, there are more mutations upstream of the TSS (left hand side) likely for
the same reason.
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Figure 4.7 shows the proportion of intraCAE and interCAE within 500 kb of the TSS per the
number of variants tested within each 10 kb window with a p-value threshold of significance
set at either 0.05 or 5x10-5. All four diagrams have the same trend in that the number of CAEs
decrease with increasing distance from the TSS. However, the distribution of CAEs is
disproportionately higher closer to the TSS for the intraCAs than the interCA. As can be seen
in the diagram, whilst there is a large discrepancy in the proportion of CAEs near the TSS, as
the distance from the TSS increased, this discrepancy decreases until the proportions of
interCAE nearly rival those for intraCAE. However, with a p-value threshold set at 5x10-5, the
differences between the distributions of intraCAEs and interCAEs is accentuated, with an even
greater discrepancy between the two in terms of the sharpness of the peak of CAEs closest to
the TSS and with there now being a stark difference in the number of intraCAEs and interCAEs
more distally from the TSS. Exactly why this difference in the distribution of intraCAEs and
interCAEs 500 kb either side of the TSS occurs is not known but may indicate that inter-allelic
effects are less specifically enriched directly at the promoter.
When carrying out any statistical analyses on real data, false positives (and negatives) are
always a concern. By specifying a more conservative p-value threshold of significance (such
as 5x10-5) it is hoped that many of the false positives will be removed, potentially explaining the
increased enrichment of regulatory alleles near to the TSS at the more stringent p-value
threshold.
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Figure 4.7 Regulatory variation depends on distance from the TSS (2)
A and B show the proportions of intraCAE and interCAEs, respectively, within 500 kb of the gene of
the expressed site’s TSS in 10 kb windows at a p-value threshold of significance of 0.05. As with the
raw numbers in figure 4.4, there is a general decrease in the number of intraCAE with increasing
distance from the TSS, but there is a peak at the TSS, whereas without correcting for the background
number of alleles, this same position was a trough. Graphs C and D use the harsher p-value threshold
of 5x10-5. C shows that intraCAEs follow a similar trend to A, but with a much sharper decline with
increasing distance from the TSS. There is also an anomalous peak at 170-190 kb upstream of the TSS.
D shows that the trend for interCAEs is similar to intraCAEs, but with a less sharp decline with
increasing distance and no anomalous peak upstream.
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After FDR-correction (BH method), as figure 4.8 shows, a similar pattern to that of figure 4.7
is seen, although there is an increase of proportions for both intraCAEs and interCAEs (slightly
over 0.05 and 0.03, respectively, against a little over 0.03 and 0.015, respectively).

Figure 4.8. FDR correction reveals the same pattern as found without

The pattern here is effectively the same as seen without FDR correction (compare to figure
4.7c and 4.7d), except that the peaks of proportion here are a little more pronounced.

In both Figures 4.5D and 4.7D I had observed a second peak upstream of the TSS. To
Table 1. 1 Study cohortFigure 4.16 The number of potential causative cis-regulatory variants
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Figure 4.9. The relative contribution of each chromosome to cis-regulatory variation
This figure shows the relative contribution of intraCAEs by each chromosome against their distance
from the TSS. There do not appear to be any anomalies with respect to the proportion of intraCAEs
found for each chromosome, within a 10 kb window size at a p-value threshold of 5x10-5.
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To estimate the background rate of CAEs, I extended the TSS window to 2Mb, as variants this
far from the TSS would not be associated with expression levels at the ASE site. Shown in
figure 4.10, it appears that beyond about 120kb from the TSS, the proportion of intraCAEs and
interCAEs does not change. I have inserted a horizontal, dashed line which reflects the average
proportion across that window for each of the intraCAEs and interCAEs. It should be noted
that one would always expect there to be at least some number of false positives, because the
p-value threshold of significance is 5x10-5.

Figure 4.10. Using a larger TSS window reveals the background false-positives of CAEs

Beyond about 120kb from the TSS, the proportion of intraCAEs and interCAEs does not
change, on average. It should be noted that one would always expect there to be at least some
number of false positives, because the p-value threshold of significance is 5x10-5.
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Table 1. 2 Study cohortFigure 4.16 The number of potential causative cis-regulatory variants

4.3.3. Allelic distance from the TSS has a weak impact on cisregulatory variation mediated cis-eVariant interactions
Given that the distance from the TSS was shown to have a significant impact on the proportion
of intraCAEs and interCAEs, it would be reasonable to expect the same would be the case for
cis-eVariant interactions – especially as these are caused by a combination of intra and
interCAs. Upon exploring this hypothesis, it was found that at a p-value of 0.05, there is a very
slight peak in the proportion of cis-eVariant interactions closest to the TSS (within 20 kb), but
their levels were largely consistent up to 500 kb, as can be seen in figure 4.11. With the more
stringent p-value of 5x10-5, the usual peak around the TSS as seen with earlier diagrams (see
figure 4.7 for example) is seen. However, the peak is a lot weaker than the peaks seen for the
intraCAEs and interCAEs proportions. Furthermore, whilst there is a decrease in the proportion
of cis-eVariant interactions with increasing distance from the TSS, this levels off at a distance
of approximately 90 kb with the proportions being largely consistent up to 500 kb. These
findings suggest that cis-regulatory variation mediated by cis-eVariant interactions is not so
dependent on the distance from the TSS as was the case for intraCAEs and interCAEs. This
may suggest that interaction effects between the two alleles of a variant are less enriched at
regulatory variants very close to the TSS, though it cannot be excluded that this may reflect a
higher false positive rate in this analysis, with false positives being less likely to be enriched
around the TSS.
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Figure 4.11 The distribution of proportions of cis-eVariant interactions in cis
A shows the proportion of cis-eVariant interactions within 10 kb windows up to 500 kb either side of
the TSS with a p-value threshold of 0.05. There is a slight peak nearest the TSS, but the proportions are
largely consistent with increasing distance from it. This is in contrast to what is seen with the proportion
of intraCAEs and interCAEs, where the proportions more rapidly decrease as distance increases.
B uses a harsher p-value threshold of 5x10-5. This time the peak nearest the TSS (within 10 kb) is much
more pronounced, but once the distance is approximately 90 kb, the decrease in proportions levels out.
From that point, the proportions are largely consistent until 500 kb.

Figure 4.9 The distribution of proportions of cis-eVariant interactions in cis
A shows the proportion of cis-eVariant interactions within 10 kb windows up to 500 kb either side of
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the TSS with a p-value threshold of 0.05. There is a slight peak nearest the TSS, but the proportions are
largely consistent with increasing distance from it. This is in contrast to what is seen with the proportion
of intraCAEs and interCAEs, where the proportions more rapidly decrease as distance increases.

Figure 4.12. A hap-eQTL enables the identification of potential causes of heterosis
(A) The haplotype resolved expression level of the UBR4 gene (y axis) by the allele present at the
rs9793028 cis-variant (x axis. 0 – reference allele, 1 – alternate allele). No difference in the expression of
UBR4 is observed irrespective of what the allele at rs9793028 on the same haplotype is. (B) However, if
the analysis in (A) is further broken down by the allele observed at rs9793028 on the other haplotype, then
haplotypes carrying the 1 (alternate) allele show elevated expression of UBR4 if the other haplotype also
carries the 1 allele. (C, D) are the same as (A) and (B) except for the expression at the DDOST gene and
alleles present at the rs34672531 variant. In this example the heterozygotes show the highest average
expression, a phenomenon that could contribute to processes such as heterosis.

Figure 4.12 illustrates some example sites showing evidence of cis-eVariant interactions linked
to the UBR4 (Figure 4.12A,B) and DDOST (Figure 4.12C,D) genes. In both cases the allele
present at the nearby variant does not show an association with the gene’s expression level
unless we also account for the allele present on the other haplotype. In the case of DDOST its
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expression level is higher when the nearby rs34672531 variant is heterozygous, potentially
consistent with overdominance.

4.3.4. Considering the interCA affects mapping of cis-regulatory
variation
As was described in the previous sections, it was hypothesised that by accounting for the effect
of the interCA on the level of expression at the expressed site, that the number of intraCAE
would be lower. This is because if the interCA is significantly associated with the level of
expression if it is not accounted for in the model, then then part of the variation it explains may
be attributed to the intraCA. This was found to potentially be the case, as can be seen in figure
4.13. When the p-value threshold of significance was set at just 0.05, the difference was small,
with the intraCAE numbers being higher than when the interCA was not included in the model
(13.7% Vs 12.9%), but when set to 0.5x10-5 there were almost three times as many intraCAE
when the interCA was not accounted for than when it was (2.5% Vs 0.9%). This is potentially
because there are many interCAEs and cis-eVariant interactions that are impacting the level of
expression, but because the interCA is not included in the model for one of the analyses, the
impact of the intraCA is being ruled as the exclusive cause. This provides a case for including
the status of the nearby interCA, not just intraCA, in any model that proposes to study cisregulatory variation in a hap-eQTL, although it should be noted that it is also possible that the
true intraCAE is being erroneously attributed to the interCA, which may be a contributory
factor to the drop in intaCAE numbers.
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.
Figure 4.13 Including the interCA in a hap-eQTL affects the measurement of intraCAEs
Shows how the percentage of intraCAs that have been determined to exhibit significant effects
on the level of expression at the expressed site at two different p-value thresholds of significance,
when taking or not taking into account the interCA. When the p-value threshold is 0.05, the
percentage of tests that yield intraCAEs decreases slightly when the interCA is accounted for in
the model, from 13.7% to 12.9% (relative delta of 5.8%). When the p-value threshold is 5x10-5,
the percentage decreases greatly when the interCA is accounted for, from 2.5% to 0.9% (relative
delta of 64%).

Figure 4.11 Including the interCA in a hap-eQTL affects the measurement of intraCAEs
Shows how the percentage of intraCAs that have been determined to exhibit significant effects
on the level of expression at the expressed site at two different p-value thresholds of significance,
when taking or not taking into account the interCA. When the p-value threshold is 0.05, the
percentage of tests that yield intraCAEs decreases slightly when the interCA is accounted for in
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the model, from 13.7% to 12.9% (relative delta of 5.8%). When the p-value threshold is 5x10-5,
the percentage decreases greatly when the interCA is accounted for, from 2.5% to 0.9% (relative
delta of 64%).

4.3.5 Intra and inter chromosomal alleles combine to regulate
expression levels
Figure 4.14 shows the overlap between intraCA, interCA and cis-eVariant interactions that
were defined as significant (p-value < 5x10-5). Sometimes an intraCA will be associated with
the expression level at the expressed site and sometimes the interCA will not, and vice versa.
In some instances, however, both the intraCA and interCA may be assessed as having a joint
impact, but there may be no interaction effects with the level of expression. In other instances,
the expression level may be significantly associated with the intraCA and interCA, with the
two alleles combining to induce a cis-eVariant interaction. Lastly, it may be that both the
intraCA and interCA combine such that they bring about a cis-eVariant interaction, but are not
capable by themselves of incurring any significant impact on the level of expression. The
results show that at a given position, where there is an intraCAE and interCAE, there is a higher
chance of them combining to form a cis-eVariant interaction than not (61.48% vs 38.52%,
respectively). They also show that where there is an intraCAE there is only a 22.82% chance
of finding an interCAE at that same position. Interestingly, the likelihood of finding a ciseVariant interaction was lower where there was an intraCAE and no interCAE (6.31%) than
when there was an interCAE and no intraCAE (7.18%). Most intraCAE (52.17%), interCAE
(42.16%) and cis-eVariant interactions (52.85%) did not overlap with each other.
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Figure 4.14 The overlap between intraCAEs, interCAEs and cis-eVariant interactions.
Most intraCAE, interCAE and cis-eVariant interactions did not overlap with each other. The greatest
overlap was found where intraCAE, interCAE and cis-eVariant interactions were all found in conjunction.

4.3.6. The effects of permutation testing
As discussed in chapter 3 I had concerns that nominal p-values may be susceptible to inflation
due to erroneous model assumptions. To test this, I plotted QQ plots of the nominal p-values
obtained from the unpermuted tests described above. As can be seen in Figures 4.15 there was
indeed potential evidence of inflation in the test statistics. The diagonal red line denotes where
the observed p-value matches the expected p-value. If there is no significant association
between the level of expression at the expressed site and the intraCAs, then all of the data
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the p-values should fall roughly on the red line, with a tail curving away from the red line at
the end, towards the observed p-value being lower than the expected p-value.
The result here shows that the majority of the p-values do not even fall on the observed =
expected line, and so there is an oversaturation of low p-values. In this instance, the assumption
that the distribution in the model can be approximated by a Poisson or quasi-Poisson
distribution is likely incorrect. At this point, running permutations becomes a likely candidate
to improve upon the robustness of the results. As described earlier permutation testing creates
a distribution that is bespoke for the data being tested.
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Figure 4.15 There appears to be an oversaturation of nominally significant p-values
This figure shows a Q-Q plot of the nominal p-values for the intraCAEs when the interCA was accounted
for. The red line represents where the observed p-value is equal to the expected p-value, given the
distribution assumed in the model. Any points that lie on the line support the null hypothesis; namely, that
there is no significant association between the level of expression at the expressed site and the status of the
nearby CA. The vast majority of the nominal p-values greatly deviate from the line, suggesting that nearly
every test yielded a significant association. Q-Q plots that present in this manner are usually as a result of
an inappropriate assumption of the distribution of the data.

I therefore reran the analyses but this time generating the p-values using the permutation
approach implemented in the package and described in chapter 3. In total, there were 30,998
intraCAEs at a p-value threshold of significance set at 5x10-5. Figure 4.16 shows the proportion
Figure 4.13 There appears to be an oversaturation of nominal p-values

of intraCAE within 500 kb of the TSS at a permutation P < 5e-05. Compared to the equivalent
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figure that depicted the nominal p-values at the same threshold (figure 4.7C), the intraCAE
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nearby CA. The vast majority of the nominal p-values greatly deviate from the line, suggesting that nearly
every test yielded a significant association. Q-Q plots that present in this manner are usually as a result of
an inappropriate assumption of the distribution of the data.

Furthermore, there is now no longer an anomalous peak occurring from 170 kb to 190kb,
suggesting either that this previous local peak represented either intraCAE of smaller effect
size or an abnormally high number of false positives at that distance.

Figure 4.16 The effect of permutation testing on the reporting of cis-regulatory variation
Shows the proportion of intraCAEs at a permutation p-value threshold of significance of 5x10-5. The trend
is broadly the same as those found in figure 4.7C. The decline in proportions from the TSS outwards is
though even more stark in this distribution and there is no longer an anomalous peak between 170 and
190 kb before the TSS.

Figure 4.14 The effect of permutation testing on the reporting of cis-regulatory variation
Shows the proportion of intraCAEs at a permutation p-value threshold of significance of 5x10-5. The trend
is broadly the same as those found in figure 4.7C. The decline in proportions from the TSS outwards is
159is no longer an anomalous peak between 170 and
though even more stark in this distribution and there
190 kb before the TSS.

To investigate the potential impact of the permutations I plotted the nominal p-values against
those derived from the permutations. Figure 4.17 below shows a comparison between p-values
for the same tested intraCA. Note that by running 100,000 permutations the lowest possible pvalue that can be attained is 1x10-5, leading to a fixed minimum at this level. However, it can be
seen that the vast majority of results with a nominal p-value below this threshold had much
higher p-values in the permutation analysis. Along with figure 4.16, it appears that running
permutation tests greatly reduces the inflation of highly significant p-values. Noticeably though
a large number of alleles were highly significant using both approaches.

Nominal p-values -log10 (p)

Nominal Vs permuted p-values -log10 (p)

Figure 4.14 Permutation testing appears to reduce
oversaturation of significant p-values
Shows a plot of the nominal p-values versus permuted pvalues. With a p-value threshold of significance set at 5x105

it is clear that far more nominal p-values are ruled

significant than are permuted p-values. There are also many
instances in which the permuted p-value does not go below
one decimal place and yet the nominal p-value is an order
of magnitude smaller. This visualisation provides an
alternative way to portray the inflation problem seen in the
Q-Q plot depicted in figure 4. As hypothesised earlier, it
appears that running permutation tests reduces this inflation
of significant p-values giving strong support to the idea that
assuming a Poisson or quasi-Poisson distribution (if the
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Figure 4.14 Permutation testing appears to
4. As hypothesised earlier, it appears that running permutation tests reduces this inflation of
reduce oversaturation of significant p-values
160
significant p-values giving strong support
to the idea that assuming a Poisson or quasi-Poisson
Shows a plot of the nominal p-values versus
distribution (if the count data is overdispersed) is a far less appropriate way to implement a happermuted p-values. With a p-value threshold of
eQTL than constructing bespoke distributions by running
permutations.
significance set at 5x10-5 it is clear that far more

4.3.7. Comparing the hap-eQTL results to a traditional eQTL
As discussed in chapter 4.1, it is hoped that a hap-eQTL analysis will uncover cis-regulatory
variants that are not found in more traditional eQTLs, that sum the level of expression over
both haplotypes, rather than considering them separately. After running permutations, with the
effect of the interCA included in the analysis and with a p-value threshold of significance set
at 5x10-5, 30,998 intraCAEs were identified across all 22 chromosomes across the cohort. These
results were compared to those obtained by Lappalainen, et al. (2013). 19,175 cis-regulatory
variants were replicated in their analysis, but this this hap-eQTL analysis identified 11,823 that
they did not. It should be noted that they did not utilise permutation testing. This may provide
evidence to suggest that hap-eQTLs could complement more traditional eQTLs.
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4.3.8 Enrichment analysis of CAEs
Functional mapping and annotation of genes in their biological context was carried out using the online tool, FUMA (Watanabe, et al. 2017), in
order to search for any enrichment of annotations among genes linked to an intraCAE or interCAE. No pathways or biological functions were
specifically enriched, consistent with intraCAEs and interCAEs not being preferentially associated with particular gene groups. Figure 4.18 shows
that there was though an enrichment observed on chr19p13, with 40% of the genes in this region having an intraCAE. I was not able to replicate
this with the interCAEs. To investigate if regulatory variants are simply enriched on chromosome 19, I analysed results from the ‘CaeVEMaN’
software applied to the GTEx data which estimates the probability that a lead eQTL variant is causal (Brown, et al. 2017). As figure 4.19 shows,
it was found that chromosome 19 seems to be generally enriched with predicted functional regulatory variants, not just intraCAEs. The figure
shows that, in general, longer chromosomes contain greater numbers of cis-regulatory variants. Whilst chromosome 19 is one of the smaller
chromosomes (only 59.1 Mb in length – compared to chromosome 1, the largest, which is 249.3 Mb in length), it is the most gene dense with a
coding gene density of, as figure 4.18 shows, 25.1 genes per Mb. By comparison, second most dense is chromosome 17 which has 14.9 genes per
Mb, with the average coding gene density across all of the 22 autosomes being 7.6 genes per Mb. Figure 4.20 shows the number of high confidence
potential causative cis-regulatory variants plotted against the gene densities of the chromosomes. There appears to be a clear positive correlation
between gene density and the number of putative cis-regulatory variants. This may not just be due to there being more variants and therefore more
opportunities for such associations to exist, but also increases LD which will therefore have an even greater effect on the probability of a noncausative variant merely being tagged as causative alongside the truly causative variant.
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Figure 4.18 Enrichment of cis-regulatory variants on chromosome 19
There is an enrichment of predicted functional regulatory variants on chr19p13, which aligns with my
finding that intraCAEs are enriched here.

Figure 4.15 Enrichment of cis-regulatory variants on chromosome 19
There is an enrichment of predicted functional regulatory variants on chr19p13, which aligns with my
finding that intraCAEs are enriched here.
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Figure 4.19 The number of potential causative cis-regulatory variants across the genome
According to the results of fine mapped eQTLs (Brown, et al. 2017), chromosome 19 has the potential to harbour the third
most cis-regulatory variants, when taking into account all potential causative variants (A), but when restricting to only
those variants most likely (> 90% probability) to be causative (B) the chromosome is second despite being one of the
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smaller chromosomes

Figure 4.20. How gene density affects potential cis-regulatory variant
numbers.
There appears to be a clear positive correlation between gene density and the
number of putative cis-regulatory variants. This may be a factor as to why shorter
chromosomes like chromosome 19 have many high confidence potential cisregulatory variants.

Table 1. 4 Study cohortFigure 4.16 The number of potential causative cisregulatory variants across the genome
According to the results of fine mapped eQTLs (Brown, et al. 2017), chromosome
19 has the potential to harbour the third most cis-regulatory variants, when taking
into account all potential causative variants (A), but when restricting to only those
variants most likely (> 90% probability) to be causative (B) the chromosome is
second despite being one of the smaller chromosomes

165

4.4. Discussion
4.4.1. Conclusions
The results of this study show the potential advantages of breaking an eQTL study on the basis
of the individual haplotypes. This study showed that defining an eQTL across both haplotypes
potentially misses crucial information: significant associations between the level of expression
and the status of the nearby intraCA can be distinguished from those of the nearby interCA.
Furthermore, it is possible to see where both the intraCA and interCA combine to induce a ciseVariant interaction effect on the expression level. Moreover, a hap-eQTL that looks only at
the intraCAs, without accounting for the effects of the interCAs may potentially overestimate
the number of intraCAEs when the reality is that many of these intraCAEs are actually being
brought about by interCAEs and cis-eVariant interactions.
The results showed that there were more intraCAEs than interCAEs and more interCAEs than
cis-eVariant interactions. The discrepancy between the number of intraCAEs and interCAEs
was made far greater when the p-value threshold was decreased from 0.05 to 5x10-5.
Furthermore, the extent of cis-regulatory variation mediated by intraCAEs and interCAEs was
greatest nearest the TSS and decreased with increasing distance from the TSS. The peak near
the TSS and the decrease further away was more stark for the interCAEs. By contrast, at a pvalue threshold of 0.05, the cis-eVariant interactions only had a very slight peak near the TSS
and beyond that increasing distance from the TSS had no significant impact on their
proportions. The harsher p-value threshold increased the height of the peak nearest the TSS,
with the proportions gradually decreasing up to about 90 kb away but increasing distance
beyond this point had no impact on their proportions.
One of the goals of this chapter was to test if interCAs have any impact on the level of
expression at the expressed site. Not only was this shown to potentially be the case, but for
CAEs of lesser effect size, their numbers were almost as high as the number of intraCAEs (only
7.6% lower). For CAEs of greater effect size (below a p-value of 5x10-5) the discrepancy was
far greater (more than 21% lower). This provides strong evidence that intraCAEs are not only
more common than interCAEs, but also more likely have a greater impact on expression levels.
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In figure 4.10, I showed that the proportions of CAEs did not appear to vary once the distance
from the TSS reached approximately 120kb away. Not only did this suggest that the
overwhelming majority of CAEs occur within 120kb of the TSS, but also that if I were to tackle
this project again, or attempt to extend it in some way, it would be pertinent to restrict to a
distance close to 120kb in order to maximise computational efficiency.
An enrichment of intraCAEs (as defined by the permutation testing at p < 5x10-5) was found on
chr19p13. Analysis of data from Brown, et al. (2017) showed that chromosome 19 may harbour
the second greatest number of high-probability (> 90%) regulatory variants in the whole
genome.
Potentially, interCAEs are caused by a feedback loop wherein the amount of protein produced
by the alleles of both chromosomes leads to some form of self-regulation. In this case, if there
is a lot of protein being produced on one chromosome copy, it could perhaps bind somewhere
on the other chromosome and therefore at such distances more distal effects have a greater
impact on the probability of being presented with a CAE rather than any promoter-mediated
effects.
The model used in the analysis assumed that the count data could be accurately described by a
Poisson distribution, unless it was overdispersed, in which case a quasiPoisson distribution was
assumed instead. In this chapter it was shown that running permutations reduces the inflation
of significant p-values and also showed that the number of CAEs more rapidly decreased with
increasing distance from the TSS, suggesting that distal effects are much less common than
those closer to the promoter region, where transcription is initiated. This supports the idea
expressed in the introduction and methods sections of this chapter, when it was discussed that
by not making appropriate assumptions about the distribution of the data, an oversaturation of
significant p-values would likely be seen.

4.4.2. Further study
One very computationally burdensome way to take the analysis even further would be to run
even more permutations. Running 100,000 permutations only enables the p-value to be as low
as 1x10-5. The vast majority of tests did not reach this limit, but there may be some CAEs or ciseVariant interactions that could exceed this and yield an even lower p-value and only running
100,000 permutations is masking their potentially increased effect sizes. Running even more
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permutations will ameliorate this issue but as shown in figure 3.11 will greatly increase the
time taken. However, improvements in both the software and hardware may compensate for
this.
Haplotype information is not necessarily correct, as they are obtained computationally via
phasing methods (Bkhetan, et al. 2020). Hence, one limitation of any hap-eQTL is that phasing
errors will decrease the reliability of the results. Bkhetan, et al. (2020) attempted to evaluate
the impact of switch error (SE) rates on downstream eQTLs. When an inferred haplotype phase
is compared to the true haplotype phase it is possible to count how many switches are required
to obtain the true haplotype phase (Browning, et al. 2011). The rate is the number of switches
divided by the number of opportunities for switch error, which is the number of heterozygote
markers in the individual’s genotype minus 1; 1 is the first heterozygote marker that can be
assigned an arbitrary phase (Browning, et al. 2011). SE is used as the standard metric of
phasing evaluation (Bkhetan, et al. 2020; Browning, et al. 2011); essentially, the higher the SE,
the less reliable the haplotype information. Bkhetan, et al. (2020), found that when the SE
increased from 0% to 2.5%, the percentage of incorrectly phased haplotypes blocks within the
dataset increased up to 3.2%. Concomitantly, the observed number of reported significant
associations reduced by 1,495 associations per every 0.5% increase in SE up to 2.5%. They
showed that increasing SE increases the percentage of false positives up to 5.9% when SE was
2.5%.
Given the above, it is clearly very important that phasing accuracy be optimised in order to
achieve robust results. The phasing of the genomic data used in this project was done using
SHAPEIT2 (Delaneau, et al. 2013), but the newer, SHAPEIT4 (Delaneau, et al. 2019) has been
shown to be faster and have a lower error rate, so genomic data phased using the updated
technique should improve the reliability of the results. Even better, using pedigree or trio data,
where the offspring’s haplotype can be more accurately inferred, would further reduce the
potential for switch errors. Indeed, ideally, the cohort would contain as many mother-fatheroffspring trios as possible. Using these data, it would be possible to correct phasing errors that
were inconsistent with the known pedigree. Additionally, long read sequencing of the samples
could be used to further improve phasing accuracy as the reads will often span multiple variants
(Cheng, et al. 2021).
In this project, uncorrected p-value thresholds of 0.05 and 5x10-5 were used to enable the direct
comparison of results between tests at fixed thresholds. The latter threshold previously shown
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to broadly equate to a false discovery rate of 5% in other cis-eQTL studies. Due to linkage
disequilibrium in the genome the tests performed were not independent making multiple test
corrections such as the Bonferroni correction particularly harsh. Likewise, the potential
inflation in the test statistics may make an FDR correction too lenient. In this analysis I was
mainly focused on comparing the results at fixed thresholds. However, to make definitive
conclusions about specific sites a more robust statistical correction is likely required.
There are some expansions on this study that could be made to answer some interesting
questions. It would be interesting, for example, to have done a survey of how many expressed
sites had overdispersed count data. In lieu of this, one possible option for future study would
be to see if assuming a quasi-Poisson distribution really did improve the robustness of the
analysis instead of assuming a Poisson distribution, when the count data is overdispersed.
Moreover, the inflation shown in figures 4.15 and 4.17 of observed significant nominal pvalues was visualised whilst including the results for all of the p-values, whether they were
generated whilst assuming a Poisson or quasi-Poisson distribution. However, it might have
been interesting to have distinguished between the p-values obtained from either assumption,
as it is possible that inflation is more overtly seen whilst assuming one distribution over the
other. It must also not be ruled out that one of these distributions may have little to no inflation.
In the model, the sex and population of the individuals were controlled for, so that the
association between the level of expression and the status of the nearby allele alone could be
tested. However, it might have been interesting to see if certain associations could be made
between the expression levels and the sex and population of the individuals.
In the introduction (4.1), the enrichment of eQTLs around the TSS was discussed, but it is also
true that there is a lesser enrichment immediately upstream of the transcription end site (TES)
(Veyrieras, et al. 2012). Furthermore, Veyrieras, et al. (2012) found that not only do most
eQTLs lie close to the target genes and that transcribed regions are usually enriched for eQTLs,
but also that they are found in greater numbers in exons rather than introns. It would be
interesting to interrogate the dataset used in this chapter to see if more CAEs were found in
exons. Furthermore, it would be interesting to investigate whether or not there is a particular
enrichment of CAEs and cis-eVariant interactions in some types of genes over others. For
example, a gene family is a set of several similar genes that are formed by duplication of a
single ancestral gene, and are usually of similar biochemical function. Perhaps there is an
enrichment of associations within some families relative to others.
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Human genes have more than four TSSs, on average (DGT, et al. 2014). Differential TSS or
promoter use should likely be assessed to gain a better understanding of eQTL effects (Garieri,
et al. 2017). The approach in this project assumed there was only one TSS per gene, so perhaps
the accuracy of the results could be improved by accounting for these different TSSs.
Some options for further study are more obvious. LD is a biological phenomenon that has been
discussed already in this thesis. Finding a way to account for LD in a hap-eQTL will aid in the
identification of directly causative regulation of variation in expression levels because higher
levels of LD lead to increased numbers of false positives. Moreover, this analysis tests each
nearby allele, one-by-one. New insights may be gleaned by testing multiple alleles in concert,
because it could be that they are interacting with each other to modify the level of expression;
testing one-by-one will miss this. Also, this project looked at the single variant level. Of
potential note, whilst there may be ASE at one heterozygous position, perhaps the imbalance
in expression across both haplotypes is cancelled out when combining the ASE levels across
all bases within the gene, enabling a gene-level analysis.
In chapter 3.3.4.2, the effects of changing the TSS window from 500 kb to 1 Mb on timing and
the results returned, were investigated. Whilst the analysis took 2.5 times longer, it did produce
1.88 times as many significant nominal p-values. This shows that, time permitting, it may be
useful to interrogate variants 1 Mb either side of the TSS rather than using the shorter cut-off
range of 500 kb. Crucially, however, only the number of intraCAEs were evaluated without
running permutations. The results in this chapter have showed that the relative difference in
intraCAE and interCAE numbers increases greatly when running permutation tests and also
that the decrease in numbers of CAEs with increasing distance from the TSS occurs more
rapidly when using permuted p-values rather than merely using nominal p-values. It would be
interesting to see if the same relationships are seen beyond 500 kb, whether they be to a greater
or lesser extent.
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Chapter 5. Final remarks
5.1. Conclusions
This chapter serves to offer a brief recapitulation and discussion of the main findings of the
project, including further discussion on potential future work.
The main goal of the project was to investigate the potential of using haplotype resolved gene
expression levels and phased genomic data to better understand cis-regulation. In doing so, it
was first required that ASE was surveyed across the dataset in order to obtain a set of sites of
expression where the hypothesis of Buil, et al. (2014) could be tested; namely, that because the
cellular environment for both gene copies is effectively constant, any different in expression
across the two – ASE – is primarily due to cis-regulatory variation (with trans effects being
secondary). With these sites, it is then possible to test whether or not nearby intraCAs and
interCAs might be associated with the level of expression at the expressed sites. Furthermore,
it would also be possible to test for cis-eVariant interactions by combining potential effects of
both allele copies on the level of expression. Given this, the goal of the first results chapter
(chapter 2) was to evaluate ASE across the project cohort and investigate whether there was
likely sufficient data to look at gene expression imbalances across individuals. I showed that
the distribution of allele frequencies is a major constraint, limiting the number of coding sites
that are heterozygote across a reasonable number of individuals. However, there were over
750,893 coding SNPs that were heterozygous in at least 10 individuals, and therefore
potentially accessible to the kind of study proposed. An advantage of haplotype-resolved
analyses is this corresponds to twice as many haplotypes, effectively increasing the dataset size
over genotype-level analyses in the same number of individuals. I also demonstrated a novel
metric that could be used to pre-filter variants according to those that show ASE across
individuals, reducing the burden of downstream analyses. During my analyse, a robust ASE
dataset that corresponded to the same cohort used in this project was made available online,
thanks to a study carried out by Chen, et al. (2016). This other study had more rigorously
controlled for mapping biases than the more traditional analysis I had performed and thus was
used instead in downstream analyses.
A common problem in bioinformatics when new analysis approaches are developed is that they
can be hard to reimplement by others. The goal of chapter 3 was consequently not only to
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construct an analysis approach that could carry out a hap-eQTL but to importantly implement
this as a flexible R package that others could apply to their own data. The model itself has some
flexibility because it assumed different distributions of the count data, depending on whether
or not is deemed to be overdispersed, and can run permutation tests if the user wishes. A
number of steps were made to optimise the code, such as implementing a filter that removed
nearby alleles if the lowest theoretical p-value could not possibly be below the minimum pvalue threshold set by the user. It was shown on a test sample (chapter 3.3.4.1) to speed up the
analysis by 28.8%. I implemented a naïve paralellisation approach into the package that split
up the analysis into multiple, simultaneous jobs and reduced the time drastically. Sequentially,
the analysis took over 16 hours for chromosome 21 alone, but when split into 100 jobs, the
longest job took only a little over an hour, which is a time improvement of over an order of
magnitude. Furthermore, splitting the analysis into two different overall functions, one to
format and process the input data and the other to run the hap-eQTL analysis improves the time
efficiency for two reasons: 1) generating the model input on average takes over 12 minutes per
chromosome; 2) generating the model input involves the assignment of a number of
intermediate variables along the way to completion, which uses up memory in R. The computer
cluster used to implement the hap-eQTL affords greater priority to jobs that request less
memory, so by minimising the amount requested for each job, we are able to run more
simultaneous jobs.
During the permutation testing, instead of always running the number of permutations as
defined by the user, if it appears that the tested variant is not going to be significantly associated
with the expression level at the expressed site then the code simply moves onto the next putative
cis-regulatory variant, minimising superfluous permutations, which improves time efficiency.
The implementation of checkpointing in the code ensured that not all is lost if the analysis is
terminated before its completion. Upon recommencement of the analysis, the previous save
state is loaded into R, and the analysis continues from there.
Despite all of the measures taken to optimise the efficiency of the analysis, it is still, for a
dataset that involves millions of tests, an exceedingly long process when one specifies
permutation testing. As was seen in figure 3.11, on the test sample dataset it took 64 times
longer to complete the analysis when specifying 100,000 permutations as opposed to just using
nominal p-values. The results in chapter 4 (see figures 4.15 and 4.17) suggest that assuming a
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Poisson distribution or a quasi-Poisson distribution still leads to potential inflation of observed
significant p-values.
Another possible improvement to the R package is to provide users with exact details on how
modifying the parameters affects computation times. This could be included in the
documentation on GitHub.
A number of findings in chapter 4 provided potential vindication for the construction of the
model in the R package of chapter 3. For example, it was supposed that accounting for the
interCA as well as the intraCA may have a substantial impact on the number and nature of
CAEs that were discovered. Indeed, when accounting for the interCA, fewer intraCAEs were
observed than when not. This suggests that not accounting for the interCA potentially increases
the number of false positives attributed to cis-regulatory variants found on the same haplotype
as that of the expressed site because these false positives are instead explained by effects
incurred by the status of the interCA. Moreover, as expected, it was found that there were more
intraCAEs than interCAEs, and slightly more interCAEs than cis-eVariant interactions when
the p-value threshold of significance was set at 0.05. However, when setting this threshold to
5x10-5, the discrepancy in the percentage of intraCAEs and interCAEs became much greater,
whereas between the percentage of interCAEs and cis-eVariant interactions it remained much
the same. This suggested that cis-regulatory variants on the same chromosome as the expressed
site in question are more likely to impact the level of expression, but that they are also
disproportionately more likely to be of greater effect size.
It was also found that increasing distance from the TSS is related to a decrease in the proportion
of cis-regulatory variants. The effect is starker with intraCAEs than interCAEs. As discussed
in chapter 4, this is likely because the promoter for the expressed site is on the same haplotype.
However, it was surprising to see that for cis-eVariant interactions, however, the effect was
only seen when within around 90kb or so, with further increase in distance from the TSS being
accompanied by no discernible decrease in cis-eVariant interactions. Perhaps cis-eVariant
interactions are not so dependent on the distance from the TSS (their enrichment nearest the
TSS was also lesser in extent than was the case for intraCAEs and interCAEs). This suggested
that the interaction effects between the two gene copies were less enriched nearer the TSS,
relative to their individual levels of enrichment, but that further away from the TSS, their
combinatory effects may play a relatively greater part on the expression level than their
individual effects.
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The effect of permutation testing on the distribution of intraCAEs with increasing distance
from the TSS was to yield a more prominent peak of intraCAE proportions nearest the TSS,
with increasing distance producing a greater reduction than was seen for the nominal p-values.
This is consistent with permutations reducing the number of false positive associations.
Perhaps the most important factor in performing a hap-eQTL is whether or not it is capable of
discovering cis-regulatory variants that are not found by traditional eQTLs that sum the level
of expression over both gene copies. At a p-value threshold of significant set at 5x10-5. The
permutation results obtained in chapter 4 were compared to those obtained by Lappalainen, et
al. (2013) and it was found that the hap-eQTL was able to identify 11,823 cis-regulatory
variants that their traditional eQTL did not, suggesting that hap-eQTL analysis may improve
our ability to find cis-regulatory variants. Unfortunately, permutation tests were only run on
the intraCAs. Ideally, if the interCA and any interaction effects between the intraCA and
interCA were included in the permutation testing, then this number would likely be a lot higher.
It would therefore be an appropriate next step for any further study to include them in the
permutation testing, although the time requirements are formidable.
Finally, I found that there was an enrichment of intraCAEs (permuted p-values < 5x10-5) on
chromosome 19 (chr19p13) and that this tallied with previous findings that there appears to be
a general enrichment of predicted functional regulatory variants

5.2. Further work
Options for further study have been elaborated upon in the discussion sections of the individual
chapters 2-4. Here I discuss what fundamental changes could have been made to the analysis.
Perhaps it would have been interesting to have looked not merely at the nature of cis-regulatory
variants, but also a little more at the sites of expression they were associated with; for example,
perhaps there is an overrepresentation of expressed sites where the level of expression is high.
If this is the case - and because sites exhibiting more reads will provide more statistical power,
all other things being equal, it might be expected to be – then it provides an empirical argument,
not merely a theoretical one, that only considering sites where there is at least a certain number
of reads might be a more efficient manner to carry out such an analysis. Given that we saw in
chapter 2.1.3 that some groups require a minimum number of reads at a given expressed site to
be 2 reads, but others as many as 20, it would perhaps help justify a certain cut-off.
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One limitation of this approach is that it was confined to the Ensembl genome browser release
version 75, but the current release is on version 104 (as of September, 2021). This older release
was used because it is the same release as was used in the GEUVADIS expression data, and
thus by extension, the Chen, et al. (2015) study. Newer releases change gene IDs and therefore
would not match the data used in this project. Gene structures would also change, which means
what were defined as coding variants in my project would not necessarily be defined as such
in the new releases. Of course, the annotation in the newest release would be more accurate,
but then I would lose the advantages of the approach used by Chen, et al. (2015), as was
discussed in chapter 2. Therefore, a possible improvement would be to apply the same rigorous
methodology as Chen, et al. (2015), but with gene expression data that corresponds to the
newest Ensembl gene browser release.
Villaverde (2014) benchmarked the speed of a number of programming languages for statistical
problems evolved in economics. He found that C++ was the fastest. R was found to be 745491 times slower than C++ if the code was not compiled, but 243-282 times slower if it was.
Given that there are traditional eQTL analyses written in C++, such as interaction QTL (iQTL),
which looks at epistatic interactions that regulate gene expression (Lareau, et al. 2016), and
matrix eQTL, which was described in chapter 3.1.3 (Shabalin, 2012), it may be worth
considering implementing a hap-eQTL analysis in C++ instead, due to the severe
computational time required to carry out such an analysis.
The analysis implemented in chapter 4 tested nearby variants one at a time. Epistasis is the
interaction of genetic variants with each other. This is distinct from the cis-eVariant
interactions studied in chapter 4, where the combinatory effects of both intraCA and interCA,
at a given position, were looked at. It is known that sequence variants interact with each other
to modify expression levels. Becker, et al. (2012) implemented an eQTL analysis of cis-trans
epistasis in 210 individuals and found that 15% of the expression of all included transcripts
were regulated by a significant two-locus interaction. It may be interesting to probe for any
epistatic effects using a hap-eQTL analysis.
Despite making attempts to reduce reference mapping bias, Chen, et al. (2016) admitted that
they were simply able to “alleviate” it to an extent. There are, however, other ways to reduce
the mapping bias. This project made use of GRCh37, but the more recent GRCh38 would likely
alleviate the bias further, due to it including more alternative loci.
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Genome graphs represent a new development in sequence alignment that promises to vastly
improve on linear reference genomes (Garrison, et al. 2018; Rakocevic, et al. 2019). Graph
genomes resolve the haplotypes, are capable of aligning a greater number of reads and provide
a more accurate representation of genetic diversity across different groups of population via a
graph-oriented human pan-reference genome (Ameur, 2019; Yang, et al. 2019)
A graph reference genome works by first creating the graph structure. The reference genome
is combined with variants from different variation databases in order to produce alternative
paths in the graph. Every time there is a new genetic variant, it is added to the graph as an edge,
which increases the number of possible sequences that can be generated from the graph
genome. Reads are aligned to the graph, but at any given position the graph has taken into
account more than one variant, which means that ‘reference’ mapping bias should in theory be
much less common, because now the genome to which the reads are being mapped is more
likely to present the allele to which the read corresponds. A graph alignment, as opposed to a
linear alignment can place reads with variants at the correct position on the genome, whereas
the linear alignment will simply align the reads to whichever one allele that is found at that
position in the reference genome. Obviously, this does not eliminate all allelic mapping bias
because in order to do that the graph genome to which the reads are being aligned would have
to include all genetic variation found in all individuals in all populations, but nonetheless this
approach is a step forward over aligning to a linear reference genome. One group (Kim, et al.
2019) designed software called HISAT2 (hierarchical indexing for spliced alignment of
transcripts 2) that is able to align both DNA and RNA sequencing using a genome graph. Their
software was found to be fast, memory-efficient, and most crucially relevant to this project,
capable of haplotype-resolved analysis of genes or genomic regions.
One limitation of this study is that it only assessed cis-regulatory variation on the scale of the
SNP. Of course, genetic variation goes beyond this scale. Structural variation (SV) was usually
defined as a region of DNA that is about 1kb-30Mb in size. (Feuk, et al. 2006; Freeman, et al.
2006), which may include inversions, translocations, insertions and deletions (indels) and even
duplications, may also be used as the ‘units’ of cis-regulatory variation. More recently, the size
has been revised to just being greater than 50bp (Alkan, et al. 2011). SVs have been implicated
in a number of diseases, such as autism (Brandler, et al. 2018; Sebat, et al. 2007; Turner, et al.
2017; Weiss, et al. 2008; Werling, et al. 2018), schizophrenia (Marshall, et al. 2017; McCarthy,
et al. 2009; Stone, et al. 2008; Walsh, et al. 2008) and rare diseases (Weischenfeldt, et al. 2013).
eQTL analysis has been implemented to search for SVs that modify gene expression (Chiang,
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et al. 2017) and they estimated SVs are causal at 3.5-6.8% of eQTLs. It would therefore be
particularly useful to subject SVs to a hap-eQTL analysis to see if any more insights might be
gleaned. This could be an expanded feature of the R package described in chapter 3.
As shown in figure 4.12, the heterozygotes – in this specific example - showed the highest
average expression levels, which may contribute to instances of heterosis in the form of
overdominance (although in other instances the heterozygote may show a average expression
level). Heterosis has very important implications in medicine and livestock. Introduced and
discussed in chapter 4.1.2, heterosis is where fitness of crossbreds is greater than that of their
purebred parents. This manifests itself more specifically as crossbred organisms possessing
greater fertility, defence against disease and a greater adaptability to various environmental
conditions. By extension, heterosis is important to food security and commercial interests, as
crossbreds are also more likely to be superior in terms of growth (better for meat consumption)
and milk and egg production. It is thus potentially important to identify cis-regulatory variants
that modify the level of expression at sites that are associated with the phenomenon of heterosis
and applying my approach to other species, such as livestock, may be particularly useful.
Consequently, I present a genome-wide assessment of ASE in humans, have developed and
applied a novel approach to detect cis-regulatory variants in the genome and implemented this
as a novel R package that can be easily applied to other species and datasets.
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