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Abstract
The brain represents information about the world through the electrical activity of
populations of neurons. By placing an electrode near a neuron that is firing (spiking), it
is possible to detect the resulting extracellular action potential (EAP) that is transmitted
down an axon to other neurons. In this way, it is possible to monitor the communication
of a group of neurons to uncover how they encode and transmit information. As the
number of recorded neurons continues to increase, however, so do the data processing
and analysis challenges. It is crucial that scalable software and analysis tools are developed and made available to the neuroscience community to keep up with the large
amounts of data that are already being gathered.
This thesis is composed of three pieces of work which I develop in order to better
process and analyze large-scale extracellular recordings. My work spans all stages of extracellular analysis from the processing of raw electrical recordings to the development
of statistical models to reveal underlying structure in neural population activity.
In the first work, I focus on developing software to improve the comparison and adoption of different computational approaches for spike sorting. When analyzing neural
recordings, most researchers are interested in the spiking activity of individual neurons, which must be extracted from the raw electrical traces through a process called
spike sorting. Much development has been directed towards improving the performance and automation of spike sorting. This continuous development, while essential,
has contributed to an over-saturation of new, incompatible tools that hinders rigorous
benchmarking and complicates reproducible analysis. To address these limitations, I
develop SpikeInterface, an open-source, Python framework designed to unify preexisting spike sorting technologies into a single toolkit and to facilitate straightforward
benchmarking of different approaches. With this framework, I demonstrate that modern, automated spike sorters have low agreement when analyzing the same dataset, i.e.
they find different numbers of neurons with different activity profiles; This result holds
true for a variety of simulated and real datasets. Also, I demonstrate that utilizing a
consensus-based approach to spike sorting, where the outputs of multiple spike sorters
are combined, can dramatically reduce the number of falsely detected neurons.
In the second work, I focus on developing an unsupervised machine learning approach for determining the source location of individually detected spikes that are
recorded by high-density, microelectrode arrays. By localizing the source of individual
spikes, my method is able to determine the approximate position of the recorded neuriii

ons in relation to the microelectrode array. To allow my model to work with large-scale
datasets, I utilize deep neural networks, a family of machine learning algorithms that
can be trained to approximate complicated functions in a scalable fashion. I evaluate
my method on both simulated and real extracellular datasets, demonstrating that it is
more accurate than other commonly used methods. Also, I show that location estimates
for individual spikes can be utilized to improve the efficiency and accuracy of spike
sorting. After training, my method allows for localization of one million spikes in approximately 37 seconds on a TITAN X GPU, enabling real-time analysis of massive
extracellular datasets.
In my third and final presented work, I focus on developing an unsupervised machine learning model that can uncover patterns of activity from neural populations
associated with a behaviour being performed. Specifically, I introduce Targeted Neural
Dynamical Modelling (TNDM), a statistical model that jointly models the neural activity and any external behavioural variables. TNDM decomposes neural dynamics (i.e.
temporal activity patterns) into behaviourally relevant and behaviourally irrelevant dynamics; the behaviourally relevant dynamics constitute all activity patterns required
to generate the behaviour of interest while behaviourally irrelevant dynamics may be
completely unrelated (e.g. other behavioural or brain states), or even related to behaviour execution (e.g. dynamics that are associated with behaviour generally but are not
task specific). Again, I implement TNDM using a deep neural network to improve its
scalability and expressivity. On synthetic data and on real recordings from the premotor
(PMd) and primary motor cortex (M1) of a monkey performing a center-out reaching
task, I show that TNDM is able to extract low-dimensional neural dynamics that are
highly predictive of behaviour without sacrificing its fit to the neural data.
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Lay summary
The ability of a humans to understand and interact with the world around them
is largely dependent on their most complex organ: the brain. The brain has control
over a staggering number of biological processes including memory, movement, vision,
hearing, touch, mood, and even consciousness. Although it is convenient to think of the
brain as a controller, its capabilities are completely dictated by its nerve cells (neurons)
which are the main functional units of the brain.
Neurons transmit and receive information via electrical and chemical signals. While
individual neurons are capable of some level of computation, it is widely believed
that the interactions among neurons is what enables much of our biological capability.
Understanding the nature of neuronal interactions is crucial for diagnosing and treating
neurodegenerative diseases and for designing brain-computer interfaces (BCIs) that can
restore function to those suffering from neuromuscular disorders.
While a number of recording techniques can be used to monitor neuronal interactions, the main workhorse of experimental neuroscience is extracellular recording. If an
electrode is placed near spiking neuron, it can record the electrical activity associated
with the firing event. Recent progress in extracellular recording technology now makes
it possible to reliably monitor hundreds to thousands of neurons simultaneously.
One the most difficult problems in computational neuroscience is how one can
transform recorded electrical activity into predictions about how neurons encode information about the world. Solving this problem requires the synthesis of many different disciplines including scientific programming, signal processing, information theory,
and statistical modelling.
In this dissertation, I develop scalable software and models for processing and analyzing large-scale extracellular recordings. First, I present a software framework that
enables easy application and comparison of statistical models designed for translating
raw electrical activity into a record of which neuron fired at which time. Then, I introduce a statistical model that can localize where neural activity occurs in relation to
the extracellular recording device. Finally, I present a statistical model that can extract
patterns of neuronal interaction from population recordings that are associated with a
behaviour being performed.
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Chapter 1
Introduction
The main goal of neuroscience is to understand how the brain represents and interacts
with the world. While this can be studied indirectly (i.e. at a cognitive level) it can
also be studied directly through the analysis of neuronal populations. Understanding
how neuronal populations encode and transmit information provides direct insight into
how the brain is able to perform computations. To this end, extracellular electrical
recording is an essential tool in neuroscience as it allows for monitoring the activity of
a population of neurons. If an electrode is placed sufficiently close to a spiking neuron,
the extracellular potential recorded often contains a clear, readily detectable signature
of the action potential. As extracellular electrodes do not interfere with neural function,
such recordings provide an unbiased and precise record of the functioning of intact
neural circuits.
Recent progress in CMOS technology (Complementary metal-oxide semiconductor
technology for low power integrated circuits) has provided systems that allow recording
from thousands of closely spaced channels simultaneously with ever increasing density
and sampling rates. With this technology, it becomes possible to reliably monitor several
thousand neurons simultaneously both in vitro and in vivo [7, 10, 26, 31, 33, 65, 77, 85,
151]. This is a significant advancement as it enables, for the first time, the systematic
investigation of interactions between neurons in large circuits. Understanding these
interactions will contribute to learning more about how neural circuitry is altered by
cellular changes in diseases, injury, and during pharmacological interventions.
To appreciate the advantages of recording the activity of many neurons, it is important to emphasize that neural circuits are usually highly diverse and heterogeneous
[19, 56, 97]. Not only do they consist of different neuron types, but even within groups
of neurons of the same type, the firing rates may differ by orders of magnitude. This
1
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observation has been made consistently in vitro and in vivo, and it stands to reason that
this has biological relevance. Conventional technologies, which allow simultaneous
recording of a handful (rarely more than a hundred) of neurons, severely under-sample
highly heterogeneous populations. If the recorded neurons are not representative of the
whole population, both experimental accuracy and reproducibility between experiments
will be negatively affected. Moreover, dense recording systems increase the fraction of
neurons isolated in a local population, to a level that was, so far, only accessible with
calcium imaging.
A further advantage of recording many neurons at once is that it can be an effective way of probing neural excitability and connectivity, using functional interactions
as a proxy measure for the effects of synaptic interactions. In vitro assays are particularly suited for investigation of functional interactions, as they can be augmented
with stimulation, fluorescent labeling and targeted optogenetic stimulation [90, 152].
A combination of dense microelectrode arrays and imaging technologies could allow
phenotyping at the level of single cells, potentially in combination with further modalities such as gene expression profiling. The high yield of such approaches thus provides
entirely new possibilities for systematic assessment of the roles of different genotypes
and of drug effects.
While large-scale extracellular recordings have the potential to offer new insights
into neural circuit function, they also bring about new computational and analytical challenges that must be overcome. Many preexisting technologies for extracellular analysis
cannot scale up to the large volume of data generated by high density microelectrode
arrays. Also, the number of possible population-wide activity patterns increases exponentially with the number of neurons, meaning that many preexisting models of
population activity cannot easily be applied to a large quantity of neurons. For largescale extracellular recordings to live up to their potential, new tools and models must
be developed.
In this thesis, I first give background on spike sorting, an important processing step
in extracellular analysis where detected spikes are assigned to individual neurons. I
then examine past and current statistical models for interpreting the response structure
of a population of neurons. Afterwards, I present three chapters of original work where
I develop and introduce scalable software and models for processing and interpreting
extracellular recordings. Finally, I conclude with a discussion of my each of my works
and my future research plans.

Chapter 2
Background
This section is heavily adapted from two review papers for which I was an author:
• Matthias H. Hennig, Cole Hurwitz, and Martino Sorbaro. Scaling Spike Detection and Sorting for Next-Generation Electrophysiology. In In Vitro Neuronal
Networks: From Culturing Methods to Neuro-Technological Applications, Advances in Neurobiology, pages 171–184. Cham, 2019. ISBN 978-3-030-11135-9
• Cole Hurwitz*, Nina Kudryashova*, Arno Onken, and Matthias H. Hennig. Building population models for large-scale neural recordings: Opportunities and pitfalls. Current Opinion in Neurobiology, 70:64–73, 2021. ISSN 0959-4388. doi:
https://doi.org/10.1016/j.conb.2021.07.003

2.1

Spike Sorting

On both conventional and high density recording devices, electrodes will usually pick
up the activity of multiple neurons. While it is possible to directly analyse the multiunit activity (MUA) from each channel, a process called spike sorting is required to
resolve single-unit activity (SUA). Spike sorting resembles the classic “cocktail party”
problem: to isolate the voice of a single speaker in a crowd of people. Since the recorded
spike waveforms differ in shape and amplitude among neurons, the resulting signal
can be de-mixed using either dimensionality reduction paired with clustering or spike
templates along with template matching. These approaches have been successfully
employed on conventional devices with few, spatially well separated channels. On
large-scale, dense arrays, however, these traditional methods become more difficult
both computationally and algorithmically. Instead of finding a single voice in a crowd,
3
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the challenge is to isolate the voices of thousands of speakers in a room equipped
with thousands of microphones. Overcoming this challenge is imperative as wrong
assignments can severely bias subsequent analysis of neuronal populations [145].
Spike sorting is a tractable problem for standard extracellular recordings as it is
commonly done for each recording channel separately. In this case, only a small number
of neurons are expected to contribute to the signal on each channel, which allows the use
of precise, but computationally more costly algorithms. Also, most existing algorithms
for spike sorting still include an element of manual intervention to adjust or improve
sorting results. These traditional algorithms struggle when faced with large-scale, dense
arrays. On dense arrays, a single action-potential from a neuron is visible on multiple,
nearby channels. As a result, spike sorting on single channels is no longer appropriate.
Removing duplicate events is feasible in principle, but becomes challenging when
nearby neurons are firing with high synchrony. Poor treatment of duplicate removal
can lead to false exclusions of action potentials or retention of multiple spikes from the
same action potential.
Conventional spike sorting algorithms also struggle with the sheer volume of data
large-scale arrays produce. For instance, a recording from 4,096 channels with 18kHz
sampling rate yields about 140 megabytes per second, or over 8 gigabytes per minute.
Simply reading this data volume from hard disk into memory for analysis can be a
severe bottleneck in any spike sorting pipeline. In addition, the massive data volume
prevents extensive manual curation of spike sorting results. Highly automated pipelines
with minimal need for intervention are needed to overcome these challenges and to
fully exploit the capabilities of dense arrays.
A typical spike sorting pipeline begins with the detection of candidate events. Using
these detected waveforms, there is then a feature extraction step to reduce the dimensionality of the data. Finally, with these low-dimensional features, there is a step to
assign the detected events to specific neurons. [74, 113].

2.1.1

Spike Detection

Spikes in the raw signal take the form of biphasic deflections from a baseline level.
They can be found through detection of threshold crossings and by using additional
shape parameters such as the presence of a biphasic shape as acceptance criteria. As the
noise levels may vary among channels and over time, the threshold is usually defined
relative to the noise level, which is estimated from portions of the raw signal that do
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Figure 2.1: Schematic overview of existing spike sorting pipelines for high density
microelectrode arrays. Following detection, either neuron templates are formed based
on the spatio-temporal event footprints and then used to detect these units in a second
pass, or current sources are estimated and clustered together with waveform features, or
a mask is created to restrict clustering to channels with a detectable signal. The output
consists of a list of spike time stamps for each identified neuron, which often has to be
corrected in a final manual curation step.
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not contain spikes. The choice of the detection threshold determines which events are
retained for further analysis. Spikes from well-detected neurons are easily identifiable,
but deflections with amplitudes closer to the background noise level are harder to isolate.
Choosing a high detection threshold is not an ideal solution as this will potentially leave
valid spikes undetected. In contrast, a low threshold guarantees reliable detection of
neurons with stronger signals, but also increases the fraction of false positives. As a
good compromise, a strategy can be adopted to detect events with a low threshold, and
to subsequently discard unreliable units [53, 55]. Recently, a new method for spike
detection using a pre-trained neural network was introduced by Lee et al. [73]. This
method was shown to outperform conventional threshold-based methods on simulated
ground truth data, in particular by achieving a lower false positive rate.

2.1.2

Feature Extraction

The relevant signal a spike causes in extracellular recordings lasts around 3 ms, which,
depending on the acquisition rate, may correspond to up to 90 data points per event.
However, spike shapes are highly redundant and can be efficiently represented in a low
dimensional space. Thus, an appropriate projection method can be used to compute a
small number of features for each event, which can be more efficiently clustered than
raw waveforms. The most common feature extraction method for extracellular spikes
is Principal Component Analysis (PCA), performed on whitened and peak-aligned
spike waveforms. PCA finds principal components, or orthogonal basis vectors, whose
directions maximize the variance in the data. Extracellular spikes can be summarized
well by just 3-4 principal components, a manageable dimensionality for most clustering
algorithms. [3]. Other less frequently used methods include independent component
analysis (ICA) [50] and wavelet decomposition [109]. A comparison of these methods
showed that the performance of sorting algorithms depends not only on the feature
extraction method employed, but also on the clustering algorithm [109]. In practice, the
comparably low computational cost and relative effectiveness of PCA in discriminating
between different neurons and neuron types makes it particularly suitable for large-scale
recordings [3].

2.1.3

Assignment of Spikes

On large-scale arrays, two approaches have emerged as particularly suitable for assigning spikes to neurons. One method relies primarily on clustering, using features derived
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from the spatio-temporal extracellular action potential. The other method is based on
creating spike templates and then performing template matching. For clustering approaches, the choice of clustering algorithm will be determined by speed and scalability
considerations, by hypotheses over the typical shape of a cluster in this space, and
by how well the algorithm can deal with the previously listed problems. Many spike
sorting methods cluster by fitting Gaussian Mixture Models (GMMs), modelling the
feature density profiles as a sum of Gaussians [48, 116], or by fitting a mixture of
t-distributions [136]. The unknown number of actual neurons can be introduced as a
latent variable, and the inference problem be solved with the expectation-maximisation
(EM) algorithm. Bayesian approaches, which also quantify parameter uncertainty, have
also been introduced [147]. These approaches, however, only perform well for single
channels and are conceptually and computationally hard to scale up to large, full-chip
datasets. More recent clustering algorithms for spike sorting are density-based. Densitybased algorithms generally detect peaks or high-density regions in the feature space that
are separated by low-density regions. These algorithms are non-parametric, allowing
the classification pipeline to be fully automatic, however, the number of clusters found
can depend heavily on both hyper-parameters and the chosen feature space. Densitybased clustering algorithms have been implemented for spike sorting with promising
results [23, 53].
Rather than using a clustering algorithm for the assignment, one can perform template matching where the the raw recorded signal is linearly decomposed into a mixture
of "footprints" from different neurons [132]. This has proven to be quite powerful for
spike sorting and already, implementations are available that scale up to thousands
of channels [73, 95, 150]. This approach has two steps. First, a collection of spatiotemporal footprints is obtained in a single pass over the data and dimensionality reduction and clustering is used to build templates for single neurons. In a second pass,
all events are assigned to the most likely template or combination of templates in the
case of temporally overlapping events. A major advantage of template matching that
temporally overlapping spikes are naturally accounted for through addition of two relevant templates. This makes it very suitable for recordings with high firing rates and
correlations between nearby neurons. A potential limitation is that neurons spiking at
very low rates may remain undiscovered as no reliable template can be built through
averaging.

8
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2.1.4

Spike Localization

The spatio-temporal activity patterns recorded by dense arrays provide additional information about the recorded neurons. For example, they allow for estimating the source
location of each recorded spike which can be used to track units in longer recordings,
to improve spike sorting accuracy, and to co-registration spikes with anatomical information [15, 54, 58, 66, 108, 122].
In a few recent spike sorting algorithms, event localisation is performed through
estimation of the barycentre from the peak event amplitudes on nearby channels. This
produces density maps with clear, isolated peaks in event density, which represent
spikes from single or multiple, nearby neurons. A two-dimensional density map can
be clustered very efficiently, and the combination of locations and waveform features
obtained through dimensionality reduction allows successful separation of nearby neurons. Density-based clustering algorithms have been successfully employed to solve this
task: D P C L U S , based on the identification of density peaks [66], I S O - S P L I T to
grow uni-modal clusters from small seeds [23] and Mean Shift, which herds data points
towards high-density areas [53]. Beyond simple barycentre estimates, there has been
recent work on learning more biophysically plausible models for source localization
that can better localize detected spikes [58, 122].
Of all methods discussed here, spike localisation and clustering potentially has the
best computational performance, since the actual computation is performed on a data set
with much lower dimensionality than the original data [53, 66]. Because the number of
dimensions in the clustering step has to be kept small, it also discards useful information.
However, usually locations and spatio-temporal waveform features exhibit substantial
redundancy [53], making this approach the most suitable for very large arrays.

2.1.5

Evaluation

The evaluation of spike detection and sorting quality is complicated by data volume
and complexity, which makes both manual and automated curation challenging. It is
however possible to assess the quality of an algorithm using data with ground truth
annotation. Moreover, methods for post-hoc quality assessment of desirable properties
of single units can be used to accept or reject units found through spike sorting.
Specifically, the desired result of a spike sorting pipeline to minimise the false
detection of noise as spikes (false positives in detection), and the number of real spikes
left undetected (false negatives in detection). Moreover, it should not assign spikes to
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the wrong neuron, hence it should minimise false positives and negatives in a cluster
assignment.
When ground truth annotations are available, false positives and false negatives can
be easily counted. A direct, but technically challenging method to obtain ground truth
information, is the simultaneous recording of a single neuron, together with an array
recording, which will then be analysed using the spike sorting algorithm in question.
Two such data sets recorded with dense arrays are currently available, one from the rat
cortex recorded in vivo [89], and one from the mouse retina in vitro [150]. In both cases,
a single juxtacellular electrode placed very closely to the array reliably recorded all
spikes from a single neuron. A systematic analysis of spike sorting has shown a clear
relationship between measured spike amplitude and classification accuracy with errors
strongly increasing for events smaller than 50 mV [150]. This important result can help
motivate exclusion of units with weaker signals.
Ground truth for spike sorting can also be produced by simulations. Recently, it
has become possible to simulate a complete biophysical forward model for recorded
extracellular potentials in neural tissue [44]. This has produced several data sets that are
now used to benchmark spike sorting algorithms (see e.g. [73]). In another study, ground
truth data was generated by superimposing synthetic spikes onxsto a recording from
an empty array. This data was used to evaluate the effect of noise on event localisation
accuracy and to discover that localisation is inevitably a trade-off between position
uncertainty and bias [86]. It is an open question, however, how well results collected
from simulated data generalise, since the precise noise model, which may differ between
recording systems, impacts spike sorting algorithm performance [86].
Finally, for cases where no ground truth data is available, there are a number of
unsupervised metrics that can be utilized to evaluate the quality of a spike sorting result.
These metrics are summarized and discussed in more detail in Chapter 1 of this thesis.

2.2

Population Activity Models

Large-scale recordings from neurons with dense, high channel count probes now yield
sufficient data to understand the precise covariation in neural populations [64, 111, 130].
This departure from analyzing the tuning properties of individual neuron, often pooled
across experiments, requires model-based approaches that capture the complexity of
high-dimensional population activity while remaining computationally tractable.
Statistical models have emerged as an essential tool for overcoming this challenge.

10
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Figure 2.2: Fully observed models construct a joint distribution of population activity
with various levels of detail. The horizontal arrow orders the methods according to their
expressivity (i.e. how much dependence structure the method can account for).

Informally, these models can be grouped into two categories: fully observed models and
latent variable models. Fully observed models try to explicitly capture the interactions
between neurons by directly modeling the joint activity of the population. Since modeling the full space of activity patterns is intractable, a key ingredient for tractable fully
observed models is an efficient description of the interactions between neurons that
retains essential characteristics. Latent variable models, on the other hand, assume that
population activity can be summarized by a small set of variables called latent factors.
Rather than directly modeling interactions, latent variable models capture neuronal
interactions through activation of these factors.

2.2.1

Fully Observed Models

When recording from just 20 neurons, there are over one million possible instantaneous ON/OFF patterns of spiking (220 ) for a small time bin; this number grows to
one billion for 30 neurons (230 ). While the number of spike patterns that are actually
observed is much smaller and constrained by the connectivity between neurons, estimating all pattern frequencies reliably from typical recordings is impossible even for
small populations. Fully observed statistical models are a tool to achieve precisely this
by approximating this full distribution using as few parameters as possible together
with suitable constraints. [6, 32, 158]. As always, different approaches exist with different trade-offs between complexity, tractability and interpretability (see Fig. 2.2 and
Tab. 2.1). A main purpose of these models is to ask how much information recorded
activity contains about stimuli or behavior, which can be addressed using information-
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theoretical or decoding approaches.
Models. Maximum Entropy models (MaxEnt) provide a principled way to construct
probability distributions for spiking activity by finding the least structured distribution that fulfills specific constraints obtained from the data [129]. Typical constraints
for MaxEnt models are the firing rates of and pairwise correlations between the neurons [131, 135, 142] and the population synchrony [142]. While MaxEnt models have
been shown to model spiking activity well, the computational cost of fitting them is
prohibitive for large neuronal populations. This has led to the development of analytically tractable models constrained by the dependencies between individual neurons
and the aggregate population activity [40, 91, 93, 142]. Related and more scalable is
the Dichotomized Gaussian model [5, 79] which can be used to model spike count
variables with arbitrary marginal distributions [79].
MaxEnt models cannot easily take external inputs into account. If these are well
specified, generalized linear models (GLMs) can successfully describe the activity of
large populations [104, 105, 144]. In these models, external inputs, inputs from other
neurons, and each neuron’s spiking history are weighted, summed up and transformed
by a rate function, which drives a stochastic process to model spiking activity. For
typical rate functions, fitting GLMs is a convex optimization problem which can be
solved efficiently, making GLMs scalable to large-scale neural recordings [105, 144].
Along with modeling the observed neural population, the activity of unobserved neurons
can be inferred [8], and knowing the topology of the external covariates can further aid
in inferring the activity of the unseen neurons [139]. Despite their flexibility, GLMs
cannot model networks with neurons that perform non-linear integration of multiple
external inputs [9].
A more direct representation of statistical dependencies is provided by copula models, which decompose neural population activity into the distributions of individual
neuron activities and the dependence between these neurons, represented by a copula [61]. Copula models can represent inter-neuronal dependencies that go beyond
linear (Gaussian) correlations [12], as well as non-linear stimulus-response relationships [68]. These highly flexible models can for example be used to jointly model
different recording modalities such as local field potentials and individual neurons’
spiking activities [1, 94]. They are particularly promising for analyzing recordings of
neural data and exploring its relation to behavior and stimuli which typically follow
different statistics and tend to have complex dependencies [60, 68].
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Interpretation and biological insights.

Fully observed models can be used in two

main areas. First, they provide access to the full joint activity distribution of the population in place of direct, typically biased estimates from the recordings for information
theoretic analyses and for decoding [60, 68, 106, 119]. GLMs and copula models that
were fit to population activity have been shown to have high decoding performance
of external variables [60, 68, 69, 71, 105, 144]. For instance, GLMs with coupling
filters were shown to capture 40% more visual information from the retina than optimal
linear decoding [105], indicating that GLMs can model additional details in the activity
that are relevant for representing the stimulus. In large-scale datasets with complex
statistics, GLMs may however not be appropriate. In these cases, copula models can
be useful for measuring the amount of information in the population response about
external covariates [60, 68, 94]. Additionally, for complex stimuli with spatial or temporal correlations, one must distinguish ‘stimulus correlations’ that arise from stimulus
statistics from ‘noise correlations’ due to circuit interactions. Including this yields better performance in MaxEnt models [43], and prevents spurious effects in GLMs [82].
More generally, comparisons of these models with linear decoders can quantify the
information that emerges from the network interactions, i.e. how the whole network is
different from the sum of its parts [92, 104, 105, 131].
Second, the parameters in many fully observed models can be interpreted as the
strength of the interactions between neurons. For example, the coupling parameters in
dichotomized Gaussian and in pairwise MaxEnt models describe the strength of pairwise interactions between single neurons [79, 131]. As these connections are inferred
from the population activity alone, they are usually referred to as functional interactions
or connections, to emphasize the difference to synaptic connections. This analysis has
been used to uncover the spatial extent of interactions in the retina [92, 135] and to
characterize interactions between neurons with different selectivity in the entorhinal
cortex [27].
Whether or not inferred functional connectivity is biologically interpretable critically depends on the identifiability of the relevant parameters, and here caution should
be exercised. For instance, while the coupling filters in GLMs have unique solutions,
filter parameter changes do not necessarily change the GLM responses much [14] suggesting that, in practice, coupling filters may not be properly identifiable. Similarly, in
MaxEnt models inferred functional connectivity is not well constrained by the recorded
spike trains. As a result, many coupling parameters, even those with large absolute
values, can be altered without significantly changing the network activity predicted by
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Closed-form
Fit for
Number of
parameters pattern probabilities? large N?

Dichotomized Amari et al. [5]
Macke et al. [79]
Gaussian

∼ N2

No

Yes

Pairwise
MaxEnt

Schneidman et al. [131]
Shlens et al. [135]

∼ N2

No1

Difficult

Tractable
MaxEnt

Tkačik et al. [142]
Gardella et al. [40]
O’Donnell et al. [91]

∼ N2

Yes1

Yes

GLM

Pillow et al. [105]

No

Difficult

Vine
Copula

Aas et al. [1]
Onken and Panzeri [94]

∼ DN 2
∼ DN 2

Yes

Yes

Table 2.1: Fully observed models: A table (adapted from O’Donnell et al. [91]) characterizing model properties and limitations. Here, N is the number of neurons and D is
the number of coefficients per interaction term, such as filter sizes for GLM or number
of parameters for parametric copula families. Sampling is possible from all of these
models. 1. For a more detailed comparison of MaxEnt models, see Table 1 in [129].
the model [98, 107].
Limited data can be a main contributor to poor parameter identifiability. To address this, the uncertainty of the model parameters can be quantified with approximate Bayesian inference methods [157]. A recently developed LR-GLM utilized lowrank data approximations to scale approximate Bayesian inference methods to highdimensional real datasets making these methods more applicable to large-scale neural
recordings [143]. However, closer inspection of MaxEnt models suggests weakly constrained couplings could also be an intrinsic property of neural circuits. Simulations
have shown that re-wiring even a large number of synapses may only have minor functional consequences [84], hence the corresponding inferred connections are also weakly
specified. Analysis of long term recordings has shown that these less important connections are also subject to more intensive re-modeling over time [98, 107]. Therefore,
taking into account the reliability of the inferred couplings in functional connectivity
models allows for the identification of the neurons, connections and circuit motifs that
most determine the population activity statistics [51, 98, 107].
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Latent Variable(d)Models

Despite the apparent high-dimensionality of population activity, recent studies suggest
that the activity patterns underlying neural function are confined to low-dimensional
manifolds [24, 30, 34, 47, 83, 123]. In other words, neural computation results from
the activation of specific population-wide activity patterns rather than the independent
modulation of single neurons [35]. In this regime, latent variable models are a natural
choice as they aim to capture arbitrarily complicated response structure in the neural
activity with only a few latent variables.
Models. Latent variable models aim to capture the population activity structure through
the temporal evolution of their learned latent variables. There are two main approaches
for modeling the latent trajectories (shown in Figure 2.3 and summarized in Table 2.2):
State-space representations, where the dynamics of the latent trajectories are modeled
explicitly with an evolution function that relates past latent states to future latent states,
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and moment representations where, rather than having an explicit model of the dynamics, the statistics of the latent trajectories over time are modeled. With both approaches,
there is an observation model which relates the neural trajectories back to the observed
activity.
Traditional dimensionality reduction techniques such as principal component analysis (PCA) and factor analysis (FA) can be re-interpreted as static state-space models
without temporal dependence between states [118]. Extending these, linear dynamical
state-space models such as linear dynamical systems (LDS) [18, 69, 103, 138] and jPCA
[24, 88, 134] can capture simple temporal dependencies between latent states. While efficient, these methods cannot model non-linear dynamics which are thought to underlie
rhythmic motor patterns [46, 120], decision making [110], and pathologies such as epilepsy [45]. To capture these dynamics, non-linear dynamical state-space models have
been introduced including approaches that model dynamics with recurrent neural networks (RNNs) [99, 133], piecewise-linear RNNs [28], switching linear dynamics [102],
and recurrent switching linear dynamics [76, 156]. A particularly efficient RNN-based
model is the recently introduced latent factor analysis via dynamical systems (LFADS)
which utilizes neural networks to reduce the computational cost of inferring dynamics,
making it more practical for large-scale neural recordings [99]. Despite these recent
developments, non-linear state-space models are typically computationally expensive
and parameter inference is difficult [121].
An alternative to explicitly learning a dynamical model for the neural population is
to model a statistical representation of the trajectories, typically as a Gaussian process
(GP). GPs define a distribution over functions and allow to constrain certain features
of the function such as its smoothness. Unlike state-space models, GP-based models
provide both uncertainty quantification and principled model selection. The most common GP-based latent variable model is the Gaussian-process factor analysis (GPFA)
[20]. In this model, each trajectory of the latent state is sampled from an independent GP. This independence constraint, however, limits the ability of GPFA to model
joint temporal dependencies making them less useful for uncovering temporal structure in neural data; for instance, GPFA cannot disentangle M1 trajectories during hand
reach [121]. Gaussian Process Factor Analysis with Dynamical Structure (GPFADS)
seeks to remedy this by constraining the learned trajectories to have lower probabilities
of occurring in reverse [121]. As a result, GPFADS can disentangle the trajectories
generated by non-linear non-reversible dynamical systems such as M1 arm reach data.
Overall, while GP-based latent variable models provide useful analytical properties and
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are generally quite efficient, they still need to demonstrate that they can capture the
complex temporal dynamics that underlie neural activity as well as state-space models
can.
An important aspect of all latent variable models is the observation model which
relates the trajectories back to the neural activity. Common approaches include modeling neural activity with a conditional Gaussian model or the more plausible conditional Poisson model [80]. The mapping between the latent trajectories and neural
activity distribution can take on a number of functional forms including linear maps
[20, 99, 138, 154], GPs [72, 133, 149], or neural networks [37]. Most models, however,
rely on a simple linear mapping function as it forces the latent variables to capture
more information about the joint neural activity. Recently, observation models that take
into account external behavioral variables have been introduced for capturing ‘behaviorally relevant’ latent trajectories. Sani et al. [127] introduced a novel linear Gaussian
state-space model (PSID) that jointly models the neural activity and the recorded behavioral variables. Intriguingly, PSID found that behaviorally relevant latent trajectories
are significantly lower-dimensional than previously thought.
Interpretation and biological insights.

Unlike fully observed models, latent vari-

able models provide a very succinct description of joint population activity in the form
of latent trajectories. A simple yet effective approach to interpreting these latent trajectories is visualization; reducing the number of latent variables down to just two or three
allows for insightful visualizations. For example, Santhanam et al. [128] used factor
analysis to reduce preparatory neural activity in the premotor cortex to just three dimensions that, when visualized, provided evidence that the population activity contained
information that could discriminate between goal-related target conditions in a delayed
center-out reach task.
It may however not be appropriate to reduce the number of latent variables to two
or three for visualization without sacrificing model fit1 . A more principled and flexible
way to interpret the learned latent trajectories is to relate them back to a measured
external variable [146]. For example, one can measure how informative a latent variable is about an external variable by decoding the external variable at each time step
using a simple method such as a least squares regression. While this approach has
been used to interpret population response structure in the olfactory and visual system
1 Model fit can be measured in different ways including the amount of variance explained or the
cross-validated likelihood of observed activity given the model. GP-based latent variable models can
also provide uncertainty estimates for the latent trajectories.
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Model

Trajectories

Mapping Function

Observation

Single-trial1

PCA/FA [118]

Static

Linear

Gaussian

No
No

dPCA [67]

Static

Linear

Gaussian2

jPCA [24]

Linear3

Linear

Gaussian

No

LDS [138]

Linear

Linear

Gaussian

Yes

PLDS [80]

Linear

Linear

Poisson

Yes

PSID [127]

Linear

Linear

Gaussian4

Yes

PfLDS [37]

Linear

Neural Network

Poisson

Yes

SLDS [102]

Switching Linear

Linear

Gaussian

Yes

Linear

Gaussian

Yes

RSLDS [76, 156]

Recurrent Switching

Linear5

PLRNN-SSM [28]

Piecewise-linear RNN

Linear

Gaussian

Yes

LFADS [99]

RNN

Linear

Poisson

Yes

GP-RNN [133]

RNN

GP

Poisson/Gaussian

Yes

GPFA [20]

GP

Linear

Gaussian

Yes

GPFADS [121]

GP6

Linear

Gaussian

Yes

vLGP [154]

GP

Linear

Poisson7

Yes

P-GPLVM [149]

GP

GP

Poisson

Yes

Table 2.2: Latent Variable Models: A table (adapted from [133]) characterizing the
latent variable models referenced in this review. 1. The ability to extract dynamics from
single-trials is important for capturing important variability that can be obscured with
trial-averaging [87]. 2. dPCA models trial-averaged and task averaged neural activity
to demix different sources of variability in the data. 3. jPCA is equivalent to a linear
dynamical model with specific constraints for modeling rotational dynamics [88]. 4.
PSID models both the observed neural activity and behaviour with separate Gaussian
observation models. 5. RSLDS can model multiple neural populations and their timevarying interactions using switching linear dynamics that is governed by a discrete
latent state. 6. GPFADS introduces a new GP kernel which allows for modeling the
dynamical behaviour of temporal-irreversibility. 7. The activity of each neuron in vLGP
is linearly dependent on the latent variable and the self-history of the neuron.
[29, 124, 137, 140, 153], its value is best demonstrated in studies that correlate latent
trajectories in the premotor and motor cortex to arm reaching tasks. Churchland et al.
[24] found that low-dimensional rotational trajectories in the primary motor cortex were
correlated with arm reaches. Gallego et al. [35] extended this finding, demonstrating
that these low-dimensional trajectories are a stable neural correlate for consistent execution of arm reaches over the course of many years. Moreover, Ramanathan et al. [112]
showed that following a stroke, diminished reaching function in the contralesional arm
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was correlated with a loss of motor cortical neural trajectories. The trajectories only
reemerged after motor recovery and proved to be a useful neuromodulatory target for
therapeutic electrical stimulation.
Despite the success of latent variable models, their usefulness can be dependent on
the properties of the neuronal population and the specific experimental setting. Firstly,
latent variable models are most useful when the neural population activity is, in fact,
low-dimensional. While a number of studies have independently found this to be the
case for their datasets, recent work by Stringer et al. [140] suggests that the manifold
dimensionality of stimulus-evoked activity in the visual cortex is actually as high as it
can be without becoming non-differentiable. Moreover, Gao et al. [36] suggests that
population activity is as high-dimensional as possible given the simplicity of the given
stimuli or tasks. While latent variable models can still be used to model this data (by
increasing the number of latent variables), they may no longer be as interpretable. Another assumption in some models is that the latent trajectories are autonomous2 , i.e. they
only depend on an initial condition (usually trial-specific) and an evolution function.
This limits the ability of these models to capture unmeasured inputs to the neural population from other brain regions. Finally, and most importantly, latent variable models,
by design, will mix all sources of neural variability in the latent space [146]. This can
make interpreting the latent variables challenging in particular for complex behaviors or
diverse stimulus ensembles. These constraints may be the reason why many of the conceptual breakthroughs provided by latent variable models are for motor cortical activity
where the dimensionality appears low, the trajectories are largely autonomous given
the trial conditions, and the variation is largely explained by the measured behavior. A
possible way forward to improve the interpretability of these models in more complex
experimental regimes is to explicitly model external variables either in the observation
model [67, 127] or in the latent space [155].

2.3

Thesis

2.3.1

Scope

This dissertation introduces three works for processing and interpreting large-scale extracellular recordings. These works span a variety of problems in extracellular analysis
2 Pandarinath

et al. [99] showed that LFADS could capture task-related inputs to a neural population
by incorporating them into the generative process. It is still an open question how generalizable this
approach is to other types of inputs.
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include spike sorting, spike localization, and neuronal population modelling. Although
many software packages and models have been introduced for processing and analyzing extracellular recordings, I focus on scalable approaches that are designed for
high-density, large-scale extracellular recordings.
Scope extrusion
As extracellular recordings have been around since the 1920s [4], there is extensive
literature on algorithms for processing and modelling activity from one or many neurons.
In this section, I will discuss what topics are not included in my dissertation with
references to literature that covers them.
Although I briefly introduce spike sorting and the traditional steps in a spike sorting
pipeline, I will not spend time describing the specifics of each algorithm referenced in
my work. For more information about the spike sorters I mention and evaluate in my
first work, please refer to the original manuscripts [22, 23, 25, 38, 53, 63, 95, 96, 117].
Also, for more in-depth reviews of both classical and modern spike sorting methods,
please refer to [74, 114]
In two of my works, I utilize simulated extracellular recordings to benchmark different spike sorting and localization methods. I will not discuss how these simulated
recordings are generated, instead, I will refer the reader to recent work on this topic
[17, 21, 44, 75]. I utilize simulated extracellular recordings from Buccino and Einevoll
[17] throughout my work.
In this dissertation, I mainly cover statistical models of neural population activity. If
the reader is interested in more biologically plausible models (i.e. mechanistic models),
I refer him/her to recent work on scalable and flexible inference schemes for mechanistic
models [42, 70, 78].

2.3.2

Contributions

The key contributions of this dissertation are as follows:
Spike Sorting
• I introduce an open-source Python framework, SpikeInterface, for running and
comparing spike sorting algorithms. SpikeInterface allows for evaluating and
curating spike sorting results in a systematic fashion.
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• I reveal that modern spike sorting algorithms have surprisingly low agreement
on recordings from high-density, microelectrode arrays. This lack of agreement
appears to be the result of false-positive units that are detected by each sorter.
• I demonstrate that a consensus-based approach to spike sorting, where one only
keeps units that are agreed upon by multiple sorters, can alleviate the low-agreement
by removing many false-positive units.

Spike Localization
• I introduce a scalable Bayesian model for spike localization that can accurately
predict the source of individually detected spikes on high-density, microelectrode
arrays.
• I demonstrate that location estimates from my model are a low-dimensional
feature that can improve downstream analysis such as spike sorting.
Population Modelling
• I introduce a novel deep generative model, TNDM, of neuronal population activity that can find activity patterns related to a simultaneously observed behaviour.
• I demonstrate that the behaviourally relevant dynamics revealed by TNDM in
M1 during a 2D reaching task are lower dimensional than those of other methods
while being more predictive of behaviour.
• I use TNDM to make a prediction that behaviourally relevant dynamics in M1
represent information about movement velocity.

Chapter 3
SpikeInterface, a unified framework
for spike sorting
Extracellular recording is a powerful tool for analyzing neural population activity. Perhaps the most crucial processing step when working with these recordings is spike
sorting, i.e. assigning individually detected spikes to specific neurons. Given the importance of this processing step, there have been decades of development to improve
the accuracy, efficiency, and applicability of spike sorting algorithms. Currently, there
exist a number of semi-automated and automated algorithms for spike sorting that are
widely in use across the neuroscience community.
Despite the continued progress of spike sorting research, there exists a couple of
key limitations that have yet to be addressed. First, we do not know how well these
algorithms are actually working since there exists very little ground truth data and
current quality metrics have not been tested rigorously. Second, we do not have easy way
to run and compare different algorithms as they are implemented in different languages
and work with different data formats. These two issues are less pronounced when
working with low-channel count systems such as tetrodes because manual curation can
be performed ex post facto to correct for any algorithmic mistakes. However, due to
the extremely large volume of data gathered by dense microelectrode arrays, it is now
often too impractical to perform rigorous manual curation of extracellular recordings.
Also, any biases that exist in the manual curation step will be compounded by the large
amounts of data that must be processed from dense microelectrode arrays [148].
In this chapter, I present SpikeInterface, an open-source Python framework for
running, comparing, and evaluating, modern spike sorting algorithms. Specifically, I
present the published journal article: Alessio P Buccino*, Cole L Hurwitz*, Samuel
21
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Garcia, Jeremy Magland, Joshua H Siegle, Roger Hurwitz, and Matthias H Hennig.
SpikeInterface, a unified framework for spike sorting. eLife, 9:e61834, November
2020. ISSN 2050-084X. doi: 10.7554/eLife.61834. Importantly, SpikeInterface is
the first software framework to provide a unified and simple API for running modern
spike sorting algorithms and for evaluating their results. Already, SpikeInterface has
been utilized to perform the most expansive comparison of modern spike sorting algorithms to date. The results of this analysis were also published in a journal: Jeremy
Magland, James J Jun, Elizabeth Lovero, Alexander J Morley, Cole Lincoln Hurwitz,
Alessio Paolo Buccino, Samuel Garcia, and Alex H Barnett. SpikeForest, reproducible
web-facing ground-truth validation of automated neural spike sorters. eLife, 9:e55167,
May 2020. ISSN 2050-084X. doi: 10.7554/eLife.55167.
An important and novel result that I demonstrate in the SpikeInterface manuscript
is that modern spike sorting algorithms have high disagreement on large-scale extracellular recordings, i.e. they find a highly variable number of neurons and spikes. Using
realistic simulated ground truth recordings, I demonstrate that this disagreement likely
occurs because of false positive units found by each sorter. I then propose an automated,
consensus-based curation method that can largely correct for this disagreement; I run
multiple spike sorting algorithms and then only keep the units that have high-agreement
among multiple sorters.

3.1

Contribution

The SpikeInterface project is an international collaboration among researchers from
the United States, United Kingdom, France, and Norway. Although there are many
researchers that contributed to the software and to the paper, I am a co-first author of
this work. As a first author, I was involved in the conceptualization of SpikeInterface
and in the creation of many of its core components. Primarily, I helped design the
package structure of SpikeInterface and the API for reading and working with different
extracellular data formats. I also helped develop the API for preprocessing data, running
spike sorting algorithms, evaluating the results either with ground truth data or with
unsupervised quality metrics, and curating the results. Beyond the development of
SpikeInterface, I also helped with community outreach and adoption of the framework.
For the manuscript, I was in charge of writing and editing the majority of the text.
This included writing descriptions of each software package in SpikeInterface, a literature review of other frameworks with similar goals to SpikeInterface, and the results
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section which explores the disagreement among different spike sorting algorithms and
how it is possible to overcome it.
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Introduction
Extracellular recording is an indispensable tool in neuroscience for probing how single neurons and
populations of neurons encode and transmit information. When analyzing extracellular recordings,
most researchers are interested in the spiking activity of individual neurons, which must be extracted
from the raw voltage traces through a process called spike sorting. Many laboratories perform spike
sorting using fully manual techniques (e.g. XClust [Mucha, 1995], SimpleClust [Voigts, 2012], Plexon
Offline Sorter [Plexon, 2020]), but such approaches are nearly impossible to standardize due to
inherent operator bias (Wood et al., 2004). To alleviate this issue, spike sorting has seen decades of
algorithmic and software improvements to increase both the accuracy and automation of the process (Rey et al., 2015). This progress has accelerated in the past few years as high-density devices
(Eversmann et al., 2003; Berdondini et al., 2005; Frey et al., 2010; Ballini et al., 2014;
Müller et al., 2015; Yuan et al., 2016; Lopez et al., 2016; Jun et al., 2017a; Dimitriadis et al.,
2018; Angotzi et al., 2019), capable of recording from hundreds to thousands of neurons simultaneously have made manual intervention impractical, increasing the demand for both accurate and
scalable spike sorting algorithms (Rossant et al., 2016; Pachitariu et al., 2016; Lee et al., 2017;
Chung et al., 2017; Yger et al., 2018; Hilgen et al., 2017; Jun et al., 2017b; Diggelmann et al.,
2018).
Despite the development and widespread use of automatic spike sorters, there still exist no clear
standards for how spike sorting should be performed or evaluated (Rey et al., 2015; Barnett et al.,
2016; Carlson and Carin, 2019; Magland et al., 2020). Research labs that are beginning to experiment with high-density extracellular recordings have to choose from a multitude of spike sorters,
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data processing algorithms, file formats, and curation tools just to analyze their first recording. As
trying out multiple spike sorting pipelines is time-consuming and technically challenging, many labs
choose one and stick to it as their de facto solution (Magland et al., 2020). This has led to a fragmented software ecosystem which challenges reproducibility, benchmarking, and collaboration
among different research labs.
Previous work to standardize the field has focused on developing open-source frameworks that
make extracellular analysis and spike sorting more accessible (Egert et al., 2002; Bonomini et al.,
2005; Hazan et al., 2006; Garcia and Fourcaud-Trocmé, 2009; Goldberg et al., 2009; Bokil et al.,
2010; Xq et al., 2011; Bologna et al., 2010; Oostenveld et al., 2011; Kwon et al., 2012;
Mahmud et al., 2012; Bongard et al., 2014; Regalia et al., 2016; Zhang et al., 2017;
Nasiotis et al., 2019a). While useful tools in their own right, these frameworks only implement a limited suite of spike sorting technologies since their main focus is to provide entire extracellular analysis pipelines (spike trains, LFPs, EEG, and more). Moreover, these tools do little to improve the
evaluation and comparison of spike sorting performance which is still a relatively unsolved problem
in electrophysiology. An exception to this is SpikeForest (Magland et al., 2020), a recently developed open-source software suite that benchmarks 10 automated spike sorting algorithms against an
extensive database of ground-truth recordings (SpikeForest makes use of SpikeInterface in many of
its core capabilities [file IO, preprocessing, spike sorting]). Despite these developments, there exists
a need for an up-to-date spike sorting framework that can standardize the usage and evaluation of
modern algorithms.
In this paper, we introduce SpikeInterface, the first open-source, Python-based framework exclusively designed to encapsulate all steps in the spike sorting pipeline (we utilize Python as it is opensource, free, and increasingly popular in the neuroscience community; Muller et al., 2015;
Gleeson et al., 2017). The goals of this software framework are five-fold.
1. To increase the accessibility and standardization of modern spike sorting technologies by providing users with a simple application programming interface (API) and graphical user interface
(GUI) that exist within a continuously integrated code-base.
2. To make spike sorting pipelines fully reproducible by capturing the entire provenance of the
data flow during run time.
3. To make data access and analysis both memory and computation-efficient by utilizing memory-mapping, parallelization, and high-performance computing platforms.
4. To encourage the sharing of datasets, results, and analysis pipelines by providing full compatibility with standardized file formats such as Neurodata Without Borders (NWB) (Teeters et al.,
2015; Ruebel et al., 2019) and the Neuroscience Information Exchange (NIX) Format
(NIX, 2015).
5. To supply the most comprehensive suite of benchmarking capabilities available for spike sorting in order to guide future usage and development.
In the remainder of this article, we showcase the numerous capabilities of SpikeInterface by performing an in-depth meta-analysis of preexisting spike sorters. This analysis includes quantifying the
agreement among six modern spike sorters for dense probe recordings, benchmarking each sorter
on ground truth, and introducing a consensus-based technique to potentially improve performance
and enable automated curation. Afterwards, we present an overview of the codebase and how its
interconnected components can be utilized to build full spike sorting pipelines. Finally, we contrast
SpikeInterface with preexisting analysis frameworks and outline future directions.

Results
In this section, we perform a meta-analysis of six modern spike sorters on real and simulated datasets. This meta-analysis includes quantifying agreement among the sorters, benchmarking each
sorter on ground truth, and investigating whether it is possible to combine outputs from multiple
spike sorters to improve overall performance and to reduce the burden of manual curation. All analyses are done with spikeinterface version 0.10.0 which is available on PyPI (https://pypi.org/project/spikeinterface/). The code to perform this analysis and produce all figures can be found at
https://spikeinterface.github.io/ which also showcases other experiments performed using SpikeInterface. The datasets are publicly available in NWB format on the DANDI archive (https://gui.dandiarchive.org/#/dandiset/000034/draft).
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Spike sorters show low agreement for the same high-density dataset
The dataset we use in this analysis is a Neuropixels recording from a head-fixed mouse acquired at
the Allen Institute for Brain Science (Siegle et al., 2019a; Allen Institute for Brain Science, 2019
dataset ID: 766640955; probe ID: 77359232). The recording has 246 active recording channels (the
remaining of the 384 Neuropixels channels were either not inserted in the brain tissue or had a firing
rate below 0.1 Hz), and a sampling frequency of 30 kHz. The recording’s duration was trimmed to 15
min. The probe records from part of the cortex (V1), the hippocampus (CA1), the dentate gyrus, and
the thalamus (LP). During the experiment, the mouse was presented with a variety of visual stimuli
while freely running on a rotating disk (for more details see Siegle et al., 2019a). An activity map of
the probe and a 1 s snippet of the traces on 10 channels are shown in Figure 1A. The notebook for
reproducing the results for this section and the last section of the Results can be viewed at https://
spikeinterface.github.io/blog/ensemble-sorting-of-a-neuropixels-recording.
For this analysis, we select six different spike sorters: HerdingSpikes2 (Hilgen et al., 2017), Kilosort2 (Pachitariu et al., 2018), IronClust (Jun et al., 2017b), SpyKING Circus (Yger et al., 2018), Tridesclous (Garcia and Pouzat, 2015), and HDSort (Diggelmann et al., 2018) (the versions for each
spike sorter are as follows: SpyKING Circus==0.9.7, Tridesclous==1.6.0, HerdingSpikes2==0.3.7,
IronClust==5.9.8, Kilosort2==GitHub commit 48bf2b81d8ad, HDSort==1.0.1). As most of these
algorithms have been tuned rigorously on multiple ground-truth datasets (including the recent largescale evaluation from Magland et al., 2020), we fix their parameters to default values to allow for
straightforward comparison. We do not include Klusta (Rossant et al., 2016), WaveClus
(Chaure et al., 2018), Kilosort (Pachitariu et al., 2016), or MountainSort4 (Chung et al., 2017) in
this analysis as Klusta can only handle up to 64 channels, WaveClus is designed for low channel count
probes, Kilosort is superseded by Kilosort2, and MountainSort4’s latest verion is currently not optimized for high channel counts, scaling quadratically with the number of channels.
In Figure 1B, we show the number of units that each of the six sorters output. Immediately, we
observe large variability among the sorters, with Tridesclous (TDC) finding the least units (187) and
SpyKING Circus (SC) finding the most units (628). HerdingSpikes2 finds 210 units; Kilosort2 finds 446
units; IronClust finds 233 units; and HDSort finds 317 units. From this result, we can see that there is
no clear consensus among the sorters on the number of neurons in the recording (without performing extensive manual curation).
Next, we compare the unit spike trains found by each sorter to determine the level of agreement
among the different algorithms (see the SpikeComparison Section of the Methods for how this is
done). In Figure 1C, we visualize the total number of units for which k sorters agree (unit agreement
is defined as a 50% spike train match; the time window to consider spikes as matching is 0.4 ms).
Figure 1—figure supplement 1 shows spike trains and templates for two sample matched units
(one with a higher - 0.97 - and one with a lower agreement - 0.69). Of the 2031 total detected units,
all six sorters agree on just 33 of the units. This is surprisingly low given the relatively undemanding
criteria of a 50% spike train match. We also find that two or more sorters agree on just 263 of the
total units. To further break down the disagreement between spike sorters, Figure 1D shows the
number of units per sorter for which k other sorters agree. For most sorters, over 50% of the units
that they find do not match with any other sorter (with the exceptions of Ironclust and Tridesclous).
For agreed-upon units, around 80% of the agreement scores are 0.8 or higher, indicating that
matched units typically have high spike train agreement (Figure 1—figure supplement 2).
The analysis performed on this dataset suggests that agreement among spike sorters is startlingly
low. To corroborate this finding, we repeat the same analysis using different datasets including a
Neuropixels recordings from another lab and an in vitro retinal recording from a planar, high-density
array. In both cases, we find similar disagreement among the sorters (Figure 1—figure supplements
3 and 4). The notebooks for these analyses can be viewed at https://spikeinterface.github.io/blog/
ensemble-sorting-of-a-neuropixels-recording-2/ and https://spikeinterface.github.io/blog/ensemblesorting-of-a-3brain-biocam-recording-from-a-retina/.
This low agreement raises the following question: how many of the total outputted units actually
correspond to real neurons? To explore this question, we turn to simulation where the ground-truth
spiking activity is known a priori.
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Figure 1. Comparison of spike sorters on a real Neuropixels dataset. (A) A visualization of the activity on the Neuropixels array (top, color indicates
spike rate estimated on each channel evaluated with threshold detection) and of traces from the Neuropixels recording (below). (B) The number of
detected units for each of the six spike sorters (HS = HerdingSpikes2, KS = Kilosort2, IC = IronClust, TDC = Tridesclous, SC = SpyKING Circus, HDS =
HDSort). (C) The total number of units for which k sorters agree (unit agreement is defined as 50% spike match). (D) The number of units (per sorter) for
which k sorters agree; most sorters find many units that other sorters do not.
The online version of this article includes the following figure supplement(s) for figure 1:
Figure supplement 1. Examples of matched units in a Neuropixels recording.
Figure supplement 2. Cumulative histogram of agreement scores (above threshold of .5 that defines a match) for the ensemble sorting of the
simulated ground-truth dataset.
Figure supplement 3. Comparison of spike sorters on a Neuropixels recording.
Figure supplement 4. Comparison of spike sorters on a Biocam recording from a mouse retina.
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Evaluating spike sorters on a simulated dataset
In this analysis, we simulate a 10 min Neuropixels recording using the MEArec Python package
(Buccino and Einevoll, 2020). The recording contains the spiking activity of 250 biophysically
detailed neurons (200 excitatory and 50 inhibitory cells from the Neocortical Micro Circuit Portal;
Ramaswamy et al., 2015; Markram et al., 2015) that exhibit independent Poisson firing patterns.
The recording also has an additive Gaussian noise with 10 mV standard deviation. A visualization of
the simulated activity map and extracellular traces from the Neuropixels probe is shown in
Figure 2A. A histogram of the signal-to-noise ratios (SNR) for the ground-truth units is shown in
Figure 2B. The notebook for reproducing the results for this and the next section can be viewed at
https://spikeinterface.github.io/blog/ground-truth-comparison-and-ensemble-sorting-of-a-syntheticneuropixels-recording/.
We run the same six spike sorters on the simulated dataset, keeping the parameters the same as
those used on the real Neuropixels dataset. We then utilize SpikeInterface to evaluate each spike
sorter on the ground-truth dataset. Afterwards, we repeat the agreement analysis from the previous
section to diagnose the low agreement among sorters.
The main result of the ground-truth evaluation is summarized in Figure 2. As can be seen in
Figure 2C, the sorters, again, have a large discrepancy in the number of detected units. The number
of detected units range from the 189 units found by Tridesclous to the 458 units found by HDSort.
HerdingSpikes2 finds 233 units; Kilosort2 finds 415 units; IronClust finds 283 units; and SpyKING Circus finds 343 units. We again see that there is no clear consensus among the sorters on the number
of neurons in the simulated recording.
In Figure 2D, the accuracy, precision, and recall of all the ground-truth units are plotted for each
spike sorter. Some sorters tend to favor precision over recall while others do the opposite (Figure 2—figure supplement 1A). Moreover, the accuracy is modulated by the SNR of the groundtruth units for all spike sorters except Kilosort2 which achieves an almost perfect performance on the
low-SNR units (Figure 2—figure supplement 1B). While most spike sorters have a wide range of
scores for each metric, Kilosort2 attains significantly higher scores than the rest of the spike sorters
for most ground-truth units.
Figure 2E shows the breakdown of detected units for each spike sorter. Each unit is classified as
well-detected, false positive, redundant, and/or overmerged by SpikeInterface (the definitions of
each unit type can be found in the SpikeComparison Section of the Materials and methods). This
plot, interestingly, may shed some light on the remarkable accuracy of Kilosort2. While Kilosort2 has
the most well-detected units (245), this comes at the cost of a high percentage of false positive (147)
and redundant (21) units (The high-rate of false positive/redundant units persists, but is alleviated,
even when using Kilosort2’s automated curation step which removes units that have >20% estimated
contamination rate [computed from the refractory period violations ]. In that case the number of
well-detected units is 241, false positives are 93, and redundant units are 18. In both cases two overmerged units are found). Notably, Tridesclous detects very few false positive/redundant units while
still finding many well-detected units. HDSort, on the flip side, finds many more false positive units
than any other spike sorter. For a comprehensive comparison of spike sorter performance on both
real and simulated datasets, we refer the reader to the related SpikeForest project (https://spikeforest.flatironinstitute.org/) (Magland et al., 2020).

Low-agreement units are mainly false positives
Similarly to the real Neuropixels dataset, we compare the agreement among the different spike sorters on the simulated dataset. Again, we observe a large disagreement among the spike sorting outputs with only 139 units of the 1921 total units (7.24%) being in agreement among all sorters
(Figure 3A). We can break down the overall agreement by sorter (Figure 3B), highlighting that
some sorters are more prone to finding low agreement units (HDSort, SpyKING Circus, Kilosort2)
than other sorters (HerdingSpikes2, Ironclust, Tridesclous).
Given that we know the ground-truth spiking activity of the simulated recording, we can now
investigate whether low-agreement units actually correspond to ground-truth units or if they are
falsely detected (false positive) units. In Figure 3C, bar plots for each sorter show the number of
matched ground-truth units (blue) and false positive units (red) in relation to the ensemble agreement (1 - no agreement, 6 - full agreement). The plots show that (almost) all false positive units are
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Figure 2. Evaluation of spike sorters on a simulated Neuropixels dataset. (A) A visualization of the activity on and traces from the simulated
Neuropixels recording. (B) The signal-to-noise ratios (SNR) for the ground-truth units. (C) The number of detected units for each of the six spike sorters
(HS = HerdingSpikes2, KS = Kilosort2, IC = IronClust, TDC = Tridesclous, SC = SpyKING Circus, HDS = HDSort). (D) The accuracy, precision, and recall
of each sorter on the ground-truth units. (E) A breakdown of the detected units for each sorter (precise definitions of each unit type can be found in the
SpikeComparison Section of the Methods). The horizontal dashed line indicates the number of ground-truth units (250).
The online version of this article includes the following figure supplement(s) for figure 2:
Figure supplement 1. Evaluation of spike sorters performance metrics.
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Figure 3. Comparison of spike sorters on a simulated Neuropixels dataset. (A) The total number of units for which k sorters agree (unit agreement is
defined as 50% spike match). (B) The number of units (per sorter) for which k sorters agree; Most sorters find many units that other sorters do not. (HS =
HerdingSpikes2, KS = Kilosort2, IC = IronClust, TDC = Tridesclous, SC = SpyKING Circus, HDS = HDSort) (C) Number of matched ground-truth units
(blue) and false positive units (red) found by each sorter on which k sorters agree upon. Most of the false positive units are only found by a single sorter.
Number of false positive units found by k  2 sorters: HS = 4, KS = 4, IC = 4, SC = 2, TDC = 1, HDS = 2. (D) Signal-to-noise ratio (SNR) of ground-truth
unit with respect to the number of k sorters agreement. Results are split by sorter.
The online version of this article includes the following figure supplement(s) for figure 3:
Figure supplement 1. The fractions of predicted false and true positive units from ensembles using different numbers of sorters.
Figure supplement 2. The SNR of all units found by Kilosort2 in the ground-truth data separated into those with and without matches in the groundtruth spike trains.

ones that are found by only a single sorter (not matched with any other sorters), while most real units
are matched by more than one sorter. We also assessed how well false positive units can be identified using fewer sorters (Figure 3—figure supplement 1). This analysis showed that using a pair of
sorters is sufficient to isolate almost all false positive units in each sorter, yet when fewer than four
sorter outputs are compared, a significant fraction of true positive units found by only one sorter can
be wrongly classified as false positives with this approach. For two sorters, the most reliable identification of true positives for this dataset was achieved by combining Kilosort2 and Ironclust (96% and
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95% false positive and true positive detection rate, respectively). In Figure 3D, we display the signal-to-noise ratio (SNR) as a function of the ensemble agreement. This shows, as expected, that
higher SNR units have higher agreement among sorters. In other words, units with a large amplitude
(high SNR) are easier to detect and more consistently found by many sorters. Additionally, we tested
if SNR can be used to distinguish between false and true positive units, as noise may be wrongly
detected as events with low SNR. We found that for Kilosort2’s output, which is best matched with
ground-truth spike trains, SNR is not a good predictor of false positives (Figure 3—figure supplement 2) - many false positives had a high estimated SNR. Taken together, these results suggest that
the ensemble agreement among multiple sorters can be used to remove false positive units from
each of the sorter outputs or to inform their subsequent manual curation.

Consensus units highly overlap with manually curated ones
We next investigate the ensemble agreement among the sorters on the real Neuropixels recording
presented in Figure 1. As there is no ground-truth information in this setting to identify false positives, we turn to manually curated sorting outputs. Two experts (which we will refer to as C1 and C2)
manually curate the spike sorting output of Kilosort2 using the Phy software. During this curation
step, the two experts label the sorted units as false positives or real units by rejecting, splitting,
merging, or accepting units according to spike features (Rossant and Harris, 2013).
Figure 4A shows the agreement between expert 1 (C1) and expert 2 (C2). While there are some
discrepancies (as expected when manually curating spike sorting results; Wood et al., 2004), most
of the curated units (226 out of 351–64.2%) are agreed upon by both experts. Notably, 174 units
found by Kilosort2 are discarded by both experts, indicating a large number of false positive units.
We then compare the output of each of the spike sorters to C1 and C2 and find that, in general,
only a small percentage of units outputted by any single sorter is matched to the curated results
(Figure 4). The highest percentage match is actually IronClust which is surprising given that the initial
T
T
T
sorting output was curated from Kilosort2’s output (IC C1 = 59.83%, IC C2 = 61.1%, KS C1 =
T
50.67%, KS C2 = 56.25%).
Next, for each sorter, we take all the units that are matched by at least one other sorter (consensus units, k  2) and all units that are found by only that sorter (non-consensus units, k ¼ 1). We refer
to the consensus units of a sorter as Sorterc and the non-consensus units of a sorter as Sorternc. In
Figure 4C, we show the match percentage between consensus units and curated units. The average
match percentage is above 70% for all sorters showing that there is a large agreement between the
T
manually curated outputs and the consensus-based output. Kilosort2 has the highest match (KSc
T
T
T
C2 = 89.55%), slightly higher than Ironclust (ICc
C1 = 82.63%, ICc
C2 =
C1 = 84.55%, KSc
83.83%). Conversely, the percentage of non-consensus units matched to curated units is very small
(Figure 4D) for all sorters.
Overall, this analysis suggests that a consensus-based approach to curation could allow for identification of real neurons from spike sorted data. Despite differences among the sorters with respect
to the number of detected neurons and the quality of their isolation (as demonstrated by the
ground-truth analysis), the consensus-based approach has good agreement with hand-curated data
and appears to be less variable as illustrated by the small but significant disagreement between the
two curators.

Materials and methods
Overview of SpikeInterface
SpikeInterface consists of five main Python packages designed to handle different steps in the spike
sorting pipeline: (i) spikeextractors, for extracellular recording, sorting output, and probe file I/
O; (ii) spiketoolkit for low level processing such as pre-processing, post-processing, validation,
curation; (iii) spiketoolkit for spike sorting algorithms and job launching functionality; (iv) spikecomparison for sorter comparison, ground-truth comparison, and ground-truth studies; and (v)
spikewidgets, for data visualization.
These five packages can be installed and used through the spikeinterface metapackage,
which contains stable versions of all five packages as internal modules (see Figure 5). With these five
packages (or our meta-package), users can build, run, and evaluate full spike sorting pipelines in a
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Figure 4. Comparison between consensus and manually curated outputs. (A) Venn diagram showing the agreement between Curator 1 and 2. 174
units are discarded by both curators from the Kilsort2 output. (B) Percent of matched units between the output of each sorter and C1 (red) and C2
(blue). Ironclust has the highest match with both curated datasets. (C) Similar to C, but using the consensus units (units agreed upon by at least two
T
sorters - k  2). The percent of matching with curated datasets is now above 70% for all sorters, with Kilosort2 having the highest match (KSc C1 =
T
T
T
84.55%, KSc C2 = 89.55%), slightly higher than Ironclust (ICc C1 = 82.63%, ICc C2 = 83.83%). (D) Percent of non-consensus units (k ¼ 1) matched to
T
T
curated datasets. The only significant overlap is between Curator one and Kilosort2, with a percent around 18% (KSnc C1 = 18.58%, KSnc C2 =
24.34%).

reproducible and standardized way. In the following subsections, we present an overview of, and a
code snippet for, each package.

SpikeExtractors
The spikeextractors package (https://github.com/SpikeInterface/spikeextractors; Buccino et al.,
2020a) is designed to alleviate issues of any file format incompatibility within spike sorting without
creating additional file formats. To this end, spikeextractors contains two core Python objects
that can directly and uniformly access all spike sorting related files: the RecordingExtractor and
the SortingExtractor.
The RecordingExtractor directly interfaces with an extracellular recording and can query it for
four primary pieces of information: (i) the extracellular recorded traces; (ii) the sampling frequency;
(iii) the number of samples, or frames, in the recording; and (iv) the channel indices of the recording
electrodes. These data are shared across all extracellular recordings allowing for standardized
retrieval functions. In addition, a RecordingExtractor may store extra information about the
recording device as ’channel properties’ which are key–value pairs. This includes properties such as

Buccino, Hurwitz, et al. eLife 2020;9:e61834. DOI: https://doi.org/10.7554/eLife.61834

9 of 24

3.2. Paper

33

Tools and resources

Neuroscience

spikeinterface
.extractors

.toolkit

.sorters

.comparison

.widgets

spikeextractors

spiketoolkit

spikesorters

spikecomparison

spikewidgets

Recorded Data File IO
Sorted Data File IO
Probe File IO

Preprocessing
Postprocessing
Validation
Curation

Spike Sorting
Job Launching

Sorter Comparison
Ground Truth Comparison
Ground Truth Studies

Visualization Widgets

Figure 5. Overview of SpikeInterface’s Python packages, their different functionalities, and how they can be accessed by our meta-package,
spikeinterface.

’location’, ’group’, and ’gain’ which are either provided by certain extracellular file formats, loaded
manually by the user, or loaded automatically with our built-in probe file (.prb or .csv) reader. Taken
together, the RecordingExtractor is an object representation of an extracellular recording and
the associated probe configuration.
The SortingExtractor directly interfaces with a sorting output and can query it for two primary pieces of information: (i) the unit indices and (ii) the spike train of each unit. Again, these data
are shared across all sorting outputs. A SortingExtractor may also store extra information about
the sorting output as either ’unit properties’ or ’unit spike features’, key–value pairs which store
information about the individual units or the individual spikes of each unit, respectively. This extra
information is either loaded from the sorting output, loaded manually by the user, or loaded automatically with built-in post-processing tools (discussed in the SpikeToolkit Section). Taken together,
the SortingExtractor is an object representation of a sorting output along with any associated
post-processing.
Critically, both Extractor types can lazily query the underlying datasets for information as it is
required, reducing their memory footprint and allowing their use for long, large-scale recordings.
While this is the default operation mode, Extractors can also cache parts of the dataset in temporary binary files to enable faster downstream computations at the cost of higher memory usage. All
extracted data is converted into either native Python data structures or into numpy arrays for immediate use in Python. Additionally, each Extractor can be dumped to and loaded from a json file,
a pickle file, or a dictionary, ensuring full provenance and allowing for parallel processing.
The following code snippet illustrates how Extractors can be used to retrieve raw traces from
an extracellular recording and spike trains from a sorting output:
import spikeinterface.extractors as se
recording = se.MyFormatRecordingExtractor(file_path='myrecording')
sorting = se.MyFormatSortingExtractor(file_path=’mysorting’)
traces = recording.get_traces() # 2D numpy array (channels x time)
spike_train = sorting.get_unit_spike_train(unit_id=1) # 1D numpy array

Along with using Extractors for single files, it is possible to access data from multiple files or
portions of files with the MultiExtractors and SubExtractors, respectively. Both have identical
functionality to normal Extractors and can be used and treated in the same ways, simplifying, for
instance, the combined analysis of a recording split into multiple files.
As of this moment, SpikeInterface supports 19 extracellular recording formats and 18 sorting output formats. The available file formats can be found in Table 1. Although this covers many popular
formats in extracellular analysis (including Neurodata Without Borders, Teeters et al., 2015, and
NIX, 2015), we expect the number of formats to grow with future versions as adding a new format
is as simple as making a new Extractor subclass for it. We also have started to integrate NEO’s
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Table 1. Currently available file formats in SpikeInterface and if they are writable.
*The Phy writing method is implemented in spiketoolkit as the export_to_phy function (all other writing methods are implemented in
spikeextractors).
Raw formats

Writable Reference

Sorted formats

Writable Reference

Klusta

Yes

Rossant et al., 2016

Klusta

Yes

Rossant et al., 2016

Mountainsort

Yes

Jun et al., 2017a

Mountainsort

Yes

Jun et al., 2017a

Phy*

Yes

Rossant and Harris, 2013

Phy*

Yes

Rossant and Harris, 2013

Kilosort/Kilosort2

No

Pachitariu et al., 2016; Rossant et al., Kilosort/Kilosort2
2014

No

Pachitariu et al., 2016; Rossant et al.,
2014

SpyKING Circus

No

Yger et al., 2018

SpyKING Circus

Yes

Yger et al., 2018

Exdir

Yes

Dragly et al., 2018

Exdir

Yes

Dragly et al., 2018

MEArec

Yes

Buccino and Einevoll, 2020

MEArec

Yes

Buccino and Einevoll, 2020

Open Ephys

No

Siegle et al., 2017

Open Ephys

No

Siegle et al., 2017

Neurodata Without
Borders

Yes

Teeters et al., 2015

Neurodata Without
Borders

Yes

Teeters et al., 2015

NIX

Yes

NIX, 2015

NIX

Yes

NIX, 2015

Plexon

No

Plexon, 2020

Plexon

No

Plexon, 2020

Neuralynx

No

Neuralynx, 2020

Neuralynx

No

Neuralynx, 2020

SHYBRID

Yes

Wouters et al., 2020

SHYBRID

Yes

Wouters et al., 2020

Neuroscope

Yes

Hazan et al., 2006

Neuroscope

Yes

Hazan et al., 2006

SpikeGLX

No

Karsh, 2016

HerdingSpikes2

Yes

Hilgen et al., 2017

Intan

No

Intan, 2010

JRCLUST

No

Jun et al., 2017b

MCS H5

No

MCS, 2020

Wave clus

No

Chaure et al., 2018

Biocam HDF5

Yes

Biocam, 2018

Tridesclous

No

Garcia and Pouzat, 2015

MEA1k

Yes

MEA1k, 2020

NPZ (numpy zip)

Yes

N/A

MaxOne

No

MaxWell, 2020

Binary

Yes

N/A

(Garcia et al., 2014) I/O system into spikeextractors which allow SpikeInterface to support
many more open-source and proprietary file formats without changing any functionality. Already,
two recording formats have been added through our NEO integration (Neuralynx, 2020 and
Plexon, 2020).

SpikeToolkit
The spiketoolkit package (https://github.com/SpikeInterface/spiketoolkit; Buccino et al., 2020b)
is designed for efficient pre-processing, post-processing, validation, and curation of extracellular
datasets and sorting outputs. It contains four modules that encapsulate each of these functionalities:
preprocessing,Xpostprocessing,Xvalidation, and curation.

Pre-processing
The preprocessing module provides functions to process raw extracellular recordings before
spike sorting. To pre-process an extracellular recording, the user passes a RecordingExtractor to
a pre-processing function which returns a new ’preprocessed’ RecordingExtractor. This new
RecordingExtractor, which can be used in exactly the same way as the original extractor, implements the preprocessing in a lazy fashion so that the actual computation is performed only when
data is requested. As all pre-processing functions take in and return a RecordingExtractor, they
can be naturally chained together to perform multiple pre-processing steps on the same recording.
Pre-processing functions range from commonly used operations, such as bandpass filtering, notch
filtering, re-referencing signals, and removing channels, to more advanced procedures such as clipping traces depending on the amplitude, or removing artifacts arising, for example, from electrical
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stimulation. The following code snippet illustrates how to chain together a few common pre-processing functions to process a raw extracellular recording:
import spikeinterface.spiketoolkit as st
recording = st.preprocessing.bandpass_filter(recording, freq_min=300, freq_max=6000)
recording_1 = st.preprocessing.remove_bad_channels(recording, bad_channels=[5])
recording_2 = st.preprocessing.common_reference(recording_1, reference=’median’)

Post-processing
The postprocessing module provides functions to compute and store information about an extracellular recording given an associated sorting output. As such, post-processing functions are
designed to take in both a RecordingExtractor and a SortingExtractor, using them in conjunction to compute the desired information. These functions include, but are not limited to: extracting unit waveforms and templates, computing principle component analysis projections, as well as
calculating features from templates (e.g. peak to valley duration, full-width half maximum).
One essential feature of the postprocessing module is that it provides the functionality to
export a RecordingExtractor/SortingExtractor pair into the Phy format for manual curation
later. Phy (Rossant and Harris, 2013; Rossant et al., 2016) is a popular manual curation GUI that
allows users to visualize a sorting output with several views and to curate the results by manually
merging or splitting clusters. Phy is already supported by several spike sorters (including klusta,
XKilosort,XKilosort2, and SpyKINGXCircus) so our exporter function extends Phy’s functionality to all SpikeInterface-supported spike sorters. After manual curation is performed in Phy, the
curated data can be re-imported into SpikeInterface using the PhySortingExtractor for further
analysis. The following code snippet illustrates how to retrieve waveforms for each sorted unit, compute principal component analysis (PCA) features for each spike, and export to Phy using
SpikeInterface:
import spikeinterface.toolkit as st
waveforms = st.postprocessing.get_unit_waveforms(recording, sorting)
pca_scores = st.postprocessing.compute_unit_pca_scores(recording, sorting, n_comp=3)
st.postprocessing.export_to_phy(recording, sorting, output_folder=’phy_folder’)

Validation
The validation module allows users to automatically evaluate spike sorting results in the absence
of ground truth with a variety of quality metrics. The quality metrics currently available are a compilation of historical and modern approaches that were re-implemented by researchers at Allen Institute
for Brain Science (https://github.com/AllenInstitute/ecephys_spike_sorting; Siegle et al., 2019b) and
by the SpikeInterface team (see Table 2).
Each of SpikeInterface’s quality metric functions internally utilize the postprocessing module
to generate all data needed to compute the specified metric (amplitudes, principal components,
etc.). The following code snippet demonstrates how to compute both a single quality metric (isolation distance) and also all the quality metrics with just two function calls:
import spikeinterface.toolkit as st
iso_metric = st.validation.compute_isolation_distances(sorting, recording)
all_metrics = st.validation.compute_quality_metrics(sorting, recording)

Curation
The curation module allows users to quickly remove units from a SortingExtractor based on
computed quality metrics. To curate a sorted dataset, the user passes a SortingExtractor to a
curation function which returns a new ’curated’ SortingExtractor (similar to how pre-processing
works). This new SortingExtractor can be used in exactly the same way as the original extractor.
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Table 2. Currently available quality metrics in Spikeinterface.
Re-implemented by researchers at Allen Institute for Brain and by the SpikeInterface team.
Metric

Description

Reference

Signal-tonoise ratio

The signal-to-noise ratio computed on unit templates.

N/A

Firing rate

The average firing rate over a time period.

N/A

Presence ratio The fraction of a time period in which spikes are present.

N/A

Amplitude
Cutoff

An estimate of the miss rate based on an amplitude histogram.

N/A

Maximum
drift

The maximum change in spike position (computed as the center of mass of the energy of the first principal N/A
component score) throughout a recording.

Cumulative
drift

The cumulative change in spike position throughout a recording.

N/A

ISI violations

The rate of inter-spike-interval (ISI) refractory period violations.

Hill et al., 2011

Isolation
Distance

Radius of the smallest ellipsoid that contains all the spikes from a cluster and an equal number of spikes from Harris et al., 2001
other clusters (centered on the specified cluster).

L-ratio

Assuming that the distribution of spike distances from a cluster center is multivariate normal, L-ratio is the Schmitzer-Torbert and
average value of the tail distribution for non-member spikes of that cluster.
Redish, 2004

D-Prime

The classification accuracy between two units based on linear discriminant analysis (LDA)

Hill et al., 2011

Nearestneighbors

A non-parametric estimate of unit contamination using nearest-neighbor classification.

Chung et al., 2017

Silhouette
score

The ratio between cohesiveness of a cluster (distance between member spikes) and its separation from other Rousseeuw, 1987
clusters (distance to non-member spikes).

As all curation functions take in and return a SortingExtractor, they can be naturally chained
together to perform multiple curation steps on the same sorting output.
Currently, all implemented curation functions are based on excluding units with respect to a userdefined threshold on a specified quality metric. These curation functions will compute the associated
quality metric and then threshold the dataset accordingly. The following code snippet demonstrates
how to chain together two curation functions that are based on different quality metrics and apply a
’less’ threshold to the underlying units (exclude all units below the given threshold):
import spikeinterface.toolkit as st
sorting_1 = st.curation.threshold_firing_rates(sorting, threshold=2.3, threshold_sign=’less’)
sorting_2 = st.curation.threshold_snrs(sorting_1, recording, threshold=10, threshold_sign=’less’)

SpikeSorters
The spikesorters (https://github.com/SpikeInterface/spikesorters; Buccino et al., 2020c) package
provides a straightforward interface for running spike sorting algorithms supported by SpikeInterface. Modern spike sorting algorithms are built and deployed in a variety of programming languages
including C, C++, MATLAB, and Python. Along with variability in the underlying program languages,
each sorting algorithm may depend on external technologies like CUDA or command line interfaces
(CLIs), complicating standardization. To unify these disparate algorithms into a single codebase,
spikesorters provides Python-wrappers for each supported spike sorting algorithm. These spike
sorting wrappers use a standard API for running the corresponding algorithms, internally handling
intrinsic complexities such as automatic code generation for MATLAB- and CLI-based algorithms.
Each spike sorting wrapper is implemented as a subclass of a BaseSorter class that contains all
shared code for running the spike sorters.
To run a specific spike sorting algorithm, users can pass a RecordingExtractor object to the
associated function in spikesorters and overwrite any default parameters with new values (only
essential parameters are exposed to the user for modification). Internally, each function initializes a
spike sorting wrapper with the user-defined parameters. This wrapper then creates and modifies a
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new spike sorter configuration and runs the sorter on the dataset encapsulated by the RecordingExtractor. Once the spike sorting algorithm is finished, the sorting output is saved and a corresponding SortingExtractor is returned to the user. For each sorter, all available parameters and
their descriptions can be retrieved using the get_default_params() and get_params_description() functions, respectively.
In the following code snippet, Mountainsort4 and Kilosort2 are used to sort an extracellular
recording. Running each algorithm (and changing the default parameters) can be done as follows:
import spikeinterface.sorters as ss
sorting_MS4 = ss.run_mountainsort4(recording, adjacency_radius=50)
sorting_KS2 = ss.run_kilosort2(recording, detect_threshold=5)

Our spike sorting functions also allow for users to sort specific ’groups’ of channels in the recording separately (and in parallel, if specified). This can be very useful for multiple tetrode recordings
where the data are all stored in one file, but the user wants to sort each tetrode separately. For
large-scale analyses where the user wants to run many different spike sorters on many different datasets, spikesorters provides a launcher function which handles any internal complications associated with running multiple sorters and returns a nested dictionary of SortingExtractor objects
corresponding to each sorting output. The launcher can be deployed on HPC platforms through the
multiprocessing or dask engine (Dask, 2016). Finally, and importantly, when running a spike
sorting job the recording information and all the spike sorting parameters are saved in a log file,
including the console output of the spike sorting run (which can be used to inspect errors). This provenance mechanism ensures full reproducibility of the spike sorting pipeline.
Currently, SpikeInterface supports 10 semi-automated spike sorters which are listed in Table 3.
We encourage developers to contribute to this expanding list in future versions and we provide
comprehensive documentation on how to do so (https://spikeinterface.readthedocs.io/en/latest/contribute.html).

SpikeComparison
The
spikecomparison
package
(https://github.com/SpikeInterface/spikecomparison;
Buccino et al., 2020d) provides a variety of tools that allow users to compare and benchmark sorting outputs. Along with these comparison tools, spikecomparison also provides the functionality

Table 3. Currently available spike sorters in Spikeinterface.
TM = Template Matching; SL = Spike Localization; DB = Density-based clustering.
Name
Klusta

Method Notes

Reference

DB

Python-based, semi-automatic, designed for low channel count, dense probes.

Rossant et al., 2016

Mountainsort4

DB

Python-based, fully automatic, unique clustering method (isosplit), designed for low channel count,
dense probes and tetrodes.

Chung et al., 2017

Kilosort

TM

MATLAB-based, GPU support, semi-automated final curation.

Pachitariu et al.,
2016

Kilosort2

TM

MATLAB-based, GPU support, semi-automated final curation, designed to correct for drift.

Pachitariu et al.,
2018

SpyKING
Circus

TM

Python-based, fast and scalable with CPUs, designed to correct for drift.

Yger et al., 2018

HerdingSpikes2 DB + SL Python-based, fast and scalable with CPUs, scales up to thousands of channels.

Hilgen et al., 2017

Tridesclous

TM

Garcia and Pouzat,
2015

IronClust

DB + SL MATLAB-based, GPU support, designed to correct for drift.

Jun et al., 2020

Wave clus

TM

Matlab-based, fully automatic, designed for single electrodes and tetrodes, multi-platform.

Chaure et al., 2018

TM

Matlab-based, fast and scalable, designed for large-scale, dense arrays.

Diggelmann et al.,
2018

HDsort

Python-based, graphical user interface, GPU support, multi-platform
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to run systematic performance comparisons of multiple spike sorters on multiple ground-truth
recordings.
Within spikecomparison, there exist three core comparison functions:
1. compare_two_sorters - Compares two spike sorting outputs.
2. compare_multiple_sorters - Compares multiple spike sorting outputs.
3. compare_sorter_with_ground_truth - Compares a spike sorting output to ground truth.
Each of these comparison functions takes in multiple SortingExtractor objects and uses them
to compute agreement scores among the underlying spike trains. The agreement score between
two spike trains is defined as:
score ¼

#nmatches
#n1 þ #n2 #nmatches

(1)

where #nmatches is the number of ’matched’ spikes between the two spike trains and #n1 and #n2 are
the number of spikes in the first and second spike train, respectively. Two spikes from two different
spike trains are ’matched’ when they occur within a certain time window of each other (this window
length can be adjusted by the user and is 0.4 ms by default).
When comparing two sorting outputs (compare_two_sorters), a linear assignment based on
the Hungarian method (Kuhn, 1955) is used. With this assignment method, each unit from the first
sorting output can be matched to at most one other unit in the second sorting output. The final
result of this comparison is then the list of matching units (given by the Hungarian method) and the
agreement scores of the spike trains.
The multi-sorting comparison function (compare_multiple_sorters) can be used to compute
the agreement among the units of many sorting outputs at once. Internally, pair-wise sorter comparisons are run for all of the sorting output pairs. A graph is then built with the sorted units as nodes
and the agreement scores among the sorted units as edges. With this graph implementation, it is
straightforward to query for units that are in agreement among multiple sorters. For example, if
three sorting outputs are being compared, any units that are in agreement among all three sorters
will be part of a subgraph with large weights.
For a ground-truth comparison (compare_sorter_with_ground_truth), either the Hungarian
or the best-match method can be used. With the Hungarian method, each tested unit from the sorting output is matched to at most a single ground-truth unit. With the best-match method, a tested
unit from the sorting output can be matched to multiple ground-truth units (above an adjustable
agreement threshold) allowing for more in-depth characterizations of sorting failures. Note that in
the SpikeForest benchmarking software suite (Magland et al., 2020), the best-match strategy is
used.
Additionally, when comparing a sorting output to a ground-truth sorted result, each spike can be
optionally labeled as:
.
.
.

True positive (tp): Found both in the ground-truth spike train and tested spike train.
False negative (fn): Found in the ground-truth spike train, but not in the tested spike train.
False positive (fp): Found in the tested spike train, but not in the ground-truth spike train.

Using these labels, the following performance measures can be computed:
.

#tp
Accuracy: ð#tpþ#fnþ#fpÞ

.

#tp
Recall: ð#tpþ#fnÞ

.

#tp
Precision: ð#tpþ#fpÞ

.

#fn
Miss rate: ð#tpþ#fnÞ

.

#fp
False discovery rate: ð#tpþ#fpÞ

While previous metrics give a measure of individual spike train quality, we also propose metrics at
a unit population level. Based on the matching results and the scores, the units of the sorting output
are classified as well-detected, false positive, redundant, and overmerged. Well-detected units are
matched units with an agreement score above 0.8. False positive units are unmatched units or units
which are matched with an agreement score below 0.2. Redundant units have agreement scores
above 0.2 with only one ground-truth unit, but are not the best matched tested units (redundant
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units can either be oversplit or duplicate units). Overmerged units have an agreement score above
0.2 with two or more ground-truth units. All these agreement score thresholds are adjustable by the
user. We highlight to the reader that the unit classification proposed here is currently only based on
agreement score (i.e. accuracy). More sophisticated classification rules could involve a combination
of accuracy, precision, and recall values, which can be easily computed for each unit with theXspikecomparison module.
The following code snippet shows how to perform all three types of spike sorter comparisons:
import spikeinterface.comparison as sc
comp_type_1 = sc.compare_two_sorters(sorting1, sorting2)
comp_type_2 = sc.compare_multiple_sorters([sorting1, sorting2, sorting3])
comp_type_3 = sc.compare_sorter_with_ground_truth(gt_sorting, tested_sorting)

Along with the three comparison functions, spikecomparison also includes a GroundTruthStudy class that allows for the systematic comparison of multiple spike sorters on multiple
ground-truth datasets. With this class, users can set up a study folder (in which the recordings to be
tested are saved), run several spike sorters and store their results in a compact way, perform systematic ground-truth comparisons, and aggregate the results in pandas dataframes (McKinney, 2010).

SpikeWidgets
The spikewidgets package (https://github.com/SpikeInterface/spikewidgets; Buccino et al.,
2020e) implements a variety of widgets that allow for efficient visualization of different elements in a
spike sorting pipeline.
There exist four categories of widgets in spikewidgets. The first category utilizes a RecordingExtractor for its visualization. This category includes widgets for visualizing time series data, electrode geometries, signal spectra, and spectrograms. The second category utilizes a
SortingExtractor for its visualization. These widgets include displays for raster plots, auto-correlograms, cross-correlograms, and inter-spike-interval distributions. The third category utilizes both a
RecordingExtractor and a SortingExtractor for its visualization. These widgets include visualizations of unit waveforms, amplitude distributions for each unit, amplitudes of each unit over time,
and PCA features. The fourth category utlizes comparison objects from the spikecomparison
package for its visualization. These widgets allow the user to visualize confusion matrices, agreement
scores, spike sorting performance metrics (e.g. accuracy, precision, recall) with respect to a unit
property (e.g. SNR), and the agreement between multiple sorting algorithms on the same dataset.
The following code snippet demonstrates how SpikeInterface can be used to visualize ten seconds of both the extracellular traces and the corresponding raster plot:
import spikeinterface.widgets as sw
sw.plot_timeseries(recording, channel_ids=[0,1,2,3], trange=[0,10])
sw.plot_rasters(sorting, unit_ids=[0,1,3], trange=[0,10]).

Building a spike sorting pipeline
So far, we have given an overview of each of the main packages in isolation. In this section, we illustrate how these packages can be combined, using both the Python API and the Spikely GUI, to
build a robust spike sorting pipeline. The spike sorting pipeline that we construct using SpikeInterface is depicted in Figure 6A and consists of the following analysis steps:
1.
2.
3.
4.
5.
6.
7.

Loading an Open Ephys recording (Siegle et al., 2017).
Loading a probe file.
Applying a bandpass filter.
Applying common median referencing to reduce the common mode noise.
Spike sorting with Mountainsort4.
Removing clusters with less than 100 events.
Exporting the results to Phy for manual curation.
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Figure 6. Sample spike sorting pipeline using SpikeInterface. (A) A diagram of a sample spike sorting pipeline. Each processing step is colored to
represent the SpikeInterface package in which it is implemented and the dashed, colored arrows demonstrate how the Extractors are used in each
processing step. (B) How to use the Python API to build the pipeline shown in (A). (C) How to use the GUI to build the pipeline shown in (A).

Traditionally, implementing this pipeline is challenging as the user has to load data from multiple
file formats, interface with a probe file, memory-map all the processing functions, prepare the correct inputs for Mountainsort4, and understand how to export the results into Phy. Even if the user
manages to implement all of the analysis steps on their own, it is difficult to verify their correctness
or reuse them without proper unit testing and code reviewing.

Using the Python API
Using SpikeInterface’s Python API to build the pipeline shown in Figure 6A is straightforward. Each
of the seven steps is implemented with a single line of code (as shown in Figure 6B). Additionally,
data visualizations can be added for each step of the pipeline using the appropriate widgets (as
described in the SpikeWidgets Section). Unlike handmade scripts, SpikeInterface has a wide range
of unit tests, employs continuous integration, and has been carefully developed by a team of
researchers. Users, therefore, can have increased confidence that the pipelines they create are correct and reusable. Additionally, SpikeInterface tracks the entire provenance of the performed analysis, allowing other users (or the same user) to reproduce the analysis at a later date.

Using the spikely GUI
Along with our Python API, we also developed spikely (https://github.com/SpikeInterface/spikely;
Hurwitz et al., 2020), a PyQt-based GUI that allows for simple construction of complex spike sorting
pipelines. With spikely, users can build workflows that include: (i) loading a recording and a probe
file; (ii) performing pre-processing on the underlying recording with multiple processing steps; (iii)
running any spike sorter supported by SpikeInterface on the processed recording; (iv) automatically
curating the sorter’s output; and (v) exporting the final result to a variety of file formats, including
Phy. At its core, spikely utilizes SpikeInterface’s Python API to run any constructed spike sorting
workflow. This ensures that the functionality of spikely grows organically with that of SpikeInterface.
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Figure 6C shows a screenshot from spikely where the pipeline in Figure 6A is constructed.
Each stage of the pipeline is added using drop-down lists, and all the parameters (which were not
left at their default values) are set in the right-hand panel. Once a pipeline is constructed in
spikely, the user can save it using the built-in save functionality and then load it back into spikely
at a later date. Since spikely is cross-platform and user-friendly, we believe it can be utilized to
increase the accessibility and reproducibility of spike sorting.

Discussion
In this paper, we introduced SpikeInterface, a Python framework designed to enhance the accessibility, reliability, efficiency, and reproducibility of spike sorting. To illustrate the use-cases and advantages of SpikeInterface, we performed a detailed meta-analysis that included: quantifying the
agreement among six modern sorters on a real dataset, benchmarking each sorter on a simulated
ground-truth recording, and investigating the performance of a consensus-based spike sorting and
how it compares with manually curated results. To highlight the modular design of SpikeInterface,
we then provided descriptions and code samples for each of the five main packages and showed
how they could be chained together to construct flexible spike sorting workflows.

Ensemble spike sorting
Our analysis demonstrated that spike sorters not only differ in unit isolation quality, but can also
return a significant number of false positive units. To identify true neurons and remove poorly sorted
and noisy units, we combined the output of several spike sorters and found that although agreement
between sorters is generally poor, units that are found by more than one sorter are likely true positives. This strategy, which we term consensus-based or ensemble spike sorting (a terminology borrowed from machine learning; Dietterich, 2000) appears to be a viable alternative to manual
curation which suffers from high-variability among different operators (Wood et al., 2004;
Rossant et al., 2016). Alternatives to manual curation are especially enticing as the density and
number of simultaneously recording channels continue to increase rapidly.
We propose that consensus-based spike sorting (or curation) can be utilized in a number of different ways. A first possibility is to choose a suitable spike sorter (for instance, based on the extensive
ground-truth comparison performed by SpikeForest; Magland et al., 2020) and then to curate its
output by retaining the units that are in agreement with other sorters. Alternatively, a more conservative approach is to simply record the agreement scores for all sorted units and then hand-curate
only those units that have low agreement. A third method, already implemented in SpikeInterface, is
to generate a consensus spike sorting by using, for each unit, the union of the two closest matching
units from different sorters (matching spikes are only considered once). Although more work is
needed to quantitatively assess the advantages and disadvantages of each approach, our analysis
indicates that agreement among sorters can be a useful tool for curating sorting results.
Although ensemble spike sorting is an exciting new direction to explore, there are other methods
for curation that must be considered. One popular curation method is to accept or reject sorted
units based on a variety of quality metrics (this is supported by SpikeInterface). Another method that
is gaining more popularity is to use the large amount of available curated datasets to train classifiers
that can automatically flag a unit as ‘good’ or ‘noise’ depending on some features, such as waveform
shape. Finally, while manual curation is subjective and time consuming, it is the only method that
allows for merging and splitting of units and, through powerful software tools such as Phy
(Rossant et al., 2014; Rossant et al., 2016), it allows for full control over the curation process.
Future research into these different curation methods is required to determine which are appropriate for the new influx of high-density extracellular recording devices.

Comparison to other frameworks
As mentioned in the introduction, many software tools have attempted to improve the accessibility
and reproducibility of spike sorting. Here, we review the four most recent tools that are in use (to
our knowledge) and compare them to SpikeInterface.
Nev2lkit (Bongard et al., 2014) is a cross-platform, C++-based GUI designed for the analysis
of recordings from multi-shank multi-electrode arrays (Utah arrays). In this GUI, the spike sorting
step consists of PCA for dimensionality reduction and then klustakwik for automatic clustering
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(Rossant et al., 2016). As Nev2lkit targets low-density probes where each channel is spike sorted
separately, it is not suitable for the analysis of high-density recordings. Also, since it implements only
one spike sorter, users cannot utilize any consensus-based curation or exploration of the data. The
software is available online (http://nev2lkit.sourceforge.net/), but it lacks version-control and automated testing with continuous integration platforms.
SigMate (Mahmud et al., 2012) is a MATLAB-based toolkit built for the analysis of electrophysiological data. SigMate has a large scope of usage including the analysis of electroencephalograpy
(EEG) signals, local field potentials (LFP), and spike trains. Despite its broad scope, or because of it,
the spike sorting step in SigMate is limited to Wave clus Chaure et al., 2018, which is mainly
designed for spike sorting recordings from a few channels. This means that both major limitations of
Nev2lkit (as discussed above) also apply to SigMate. The software is available online (https://
sites.google.com/site/muftimahmud/codes), but again, it lacks version-control and automated testing with continuous integration platforms.
Regalia et al., 2016 developed a spike sorting framework with an intuitive MATLAB-based GUI.
The spike sorting functionality implemented in this framework includes four feature extraction methods, three clustering methods, and one template matching classifier (O-Sort; Rutishauser et al.,
2006). These ’building blocks’ can be combined to construct new spike sorting pipelines. As this
framework targets low-density probes where signals from separate electrodes are spike sorted separately, its usefulness for newly developed high-density recording technology is limited. Moreover,
this framework only runs with a specific file format (MCD format from Multi Channel Systems;
MCS, 2020). The software is distributed upon request.
Most recently, Nasiotis et al., 2019a implemented IN-Brainstorm, a MATLAB-based GUI
designed for the analysis of invasive neurophysiology data. IN-Brainstorm allows users to run
three spike sorting packages (WaveXclus [Chaure et al., 2018], UltraMegaSort2000 [Hill et al.,
2011], and Kilosort [Pachitariu et al., 2016]). Recordings can be loaded and analyzed from six
different file formats: Blackrock, Ripple, Plexon, Intan, NWB, and Tucker Davis Technologies. INBrainstorm
is
available
on
GitHub
(https://github.com/brainstorm-tools/brainstorm3;
Nasiotis et al., 2019b) and its functionality is documented (https://neuroimage.usc.edu/brainstorm/
e-phys/Introduction). IN-Brainstorm does not include the latest spike sorting software
(Rossant et al., 2016; Yger et al., 2018; Chung et al., 2017; Jun et al., 2017b; Pachitariu et al.,
2018; Hilgen et al., 2017) (IN-Brainstorm does include instructions on how to import data that
has been spike sorted by a non-supported spike sorter), and it does not support any post-sorting
analysis such as quality metric calculation, automated curation, or sorting output comparison.

Outlook
As it stands, spike sorting is still an open problem. No step in the spike sorting pipeline is
completely solved and no spike sorter can be used for all applications. With SpikeInterface, researchers can quickly build, run, and evaluate many different spike sorting workflows on their specific datasets and applications, allowing them to determine which will work best for them. Once a researcher
determines an ideal workflow for their specific problem, it is straightforward to share and re-use that
workflow in other laboratories as the full provenance is automatically stored by SpikeInterface. We
envision that many laboratories will use SpikeInterface to satisfy their spike sorting needs.
Along with its applications to extracellular analysis, SpikeInterface is also a powerful tool for
developers looking to create new spike sorting algorithms and analysis tools. Developers can test
their methods using our efficient and comprehensive comparison functions. Once satisfied with their
performance, developers can integrate their work into SpikeInterface, allowing them access to a
large-community of new users and providing them with automatic file I/O for many popular extracellular dataset formats. For developers who work on projects that utilize spike sorting, SpikeInterface
is useful out-of-the-box, providing more reliability and functionality than lab-specific scripts. We envision that many developers will be excited to use and integrate with SpikeInterface.
Already, SpikeInterface is being used in a variety of applications. The file IO, preprocessing, and
spike sorting capabilities of SpikeInterface are an integral part of SpikeForest (Magland et al.,
2020), which is an interactive website for benchmarking and tracking the accuracy of publicly available spike sorting algorithms. At present, this project includes ten spike sorting algorithms and
more than 300 extracellular recordings with ground-truth firing information. SpikeInterface’s ability
to read and write to a multitude of extracellular file formats is also being utilized by Neurodata
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Without Borders (Teeters et al., 2015) in their nwb-conversion-tools package. We hope to continue integrating SpikeInterface into cutting-edge extracellular analysis frameworks.
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Figure 1—figure supplement 1. Examples of matched units in a Neuropixels recording. The illustration shows units from six spike sorters that were
matched by spike train comparison. Panel (A) shows a unit with high agreement score (0.97), and panel (B) a lower agreement score (0.69). In both
panels, the top plot shows the spike trains (the first 20 s of the recording) found by each sorter, and below unit templates (estimated from waveforms of
100 spikes randomly sampled from each unit) are shown.
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Figure 1—figure supplement 2. Cumulative histogram of agreement scores (above threshold of .5 that defines a
match) for the ensemble sorting of the simulated ground-truth dataset. This analysis was performed with the six
chosen sorters and highlights how over 80% of the matched units had an agreement score greater than 0.8.
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Figure 1—figure supplement 3. Comparison of spike sorters on a Neuropixels recording. This dataset contains spontaneous neural activity from the
rat cortex (motor and somatosensory areas) by Marques-Smith et al., 2018a; Marques-Smith et al., 2018b (dataset spe-c1). The dataset is also
available at https://gui.dandiarchive.org/#/dandiset/000034/draft. (A) A visualization of the activity on the Neuropixels array (top, color indicates spike
rate estimated on each channel evaluated with threshold detection) and of traces from the Neuropixels recording (below). (B) The number of detected
units for each of the six spike sorters (HS = HerdingSpikes2, KS = Kilosort2, IC = IronClust, TDC = Tridesclous, SC = SpyKING Circus, HDS = HDSort).
(C) The total number of units for which k sorters agree (unit agreement is defined as 50% spike match). (D) The number of units (per sorter) for which k
sorters agree; Most sorters find many units that other sorters do not. The analysis notebook for this analysis can be found at https://spikeinterface.
github.io/blog/ensemble-sorting-of-a-neuropixels-recording-2/.
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Figure 1—figure supplement 4. Comparison of spike sorters on a Biocam recording from a mouse retina. This retina recording (Hilgen et al., 2017)
has 1’024 channels in a square configuration, and a sampling frequency of 23199 Hz. The dataset can be found at https://gui.dandiarchive.org/#/
dandiset/000034/draft. Only four spike sorters were capable of processing this data set (HS = HerdingSpikes2, KS = Kilosort2, IC = IronClust, HDS =
HDSort). (A) A visualization of the activity on the Biocam array (top, color indicates spike rate estimated on each channel evaluated with threshold
detection) and of traces from the recording (below). (B) The number of detected units for each of the four spike sorters. (C) The total number of units
for which k sorters agree (unit agreement is defined as 50% spike match). (D) The number of units (per sorter) for which k sorters agree; most sorters
find many units that other sorters do not. The analysis notebook for this analysis can be found at https://spikeinterface.github.io/blog/ensemblesorting-of-a-3brain-biocam-recording-from-a-retina/.
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Figure 2—figure supplement 1. Evaluation of spike sorters performance metrics. (A) Precision versus recall for the ground-truth comparison the
simulated dataset. Some sorters seem to favor precision (HerdingSpikes, SpyKING Circus, HDSort), others instead have higher recall (Ironclust) or score
well on both measures (Kilosort2). Tridesclous does not show a bias towards precision or recall. (B) Accuracy versus SNR. All the spike sorters (except
Kilosort2) show a strong dependence of performance with respect to the SNR of the ground-truth units. Kilosort2, remarkably, is capable of achieving a
high accuracy also for low-SNR units.
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Figure 3—figure supplement 1. The fractions of predicted false and true positive units from ensembles using
different numbers of sorters. All possible subsets of two to five of the six sorters were tested by removing
corresponding units from the full sorting comparison. Each dot corresponds to one unique combination of sorters.
This analysis shows that false positive units are well-identified using pairs of sorters (almost all false positive units
are only found by one sorter), indicating that the sorters are biased in different ways. However, the fraction of true
positives in the ensemble (at least two sorters agree) can be significantly lower when only pairs of sorters are used.
This is explained by the fact that, for this dataset, a fraction of true positive units are only found by one sorter (as
expected since the quality of detection and isolation of the units varies among sorters). In contrast, using four or
more sorters reliably identifies most true positive units. For two sorters, the most reliable identification of true
positives was achieved by combining two of Kilosort2, Ironclust, and HDSort.
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Figure 3—figure supplement 2. The SNR of all units found by Kilosort2 in the ground-truth data separated into
those with and without matches in the ground-truth spike trains. Many detected false positive units have an SNR
above the mode of the ground-truth SNR, indicating that SNR is not a good measure to separate false and true
positives in this case.
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3.3

Discussion

In this chapter, I introduced SpikeInterface, an open-source Python framework that unifies modern spike sorting technologies into a single package [16]. I demonstrated that
users could quickly build and evaluate custom spike sorting pipelines using the wide
range of tools contained in SpikeInterface. These pipelines cover all aspects of extracellular analysis including file IO, preprocessing, running spike sorters, comparing and
evaluating spike sorting results, and curating and exporting results to different formats
including Phy [115]. I also showed that SpikeInterface could be used to rigorously
compare and benchmark modern spike sorting algorithms; this led to a novel finding
that there is low agreement among preexisting spike sorters on extracellular recordings
taken by high-density, microelectrode arrays. Finally, I proposed a consensus-based
approach to spike sorting that could filter out many of the false positive units that
contributed to this disagreement.
Although SpikeInterface is a new addition to the spike sorting software ecosystem,
it has already had an impact on the broader neuroscience community. SpikeInterface
is being used by a number of organizations (e.g. the International Brain Laboratory
and Flatiron Institute) and by a variety of neuroscience applications. For example,
SpikeInterface was used to build SpikeForest, an interactive website for benchmarking
and tracking the accuracy of publicly available spike sorting algorithms. At present, this
project is the largest spike sorting benchmark available with ten spike sorting algorithms
and more than 300 extracellular recordings. Large-scale benchmarking is essential
for neuroscientists who are trying to determine which algorithm is optimal for their
research. SpikeInterface is also being utilized by Neurodata Without Borders (NWB)
[141] to standardize data storage in neuroscience. SpikeInterface’s ability to easily
convert between different data storage formats is essential for aiding the adoption of
NWB’s universal file format which aims to increase reproducibility and collaboration in
neuroscience. Future integration of SpikeInterface with other extracellular analysis tools
such as Neo [39] can help broaden the user-base and functionality of the framework.
While SpikeInterface represents a step in the right direction, however, there remains much work to be done to make spike sorting a reliable preprocessing step in
extracellular analyses. One of the largest unsolved problems in spike sorting is resolving overlapping spikes. When two spiking events overlap in both space and time, the
resulting recorded extracellular potential becomes distorted. Although template-based
approaches to spike sorting promise to resolve these overlaps, there is little to no bench-
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marks available to test this claim. Along with overlapping spikes, recent high-density,
microelectrode arrays such as Neuropixels [65] suffer from probe drift which has an
an unmeasured, but negative affect on spike sorting algorithms. Probe drift results in
neuron templates changing shape over time and contribute to the disappearance (and
sometimes reemergence) of neurons over the course of the recording. For both spike
overlap and probe drift, I envision that SpikeInterface and SpikeForest will play a vital
role solving these computational problems. Already, there has been work to address
both spike collisions and probe drift in SpikeInterface. For spike collisions, SpikeInterface contains benchmarking tools that can evaluate spike sorters on their ability to
resolve collided waveforms (with different template similarities). With this evaluation
tool, spike sorting developers can quickly assess how well their spike sorter is doing and
make adjustments. For probe drift, SpikeInterface contains metrics for characterizing
and tracking drift over time (as additional quality metrics). Also, there is work being
done to implement localization methods in SpikeInterface that can be used to correct for
drift in extracellular recordings. In the future, I hope that novel approaches to solving
these two problems will become standard tools in SpikeInterface for neuroscientists to
utilize in their own spike sorting pipelines. Another challenge that is unsolved in spike
sorting is how to evaluate the quality of a spike sorting result without ground truth.
Although SpikeInterface implements a variety of unsupervised metrics for evaluating
spike sorting results, there is little evidence that these metrics are useful for extracellular recordings taken from high-density, microelectrode arrays. As SpikeForest houses
a wide range of ground-truth extracellular datasets (both simulated and real), a next
step is to correlate the unsupervised metrics in SpikeInterface with these ground-truth
extracellular recordings. Through this analysis, I imagine that it will be possible to
evaluate if current spike sorting approaches and unsupervised metrics allow for a fully
automated spike sorting pipeline or if manual curation will still be a required step.

Chapter 4
Scalable spike source localization in
extracellular recordings using
amortized variational Inference
Traditional low-channel count arrays only capture a limited amount of information
about a spiking neuron; with a single channel or a few channels, it is only possible to
recover a few recorded waveform shapes per event for downstream analysis. Not only
does this lower the yield and accuracy of spike sorting algorithms, but it also precludes
other types of extracellular analysis including neuron classification and localization.
With the advent and popularization of dense microelectrode arrays, the amount of
information about recorded spikes has increased dramatically. Now, it is possible to
recovery detailed spatio-temporal activity patterns for each spike that enable more new
types of processing and analysis. Of particular interest is neuron classification and localization which would allow for more accurate characterization of the underlying neural
circuitry. Specifically, localization of spiking neurons has the potential to improve a
number of downstream analyses including spike sorting, tracking of units from trial-totrial, quantifying probe drift, and identification of neuron type through co-registration
with anatomical information [53]. An example of spike localization is shown in Figure
4.1.
While neuron or spike localization is a promising direction, previous methods suffer
from a few key drawbacks that contribute to their current lack of use. First, many localization methods require supervision, i.e. the data must be spike sorted before performing
localization [15]. This limits the ability of the localization method to improve spike
sorting and to quantify probe drift; probe drift effects spike sorting and will, therefore,
59
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(A)

(B)

Soma Position
Electrode
Waveform

Figure 4.1: The above figure shows the spatiotemporal extracellular waveforms produced by two distinct neurons spiking. (A) The x and y position of the firing neuron’s
soma is near the central channel and its waveform is picked up by all 25 nearby channels. The estimated source location should ideally be located at the red star. (B) The 2D
position of the firing neuron’s soma is off the edge of the array. Estimating the source
location in this example is challenging as the neuron could either be close or far from
the edge of the array with different depths (i.e. z position).

effect localization. Second, beyond simple heuristic methods such as center of mass
calculation, most previous localization methods are designed for low-channel count
devices and may not scale up to the volume of recording captured by dense microelectrode arrays. Third and finally, all previous localization methods, to my knowledge, are
non-Bayesian and cannot quantify the uncertainty of a location prediction.
In this presented work, I introduce and evaluate a scalable, Bayesian spike source
localization method for dense microelectrode arrays [58]. To build this model, I utilize
a simple assumption that extracellular potential decays exponentially from its source
and then build a generative model of recorded waveform peaks (amplitudes). I assume
that the amplitudes at each channel are stochastically determined by the location of
spiking neuron’s soma body and I also assume that the amplitudes are well-captured by
an isotropic Gaussian distribution with fixed variance. As a result, posterior inference
of the location for each spike is intractable so I utilize both MCMC (implemented
in Turing.jl [41]) and variational inference to approximate the true posterior. With
variational inference, it is possible to learn an approximate posterior by constructing
a variational distribution that is tractable and then bringing this variational posterior
"closer" to the true posterior by minimizing the KL divergence between the two. To
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speed up inference of new data points, I amortize the variational inference, i.e. the
variational posterior parameters are not optimized directly, but instead, computed by a
deep neural network (implemented in PyTorch [101]).
To validate my method, I perform quantitative comparisons to a simple baseline
method, center of mass, on realistic simulated extracellular recordings. I show in this
analysis that my model is much more accurate than the baseline and can also be utilized
to improve downstream spike sorting performance. To verify that it can generalize
beyond simulations, I also perform a qualitative assessment on a real extracellular
recordings taken from a Neuropixels probe [77] and from a BioCam4096 platform
[62].

4.1

Contribution

As the first author and lead of this project, I contributed to almost all aspects of the
work. I conceptualized the model with my co-authors, implemented the model and the
baselines, performed rigorous evaluation of the methods on simulated data, and wrote
the final manuscript.
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Abstract
Determining the positions of neurons in an extracellular recording is useful for
investigating functional properties of the underlying neural circuitry. In this work,
we present a Bayesian modelling approach for localizing the source of individual
spikes on high-density, microelectrode arrays. To allow for scalable inference,
we implement our model as a variational autoencoder and perform amortized
variational inference. We evaluate our method on both biophysically realistic
simulated and real extracellular datasets, demonstrating that it is more accurate
than and can improve spike sorting performance over heuristic localization methods
such as center of mass.

1 Introduction
Extracellular recordings, which measure local potential changes due to ionic currents flowing through
cell membranes, are an essential source of data in experimental and clinical neuroscience. The
most prominent signals in these recordings originate from action potentials (spikes), the all or none
events neurons produce in response to inputs and transmit as outputs to other neurons. Traditionally,
a small number of electrodes (channels) are used to monitor spiking activity from a few neurons
simultaneously. Recent progress in microfabrication now allows for extracellular recordings from
thousands of neurons using microelectrode arrays (MEAs), which have thousands of closely spaced
electrodes [13, 2, 14, 1, 36, 56, 32, 25, 12]. These recordings provide insights that cannot be obtained
by pooling multiple single-electrode recordings [27]. This is a significant development as it enables
systematic investigations of large circuits of neurons to better understand their function and structure,
as well as how they are affected by injury, disease, and pharmacological interventions [20].
On dense MEAs, each recording channel may record spikes from multiple, nearby neurons, while
each neuron may leave an extracellular footprint on multiple channels. Inferring the spiking activity
of individual neurons, a task called spike sorting, is therefore a challenging blind source separation
problem, complicated by the large volume of recorded data [46]. Despite the challenges presented by
33rd Conference on Neural Information Processing Systems (NeurIPS 2019), Vancouver, Canada.
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spike sorting large-scale recordings, its importance cannot be overstated as it has been shown that
isolating the activity of individual neurons is essential to understanding brain function [35]. Recent
efforts have concentrated on providing scalable spike sorting algorithms for large scale MEAs and
already several methods can be used for recordings taken from hundreds to thousands of channels
[42, 31, 10, 55, 22, 26]. However, scalability, and in particular automation, of spike sorting pipelines
remains challenging [8].
One strategy for spike sorting on dense MEAs is to spatially localize detected spikes before clustering.
In theory, spikes from the same neuron should be localized to the same region of the recording area
(near the cell body of the firing neuron), providing discriminatory, low-dimensional features for each
spike that can be utilized with efficient density-based clustering algorithms to sort large data sets
with tens of millions of detected spikes [22, 26]. These location estimates, while useful for spike
sorting, can also be exploited in downstream analyses, for instance to register recorded neurons with
anatomical information or to identify the same units from trial to trial [9, 22, 41].
Despite the potential benefits of localization, preexisting methods have a number of limitations. First,
most methods are designed for low-channel count recording devices, making them difficult to use with
dense MEAs [9, 52, 3, 30, 29, 34, 33, 51]. Second, current methods for dense MEAs utilize cleaned
extracellular action potentials (through spike-triggered averaging), disallowing their use before spike
sorting [48, 6]. Third, all current model-based methods, to our knowledge, are non-Bayesian, relying
primarily on numerical optimization methods to infer the underlying parameters. Given these current
limitations, the only localization methods used consistently before spike sorting are simple heuristics
such as a center of mass calculation [38, 44, 22, 26].
In this paper, we present a scalable Bayesian modelling approach for spike localization on dense
MEAs (less than ∼ 50µm between channels) that can be performed before spike sorting. Our method
consists of a generative model, a data augmentation scheme, and an amortized variational inference
method implemented with a variational autoencoder (VAE) [11, 28, 47]. Amortized variational
inference has been used in neuroscience for applications such as predicting action potentials from
calcium imaging data [53] and recovering latent dynamics from single-trial neural spiking data [43],
however, to our knowledge, it has not been used in applications to extracellular recordings.
After training, our method allows for localization of one million spikes (from high-density MEAs) in
approximately 37 seconds on a TITAN X GPU, enabling real-time analysis of massive extracellular
datasets. To evaluate our method, we use biophysically realistic simulated data, demonstrating that
our localization performance is significantly better than the center of mass baseline and can lead to
higher-accuracy spike sorting results across multiple probe geometries and noise levels. We also
show that our trained VAE can generalize to recordings on which it was not trained. To demonstrate
the applicability of our method to real data, we assess our method qualitatively on real extracellular
datasets from a Neuropixels [25] probe and from a BioCam4096 recording platform.
To clarify, our contribution is not full spike sorting solution. Although we envision that our method
can be used to improve spike sorting algorithms that currently rely center of mass location estimates,
interfacing with and evaluating these algorithms was beyond the scope of our paper.

2 Background
2.1 Spike localization
We start by introducing the relevant notation. Let s := {sn }N
n=1 be the set of N spikes that are
detected in an extracellular recording. For each spike, we define the source location of the spike
to be psn := (xsn ysn , zsn ) ∈ R3 . We further denote pc := {pcm }M
m=1 to be the position of all M
channels on the MEA. All positions are relative to the origin, which we set to be the center of the
MEA. When a spike occurs during an extracellular recording, we assume there is a stereotypical
spatiotemporal pattern that is recorded on the channels in the array, i.e., the recorded extracellular
waveforms. The recorded extracellular waveforms of a spike sn on a channel cm can then be defined
(0)
(1)
(t)
(T )
(t)
as wn,m := {rn,m , rn,m , ..., rn,m , ..., rn,m } where rn,m ∈ R and t = 0, . . . , T .
Localizing a spike can now be defined as follows: Localizing a spike sn is equivalent to solving
for the corresponding point source location psn given the observed waveforms wn and the channel
positions pc .
2
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Figure 1: (a) For each spike sn , there are four latent variables that give rise to the observed waveforms
wn . These are the initial amplitude a and the x, y, z values of the source location psn . Each spike
is localized independently as indicated by the plate diagram. (b) Our model is implemented as a
variational autoencoder with a dense encoder and an exponential function with a Gaussian observation
model. The latent space consists of the three location variables xn , yn , zn . The initial amplitude an
is inferred using a maximum likelihood estimate to improve stability.
We perform source localization independently for each spike. Crucially, we make the assumption
that the point source location psn of a spike is approximately the location of the firing neuron’s soma.
This is a useful assumption as it allows us to localize the underlying neurons’ positions without spike
sorting. We discuss limitations of this modelling assumption in the Discussion section.
2.2

Center of mass

Many modern spike sorting algorithms localize spikes on MEAs using the center of mass or barycenter
method [44, 22, 26]. We summarize the traditional steps for localizing a spike, sn using this method.
First, let us define αn := mint wn,m as the negative amplitude peak of the waveform, wn,m ,
generated by sn and recorded on channel, cm . We consider the negative peak amplitude as a matter
of convention since spikes are defined as inward currents. Then, let αn := (αn,m )M
m=1 be the vector
of all amplitudes generated by sn and recorded by all M channels on the MEA.
To find the center of mass of a spike, sn , the first step is to determine the central channel for the
calculation. This central channel is set to be the channel which records the minimum amplitude
for the spike, cmmin := cargminm αn,m The second and final step is to take the L closest channels
PL+1
PL+1
l=1 (xcl )|αn,l |
l=1 (ycl )|αn,j |
to cmmin and compute, x̂sn = P
where all of the L + 1
,
ŷ
=
PL+1
s
n
L+1
l=1 |αn,l |
l=1 |αn,l |
channels’ positions and recorded amplitudes contribute to the center of mass calculation.

The center of mass method is inexpensive to compute and has been shown to give informative location
estimates for spikes in both real and synthetic data [44, 37, 22, 26]. Center of mass, however, suffers
from two main drawbacks: First, since the chosen channels will form a convex hull, the center of mass
location estimates must lie inside the channels’ locations, negatively impacting location estimates for
neurons outside of the MEA. Second, center of mass is biased towards the chosen central channel,
potentially leading to artificial separation of location estimates for spikes from the same neuron [44].

3 Method
In this section, we introduce our scalable, model-based approach to spike localization. We describe
the generative model, the data augmentation procedure, and the inference methods.
3.1

Model

Our model uses the recorded amplitudes on each channel to determine the most likely source location
of sn . We assume that the peak signal from a spike decays exponentially with the distance from the
source, r: a exp(br) where a, b ∈ R, r ∈ R+ . This assumption is well-motivated by experimentally
recorded extracellular potential decay in both a salamander and mouse retina [50, 22], as well as a
cat cortex [16]. It has also been further corroborated using realistic biophysical simulations [18].
3
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We utilize this exponential assumption to infer the source location of a spike, sn , since localization
is then equivalent to solving for sn ’s unknown parameters, θsn := {an , bn , xsn , ysn , zsn } given the
observed amplitudes, αn . To allow for localization without knowing the identity of the firing neuron,
we assume that each spike has individual exponential decay parameters, an , bn , and individual source
locations, psn . We find, however, that fixing bn for all spikes to a constant that is equal to an empirical
estimate from literature (decay length of ∼ 28µm) works best across multiple probe geometries and
noise levels, so we did not infer the value for bn in our final method. We will refer to the fixed decay
rate as b and exclude it from the unknown parameters moving forward.
The generative process of our exponential model is as follows,
an ∼ N (µan , σa ), xsn ∼ N (µxsn , σx ), ysn ∼ N (µysn , σy ), zsn ∼ N (µzsn , σz )

r̂ n = ∥(xsn , ysn , zsn ) − pc ∥2 , αn ∼ N (an exp(br̂ n ), I)

(1)

In our observation model, the amplitudes are drawn from an isotropic Gaussian distribution with
a variance of one. We chose this Gaussian observation model for computational simplicity and
since it is convenient to work with when using VAEs. This is because learning the variance of the
observation model in a VAE can be numerically unstable [49]. We discuss the limitations of our
modeling assumptions in Section 5 and propose several extensions for future works.
For our prior distributions, we were careful to set sensible parameter values. We found that inference,
especially for a spike detected near the edge of the MEA, is sensitive to the mean of the prior
distribution of an , therefore, we set µan = λαn,mmin where αn,mmin is the smallest negative
amplitude peak of sn . We choose this heuristic because the absolute value of αn,mmin will always be
smaller than the absolute value of the amplitude of the spike at the source location, due to potential
decay. Therefore, scaling αn,mmin by λ gives a sensible value for µan . We empirically choose λ = 2
for the final method after performing a grid search over λ = {1, 2, 3}. The parameter, σa , does not
have a large affect on the inferred location so we set it to be approximately the standard deviation of
the αn,mmin (50). The location prior means, µxsn , µysn , µzsn , are set to the location of the minimum
amplitude channel, pcmmin , for the given spike. The location prior standard deviations, σx , σy , σz ,
are set to large constant values to flatten out the distributions since we do not want the location
estimate to be overly biased towards pcmmin .
3.2 Data Augmentation
For localization to work well, the input channels should be centered around the peak spike, which
is hard for spikes near the edges (edge spikes). To address this issue, we employ a two-step data
augmentation. First, inputs for edge spikes are padded such that the channel with the largest amplitude
is at the center of the inputs. Second, all channels are augmented with an indicating variable which
provides signal to distinguish them for the inference network. To be more specific, we introduce
virtual channels outside of the MEA which have the same layout as the real, recording channels (see
appendix C). We refer to a virtual channel as an "unobserved" channel, cmu , and to a real channel on
the MEA as an "observed" channel, cmo . We define the amplitude on an unobserved channel, αn,mu ,
to be zero since unobserved channels do not actually record any signals. We let the amplitude for an
observed channel, αn,mo , be equal to mint wn,mo , as before.
Before defining the augmented dataset, we must first introduce an indicator function, 1o : α → {0, 1}:

1, if α is from an observed channel,
1o (α) =
0, if α is from an unobserved channel.

where α is an amplitude from any channel, observed or unobserved.

To construct the augmented dataset for a spike, sn , we take the set of L channels that lie within a
bounding box of width W centered on the observed channel with the minimum recorded amplitude,
cmomin . We define our newly augmented observed data for sn as,
β n := {(αn,l , 1o (αn,l )}L
l=1

(2)

So, for a single spike, we construct a L × 2 dimensional vector that contains amplitudes from L
channels and indices indicating whether the amplitudes came from observed or unobserved channels.
Since the prior location for each spike is at the center of the subset of channels used for the observed
data, for edge spikes, the data augmentation puts the prior closer to the edge and is, therefore, more
4
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Figure 2: Estimated spike locations for the different methods on a 10µV recording. Center of mass
estimates (left) are calculated using 16 observed amplitudes. The MCMC estimated locations (middle)
used 9-25 observed amplitudes for inference, and the VAE model (right) was trained on 9-25 observed
amplitudes and a 10 amplitude jitter (amplitude jitter is described in 3.3.3).
informative for localizing spikes near/off the edge of the array. Also, since edge spikes are typically
seen on less channels, the data augmentation serves to ignore channels which are away from the
spike, which would otherwise be used if the augmentation is not employed.
3.3 Inference
Now that we have defined the generative process and data augmentation procedure, we would like to
compute the posterior distribution for the unknown parameters of a spike, sn ,
p(an , xsn , ysn , zsn |β n )
(3)
given the augmented dataset, β n . To infer the posterior distribution for each spike, we utilize two
methods of Bayesian inference: MCMC sampling and amortized variational inference.
3.3.1

MCMC sampling

We use MCMC to assess the validity and applicability of our model to extracellular data. We
implement our model in Turing [15], a probabilistic modeling language in Julia. We run Hamiltonian
Monte Carlo (HMC) [39] for 10,000 iterations with a step size of 0.01 and a step number of 10. We
use the posterior means of the location distributions as the estimated location.1
Despite the ease use of probabilistic programming and asymptotically guaranteed inference quality of
MCMC methods, the scalability of MCMC methods to large-scale datasets is limited. This leads us to
implement our model as a VAE and to perform amortized variational inference for our final method.
3.3.2

Amortized variational inference

To speed up inference of the spike parameters, we construct a VAE and use amortized variational inference to estimate posterior distributions for each spike. In variational inference, instead of sampling
from the target intractable posterior distribution of interest, we construct a variational distribution that
is tractable and minimize the Kullback–Leibler (KL) divergence between the variational posterior
and the true posterior. Minimizing the KL divergence is equivalent to maximizing the evidence lower
bound (ELBO) for the log marginal likelihood of the data. In VAEs, the parameters of the variational
posterior are not optimized directly, but are, instead, computed by an inference network. When
training the VAE, we found that inference of the initial amplitude an , especially for a spike detected
near the edge of the MEA, is quite sensitive. To improve stability, we decided to do a maximum
likelihood estimate for the mean of initial amplitude µan with a fixed variance σa . Therefore, we
only define our variational posterior for the source location, xn , yn , zn .
We define our variational posterior for xn , yn , zn as a multivariate Normal with diagonal covariance
where the mean and diagonal of the covariance matrix are computed by an inference network
µϕ1 (fϕ0 (υn )), σ 2ϕ2 (fϕ0 (υn )))
qΦ (xn , yn , zn ) = N (µ
(4)
1

The code for our MCMC implementation is provided in Appendix H.
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The inference network is implemented as a feed-forward, deep neural network parameterized by
Φ = {ϕ0 , ϕ1 , ϕ2 }. As one can see, the variational parameters are a function of the input υ .

When using an inference network, the input can be any part of the dataset so for our method, we use,
υn , as the input for each spike, sn , which is defined as follows:
υ n := {(wn,l , 1o (αn,l )}L
l=1

(5)

where wn,l is the waveform detected on the lth channel (defined in Section 2.1). Similar to our
previous augmentation, the waveform for an unobserved channel is set to be all zeros. We choose
to input the waveforms rather than the amplitudes because, empirically, it encourages the inferred
location estimates for spikes from the same neuron to be better localized to the same region of the
MEA. For both the real and simulated datasets, we used ∼2 ms of readings for each waveform.

The decoder for our method reconstructs the amplitudes from the observed data rather than the
waveforms. Since we assume an exponential decay for the amplitudes, the decoder is a simple
Gaussian likelihood function, where given the Euclidean distance vector rˆn , computed by samples
from the variational posterior, the decoder reconstructs the mean value of the observed amplitudes
with a fixed variance. The decoder is parameterized by the exponential parameters of the given spike,
sn , so it reconstructs the amplitudes of the augmented data, β (0)
n , with the following expression:
(0)

(0)

β̂ n := an exp(br̂ n ) × βn1 where β̂ n is the reconstructed observed amplitudes. By multiplying
the reconstructed amplitude vector by βn1 which consists of either zeros or ones (see Eq. 5), the
unobserved channels will be reconstructed with amplitudes of zero and the observed channels will be
reconstructed with the exponential function. For our VAE, instead of estimating the distribution of
an , we directly optimize an when maximizing the lower bound. We set the initial value of an to the
mean of the prior. Thus, an can be read as a parameter of the decoder.
Given our inference network and decoder, the ELBO we maximize for each spike, sn , is given by,
" L
#
X
0
1
log p(β n ; an ) ≥ −KL [qΦ (xn , yn , zn ) ∥ pxn pyn pzn ] + EqrΦ
N (βn,l |an exp(br̂ n ), I)βn,l
l=1

where KL is the KL-divergence. The location priors, pxn , pyn , pzn , are normally distributed as
described in 3.1, with means of zero (the position of the maximum amplitude channel in the observed
data) and variances of 80 (an arbitrarily high value). For more information about the architecture and
training, see Appendix F.
3.3.3

Stabilized Location Estimation

In this model, the channel on which the input is centered can bias the estimate of the spike location,
in particular when amplitudes are small. To reduce this bias, we can create multiple inputs for the
same spike where each input is centered on a different channel. During inference, we can average
the inferred locations for each of these inputs, thus lowering the central channel bias. To this end,
we introduce a hyperparameter, amplitude jitter, where for each spike, sn , we create multiple inputs
centered on channels with peak amplitudes within a small voltage of the maximum amplitude, αn,m .
We use two values for the amplitude jitter in our experiments: 0µV and 10µV . When amplitude jitter
is set to 0µV , no averaging is performed; when amplitude jitter is set to 10µV , all channels that have
peak amplitudes within 10µV of αn,m are used as inputs to the VAE and averaged during inference.

4 Experiments
4.1 Datasets
We simulate biophysically realistic ground-truth extracellular recordings to test our model against
a variety of real-life complexities. The simulations are generated using the MEArec [4] package
which includes 13 layer 5 juvenile rat somatosensory cortex neuron models from the neocortical
microcircuit collaboration portal [45]. We simulate three recordings with increasing noise levels
(ranging from 10µV to 30µV ) for two probe geometries, a 10x10 channel square MEA with a 15 µm
inter-channel distance and 64 channels from a Neuropixels probe (∼25-40 µm inter-channel distance).
Our simulations contain 40 excitatory cells and 10 inhibitory cells with random morphological
subtypes, randomly distributed and rotated in 3D space around the probe (with a 20 µm minimum
6
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Method
COM
COM
COM
COM
MCMC
VAE - 0µV
VAE - 10µV
VAE - 0µV
VAE - 10µV

Observed Channels 2D Avg. Spike Distance from Soma (µm)
10 µV
20 µV
30 µV
4
15.84±10.08 16.46±10.39 17.18±10.97
9
18.05±11.42 18.59±11.67 19.22±12.1
16
20.94±13.09 21.54±13.46 22.17±13.94
25
23.44±14.81 24.31±15.43 25.18±15.98
9-25
9.87±8.64 11.30±9.85 13.31±11.67
4-9
9.21±8.00 10.40±8.97 12.05±10.35
4-9
8.79±7.49 9.79±8.31
11.18±9.56
9-25
8.94±7.91 10.48±9.334 12.43±11.223
9-25
9.12±7.83 10.41±9.07 12.27±10.78

Table 1: Results for the 2D location estimates. These results are for three simulated, square MEA
datasets with noise levels ranging from 10µV-30µV. For the VAE methods in the first column, the
amount of amplitude jitter used is displayed to the right (amplitude jitter is described in 3.3.3).
distance between somas). Each dataset has about 20,000 spikes in total (60 second duration). For
more details on the simulation and noise model, see Appendix G.
For the real datasets, we use public data from a Neuropixels probe [32] and from a mouse retina
recorded with the BioCam4096 platform [24]. The two datasets have 6 million and 2.2 million
spikes, respectively. Spike detection and sorting (with our location estimates) are done using the
HerdingSpikes2 software [22].
4.2 Evaluation
Before evaluating the localization methods, we must detect the spikes from each neuron in the
simulated recordings. To avoid biasing our results by our choice of detection algorithm, we assume
perfect detection, extracting waveforms from channels near each spiking neuron. Once the waveforms
are extracted from the recordings, we perform the data augmentation. For the square MEA we use
W = 20, 40, which gives L = 4-9, 9-25 real channels in the observed data, respectively. For the
simulated Neuropixels, we use W = 35, 45, which gives L = 3-6, 8-14 real channels in the observed
data, respectively. Once we have the augmented dataset, we generate location estimates for all the
datasets using each localization method. For straightforward comparison with center of mass, we
only evaluate the 2D location estimates (in the plane of the recording device).
In the first evaluation, we assess the accuracy of each method by computing the Euclidean distance
between the estimated spike locations and the associated firing neurons. We report the mean and
standard deviation of the localization error for all spikes in each recording.
In the second evaluation, we cluster the location estimates of each method using Gaussian mixture
models (GMMs). The GMMs are fit with spherical covariances ranging from 45 to 75 mixture
components (with a step size of 5). We report the true positive rate and accuracy for each number
of mixture components when matched back to ground truth. To be clear, our use of GMMs is not
a proposed spike sorting method for real data (the number of clusters is never known apriori), but
rather a systematic way to evaluate whether our location estimates are more discriminable features
than those of center of mass.
In the third evaluation, we again use GMMs to cluster the location estimates, however, this time
combined with two principal components from each spike. We report the true positive rate and
accuracy for each number of mixture components as before. Combining location estimates and
principal components explicitly, to create a new, low-dimensional feature set, is introduced in Hilgen
(2017). In this work, the principal components are whitened and then scaled with a hyperparameter,
α. To remove any bias from choosing an α value in our evaluation, we conduct a grid search over
α = {4, 6, 8, 10} and report the best metric scores for each method.

In the fourth evaluation, we assess the generalization performance of the method by training a VAE
on an extracellular dataset and then trying to infer the spike locations in another dataset where the
neuron locations are different, but all other aspects are kept the same (10µV noise level, square MEA).
The localization and sorting performance is then compared to that of a VAE trained directly on the
second dataset and to center of mass.
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Figure 3: Spike Sorting Performance on square MEA. We compare the sorting performance of the
VAE localization method and the COM localization method with and without principal components
across all noise levels. For the VAE, we include the results with 0µV and 10µV amplitude jitter and
with different amounts of observed channels (4-9 and 9-25). For COM, we plot the highest sorting
performance (25 observed channels). The test data set has 50 neurons.
Taken together, the first evaluation demonstrates how useful each method is purely as a localization
tool, the second evaluation demonstrates how useful the location estimates are for spike sorting
immediately after localizing, the third evaluation demonstrates how much the performance can
improve given extra waveform information, and the fourth evaluation demonstrates how our method
can be used across similar datasets without retraining. For all of our sorting analysis, we use
SpikeInterface version 0.9.1 [5].
4.3 Results
Table 1 reports the localization accuracy of the different localization methods for the square MEA
with three different noise levels. Our model-based methods far outperform center of mass with any
number of observed channels. As expected, introducing amplitude jitter helps lower the mean and
standard deviation of the location spike distance. Using a small width of 20µm when constructing
the augmented data (4-9 observed channels) has the highest performance for the square MEA.
The location estimates for the square MEA are visualized in Figure 2. Recording channels are plotted
as grey squares and the true soma locations are plotted as black stars. The estimated individual
spike locations are colored according to their associated firing neuron identity. As can be seen in the
plot, center of mass suffers both from artificial splitting of location estimates and poor performance
on neurons outside the array, two areas in which the model-based approaches excel. The MCMC
and VAE methods have very similar location estimates, highlighting the success of our variational
inference in approximating the true posterior. See Appendix A for a location estimate plot when the
VAE is trained and tested on simulated Neuropixels recordings.
In Figure 3, spike sorting performance on the square MEA is visualized for all localization methods
(with and without waveform information). Here, we only show the sorting results for center of mass
on 25 observed channels, where it performs at its best. Overall, the model-based approaches have
significantly higher precision, recall, and accuracy than center of mass across all noise levels and
all different numbers of mixtures. This illustrates how model-based location estimates provide a
much more discriminatory feature set than the location estimates from the center of mass approaches.
We also find that the addition of waveform information (in the form of principal components)
improves spike sorting performance for all localization methods. See Appendix A for a spike sorting
performance plot when the VAE is trained and tested on simulated Neuropixels recordings.
As shown in Appendix D, when our method is trained on one simulated recording, it can generalize
well to another simulated recording with different neuron locations. The localization accuracy and
sorting performance are only slightly lower than the VAE that is trained directly on the new recording.
Our method also still outperforms center of mass on the new dataset even without training on it.
8
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Figure 4: Estimated spike locations for two real recordings. A, Analysis of a one hour recording
from an awake, head-fixed mouse with a Neuropixels probe. Spikes were detected using the HS2
package [22], their locations estimated using the VAE model, and clustered with mean shift, together
with the first two principal components obtained from the waveforms. Shown are a large section of
the probe, a magnification and corresponding spike waveforms from the clustered units. B, The same
analysis performed on a recording from a mouse retina with a BioCam array from ref [24].

Figure 4 shows our localization method as applied to two real, large-scale extracellular datasets.
In these plots, we color the location estimates based on their unit identity after spike sorting with
HerdingSpikes2. These extracellular recordings do not have ground truth information as current,
ground-truth recordings are limited to a few labeled neurons [57, 19, 21, 40, 55]. Therefore, to
demonstrate that the units we find likely correspond to individual neurons, we visualize waveforms
from a local grouping of sorted units on the Neuropixels probe. This analysis illustrates that are
method can already be applied to large-scale, real extracellular recordings.
In Appendix E, we demonstrate that the inference time for the VAE is much faster than that of
MCMC, highlighting the excellent scalability of our method. The inference speed of the VAE allows
for localization of one million spikes in approximately 37 seconds on a TITAN X GPU, enabling
real-time analysis of large-scale extracellular datasets.

5 Discussion
Here, we introduce a Bayesian approach to spike localization using amortized variational inference.
Our method significantly improves localization accuracy and spike sorting performance over the
preexisting baseline while remaining scalable to the large volumes of data generated by MEAs. Scalability is particularly relevant for recordings from thousands of channels, where a single experiment
may yield in the order of 100 million spikes.
We validate the accuracy of our model assumptions and inference scheme using biophysically realistic
ground truth simulated recordings that capture much of the variability seen in real recordings. Despite
the realism of our simulated recordings, there are some factors that we did not account for, including:
bursting cells with event amplitude fluctuations, electrode drift, and realistic intrinsic variability of
recorded spike waveforms. As these factors are difficult to model, future analysis of real recordings
or advances in modeling software will help to understand possible limitations of the method.
Along with limitations of the simulated data, there are also limitations of our model. Although
we assume a monopole current-source, every part of the neuronal membrane can produce action
potentials [7]. This means that a more complicated model, such as a dipole current [51], line currentsource [51], or modified ball-and-stick [48], might be a better fit to the data. Since these models have
only ever been used after spike sorting, however, the extent at which they can improve localization
performance before spike sorting is unclear and is something we would like to explore in future work.
Also, our model utilizes a Gaussian observation model for the spike amplitudes. In real recordings,
9
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the true noise distribution is often non-Gaussian and is better approximated by pink noise models ( f1
noise) [54]. We plan to explore more realistic observation models in future works.
Since our method is Bayesian, we hope to better utilize the uncertainty of the location estimates in
future works. Also, as our inference network is fully differentiable, we imagine that our method can
be used as a submodule in a more complex, end-to-end method. Other work indicates there is scope
for constructing more complicated models to perform event detection and classification [31], and
to distinguish between different morphological neuron types based on their activity footprint on the
array [6]. Our work is thus a first step towards using amortized variational inference methods for the
unsupervised analysis of complex electrophysiological recordings.
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Appendix
A Neuropixels Results
Method
COM
COM
COM
COM
MCMC
VAE - 0µV
VAE - 10µV
VAE - 0µV
VAE - 10µV

Observed Channels 2D Avg. Spike Distance from Soma (µm)
10 µV
20 µV
30 µV
4
7
12
14
8-14
3-6
3-6
8-14
8-14

23.85±12.95
22.81±14.04
26.33±15.55
27.83±16.26
14.28± 12.68
14.25±12.88
13.10±11.04
13.31±12.46
12.91±11.41

25.16±14.21
24.36±15.25
28.26±16.66
30.08±17.48
16.80±15.45
15.74±14.88
15.20±13.66
15.63±15.51
15.38±14.35

26.66±15.6
26.11±16.63
30.1±17.81
32.03±18.57
19.74±18.30
18.44±17.68
17.68±16.38
18.49±18.89
18.14±17.55

Table 2: Results for the 2D location estimates. These results are for three simulated, Neuropixels
datasets with noise levels ranging from 10µV-30µV. For the VAE methods in the first column, the
amount of amplitude jitter used is displayed to the right (amplitude jitter is described in 3.3.2).

Figure 5: Estimated spike locations for the different methods on a 10µV recording. Center of mass
estimates (top) are calculated using 7 channels. The MCMC estimated locations (middle) used 8-14
channels of observed amplitudes for inference, and the VAE model (bottom) was trained on 8-14
channels surrounding each spike and 0 amplitude jitter (see 3.3.2 for amplitude jitter explanation).
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Figure 6: Spike Sorting Performance on Neuropixels. We compare the sorting performance of all
localization methods with and without principal components across all noise levels. For the VAE, we
include the results with and without amplitude jitter and with different amounts of real channels. For
COM, we plot the highest sorting performance which was 4 observed channels.

B Effect of Noise on VAE

Figure 7: Effect of noise on location inference for the VAE on the Neuropixels probe. We vary the
noise levels for the recording from 10µV, 20µV, and 30µV. Increasing the noise also increases the
number of outliers in and the spread of the location estimates.
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Figure 8: Effect of noise on location inference for the VAE on the square MEA. We vary the noise
levels for the recording from 10µV, 20µV, and 30µV. Increasing the noise also increases the number
of outliers in and the spread of the location estimates.
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Figure 9: The simulated recording set-up and example data. A, Example electrical traces from the
MEA with recorded action potentials (spikes, negative deflections). B, The 2D layout of the simulated
recording. Recording channels are indicated in grey, and the true locations of the simulated neurons
in red. The traces in part A are taken from the first column of the array. Note each spike is visible
in multiple channels, with a characteristic spatial decay. C, Illustration of the data augmentation
procedure in cases where the spikes are detected on channels near the array boundary. A set of
virtual channels is introduced, which are incapable of recording any signal, but would report non-zero
amplitudes if they were present on the MEA.
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D Generalization Performance
Table 3: Location results for the generalization performance of a VAE trained on one 10µV, square
MEA dataset and tested on another 10µV, square MEA dataset. We compare the results of this VAE
to another VAE that is trained directly on the second dataset to quantify the drop in performance
when generalizing between datasets. We also compare to the center of mass baselines.
Method

Observed Channels 2D Avg. Spike Distance from Soma (microns)

COM
COM
COM
COM
VAE - 0 - Trained
VAE - 0 - Inferred

4
9
16
25
9-25
9-25

16.53 ± 10.83
18.25 ± 13.0
20.41 ± 14.57
22.73 ± 16.32
11.57 ± 9.88
13.73 ± 8.01

10μV
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VAE-0-Inf
VAE-0-PCs-Inf
VAE-10-Train
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Figure 10: Spike Sorting Performance Generalization. We compare the sorting performance of the
VAE localization method and the COM localization method with and without principal components
across all noise levels. For the VAE, we include the results with 0µV and 10µV amplitude jitter and
with different amounts of observed channels (4-9 and 9-25). For COM, we plot the highest sorting
performance (25 observed channels). The test data set has 50 neurons.
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E Inference Time
Table 4: Results for the inference time of the VAE versus HMC sampling on the dataset. We ran
HMC for 10,000 iterations. The VAE was run on a TITAN X GPU.
Method Per Spike Inference Time (s) Dataset Inference Time (s)
MCMC
0.343
6669.0
VAE
0.000037
0.722

F

Architecture and Training Details

We set the inference network to be 2 layers deep with ReLU nonlinearities. The hidden unit sizes in
the inference network are set to be [500, 250]. We include batchnorm layers throughout the encoder
to improve training and generalization.
We train the VAE with three different learning rates, {.0003, .001, .003}, and choose the learning rate
that has the highest performance, although this parameter did not have a large effect on the results.
To ensure convergence for the simulated data, we train the network for 400 epochs on the entire
dataset. For the real datasets, we train the network on a subset of the detected spikes (∼100,000
spikes) and then we infer the rest of the locations.

G

Simulated Data

To generate the extracellular recordings, we simulate the multi-compartment neuron models using
NEURON [23] and use the transmembrane currents to compute extracellular action potentials (EAP)
with LFPy [17]. EAPs are then combined with randomly generated spike trains to generate recordings.
Finally, noise is added and the entire recording is filtered using a 3rd order Butterworth filter (0.3, 6
kHz).
For the noise model, we simulate templates for 300 neurons that are far away from the recording area.
These small action potentials make up the background noise of the recording and have noise levels
ranging from 10µV to 30µV standard deviation for the simulated datasets. We choose this noise
model because it best captures the frequency and challenges of background noise in real extracellular
recordings.
For each of the three recordings on one probe geometry, we fix the neuron locations to assess the
effect of noise on the location estimates for each neuron.

H

MCMC Turing Code

Below is the probabilistic program and inference code for the MCMC version of our method in
Turing [15].
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

using Turing
# Define model
@model BayesianExpSpike(x_0, y_0, z_0, p_mean, p_std, locs, amps) = begin
S_a = 1
n_x ~ Normal(x_0, 80)
n_y ~ Normal(y_0, 80)
n_z ~ Normal(z_0, 80)
a ~ Normal(p_mean[1], p_std[1])
b = 0.035

end

r = sqrt.(sum((abs.(locs .- [n_x; n_y; n_z;])).^2; dims=1))
amps ~ MvNormal(vec(-a .* exp.(-b .* r)), S_a^0.5)

# Load data
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24
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real_channel_locs = ...
real_amps = ...
min_amp = ...
p_m = [2 * abs(min_amp)]
p_s = [50]
# Feed data into model
model = BayesianExpSpike(0, 0, 0, p_m, p_s, real_channel_locs, real_amps)
# Sampling
chn = sample(model, HMC(0.01, 10), 10_000)
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4.3

Discussion

In this chapter, I developed a novel Bayesian modelling approach for source localization of spikes captured by high-density, microelectrode arrays. To enable my model to
scale to large-scale extracellular recordings, I amortized inference of the variational posterior distribution using a deep neural network. On simulated extracellular recordings,
I demonstrated that my localization technique has higher accuracy than an alternative
method, center of mass, and can lead to improvements in spike sorting performance. On
real extracellular recordings, I demonstrated that location estimates from my generative
model can be used to isolate units with consistent waveform shape.
I envision that my unsupervised, model-based approach to spike source localization
can have a number of potential impacts for neuroscience research. First, my method
could be used to improve the efficiency and accuracy of spike sorting. This is because
location estimates are informative, low-dimensional features of detected spikes that
can be utilized by state-of-the-art spike sorting algorithms to efficiently sort massive
datasets. A future goal is to incorporate my localization method into the HerdingSpikes
[54] spike sorting algorithm which is already in use by a number research labs. Another
potential application of my localization method is the registration of recorded neurons
with anatomical information. For example, my method can be utilized to coregister
confocal microscopy images with spiking activity in the retina to better understand how
anatomical differences among retinal ganglion cells contribute to functional differences.
My model can also be used to identify the same neurons in multi-trial experiments by
tracking their position over time. This is useful when working with data from implanted
electrodes which can record from the same population of neurons for months and even
years. Tracking neuron position over time can also be utilized to quantify probe drift
which is an unsolved problem in spike sorting.
While my localization model had promising results on both simulated and real extracellular datasets, it has a number of limitations that should be addressed in future
work. As mentioned in the above manuscript, my model makes many simplifying assumptions about extracellular recordings. A key assumption that can be improved is
that the recorded extracellular potential during a spike is well-modelled by a monopole
source-current. Since all parts of the neuronal membrane can produce action potentials, a more complex model such as a dipole current, line-current source, or modified
ball-and-stick should provide a better fit to the data. While performing inference for
these more complex models may be difficult, I believe this is a good future direction to
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explore. Another limitation of my model is that it requires a separate spike detection algorithm to generate its training data. In this regime, any mistakes made by the detection
algorithm will necessarily impact localization performance. Incorporating detection
and localization into one generative model that can be learned end-to-end represents a
promising future direction.

Chapter 5
Targeted neural dynamical modelling
After spike sorting an extracellular recording, it is of interest to characterize and interpret the resulting population activity map. With low-channel count recording devices,
however, the number of recorded neurons is too low to meaningfully analyze covariation in neural populations [59]. With these devices, it is usually only possible to model
properties of individual neuron responses such as a neuron’s tuning curve, i.e. the average firing rate of a neuron as a function of important stimulus parameters. While this
has led to interesting discoveries about the functional role of specific neurons, there is
increasing evidence that information is often represented through population activity
patterns rather than the response of individual neurons [100, 126]. With large-scale
extracellular recordings, it is now possible to reliably recover the activity of hundreds
of neurons thus enabling analysis of the population response structure.
Additionally recorded neurons, however, come at a computational and analytical
price: the space of instantaneous population-wide spike activity patterns increases exponentially with the number of neurons (there are 2N possible ON/OFF patterns for a
population of N neurons). To overcome this combinatorial explosion, there is a need
for statistical models that can capture aspects of the population-wide structure while
modeling only selected characteristics of neural activity. A particularly suitable class
of statistical model is the latent variable model which models high-dimensional neural
activity as the byproduct of a low-dimensional set of latent variables. In these models, the activity of the neuronal population over time is characterized by the temporal
evolution of the latent variables (i.e. latent dynamics).
Although many latent variable models have been successfully applied to neuronal
population activity, they are limited by their inability to partition different sources of
variability in the response structure. For example, when an animal is performing a
85
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behaviour, parts of the response structure will be associated with the behaviour while
other parts of the response structure will be irrelevant to the behaviour (e.g. global
brain states). Traditional latent variable models of neuronal activity mix all sources
of variability in the latent space, making the discovery of temporal activity patterns
related to the movement challenging. This was addressed in a recent latent variable
model, PSID, which partitioned its latent space into behaviourally relevant dynamics
and behaviourally irrelevant dynamics [127]. PSID, however, is limited by its inability
to model nonlinear dynamics or lags between neural activity and behaviour.
In this chapter, I present Targeted Neural Dynamical Modelling (TNDM). TNDM
is a nonlinear latent dynamical model that jointly models the observed neural activity
and a corresponding behaviour. To disentangle different sources of variability in the
neuronal response, I partition the latent space of TNDM into behaviourally relevant
and behaviourally irrelevant dynamics and apply a disentanglement penalty to discourage information sharing between the two sets of dynamics. To model arbitrary lags
between the neural activity and the behaviour, I develop a novel linear decoder that allows for any casual relationship between the latent factors and the observed behaviour.
I implement TNDM as a sequential variational autoencoder where the inference of the
initial conditions of the latent dynamics is amortized using a recurrent neural network
(implemented in Tensorflow [2]).
To validate my method, I compare TNDM to PSID and to LFADS, a nonlinear latent
dynamical model that only models the observed neural activity [99]. The evaluation is
performed on simulated and real extracellular recordings (paired M1 recordings with
2D reach). I show that TNDM substantially outperforms the linear baseline, PSID, on
both behavioral and neural reconstruction while offering a high-degree of interpretability in its latent dynamical factors. I also show that TNDM’s neural reconstruction
is competitive with that of LFADS despite having to model behaviour simultaneously.
Finally, I show that training and interpreting TNDM on M1 activity during reach leads
to the prediction that the behaviourally relevant dynamics represent information about
movement velocity.

5.1

Contribution

I am the first author and lead of this work. As such, I conceptualized the model, implemented all versions of the model, helped run and evaluate the methods, and wrote the
manuscript.
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Abstract
Latent dynamics models have emerged as powerful tools for modeling and interpreting neural population activity. Recently, there has been a focus on incorporating
simultaneously measured behaviour into these models to further disentangle sources
of neural variability in their latent space. These approaches, however, are limited
in their ability to capture the underlying neural dynamics (e.g. linear) and in their
ability to relate the learned dynamics back to the observed behaviour (e.g. no time
lag). To this end, we introduce Targeted Neural Dynamical Modeling (TNDM),
a nonlinear state-space model that jointly models the neural activity and external
behavioural variables. TNDM decomposes neural dynamics into behaviourally
relevant and behaviourally irrelevant dynamics; the relevant dynamics are used
to reconstruct the behaviour through a flexible linear decoder and both sets of
dynamics are used to reconstruct the neural activity through a linear decoder with
no time lag. We implement TNDM as a sequential variational autoencoder and
validate it on simulated recordings and recordings taken from the premotor and
motor cortex of a monkey performing a center-out reaching task. We show that
TNDM is able to learn low-dimensional latent dynamics that are highly predictive
of behaviour without sacrificing its fit to the neural data.
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1 Introduction
Recent progress in high-density, microelectrode array technology now allows for recording from
hundreds to thousands of neurons with the precision of single spikes [11]. Despite the apparent
high dimensionality of these datasets, neural activity is often surprisingly well-explained by lowdimensional latent dynamics [4, 24, 6, 8]. Extracting these dynamics from single trials is crucial for
understanding how neural activity relates to a behavioural task or stimulus [17].
Latent variable models (LVMs) are a natural choice for capturing low-dimensional structure from
neural activity as they can learn to map a few latent variables to arbitrarily complicated response
structure in the activity. Already, there exist a number of LVMs that have been successfully applied to
neural data ranging from simple non-temporal models such as principal components analysis (PCA)
[5] to complex state-space models such as LFADS [17]. In these models, the goal is to learn a set
of latent factors that best explain neural variability. As such, there is no guarantee that the different
sources of variability present in the population activity will be disentangled in the latent space (e.g.
behaviour, arousal, thirst, etc.) [25, 10].
To better partition sources of neural variability in the latent space, some LVMs have been developed
that incorporate an external behaviour into the generative process [14, 19, 31]. These methods,
however, do not model temporal dependencies between the latent states. Recently, a novel state-space
model termed preferential subspace identification (PSID) was developed that jointly models neural
activity and behaviour with a shared set of dynamics [25]. When applied to neural activity recorded
in the premotor cortex (PMd) and primary motor cortex (M1) of a monkey during a 3D reaching
task, PSID was shown to extract latent factors that were more predictive of behaviour than the factors
extracted by other approaches. Despite the strength and simplicity of this approach, it suffers from
two main drawbacks. First, PSID is a linear state-space model and cannot capture the nonlinear
dynamics which are thought to underlie phenomena such as rhythmic motor patterns [22, 9] or
decision making [21]. Second, PSID assumes that behaviourally relevant dynamics explain both
the neural activity and behaviour with no time lag. This limits the ability of PSID to capture more
complex temporal relationships between the latent dynamics and the behaviour.
In this work, we introduce Targeted Neural Dynamical Modeling (TNDM), a nonlinear state-space
model that jointly models neural activity and behaviour. Similarly to PSID, TNDM decomposes
neural activity into behaviourally relevant and behaviourally irrelevant dynamics and uses the relevant
dynamics to reconstruct the behaviour and both sets of dynamics to reconstruct the neural activity.
Unlike PSID, TNDM does not constrain the latent dynamics at each time step to explain behaviour
at each time step and instead allows for any linear relationship (constrained to be causal in time)
between the relevant dynamics and the behaviour of interest. We further encourage partitioning of the
latent dynamics by imposing a disentanglement penalty on the distributions of the initial conditions
of the relevant and irrelevant dynamics. To perform efficient inference of the underlying nonlinear
dynamics, TNDM is implemented as a sequential variational autoencoder (VAE) [13, 29]1 . We
compare TNDM to PSID and to LFADS, a nonlinear state-space model that only models neural
activity, to illustrate that TNDM extracts more behaviourally relevant dynamics without sacrificing its
fit to the neural data. We validate TNDM on simulated recordings and neural population recordings
taken from the premotor and motor cortex of a monkey during a center-out reaching task. In this
analysis, we find that the behaviourally relevant dynamics revealed by TNDM are lower dimensional
than those of other methods while being more predictive of behaviour.

2 Background/Related work
Notatation. Let x ∈ NN ×T be the observed spike counts and let y ∈ RB×T be the observed
behaviour during a single-trial.2 We define the unobserved latent factors in a single trial as z ∈ RM ×T
where M < N . For TNDM, as with PSID, it is important to distinguish between behaviourally
relevant zr and behaviourally irrelevant zi latent factors. The behaviourally relevant latent factors
1

The code for running and evaluating TNDM on real data can be found at
https://github.com/HennigLab/tndm_paper. We also provide a Tensorflow2 re-implemention of TNDM at
https://github.com/HennigLab/tndm. It is important to note that all reportraed results for the real datasets use the
old model and not the re-implementation. For the synthetic dataset results, we use the re-implementation.
2
In this work, we assume that behaviour is temporal and has the same time length as recorded neural activity
(e.g. hand position). TNDM can be extended to discrete/non-temporal behaviours (e.g. reach direction).
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zr summarize the variability in the neural activity associated with the observed behaviour while the
behaviourally irrelevant latent factors zi explain everything else in the neural data (Figure 1a). We
assume that each of the unobserved, single-trial factors can be partitioned into these relevant and
irrelevant factors z := {zr , zi }.
State-space models for neural data. There are a number of state-space models that have been
developed and applied to neural population activity. The expressivity of these models range from
simple linear dynamical models [27, 2, 20] to more complex nonlinear models where the latent
dynamics are parameterized by recurrent neural networks (RNNs) [17, 26]. For this work, there are
two state-space models that are most relevant: LFADS and PSID.
LFADS, or latent factor analysis via dynamical systems, is a state-of-the-art nonlinear state-space
model for neural data. In LFADS, the latent dynamics are generated by sampling high-dimensional
initial conditions g0 from some distribution pg0 and then evolving g0 with a deterministic RNN
fθ . A linear mapping Wz is then applied to the high-dimensional dynamics gt to transform them
into the low-dimensional ‘dynamical’ factors z. These dynamical factors are transformed into
spike counts by mapping each time point to a rate parameter r of a Poisson distribution using
a weight matrix Wr followed by an exponential nonlinearity. The generative process is defined
as: g0 ∼ pg0 , gt = fθ (gt−1 ), zt = Wz (gt ), rt = exp(Wr (zt )), xt ∼ Poisson(xt |rt ). The initial
conditions g0 are inferred from x with an RNN encoder network qφ . Utilizing the reparameterization
trick, the model is trained using gradient descent and by optimizing the evidence lower-bound (ELBO)
of the marginal log-likelihood. While LFADS provides an excellent fit to the neural data, it inevitably
mixes different sources of neural variability in the latent dynamics z as there is no constraints imposed
to disentangle these dynamics.
PSID is a linear dynamical model that partitions the latent dynamics into behaviourally relevant
and behaviourally irrelevant dynamics z := {zi , zr }. The dynamical evolution of z is defined by a
transition matrix A along with a Gaussian noise term wz . z is transformed into the observed firing
rates x by mapping each time point to the mean of a Gaussian distribution with a weight matrix Wx
and noise term wx . The behaviourally relevant dynamics zr at each time point are transformed into
the observed behaviour y with a weight matrix Wy . The state space model for PSID is then defined
as: zt ∼ N (zt |A(zt−1 ), wz ), xt ∼ N (x|Wx (zt ), wx ), yt = Wy (zr ). PSID uses a novel two-stage
subspace identification approach to learn the parameters of their model. In the first stage, PSID
extracts the behaviourally relevant dynamics through an orthogonal projection of future behaviour
onto past neural activity. The irrelevant dynamics are then extracted through an additional orthogonal
projection of residual neural activity onto past neural activity. In comparison to LFADS, PSID was
shown to extract latent states that are better able to predict behaviour when using a Kalman filter.
Despite the analytical simplicity of this approach, it suffers from a few drawbacks. First, it can only
model linear dynamics which may not provide a good fit to nonlinear activity patterns or behaviours
(e.g. multi-directional reaches). Second, the relevant dynamics at each time step zr t must be mapped
one-to-one to the behaviour yt during training (i.e. no time lag). This imposes a strong structural
constraint on the relevant dynamics which hampers their ability to explain neural variability.

3 Model
In this work, we introduce Targeted Neural Dynamical Modeling (TNDM). TNDM is a nonlinear
state-space model which jointly models neural activity and an observed behaviour. Crucially, TNDM
learns to reconstruct both the population activity and behaviour by disentangling the behaviourally
relevant and behaviourally irrelevant dynamics that underlie the neural activity.
Generative model. A plate diagram of TNDM’s graphical model is shown in Figure 1a. We assume
that the observed neural activity x and behaviour y in each trial are generated by two sets of latent
factors zi and zr .
The generative process of TNDM is defined below:
gi 0 ∼ pgi 0 , gr 0 ∼ pgr 0 , gi t = fθ i (gi t−1 ), gr t = fθ r (gr t−1 )

zit = Wiz (gi t ), zr t = Wr z (gr t ), rt = exp(Wr (zit , zr t )))
xt ∼ Poisson(xt |rt ), y ∼ N (y|Cy (zr ), I)
3
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Figure 1: (a) The latent space of TNDM is partitioned into irrelevant and relevant high-dimensional
initial conditions g0 i and g0 r . These initial conditions are deterministically transformed to recover
the latent factors zi and zr which give rise to the jointly observed neural activity x and behaviour y.
We assume there are K trials in the dataset. (b) TNDM utilizes a sequential variational autoencoding
approach to ammortize inference of the relevant and irrelevant initial conditions gr 0 and gi 0 . The
initial conditions are passed through two separate RNNs to generate the behaviourally relevant and
irrelevant dynamics gi and gr which are then projected into a low-dimensional subspace to recover the
dynamical factors zi and zr . These factors are used to reconstruct the neural activity and behaviour.
The behaviour is reconstructed from the relevant factors using a flexible linear decoder which can
capture complex temporal relationships (see the paragraph on Behaviour Decoding).
In the above equation, pgi 0 and pgr 0 are the distributions over the initial conditions of the behaviourally
irrelevant and behaviourally relevant dynamics, respectively (assumed to be Gaussian). Similarly to
LFADS, we parameterize the nonlinear transition functions fθ i and fθ r using RNNs3 . As gi t and
gr t can have arbitrarily high-dimensionality in our model (defined by the number of units in the
RNN), we utilize two weight matrices, Wiz and Wr z , to project these high-dimensional dynamics
into a low-dimensional subspace, giving rise to the relevant and irrelevant dynamical factors zit and
zr t at each time step. These factors are then used to reconstruct both the observed neural activity
and behaviour using linear decoders. An essential feature of our generative model is that although
neural activity is reconstructed from the latent dynamics at each time step (i.e. no time lag), we let
the relevant factors reconstruct the behaviour with a more flexible linear decoder Cy that allows for
time lags (explained in the Behaviour Decoding paragraph). We fix the variance of the Gaussian
observation model for the behaviour (i.e. we utilize mean squared error) as naively inferring the
variance in the decoder can lead to numerical instabilities [23].
It is important to understand that although the dimensionality of the dynamics in TNDM (and
LFADS) can be arbitrarily high, the dimensionality of the subspace that gives rise to neural activity
and behaviour will be low due to the projection. Therefore, our model can be used to examine
the number of latent variables (i.e. activity patterns) that are needed to characterize the population
response and corresponding behaviour. As this is the primary goal when fitting LVMs to neural data
[5], we compare all LVMs in this paper (TNDM, LFADS, and PSID) by the dimensionality of this
subspace rather than the dimensionality of the dynamics.
Behaviour Decoding. As mentioned above, PSID utilizes a linear weight matrix that maps the
relevant latent dynamics at each time step to the behaviour at each time step, i.e yt = Wy (zrt ). This
parameterization does not allow for modeling any latency, long-term dependencies or correlations,
therefore, it severely limits the ability of the relevant dynamics to simultaneously explain neural
activity and behaviour. To demonstrate the drawbacks of the no time lag behaviour decoder, we
show that while training TNDM using this decoder leads to accurate behaviour prediction, the
reconstruction of the neural activity noticeably decreases. This issue gets exacerbated in models with
nonlinear dynamics as the expressivity of the underlying RNNs, along with the inflexible one-to-one
behaviour mapping, leads the relevant dynamics to simply learn to replicate the behaviour of interest.
These results are summarized in Supplement 1.
3

To implement TNDM, we primarily adapt the original Tensorflow [1] implementation of LFADS from
https://github.com/lfads/models (Apache License 2.0).
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To overcome this limitation we instead allow the relevant latent dynamics to reconstruct the behaviour
through any learned linear causal relationship. To this end, we introduce a linear weight matrix Cy
with dimensionality nzr T × BT where nzr is the number of relevant dynamics, B is the number of
behaviour dimensions, and T is the time length of a single trial. To transform the relevant factors
zr into behaviours using Cy , we concatenate each dimension of zr in time to form a 1D vector Zr
with length nzr T and then perform the operation Y = Cy Zr where Y is the resulting concatenated
behaviour. As Y is a 1D vector with length BT , we can reshape Y to recover the reconstructed
behaviour ŷ. Importantly, we do not allow acausal connections in Cy , i.e. the lower triangular
components of each of the dynamics to behaviour blocks are set to zero during training. For an
example weight matrix Cy , see Figure 4a. In comparison to a simple no time lag mapping, we find that
our flexible, causal linear decoder allows the relevant latent dynamics to both reconstruct the measured
behaviour and capture neural variability. This is shown in Supplement 1 where the behaviourally
relevant factors learned by TNDM with the full causal decoder contribute more meaningfully to the
neural reconstruction than when using the no time lag decoder.
Inference To extract the latent dynamics zr and zi from the neural activity x, we first learn
to approximate the posterior over the initial conditions of the dynamics gr 0 and gi 0 . Then, we
learn a deterministic mapping from the initial conditions to the latent dynamics zr and zi . To
approximate the true posterior p(gr 0 , gi 0 |x, y), we implement TNDM as a sequential VAE and
define our variational posterior as the product of two independent multivariate Gaussian distributions
with diagonal covariances. The variational parameters of each Gaussian are computed with a shared
encoder network eφ0 followed by separate linear transformations. This shared encoder is implemented
as a bi-directional RNN such that the initial conditions are inferred using information from the full
trial. The equation for inferring the variational posterior is shown below:
qΦ r (gr 0 |x)qΦ i (gi 0 |x) = N (µφr1 (eφ0 (x)), σ 2 φr2 (eφ0 (x))) · N (µφi1 (eφ0 (x)), σ 2 φi2 (eφ0 (x)))
(2)
The inference networks for the behaviourally relevant and the behaviourally irrelevant initial conditions are parameterized by Φr = {φ0 , φr1 , φr2 } and Φi = {φ0 , φi1 , φi2 } where φ0 are the
parameters of the shared RNN. It is important to note that TNDM’s variational posterior only depends
on the neural activity x. This approximation forces the learned initial conditions to come from the
observed activity and allows for decoding of unseen behaviours after training. The reparameterization
trick is used to sample from each initial condition distribution and the sampled initial conditions
are evolved using separate decoder RNNs to produce the behaviourally relevant gr t and irrelevant
high-dimensional dynamics gi t . The high-dimensional dynamics at each time-step are projected
into a low-dimensional subspace to recover the low-dimensional dynamical factors zr t and zit . The
neural activity x and behaviour y are generated from the latent factors z as shown in Equation 1.
The ELBO for the observed data from a single trial is therefore defined as:




ELBO(x, y) = −KL qΦ r k pgr 0 − KL qΦ i k pgi 0 + EqΦ r qΦ i [log pθ1 (x|gi , gr )pθ2 (y|gr )]

(3)

where pθ1 and pθ2 are the observation models for the neural activity and behaviour, respectively.
Disentangling the latent dynamics Despite factorising the variational posterior, the true posterior
over the latent variables P (g0 i , g0 r |x, y) cannot be factorized; that is, zi and zr (which are deterministic transforms of g0 i and g0 r ) are conditionally dependent given the observed data. This means
that zi and zr will be statistically dependent. To reduce sharing of information and redundancy
between these two sets of dynamics, we introduce a novel disentanglement penalty on the two initial
condition distributions. For this penalty, we take inspiration from the domain of unsupervised disentangled representation learning where it is standard to introduce additional penalties that encourage
disentanglement or independence of the latent representations [15, 3, 12]. As mutual information is
hard to compute for high-dimensional variables and the experimental data often has a very limited
number of trials to estimate these distributions reliably, we instead penalize the mean of the sample
cross-correlations between g0r and g0i . Importantly, this cross-correlation penalty is applied in such
a way that the final objective is still a valid lower bound of the log-likelihood (the cross-correlation
5
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Figure 2: Summary of the behaviour and activity reconstruction accuracy for TNDM, LFADS, and
PSID fit to neural recordings from the monkey primary motor cortex (M1) during a center-out
reaching task. Each plot shows performance as a function of the total number of latent factors,
averaged over five fits with different initialisation (random seeds) and different random training-test
data splits. Error bars show standard error of the mean. (a) Coefficient of determination (R2 ) for
measured and reconstructed behaviour (hand position). For TNDM, the reconstruction performed
by the behaviour decoder (with only the relevant factors) while for LFADS, a ridge regression had
to be used to decode the behaviour ex post factor. For PSID the reconstruction by the model was
additionally Kalman smoothed. (b) Poisson log-likelihood for the activity reconstruction per single
trial for TNDM and LFADS. (c) Root mean square error (RMSE) between the predicted and actual
ground-truth firing rates. Averaging was performed across all trials with the same movement direction.
Behaviour reconstruction and log-likelihood were computed on held out test data, and the firing rate
RMSE on the whole data set to allow for more reliable averaging.
penalty is always negative). We refer to this penalty as Q(qΦ r , qΦ i ) and we adjust its weight with
a hyperparameter λQ (see Supplement 4 for an ablation study of this penalty). The final objective
function for TNDM is then:




J(x, y) = − KL qΦ r k pgr 0 − KL qΦ i k pgi 0 + EqΦ r qΦ i [log pθ1 (x|gi , gr )]+
λb EqΦ r [log pθ2 (y|gr )] + λQ Q(qΦ r , qΦ i )

(4)

where λb is an additional hyperparameter introduced to balance the behavioural likelihood with the
neural likelihood (see Supplement 3 for hyperparameter details). While TNDM is not the first VAE
to jointly model two observed variables with a partitioned latent space [30], it is distinguished by its
unique objective function and penalties, its RNN-based architecture, its causal linear decoder, and its
novel application to neural activity and behaviour.

4 Experiments
4.1 Simulated Data
We evaluate TNDM on synthetic spike trains generated from a Lorenz system, a common benchmark
for state space models of neural activity. For a detailed description of the simulated data and
evaluation, we refer the reader to Appendix 6.
4.2 M1 neural recordings during reach
We apply TNDM to data gathered from a previously published monkey reaching experiment [7]. The
monkey is trained to perform a center-out reaching task with eight outer targets. On a go cue, the
monkey moves a manipulandum along a 2D plane to the presented target and receives a liquid reward
upon success. Spiking activity from M1 and PMd along with the 2D hand position are recorded
during each trial. We train each model on single-session data gathered from one of the six trained
monkeys. The data consist of two paired datasets: PMd activity paired with hand position and M1
activity paired with hand position. We show results for the M1 recordings in the main text and the
results for the PMd recordings in Supplement 2. The neural activity is counted in 10ms bins and
the behaviour is also measured every 10ms. We align the behaviour to the spikes for both datasets
6
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by taking the activity starting during movement onset. We set the length of the neural activity to be
the minimum time until the target is reached across all trials. As one of our baselines, PSID cannot
model spike count data, we smooth the spike counts with a Gaussian kernel smoother (with standard
deviation 50ms) before applying PSID. Out of the 176 trials from the experiment, we use 80% for
training (136 trials). We hold out the remaining 34 trials to test the models.
Models/Evaluation For all models, we perform a sweep over the number latent factors. For TNDM
and PSID, we train models with all combinations of 1-5 relevant latent factors and 1-5 irrelevant
factors (e.g. 3 relevant and 2 irrelevant). For LFADS, we train models with the number of latent
factors ranging from 2-10. As TNDM and LFADS are both implemented as sequential variational
autoencoders, we fix the architectures to be same for the two methods (64 units in the generators and
encoder). We fix all shared hyperparameters to be the same between the two methods except for the
dropout (TNDM requires more regularization due to the behavioural loss). For a detailed explanation
of the hyperparameters and architectures used in these experiments, see Supplement 3. All results
reported here are based on five fits of each model with different random seeds and data splits.
To compare TNDM to LFADS, we first evaluate their neural reconstruction using the test data Poisson
log-likelihood and the root mean square error (RMSE) between the predicted and actual ground-truth
firing rates. To calculate the ground-truth firing rates, we average the neural data across all trials with
the same movement direction and used both the training and test sets to get more robust estimates
of the rates from the experimental data. To evaluate the behaviour reconstruction of LFADS, we
perform an ex post facto regression from the extracted latent factors to the behaviour in the training
set. This regression is linear and is from all time steps of the factors to all time steps of the behaviour4 .
Note that this approach for regressing the LFADS factors is more flexible than the decoder in TNDM
which is also linear but constrained to be causal. We then compute the coefficient of determination
(R2 ) between the decoded and ground-truth behaviour for each model on the test data.
To compare TNDM to PSID, we evaluate the neural reconstruction by computing the RMSE between
the predicted and actual ground-truth firing rates. For behaviour reconstruction, we compute the R2
between the decoded and ground-truth behaviours for each model on the test data.5 As both TNDM
and LFADS use information from the whole trial to infer the latent factors (which is inherently
acausal), we use a standard Kalman smoother for PSID to make the state estimation comparable.

5 Results
5.1 Simulated Data
For a detailed discussion of TNDM’s results on synthetic spike trains generated from a Lorenz system,
we refer the reader to Appendix 6.
5.2 M1 neural recordings during reach
Fit to behaviour The behaviour reconstruction of TNDM, LFADS and PSID is summarized
in Figure 2a. LFADS behavioural reconstruction saturates at around eight factors (R2 ≈ 0.89)
and with just four factors yields a respectable behavioural fit (R2 ≈ 0.86). This indicates that
the LFADS factors, which are constrained only by neural activity, are interpretable in terms of
externally measured variables. In comparison, TNDM achieves saturating performance with just
three latent factors (R2 ≈ 0.90) where only two are constrained to be relevant for behavioural
reconstruction. In fact, all TNDM models with three or more factors (where at least two are
constrained to be relevant) have similar behaviour reconstruction accuracy. In comparison to TNDM,
4

We utilize a standard ridge regression from scikit-learn [18] with default parameters.
A potential concern when comparing TNDM and PSID on behaviour reconstruction is that TNDM has more
parameters in its behaviour decoder than PSID does. This is because TNDM decodes the behavioural variable at
time step t using all past time steps of the latent factors while PSID only uses the current time step t. As shown
in Supplement 1, however, TNDM achieves equally high behaviour reconstruction using the no time lag decoder
as it does using the proposed casual decoder, therefore, the number of parameters in TNDM’s behaviour decoder
is not a confounding factor for this evaluation. Also, while it is possible to remap PSID’s learned latent factors
to the behaviour using a higher parameter regression, this would be equivalent to changing PSID’s generative
model and, therefore, would no longer be a valid comparison to PSID.
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LFADS achieves a behaviour reconstruction of just (R2 ≈ 0.68) for three latent factors. TNDM also
has much more accurate behaviour reconstruction on the test data than PSID. For three latent factors,
where two are constrained to be relevant, PSID achieves a behavioural fit of (R2 ≈ 0.82). PSID’s
behavioural reconstruction saturates at six latent factors where five are constrained to be relevant
R2 ≈ 0.88). Overall, TNDM’s behaviour decoding performance implies that the dimensionality of
the behaviourally relevant dynamics for this 2D task are lower-dimensional than previously predicted
by other latent variable modeling approaches.
Fit to neural activity Do the additional constraints and penalties of TNDM affect the accuracy of
neural activity reconstruction? This is an important question to answer as the learned latent dynamics
are only meaningful if they also explain the observed activity well. Surprisingly, we find that TNDM’s
and LFAD’s Poisson log-likelihoods on the test data are very close (Figure 2b). This indicates that
the partitioning of the latent dynamics and the additional constraints imposed by TNDM have a very
small effect on its neural reconstruction for this dataset. Instead, TNDM and LFADS both show a
gradual improvement of neural activity reconstruction as a function of the number of factors. The
only deviation from this trend is TNDM with one relevant and one irrelevant factor. This is not
surprising, however, as much of the neural variability is explained by the behaviour of interest; only
allowing one latent factor to explain the neural variability related to behaviour (while simultaneously
enforcing disentanglement between the relevant and irrelevant dynamics) will cause TNDM’s neural
activity reconstruction to suffer. Perhaps more surprisingly, TNDM achieves a lower firing rate RMSE
than LFADS with the same number of factors (Figure 2c). While on the surface this result seems
counterintuitive, it may be because the RMSE is computed for the average firing rate over all trials of
the same movement direction. While TNDM and LFADS have a very similar Poisson likelihood on
single trials, TNDM can better distinguish trials by movement direction since it is explicitly modeling
behaviour, hence the firing rate prediction split by trial type is improved. PSID provides a worse fit to
the neural data than TNDM which is expected given that it is constrained to learn linear dynamics.
PSID failure mode Although the neural reconstruction is fairly good for PSID, we find an unexpected result when analyzing PSID’s learned model parameters. Specifically, we find that PSID’s
state-transition matrix A, which characterizes the behaviourally relevant neural dynamics [25], is
approximately the identity matrix for this dataset and is non-informative about the neural activity.
We expand upon this analysis of PSID in Supplement 5 where we show that PSID recovers the
same state-transition matrix A when we shuffle the neural data by trial or by time. We provide
further evidence that PSID is unable to find informative linear dynamics for this dataset because the
behaviour is inherently nonlinear across trials (i.e. multi-directional reaches). Therefore, on this
dataset, we conclude that PSID’s performance on neural reconstruction is mainly determined by
the behaviourally irrelevant factors and its performance on behaviour reconstruction is completely
determined by the Kalman gain during decoding.
Interpretation of the learned dynamics In Figure 3, we visualize each stage of the generative
process of TNDM (2 relevant and 2 irrelevant factors) and LFADS (4 factors) after training both
models on the M1 dataset. As can be seen in the figure, there appears to be a clear separation between
the relevant and irrelevant initial condition distributions in TNDM that is less apparent in the mixed
latent space of LFADS. In fact, the relevant initial conditions of TNDM seem to precisely capture the
reach direction of the behaviour. Despite the noticeable differences between the dynamics of LFADS
and TNDM, their ability to infer the underlying firing rates from this dataset are nearly identical.
Looking at the learned dynamical factors for TNDM, one can see that the relevant dynamics are more
clearly distinguished by reach condition and there is much less variance in the learned trajectories
than those of LFADS. At the same time, the relevant TNDM factors do not trivially re-capitulate the
behaviour dynamics, indicating that the dual constraint of behaviour and neural activity unmasks a
more complicated relationship between the two. This relationship can be analysed by visualizing the
learned weights of TNDM’s behaviour decoder as shown in Figure 4a (for two relevant factors and
two irrelevant factors). In this weight matrix, each time point of the behaviour receives contributions
from a broad time interval of preceding factor activity. This corresponds to a temporal integration
of the factors and suggests that the relevant factors represent information about movement velocity.
Indeed, velocity can be decoded well from the relevant factors using a simple ridge regression (both
for TNDM and LFADS, Figure 4c). The learned coefficients of this ridge regression for TNDM
have a diagonally banded structure that corresponds to a delayed identity transformation (Figure 4b),
8
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Figure 3: We visualize each component of the generative process for TNDM (top) and LFADS
(bottom) after training. On the far left, we visualize the inferred initial conditions for each method
after reducing the dimension to 2 with T-SNE. As can be seen, TNDM’s inferred initial conditions
show a clear distinction between behaviourally relevant and behaviourally irrelevant information
whereas LFADS inferred initial conditions mix this information together. Next, we show the conditionaveraged inferred latent dynamical factors (along with the single-trial factors) for each method to
demonstrate that there is a clear distinction between the behaviourally relevant and behaviourally
irrelevant factors in TNDM but not in LFADS. Finally, we show neural activity reconstruction
(numbers are RMSE between data and prediction) and behaviour reconstructions (linear regression
for LFADS) for both methods to illustrate that TNDM provides an excellent fit to the neural data
despite the partitioned latent space and behavioural prediction.
which is not visible for the LFADS factors (not illustrated). Taken together, these results suggest
that M1 neural dynamics are related to velocity of the hand in this task. Interestingly, we find that
velocity decoding peaks at two relevant factors for TNDM and is less discernible when this number is
increased, indicating that the addition of more relevant factors may spread this velocity information
across the factors in a nonlinear way which cannot be recovered by the ridge regression (not visualized
in Figure 4). It also illustrates that the TNDM’s behaviour prediction saturation point (two relevant
factors) has perhaps the most interpretable latent space of all the trained TNDM models.
The irrelevant factors in TNDM show task-aligned dynamics that do not depend strongly on the task
type, but are rather homogeneous (see Figure 3). For instance, over the course of each trial, irrelevant
factor 2 has a large initial fluctuation followed by a steady increase in its absolute value over time
until around 600ms where it tapers off (around when the monkey reaches the target destination). As
this factor is agnostic to the reach direction, this may reflect dynamics associated with execution of
these movements more generally.

6 Discussion
In this work, we introduce TNDM, a nonlinear state-space model designed to disentangle the
behaviourally relevant and behaviourally irrelevant dynamics underlying neural activity. We evaluated
TNDM on synthetic data and on neural population recordings from PMd and M1 paired with a 2D
center-out reach behaviour. We showed that TNDM was able to extract low-dimensional latent
9
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Figure 4: (a) Visualization of the weights of the TNDM behaviour decoder Cy that transforms two
relevant latent factors into behaviour (hand position). The behaviours are aligned horizontally and
the factors vertically. The upper-triangular structure reflects causal decoding, i.e. factors can only
influence future behaviour. The model had two relevant and two irrelevant factors. (b) Weights
obtained by using ridge regression to predict movement velocity (x and y components) from the
relevant factors. A diagonally banded structure can be observed indicating a (delayed) identity
transformation. Unlike in (a), this matrix is not constrained to be causal. (c) Decoding accuracy
for velocity obtained using ridge regression for LFADS and TNDM with two relevant factors and a
varying number of irrelevant factors.
dynamics that were much more predictive of behaviour than those of current state-of-the-art statespace models without sacrificing its fit to the neural activity. This led us to the interpretation that the
dimensionality of the neural activity associated with the 2D reaching task is potentially lower than
previously thought and may be associated with the velocity of the hand.
Although the initial results presented for TNDM are quite promising, the method has a few limitations
that should be addressed. First, we find that some hyperparameter settings combined with certain
random initialisations can cause biologically implausible oscillations in the learned latent dynamics.
While more work needs to be done to understand this, it could be related to the weighting between
the behavioural and neural likelihoods or to the capacity of the model. A second limitation of
TNDM is whether the disentanglement penalty between the relevant and irrelevant dynamics is
sufficient. Although the covariance penalty works well in practice (on the presented datasets),
disentangling sources of variation using deep generative models is still an open problem [16].
Similarly to PSID, TNDM could be implemented in multiple separate stages which may allow
for better disentanglement of the relevant and irrelevant dynamics [28]. Third, the linear causal
decoder we introduce for behaviour reconstruction is parameter inefficient: the number of parameters
scales quadratically with time and dynamics/behaviour dimension. Lastly, it can be challenging to
determine the ’correct’ latent dimensionalities for TNDM. For the datasets in this paper, we found
that performing a wide sweep over a number of relevant and irrelevant dimensionalities and then
choosing the relevant dimensionality where the behaviour prediction saturates is a potential recipe for
finding an interpretable latent space.
In future work, we plan to train TNDM with higher-dimensional behaviours such as joint angle
or electromyography (EMG) recordings. We also plan to extend TNDM to non-temporal/discrete
behaviours which are of interest in behavioural neuroscience (e.g. decision making). Finally, we hope
to extend TNDM such that it can model dynamics with external inputs from another brain region, i.e.
non-autonomous dynamics.

7 Broader Impact
In this work, we develop an expressive and interpretable model of neural population activity. As
such, we imagine that TNDM will be useful for answering important questions about neural function
(e.g. how the motor cortex gives rise to behaviour). We also imagine that the ability of TNDM to
accurately model both the neural activity and the behaviour of interest will be of interest for the
brain-computer interface community. We believe that TNDM (or the principles behind it) can be used
to improve behaviour decoding from neural activity. We also hope that TNDM inspires more research
into deep generative models of neural activity that incorporate in external variables of interest. A
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possible negative societal impact of TNDM is that, like all deep neural network models, it requires a
relatively large amount of compute and has a noticeable carbon footprint.
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Appendix
1 Behaviour decoder
As mentioned in Section 3, the choice of behaviour decoder can dramatically change the learned
relevant latents. Figure 5 shows TNDM trained with both the one-to-one Gaussian behaviour decoder
introduced in PSID and with the flexible, casual decoder introduced in this work. As can be seen
with the one-to-one Gaussian decoder, TNDM’s behaviourally relevant factors perfectly replicate
the behaviour. This is because there is so little flexibility for the decoder to model the behaviour
that replicating the behaviour is the best option (despite the potential negative effect to neural
reconstruction). This forces the irrelevant factors to encode behavioural information as the neural
reconstruction will largely depend on the irrelevant factors (see Figure 6). With the causal linear
decoder, TNDM is able to extract behaviourally relevant factors that explain the behaviour while still
contributing meaningfully to the neural reconstruction (see Figure 6). The irrelevant factors, in this
case, do not need to encode behavioural information and can instead encode aspects of the neural
activity unrelated to the specific behaviour. We find that with only one irrelevant factor, the neural
reconstruction suffers for the one-to-one decoder and improves steadily as you add more irrelevant
factors.
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Figure 5: Visualizations of the predicted behaviour and latent factors for TNDM trained with two
different decoders. On top, TNDM is trained with a one-to-one Gaussian decoder (introduced in
Section 2). As can be seen, the lack of flexibility in the decoder forces the relevant factors to simply
replicate the behaviour. This means that the irrelevant factors have to encode behavioural information
since they are primarily used for neural reconstruction. On bottom is the causal linear decoder
introduced in this work. Here, the relevant factors capture more structure in the neural activity
while still allowing for good behaviour reconstruction. This lets the irrelevant factors encode less
behavioural information.
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Figure 6: Visualization of the learned neural reconstruction weight matrices for the factors shown in
Figure 5. These matrices transform the learned factors into neural firing rates. On top is the neural
weight matrix for TNDM trained with a one-to-one Gaussian decoder and on bottom is the neural
weight matrix for TNDM trained with the linear causal decoder. In both cases, their are four factors
that are transformed into the firing rates of 70 neurons (the top two factors are relevant and the bottom
two are irrelevant). Interestingly, for TNDM trained with the one-to-one decoder, the relevant factors
are barely used for neural reconstruction (i.e. low magnitude weights). This implies that the learned
factors are not informative of neural activity and that the irrelevant factors are mainly being used. For
TNDM trained with the linear causal decoder, however, the relevant factors play a much larger role in
the neural reconstruction (i.e. higher magnitude weights).
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Figure 7: Visualization of initial conditions and latent dynamical factors for a model of premotor
cortex (PMd) activity. The activity was recorded simultaneously with the motor cortex (M1) activity
shown in Figure 3, main text. As in that figure, TNDM (left) has two relevant and two irrelevant
factors, and LFADS (right) four factors. On the left inferred initial conditions for each method
are shown after reducing the dimension to 2 with T-SNE. There is a clear distinction between the
conditions relating to different movement directions (indicated by different colours) in the relevant
factors, but unlike for M1 the irrelevant factors also contain some structure that distinguish trial types.
The LFADS initial conditions for PMd show some distinction between behaviours, but similar to the
M1 data this is much weaker than for the relevant factors in TNDM. Condition-averaged inferred
latent dynamical factors (along with the single-trial factors; plots on the right) again show a clear
distinction between different behaviours for the relevant factors, while this information is mixed in
the irrelevant factors. As for M1, there is no clear behaviour separation in the factors of LFADS.
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Figure 8: Behaviour and activity reconstruction accuracy for TNDM, LFADS, and PSID for monkey
premotor cortex (PMd) activity during the center-out reaching task. The data used here was recorded
simultaneously with the M1 activity shown in Figure 2 (main text). Each plot shows performance
as a function of the total number of latent factors, averaged over five fits with different initialisation
(random seeds) and different random training-test data splits. Error bars show standard error of the
mean. For TNDM and PSID, the reconstruction performed by the behaviour decoder (with only the
relevant factors) is shown, while for LFADS a ridge regression was used to decode the behaviour ex
post factor. Behaviour reconstruction and log-likelihood were computed on held out test data, and the
firing rate RMSE on the whole data set to allow for more reliable averaging. Similar to M1, TNDM
requires at least two relevant factors for saturating behaviour reconstruction accuracy for all model
sizes. LFADS gradually reaches peak accuracy, saturating at 5 factors, and PSID requires at least
five relevant factors. As in M1, neural activity reconstruction in TNDM solely depends on the total
number of factors, irrespective of the fraction of relevant factors.
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3 Hyperparameters
Table 1 shows the hyperparameters of LFADS and TNDM used for the main experiments. We did
not run an exhaustive search over these parameters. For LFADS, we used default parameters for all
regularization terms. For TNDM, we used a small value for λb such that the behaviour likelihood was
smaller than the neural likelihood (the neural reconstruction was the primary goal). The dropout for
TNDM was set to be slightly higher than for LFADS so as to not overfit the behaviour; we found that
this higher dropout was not helpful for LFADS. We also set the batchsize to 16 for TNDM and 10 for
LFADS; we found that LFADS latent factors were less informative about behaviour when using a
higher batch size. We qualitatively found that both models provided a good fit to the neural data with
these parameters (see Figures 3, 8)
Table 1: Hyperparameters of LFADS and TNDM (adapted from [17]).
’N’ - number of units in generator (irrelevant generator for TNDM). ’rel N’ - number of units in
relevant generator. ’g0’ - initial conditions (irrelevant initial conditions for TNDM). ’rel g0’ - relevant
initial conditions. ’E’ - encoder. ’G’ - decoder (irrelevant decoder for TNDM). ’rel G’ - relevant
decoder. ’λb ’ - weight for behaviour likelihood. ’λQ ’ - weight for disentanglement loss. ’KP’ - keep
probability for dropout. ’B’ - batch size.
Model
LFADS
TNDM

N
64
64

rel N
N/A
64

g0 E dim
64
64

rel g0 E dim
64
64

19

G L2
2000
2000

rel G L2
N/A
2000

KP
.95
.85

λb
N/A
.2

λQ
N/A
1000

B
10
16
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4 Ablation study of disentanglement penalty
The primary aim of TNDM is to disentangle the behaviourally relevant and the behaviourally irrelevant
latent dynamics underlying neural activity. Although there will naturally be some separation between
the two sets of factors in TNDM (since the behaviourally relevant factors must reconstruct the
behaviour), the factors may still share information. To further encourage disentanglement of the
relevant and irrelevant factors, we introduce a disentanglement penalty on the initial condition
distributions (described in Section 3 of the main text). Although we did not confirm the efficacy
of this penalty exhaustively, in Figure 9 we show TNDM with and without the disentanglement
penalty for a specific example. As can be seen, with 2 relevant and 2 irrelevant factors, the penalty
forces the irrelevant factors to encode less information about the behaviour and the relevant factors
to encode less behaviourally irrelevant information. This is quantified in Table 2. Although there is
some evidence that this disentanglement penalty is useful, there is room for improvement as it is only
applied to the initial condition distributions and not the factors themselves.
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Figure 9: Visualizations of the relevant and irrelevant latents for two runs of TNDM with and without
the disentanglement penalty. In each box, we plot the condition-averaged inferred latent dynamical
factors (along with the single-trial factors). On top, TNDM is applied to the neural data and behaviour
with no disentanglement penalty. On bottom, TNDM is applied to the neural data and behaviour with
a disentanglement penalty that is weighted by λQ = 1000. As can be seen, when the disentanglement
penalty is applied, the irrelevant factors contain less behavioural information (condition-averaged
irrelevant latents are less separated). Also, the relevant factors seem to share less information with
the irrelevant factors.
Table 2: Behavioural prediction using the relevant and irrelevant factors shown in Figure 9. To
determine how much behavioural information is stored in the relevant and irrelevant factors, we
regress the inferred training relevant and irrelevant latents (with a linear ridge regression) to the
training behaviours . We then report the test R2 of the regression using the test relevant and irrelevant
latents and the test behaviours. As can be seen, the irrelevant factors learned by TNDM with no
disentanglement penalty contain more behavioural information (higher test R2 ).
Rel Facs (λQ = 1000)
0.890

Irrel Facs (λQ = 1000)
0.245

20

Rel Facs (λQ = 0)
.883

Irrel Facs (λQ = 0)
0.373
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5 Preferential subspace identification failure mode
In this supplement, we perform two experiments that provide evidence that PSID does not learn latent
dynamics that are informative about the neural activity for our M1 dataset. As there are very few
adjustable hyperparameters for PSID, we only had to set the number of block-rows in (i.e. "future
horizon" and "past horizon") and the smoothing method for the spiking data. For the horizon, we
set the value to the default of 10 (although changing this parameter seemed to have little effect) and
for the smoothing we used a Gaussian filter with a standard deviation of 50 ms. We perform our
analysis of PSID with 2 behaviourally relevant factors. All code for these analyses can be found at
https://github.com/HennigLab/psid_technical_report.
The first experiment we run is training PSID normally on the center-out reach dataset and then
inspecting the learned state-transition matrix A. According to the Sani et al. [25], the state-transition
matrix A "[characterizes] the behaviourally relevant neural dynamics". As can be seen in Table 3 and
Figure 10, the learned state-transition matrix A is approximately the identity with eigenvalues that
have real value 1 and an insignificant complex component. To better understand if the state-transition
matrix A being an identity matrix still meaningfully characterizes the neural activity, we also train
PSID on time shuffled and trial shuffled neural data. In both cases, the state-transition matrix A is
again approximately the identity matrix with an insignificant complex component. These experiments
suggest that the learned identity matrix is not informative about the neural activity for PSID.
We postulate that the state-transition matrix A is uninformative about the neural activity due to the
nonlinear behaviour. The behaviour is nonlinear across all trials due to the 8 different reach directions.
To test if this is the case, we train PSID multiple times with 1 to 8 reach directions. As can be seen in
Table 4 and Figure 11, the state-transition matrix A matrix quickly collapses to the identity matrix as
the number of reach directions increases past 1. This implies that the multi-reaching behaviour is
difficult for PSID to model with linear dynamics.
Table 3: In this table, we show the eigenvalues of the state-transition matrix A for PSID trained
with 2 behaviourally relevant factor and 0 behaviourally irrelevant factors (the lack of behaviourally
irrelevant factors should have no affect on the behaviourally relevant factors). When trained normally,
with trial shuffled data, and with time shuffled data, the eigenvalues of A is always close to 1 with an
insignificant complex component.
Experiment
Eigenvalues of A

Normal
1.01 + 0.0016j, 1.01 - 0.0016j

Trial Shuffled
1.01 + 0.0015j 1.01 - 0.0015j

Time Shuffled
1.016, 1.018

Table 4: In this table, we demonstrate how the state-transition matrix A of PSID approaches the
identity matrix as the number of reach directions increases. We again ran this experiment for PSID
trained with 2 behaviourally relevant factors and 0 behaviourally irrelevant factors.
# reach directions
2 norm of A matrix

1
1.06

2
1.01

3
1.01

21

4
1.01

5
1.01

6
1.01

7
1.01

8
1.01
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Figure 10: Visualizations of the relevant latents and behavioural predictions of PSID (using a Kalman
filter prediction approach) on regular and shuffled neural data. On top, visualizations are shown
from PSID when trained on the neural data and behaviour normally. The behaviour prediction
resembles random walks and the A matrix is close to the identity. In the middle and the bottom plots,
visualizations are shown from PSID when trained on shuffled neural data (by trial and in time) and
behaviour. While the behaviour prediction is significantly worse, the A matrix is again close to the
identity. These experiments suggest that PSID is finding latent dynamics that are uninformative about
the neural activity.
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Figure 11: Visualization of the 2 norm of the state-transition matrix A when PSID is trained on 1 to 8
different reach directions. As the number of reach directions increases past 1, the 2 norm quickly
collapses to 1 which implies that the A matrix is close to the identity. This experiment suggests that
the nonlinear multi-reaching behaviour is challenging for PSID to model as it is a linear dynamical
model.
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6 Simulated data results
To validate TNDM on simulated data, we run both TNDM and LFADS on synthetic spike trains
generated from a Lorenz system, a common benchmark for state space models of neural activity. The
spike trains are stochastically generated from a 3-dimensional Lorenz system which is partitioned into
behaviourally relevant and irrelevant factors. We transform the relevant factors into the behaviours
using a linear transformation and then we transform all the factors into the neural firing rates using
a separate linear transformation. The neural firing rates are then transformed into a spike train
through an exponential nonlinearity and a Poisson random variable. For our analysis, we set the
number of neurons to 30, the number of behaviour dimensions to 4, and the number of behaviourally
relevant factors to 2 (out of 3). The initial conditions for the Lorenz system are sampled from a
Uniform distribution and the behaviour is corrupted with additive noise sampled from a standard
Normal distribution. The code we used for generating the synthetic spike trains can be found at:
https://github.com/HennigLab/tndm/blob/main/tndm/lorenz/lorenz_generator.py.
For training, we evaluate the performance of TNDM and LFADS when trained with 50, 100, and
200 trials. Each trial consists of a single initial condition that is evolved into the three latent factors
and then into the behaviour and neural activity. We also evaluate each model across three baseline
neural firing rates: 5, 10, and 15 Hz. The results are summarized in Table 5. TNDM is competitive
with LFADS across all numbers of trials and baseline firing rates. There is evidence that TNDM
outperforms LFADS on the lowest firing rate trials, however, we did not perform an exhaustive
hyperparameter search so it is likely that the hyperparameters of LFADS can be adjusted to obtain
better results in these cases.
For this analysis, as the relationship between the latent factors and the behaviour has no time lag,
we utilize a behaviour decoder for TNDM that has no time lag. This is in contrast to the decoder
that we use on real data which allows for capturing arbitrary lags. Also, we utilize a Tensorflow2 reimplementation of the original TNDM and LFADs model for this analysis. These re-implementations
can be found at the following repository: https://github.com/HennigLab/tndm. We are currently
working on improving and extending this implementation so the commit that should reproduce this
analysis is 58a0a71b529f5fbe72ce3f6516daed83ce5885ca.
Table 5: In this table, we report the results of TNDM and LFADS when run on the synthetic Lorenz
system data. The average R2 of TNDM and LFADS is reported for 3 runs of each model on each of
the training conditions.
Firing Rate
Train Trials
LFADS
TNDM

5
50
.52
.71

100
.86
.83

200
.88
.88

10
50
.54
.66

23

100
.88
.86

200
.92
.92

15
50
.50
.67

100
.87
.86

200
.92
.93
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7 Leave one direction out results
To illustrate that TNDM learns an interpretable and meaningful latent space, we run an experiment
where we leave out one reach direction during training. We train TNDM on 7 out of the 8 reach
directions and then we see if we can infer the initial conditions, latent factors, and behaviour of the
held-out reach condition. The results are shown in Figure 12. Although not perfect, TNDM recovers
initial conditions, latent factors, and behaviours for the held-out reach condition that are close to the
model that is trained with all 8 reach conditions. This suggests that TNDM is able to learn latent
dynamics that meaningfully capture the behavioural/neural manifold of reach. We imagine this result
can be improved with more trials (∼100 trials is quite limited) and with more hyperparameter tuning.

Y

T-SNE factor 2

RNN initial conditions
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X

T-SNE factor 1

2
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Figure 12: We train TNDM on 7 out of the 8 reach directions and then we see if we can infer the
initial conditions, latent factors, and behaviour of the held-out reach condition. TNDM is able to
recover these fairly well despite the small number of training trials (∼100 trials).
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Discussion

In this chapter, I introduced a deep generative model, TNDM, that is able to extract a
low-dimensional representation of population-wide activity patterns that are relevant to
an observed behaviour. This is achieved by partitioning the learned latent factors into
behaviourally relevant factors and behaviourally irrelevant factors. The behaviourally
relevant factors are used to reconstruct both the observed behaviour and neural activity
while the behaviourally irrelevant factors are just used to reconstruct the neural activity.
To allow for modelling arbitrary lags between the behaviourally relevant factors and
the behaviour, I introduced a novel behaviour decoder which can capture any casual
linear relationship between the factors and the behaviour. Using paired M1 recordings
with 2D reach, I demonstrated that TNDM far outperforms the linear baseline, PSID, in
both neural and behavioural reconstruction while retaining interpretability of the latent
factors. Finally, I utilized TNDM to make a prediction that the behaviourally relevant
latent factors encode information about the velocity of the 2D hand position.
While this work is currently unpublished, I believe that it is positioned to have a
solid impact on both future models of neural activity and on extracellular data analysis. Currently, the majority of latent variable models for population activity extract
dynamics without utilizing the behaviour or stimuli of interest. This limits the ability
of these models to disentangle dynamics that are relevant to the experimental variables
and dynamics that are not. TNDM is the first non-linear latent dynamical model that
jointly models observed behaviour and neural activity and is able to disentangle the
behaviourally relevant dynamics from the behaviourally irrelevant dynamics. I envision that future models of neural activity will taken inspiration from PSID and TNDM
to better utilize non-neural experimental variables in their generative process. Also, I
imagine that future latent variable models will learn from TNDM and explore how disentangled representation learning can be utilized to better partition their latent spaces.
TNDM can also have a impact on neural data analysis as it is able to extract dynamics
that are highly informative about neural activity and a behaviour of interest. Already, I
am providing advice to collaborators on how to apply TNDM to other datasets. This
includes applications to paired M1 and electromyography (EMG) signals during reach
and paired visual cortex recordings and navigation tasks where the behavioural variable might be velocity, position, or even discrete variables such as licking frequency. I
believe that TNDM will be able to reveal novel insights into how neural populations
encode information about behaviour.
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Despite achieving state-of-the-art results on joint modelling of neural activity and
behaviour, TNDM has a few limitations that should to be addressed in future work. First,
TNDM is a parameter-intensive model which makes it prone to overfitting and instability during training. While strong regularization (e.g. L2, dropout, etc.) allowed TNDM
to get good held-out performance on the data I analyzed, more work must be done to
stabilize the training as some random initializations led to biologically implausible fluctuations in the latent factors. Second, to encourage disentanglement of the behaviourally
relevant and behaviourally irrelevant factors, I proposed a simple penalty to reduce information sharing between the initial condition distributions. A better disentanglement
penalty, which disentangles the behaviourally relevant and irrelevant dynamics directly
(rather than just the initial condition distributions), could lead to more interpretable
latent factors. Third, TNDM’s inference network architecture is based on the LFADS
model which utilizes recurrent neural networks to capture temporal dynamics in the
neural activity. While this architecture is very flexible, it is also very computationally
intensive and difficult to interpret after training. A lighter-weight inference network that
is more interpretable could lead to a stronger overall model. Fourth, TNDM requires
an entire trial of neural data to infer the initial conditions of the dynamics. This acausal
inference process limits the use of TNDM in online applications where dynamics need
to be inferred at each time step. Fifth and finally, TNDM models the dynamics as a
fully autonomous system with no inputs. Future work on extending TNDM to model
inputs to the dynamics would allow the method to generalize to experimental regimes
where feedback from other regions is expected over the course of the trial.

Chapter 6
Conclusion
In this thesis, I introduced three works that aim to tackle key issues in extracellular analysis. In the first chapter, I presented an open-source Python framework, SpikeInterface,
that unifies preexisting spike sorting technologies inside a single software package. I
demonstrated that SpikeInterface enables rigorous benchmarking and comparison of
spike sorting algorithms; this allowed me to reveal that current algorithms have high
disagreement on extracellular recordings from high-density microelectrode arrays. In
the second chapter, I introduced a scalable Bayesian model for spike localization. I
showed that my localization is more accurate and scalable than preexisting methods
and can potentially be utilized to improve spike sorting performance. Finally, in the
third chapter, I introduced a non-linear state-space model, TNDM, that jointly models
neural activity and an observed behaviour in order to extract latent dynamics relevant to
the behaviour. I showed that TNDM is able to outperform the preexisting linear baseline,
PSID, on neural and behavioural reconstruction while still learning interpretable latent
factors. While each of these works were introduced and discussed in the context of
extracellular analysis, their principles and design choices can have an impact on other
areas of neuroscience and on other research domains.
Although SpikeInterface is only designed for processing and analyzing extracellular recordings, I envision that similar frameworks can be created for other recording
modalities. An example of the generality of SpikeInterface can be seen with calcium
recordings. Calcium recording is a promising new modality for capturing the activity of
a large population of neurons. In fact, the spatial coverage of calcium recordings can far
exceed extracellular recordings allowing for resolution of ∼10,000 neurons simultaneously (albeit with lower temporal coverage). To infer times of action potentials from
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curacy and efficiency of different spike deconvolution methods is still an open problem
despite publicly available benchmarks and community challenges [11, 57]. I imagine
that a framework similar to SpikeInterface for running and evaluating deconvolution
methods on calcium recordings would be a valuable addition to the field. Importantly,
by unifying all preprocessing, postprocessing, and deconvolution algorithms in the same
framework, developers could quickly run and compare all algorithms to better inform
their research. Also, users could quickly try out all available deconvolution methods
to see which best explain their data. Beyond calcium recordings, the design choices of
and lessons learned from SpikeInterface can be useful for any field which is trying to
benchmark and improve accessibility of its data processing algorithms.
My work on source localization in extracellular recordings can also be applicable
to other domains both in and outside of neuroscience. Source localization is a ubiquitous problem that spans many research domains including neuroscience, acoustics,
physics, and more. When building my probabilistic model for spike source localization, I ran into an issue that the posterior distribution was intractable. By performing
amortized variational inference, I was able to efficiently learn a posterior distribution
that was successful in approximating the true (intractable) posterior. I imagine that
for source localization in other domains, there will be a need to overcome intractable
posteriors that result from building complex, physical models. My work illustrates that
a variational autoencoding approach to inference can be a viable and efficient solution
for overcoming these intractabilities. Already, there are some approaches for source
localization that are adopting variational autoencoding in their inference schemes [13].
Finally, my work on latent dynamical modelling of neural population activity also
has potential to inform research in other domains. My model, TNDM, learns how
to jointly model neural population activity and behaviour by disentangling the latent
dynamics relevant to both. The ability to learn informative low-dimensional representations of time-series data is relevant in many different domains including natural
language processing, finance, and more. A powerful aspect of my model is that is utilizes principles from disentangled representation learning to partition different sources
of variability in the latent space. Future latent variable models in both neuroscience and
other domains could potentially be improved by integrating ideas from disentangled representation learning into their generative process. Recently, this has been a promising
direction in a number of works both within and outside of neuroscience [52, 125].
Overall, I hope that my work can provide benefit to those both in and outside of
neuroscience and that the ideas I put forth can be iterated on in future works.

6.1. Final Statement
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Final Statement

To the reader, thank you for taking the time to read about my work. This thesis represents
four years of dedicated research and all the effort and sacrifice that comes with it. I am
grateful that I was able share my research journey with you and I hope you are inspired
by the ideas I put forth.

Bibliography
[1] Kjersti Aas, Claudia Czado, Arnoldo Frigessi, and Henrik Bakken. Pair-copula
constructions of multiple dependence. Insurance: Mathematics and economics,
44(2):182–198, 2009.
[2] Martín Abadi, Ashish Agarwal, Paul Barham, Eugene Brevdo, Zhifeng Chen,
Craig Citro, Greg S. Corrado, Andy Davis, Jeffrey Dean, Matthieu Devin, Sanjay Ghemawat, Ian Goodfellow, Andrew Harp, Geoffrey Irving, Michael Isard, Yangqing Jia, Rafal Jozefowicz, Lukasz Kaiser, Manjunath Kudlur, Josh
Levenberg, Dandelion Mané, Rajat Monga, Sherry Moore, Derek Murray, Chris
Olah, Mike Schuster, Jonathon Shlens, Benoit Steiner, Ilya Sutskever, Kunal
Talwar, Paul Tucker, Vincent Vanhoucke, Vijay Vasudevan, Fernanda Viégas,
Oriol Vinyals, Pete Warden, Martin Wattenberg, Martin Wicke, Yuan Yu, and
Xiaoqiang Zheng. TensorFlow: Large-scale machine learning on heterogeneous
systems, 2015. URL https://www.tensorflow.org/. Software available from
tensorflow.org.
[3] Dimitrios A Adamos, Efstratios K Kosmidis, and George Theophilidis. Performance evaluation of pca-based spike sorting algorithms. Computer methods and
programs in biomedicine, 91(3):232–244, 2008.
[4] Edgar D Adrian and Yngve Zotterman. The impulses produced by sensory nerveendings: Part ii. the response of a single end-organ. The Journal of physiology,
61(2):151–171, 1926.
[5] Shun Ichi Amari, Hiroyuki Nakahara, Si Wu, and Yutaka Sakai. Synchronous
firing and higher-order interactions in neuron pool. Neural Comput, 15, 2003.
ISSN 0899-7667. doi: 10.1162/089976603321043720.
[6] Bruno B Averbeck, Peter E Latham, and Alexandre Pouget. Neural correlations,
population coding and computation. Nat Rev Neurosci, 7(5):358–366, 2006.
[7] Marco Ballini, Jan Muller, Paolo Livi, Yihui Chen, Urs Frey, Alexander Stettler,
Amir Shadmani, Vijay Viswam, Ian Lloyd Jones, David Jackel, Milos Radivojevic, Marta K. Lewandowska, Wei Gong, Michele Fiscella, Douglas J. Bakkum,
Flavio Heer, and Andreas Hierlemann. A 1024-channel CMOS microelectrode
array with 26,400 electrodes for recording and stimulation of electrogenic cells
in vitro. IEEE Journal of Solid-State Circuits, 49(11):2705–2719, 2014. ISSN
00189200. doi: 10.1109/JSSC.2014.2359219.

119

120

Bibliography

[8] Claudia Battistin, John Hertz, Joanna Tyrcha, and Yasser Roudi. Belief propagation and replicas for inference and learning in a kinetic ising model with hidden
spins. J Stat Mech Theory Exp, 2015(5):P05021, 2015.
[9] Ari S Benjamin, Hugo L Fernandes, Tucker Tomlinson, Pavan Ramkumar, Chris
VerSteeg, Raeed H Chowdhury, Lee E Miller, and Konrad P Kording. Modern
machine learning as a benchmark for fitting neural responses. Front Comput
Neurosc, 12:56, 2018.
[10] L Berdondini, P D van der Wal, O Guenat, N F de Rooij, M Koudelka-Hep,
P Seitz, R Kaufmann, P Metzler, N Blanc, and S Rohr. High-density electrode array for imaging in vitro electrophysiological activity. Biosensors & Bioelectronics, 21(1):167–74, jul 2005. ISSN 0956-5663. doi: 10.1016/j.bios.2004.08.011.
URL http://www.ncbi.nlm.nih.gov/pubmed/15967365.
[11] Philipp Berens, Jeremy Freeman, Thomas Deneux, Nikolay Chenkov, Thomas
McColgan, Artur Speiser, Jakob H Macke, Srinivas C Turaga, Patrick Mineault,
Peter Rupprecht, et al. Community-based benchmarking improves spike rate
inference from two-photon calcium imaging data. PLoS computational biology,
14(5):e1006157, 2018.
[12] Pietro Berkes, Frank Wood, and Jonathan Pillow. Characterizing neural dependencies with copula models. In Advances in Neural Information Processing
Systems, volume 21, pages 129–136, 2008.
[13] Michael J Bianco, Sharon Gannot, and Peter Gerstoft. Semi-supervised source
localization with deep generative modeling. In 2020 IEEE 30th International
Workshop on Machine Learning for Signal Processing (MLSP), pages 1–6. IEEE,
2020.
[14] Braden AW Brinkman, Fred Rieke, Eric Shea-Brown, and Michael A Buice.
Predicting how and when hidden neurons skew measured synaptic interactions.
PLoS Comput Biol, 14(10):e1006490, 2018.
[15] Alessio P Buccino, Michael Kordovan, Torbjørn V Ness, Benjamin Merkt, Philipp D Häfliger, Marianne Fyhn, Gert Cauwenberghs, Stefan Rotter, and Gaute T
Einevoll. Combining biophysical modeling and deep learning for multielectrode
array neuron localization and classification. J Neurophysiol, 120(3):1212–1232,
2018.
[16] Alessio P Buccino*, Cole L Hurwitz*, Samuel Garcia, Jeremy Magland,
Joshua H Siegle, Roger Hurwitz, and Matthias H Hennig. SpikeInterface, a
unified framework for spike sorting. eLife, 9:e61834, November 2020. ISSN
2050-084X. doi: 10.7554/eLife.61834.
[17] Alessio Paolo Buccino and Gaute Tomas Einevoll. Mearec: a fast and customizable testbench simulator for ground-truth extracellular spiking activity. Neuroinformatics, 19(1):185–204, 2021.

Bibliography

121

[18] Lars Buesing, Jakob H Macke, and Meneesh Sahani. Spectral learning of linear dynamics from generalised-linear observations with application to neural
population data. In Advances in Neural Information Processing Systems 25:
26th Conference on Neural Information Processing Systems (NIPS 2012), pages
1691–1699, 2013.
[19] György Buzsáki and Kenji Mizuseki. The log-dynamic brain: how skewed
distributions affect network operations. Nature Reviews Neuroscience, 15(4):
264, 2014.
[20] M Yu Byron, John P Cunningham, Gopal Santhanam, Stephen I Ryu, Krishna V
Shenoy, and Maneesh Sahani. Gaussian-process factor analysis for lowdimensional single-trial analysis of neural population activity. In Advances in
Neural Information Processing Systems, pages 1881–1888, 2009.
[21] Luis A Camuñas-Mesa and Rodrigo Quian Quiroga. A detailed and fast model
of extracellular recordings. Neural computation, 25(5):1191–1212, 2013.
[22] Fernando J Chaure, Hernan G Rey, and Rodrigo Quian Quiroga. A novel and
fully automatic spike-sorting implementation with variable number of features.
Journal of neurophysiology, 120(4):1859–1871, 2018.
[23] Jason E Chung, Jeremy F Magland, Alex H Barnett, Vanessa M Tolosa, Angela C
Tooker, Kye Y Lee, Kedar G Shah, Sarah H Felix, Loren M Frank, and Leslie F
Greengard. A fully automated approach to spike sorting. Neuron, 95(6):1381–
1394, 2017.
[24] Mark M Churchland, John P Cunningham, Matthew T Kaufman, Justin D Foster,
Paul Nuyujukian, Stephen I Ryu, and Krishna V Shenoy. Neural population
dynamics during reaching. Nature, 487(7405):51–56, 2012.
[25] Roland Diggelmann, Michele Fiscella, Andreas Hierlemann, and Felix Franke.
Automatic spike sorting for high-density microelectrode arrays. Journal of neurophysiology, 120(6):3155–3171, 2018.
[26] George Dimitriadis, Joana P Neto, Arno Aarts, Andrei Alexandru, Marco Ballini,
Francesco Battaglia, Lorenza Calcaterra, Francois David, Richard Fiath, Joao
Frazao, et al. Why not record from every channel with a cmos scanning probe?
bioRxiv, page 275818, 2018.
[27] Benjamin Dunn, Maria Mørreaunet, and Yasser Roudi. Correlations and Functional Connections in a Population of Grid Cells. PLoS Comput Biol, 11(2):
e1004052, February 2015. ISSN 1553-7358. doi: 10.1371/journal.pcbi.1004052.
[28] Daniel Durstewitz. A state space approach for piecewise-linear recurrent neural
networks for identifying computational dynamics from neural measurements.
PLoS computational biology, 13(6):e1005542, 2017.
[29] Alexander S Ecker, Philipp Berens, R James Cotton, Manivannan Subramaniyan,
George H Denfield, Cathryn R Cadwell, Stelios M Smirnakis, Matthias Bethge,

122

Bibliography
and Andreas S Tolias. State dependence of noise correlations in macaque primary
visual cortex. Neuron, 82(1):235–248, 2014.

[30] Gamaleldin F Elsayed and John P Cunningham. Structure in neural population
recordings: an expected byproduct of simpler phenomena? Nat Neurosci, 20(9):
1310, 2017.
[31] Björn Eversmann, Martin Jenkner, Franz Hofmann, Christian Paulus, Ralf
Brederlow, Birgit Holzapfl, Peter Fromherz, Matthias Merz, Markus Brenner,
Matthias Schreiter, Reinhard Gabl, Kurt Plehnert, Michael Steinhauser, Gerald
Eckstein, Doris Schmitt-landsiedel, and Roland Thewes. A 128 128 CMOS Biosensor Array for Extracellular Recording of Neural Activity. IEEE Journal of
Solid-State Circuits, 38(12):2306–2317, 2003.
[32] Felix Franke, Michele Fiscella, Maksim Sevelev, Botond Roska, Andreas Hierlemann, and Rava Azeredo da Silveira. Structures of neural correlation and how
they favor coding. Neuron, 89, 2016. ISSN 1097-4199. doi: 10.1016/j.neuron.
2015.12.037.
[33] Urs Frey, Jan Sedivy, Flavio Heer, Rene Pedron, Marco Ballini, Jan Mueller,
Douglas Bakkum, Sadik Hafizovic, Francesca D. Faraci, Frauke Greve, Kay Uwe
Kirstein, and Andreas Hierlemann. Switch-matrix-based high-density microelectrode array in CMOS technology. IEEE Journal of Solid-State Circuits, 45(2):
467–482, 2010. ISSN 00189200. doi: 10.1109/JSSC.2009.2035196.
[34] Juan A Gallego, Matthew G Perich, Lee E Miller, and Sara A Solla. Neural
manifolds for the control of movement. Neuron, 94(5):978–984, 2017.
[35] Juan A. Gallego, Matthew G. Perich, Raeed H. Chowdhury, Sara A. Solla, and
Lee E. Miller. Long-term stability of cortical population dynamics underlying
consistent behavior. Nat Neurosci, 23(2):260–270, February 2020. ISSN 15461726. doi: 10.1038/s41593-019-0555-4.
[36] Peiran Gao, Eric Trautmann, Byron Yu, Gopal Santhanam, Stephen Ryu, Krishna
Shenoy, and Surya Ganguli. A theory of multineuronal dimensionality, dynamics
and measurement. BioRxiv, November 2017.
[37] Yuanjun Gao, Evan Archer, Liam Paninski, and John P Cunningham. Linear dynamical neural population models through nonlinear embeddings. arXiv preprint
arXiv:1605.08454, 2016.
[38] Samuel Garcia and Christopher Pouzat. Tridesclous, 2015. https://github.
com/tridesclous/tridesclous.
[39] Samuel Garcia, Domenico Guarino, Florent Jaillet, Todd R Jennings, Robert
Pröpper, Philipp L Rautenberg, Chris Rodgers, Andrey Sobolev, Thomas
Wachtler, Pierre Yger, et al. Neo: an object model for handling electrophysiology
data in multiple formats. Frontiers in neuroinformatics, 8:10, 2014.

Bibliography

123

[40] Christophe Gardella, Olivier Marre, and Thierry Mora. A tractable method for
describing complex couplings between neurons and population rate. eNeuro, 3,
2016. ISSN 2373-2822. doi: 10.1523/ENEURO.0160-15.2016.
[41] Hong Ge, Kai Xu, and Zoubin Ghahramani. Turing: A language for flexible
probabilistic inference. In International Conference on Artificial Intelligence
and Statistics, 2018.
[42] Pedro J Gonçalves, Jan-Matthis Lueckmann, Michael Deistler, Marcel Nonnenmacher, Kaan Öcal, Giacomo Bassetto, Chaitanya Chintaluri, William F Podlaski,
Sara A Haddad, Tim P Vogels, et al. Training deep neural density estimators to
identify mechanistic models of neural dynamics. Elife, 9:e56261, 2020.
[43] Einat Granot-Atedgi, Gašper Tkačik, Ronen Segev, and Elad Schneidman.
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