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Abstract
In complex teaching scenarios it can be difficult for teachers to exhaustively express all information a learner requires to master a task. However, the teacher, who
will have internalised the task’s objectives, will be able to identify good and bad actions in specific scenarios and would be able to formulate advice upon observing those
scenarios. This thesis focuses on the design, implementation and evaluation of models
that enable experts to teach agents through such situated feedback in an Interactive
Task Learning (ITL) setting.
There is a class of highly natural speech acts which have so far gone largely unexplored in the domain of ITL: how to exploit evidence provided by a teacher when
they correct the learning agent by articulating the mistake they just made. The aim of
this thesis is to show that such speech acts can be exploited in an ITL to learn a task
in a data efficient manner. Further we aim to show that this is made possible by capturing within the learning agent’s models the constraints that are imposed by dialogue
coherence. A dialogue is coherent if the current utterance relates to a salient part of
its dialogue context with a specific coherence relation, such as explanation, contrast,
correction, or elaboration. Our model will exploit the semantics of these relations to restrict the set of possible interpretations of the teacher’s utterance and how the utterance
relates to the objects involved in the action the teacher is giving feedback on.
We test our hypothesis on a tower building task where the set of allowed towers is constrained by rules. The agent starts out ignorant of these rules, and perhaps
more fundamentally, is also unaware of the domain-level concepts used to define the
rules and natural language terms that denote those concepts. We develop an agent
which utilises the coherence of the extended dialogue to interpret and disambiguate
the teacher’s feedback, and utilises this (estimated) interpretation to refine its model of
the domain, the mapping from NL descriptions to their denotations, given their observable visual features, and the planning problem being addressed. We extend this model
to deal with utterances containing anaphora and to deal with an imperfect teacher: that
is, one who occasionally doesn’t provide the correct correction in a timely way, and/or
who is confident, but wrong, about the learner’s ability to identify from her utterance
the salient part of the context that it is intended to correct. Finally, we use these ideas
to learn the manner in which actions should be performed.
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Chapter 1
Introduction
The nascent field of Interactive Task Learning (ITL) aims to develop agents that can
learn arbitrary new tasks through extended embodied interactions with a knowledgeable teacher (see Laird et al. (2017) for a recent survey). Currently the dominant
approach to designing AI systems assumes that the system can be programmed and
trained with all relevant knowledge prior to deployment. However, in reality it can be
difficult to cover all situations and contingencies in training, when tasks may change
in unforeseen ways or have long tails of rare events which are not covered in training
data. This will lead to situations arising which the original designer or teacher may not
have considered, but for which there may be an obvious solution. It would be desirable
to be able to teach a system what to do in these situations quickly without having to
re-train and re-deploy the system. ITL seeks to create agents which can learn from an
interaction with a human teacher after deployment through natural interactions with a
human teacher.
Although interaction can take many forms, such as demonstration through imitation or teleoperation (Argall et al., 2009), our interest lies in approaches that make
use of natural language to teach agents. This learning process is formulated as a dialogue between teacher and agent where the teacher can provide instructions (She et al.,
2014a), describe current states (Hristov et al., 2017) and define concepts (Scheutz et al.,
2017), goals (Kirk and Laird, 2019a), and actions (She et al., 2014a), while the agent
asks clarifying questions (She and Chai, 2017) and executes the instructed commands.
In other words, the focus of ITL interaction has been on telling the agent what the next
action should be or what the goal and states of a task are. This means there is a heavy
burden on the teacher to express the all of the relevant knowledge up front, or for the
agent to detect what it does not know, so it can ask questions. To alleviate this burden
1
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it would be useful for the agents to be able to learn from dialogue moves that express
why an agent’s latest action was incorrect. The purpose of this thesis is to explore
teaching agents through these corrective moves.
To illustrate this problem, imagine a robot is taught to pack boxes in an ITL setting.
It would be natural to express the overall goal, which is to put all relevant objects
into one or more boxes. The teacher can express this in natural language and teach
the agent about the states and actions involved in such a manner that both parties are
satisfied that the agent knows how to perform the task. However, when the agent starts
actually packing boxes it does not consider the fact that a fine china vase is fragile,
so it simply places it in the box, as it was taught. Upon seeing this the teacher may
realise that they have forgotten to teach the agent about safety considerations, such as
the fragility of items, so they tell the agent about packaging peanuts and Styrofoam,
teaching the agent about the actions and concepts it needs to add to its domain model.
These types of additional constraints may arise due to the teacher not remembering to
express them up front or perhaps not realising it would be necessary to do so since it
may be obvious to a human due to common sense. However, these constraints may
also arise from rules and regulations imposed by laws or company practice. These
additional factors may change over time or it may be difficult to anticipate all situations
in which the constraints apply. Upon realising that the agent has not learned everything
it needs to know, by observing the agent’s actions, it would be natural for the teacher
to provide feedback by interrupting the agent at the point of failure and correcting the
agent by expressing what (potentially previously unknown and unforeseen) constraint
the agent’s current plan does not conform to. When the agent is learning from these
scenarios it may involve not only learning about the constraint which it was unaware
of, but also learning about novel concepts and actions which it needs to consider, like
the concept “fragile” and the action “wrapping in bubble wrap”.
In this thesis we tackle problems motivated by this example but idealised to function as an effective test bed for our models. The main task is a tower building task in
a blocks world where coloured blocks must be placed in one or more towers. Constraints are imposed on the towers indicating that some colour blocks should always
be on top of certain other colours or that there must be a maximum number of blocks
of a given colour within any single tower. This set-up is motivated by the box-packing
scenario, but instead of boxes we have towers and instead of safety considerations we
have arbitrary constraints on the placement of blocks, defined in terms of their colour.
However, the task retains some key characteristics of the packing task: the objects are

3

described in terms of concepts, which the agent may not originally be aware of, and
the constraints generalise over these concepts, so learning both the concepts and the
constraints will help the agent perform the task more effectively. If the agent learns
the concepts and the constraints it can perform the task using established algorithms
for finding valid plan, such as a symbolic planner. The main problem, for the agent, is
the fact that it is unaware of the concepts and the constraints and so there is a (simulated) teacher, who is fully aware of the constraints, which observes the agent’s action
and provides (restricted) natural language feedback when the agent performs an action
inconsistent with the constraints.
To learn from the teacher’s feedback the learning needs to interpret what the teacher
said and update its knowledge in such a way that it is less likely to make the same
mistake again, ideally capturing the generalised constraint expressed by the teacher.
Interpreting language is a difficult and unsolved problem, with various methods for exploiting it, from parsing language into logical forms to mapping directly from language
input to output behaviours. In this thesis we do not focus on the problem of covering a
large set of different ways of expressing constraints, instead we focus on the challenge
of updating the agent’s knowledge given the NL utterances. We therefore follow previous ITL work (e.g., Scheutz et al. (2017); Kirk and Laird (2019b)) in assuming that all
utterances expressed by our teacher are covered by a constrained grammar from which
the agent can compute a set of potential messages. However, an important problem in
interpreting natural language is that utterances are ambiguous in many different ways,
and handling that ambiguity is a significant challenge. Therefore, the utterance our
teacher express are ambiguous and can imply a range of possible interpretations: linguistic syntax on its own does not resolve semantic scope ambiguities, the referents for
anaphoric expressions, nor which lexical senses were intended. Nor does it supply the
intended referents in the visual scene for its NL descriptions. To resolve all of these
ambiguities, the agent must reason about how the content of the teacher’s utterance is
related to both its linguistic and non-linguistic context of use (Hobbs, 1985).
The main way that our teacher expresses feedback is through correction. Specifically, it is through corrective utterances which express which constraint the most recent
action violated. For example, in the box packing example the teacher might say “no,
wrap fragile items in bubblewrap”. Correction has not been well studied in an ITL setting. When it has been utilised to teach AI systems it has been through use of simple
“yes/no” feedback (Knox and Stone, 2009) or short cue phrases which trigger specific
learning behaviours (Nicolescu and Mataric, 2003). Our contribution is to expand the
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scope of such moves to consider utterances where the feedback contains linguistic content which describes what the agent did wrong. We believe that utilising this additional
evidence will be highly valuable and will help the agent learn more quickly. However,
utilising the linguistic content means we have to tackle the grounding problem, since
the agent must be able to relate the words used in the correction to the objects in the
visual scene.
The grounding problem has been tackled in the context of instructions (e.g. Tellex
et al. (2011); Kollar et al. (2010)) and descriptions (e.g. Dobnik and de Graaf (2017);
Scheutz et al. (2017)) but not in the context of corrections. In the context of a description or instruction the non-verbal state must satisfy the truth conditions of the speaker’s
utterance, e.g. if someone says “this is a green block on a blue block” then the visual
scene will have a green block on a blue one. This is not the case with corrections,
which are and example of what Asher and Lascarides (2003) call a divergent speech
act. In a verbal dialogue a correction rejects some part of the corrected utterance and
(optionally) introduces alternative content, perceived by the corrector to be the actual
truth. For example, in the dialogue:
(1)

a. A: John went to jail.
b. A: He embezzled the pension funds
c. B: No, it was BILL who stole the pension funds.
d. B: I was at the trial.
e. A: Oh, ok.
f. B: John did go to jail though

We see that A proposes some information which B corrects in (1c). In doing so B has
rejected A’s assertion that John embezzled the pension funds, supplying an an alternative indicating who actually did the embezzling. However, we see that B’s correction
does not necessarily deny everything that A said, in fact, later on B agrees that John did
go to jail, after all. For this reason, when interpreting a correction one must identify
what parts of the previous utterance are being denied, and which are being accepted,
or which there is no commitment either way for. For example, other sentences could
deny other parts of the previous utterance: e.g. “no, he was given community service”
implies that John was convicted but did not go to jail.
Instead of correcting aspects of a prior verbal utterance, the corrections we handle
in this thesis denies that the latest physical action is part of a valid plan to complete the
task at hand. To correctly interpret such utterances the agent must link the concepts
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in the correcting utterance with that action, including the context in which the action
was made and the parameters of the action, such as what objects are involved or the
way in which the action was performed. This means that when when a teacher says
“no, wrap fragile items in bubble wrap” this implies that the corrected action or state of
the world does not have (all) fragile items wrapped in bubble wrap. These constraints
stem from the semantics of coherence, and we shall show in this thesis how analysing
the corrective feedback through the lens of coherence allows us to draw inferences and
learn from the corrective feedback.
Our contribution towards ITL is introducing a novel way of learning through interaction, namely through corrective feedback which expresses why an action is incorrect.
Our methods rely on the semantics of coherent dialogue (Asher and Lascarides, 2003).
In doing this we develop a novel graphical model which exploits the constraints imposed by coherence to infer the intended meaning of an utterance.
In Chapter 3 we introduce the task we tackle in Chapters 3-5. It is a tower building
task analogous to packing where the agent must build towers out of coloured blocks
which conform to certain constraints, unknown to the agent at the start of training.
In Chapter 6 we cover a different task where the agent learns to perform actions in
different manners depending on the context A teacher observes the agent’s attempts
at performing the task and provides corrective feedback as soon as the agent makes a
mistake. The corrections express why the agent’s action is incorrect, for example, the
teacher may say “no, red blocks should be on blue blocks” in response to the agent
placing a red block on a green block.
In Chapter 3 and 6 we tackle our main hypothesis which is that learning from this
type of contentfull corrections is more data efficient than learning just from simple
“yes”/“no” feedback. In chapter 3 we also show that utilising the constraints imposed
by coherence is vital, as it is impossible to learn without it.
In Chapter 4 we perform three experiments utilising and extending the models
introduced in Chapter 3. We look at the trade-off between exploiting more computationally costly inferences versus the increase in performance gained from doing so. We
look at learning from situations where the teacher does not correct the agent, implying
that the action was correct. Finally, we look at what happens if the teacher utilises
additional moves which contain anaphoric expressions, such as “that is wrong for the
same reason”, connecting the current situation to a previous correction.
In chapters 3, 4 and 6 we assume that the teacher follows a dialogue strategy perfectly, which means the agent knows the teacher’s possible intent with each utterance,
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and how that utterance connects to the context, i.e. which action is being corrected.
In chapter 5 we explore what happens when we drop this assumption. In particular,
we explore what happens when the teacher sometimes acts in a way inconsistent with
what the agent expects. We test if the agent can cope better with the teacher’s inconsistencies if it is aware that the teacher’s feedback is not completely reliable, compared
with if it simply ignores this fact and assumes everything the teacher says conforms
with its expectations.
In chapter 6 we re-examine the original hypothesis: if learning from contentful
correction is more data efficient than learning from simple “yes”/“no” feedback. However, we do this in a new setting, where the agent must learn the manner in which to
execute actions. This moves the problem into a one-shot decision setting, rather than
one which involves planning. In this chapter we also tackle the problem of learning
from feedback which does not express the entire constraint, instead just saying what
was wrong, e.g., “no, wrap that in bubble wrap”, rather than saying “no, wrap fragile
objects in bubble wrap”. This happens naturally, but causes problems for the agent as
it needs to try infer why this particular situation required a different action.
The content in Chapter 3 and 4 reflects work published in Appelgren and Lascarides (2020). Appelgren and Lascarides (2019b) contains an earlier version of the
experiments in Chapter 3 and Appelgren and Lascarides (2019a) contains experiments
2 and 3 of Chapter 4. The work in Chapter 5 is published in Appelgren and Lascarides
(2021). Chapter 6 is unpublished at time of writing.

Chapter 2
Background
2.1

Interactive Task Learning

The current state of the art in Artificial Intelligence (AI) focuses on models which become experts on specific a task, e.g. chess (Silver et al., 2017), Atari games (Mnih
et al., 2013), or recognising objects in images (Deng et al., 2009; Russakovsky et al.,
2015). These systems rely on long training times and large sets of data. A key assumption for these systems is a fixed domain and fixed outputs (or actions), e.g., in games
such as Chess or Atari games the set of possible actions and states are fixed by the rules
of the games. However, in reality the world is constantly changing as do the situations
that agents in the world must be able to handle. A simple example of this would be a
domestic robot trained to cook food in a saucepan which, after deployment, is asked
to use a pressure cooker instead. Cooking using this new implement bears similarities
to cooking with a saucepan, but will require additional actions, such as securing the
lid properly and venting the pressure after the cooking process. To handle this new
situation the agent’s hypothesis space of possible states and actions must be increased
to include these new concepts, and the agent’s behaviour must change to match the
new situation. This calls for systems which can continue to learn after being deployed,
not only by improving its policy for a limited set of tasks, but also by expanding its
knowledge to handle additional ones.
The field of Interactive Task Learning (ITL) (Gluck and Laird, 2019) seeks to build
systems that can learn new actions, new concepts, and ultimately, new tasks through
an interaction with a knowledgeable teacher. The main strategy for performing ITL is
to learn from a dialogue between agent and teacher. Through this dialogue the agent
can be taught novel actions (She et al., 2014a), concepts (Scheutz et al., 2017), and
7
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tasks (Kirk and Laird, 2019b). The types of moves covered in these dialogues have
been limited mainly to descriptions (Scheutz et al., 2017; Kirk and Laird, 2019b), instructions (She et al., 2014b), and question asking and answering (Danas et al., 2019).
ITL is a multi-disciplinary challenge which will require ideas, concepts, and technology from a vast set of different fields (Gluck and Laird, 2019). In this thesis we aim
to bring in ideas from formal semantics of discourse and show how careful analysis
of the semantics of coherence (Lascarides and Asher, 2003; Hobbs, 1985, 1979) will
allow us to expand the range of moves available to teachers. In particular we look at
correction as the main mode of teaching, where the corrections express why an action
is inconsistent with correct behaviour.

2.1.1

ITL Systems

Currently the most complete ITL systems are based on cognitive architectures for
robotics, such as Soar (Laird, 2012) and Act-R (Anderson and Lebiere, 2014). These
systems look to human cognition for inspiration on how to organise knowledge and
perception. These systems come with built in methods for handling things like perception, knowledge and decision making. By learning about new concepts and knowledge
the system can quickly learn new tasks. For example, Kirk and Laird (2019b) teach an
agent various different games through an interactive dialogue where the teacher tells
the agent the rules of the game, including the available actions and different concepts
such as names of pieces and what it means for a piece to be “captured”. This information is integrated into the agent’s knowledge base and once it has learned everything it
requires it uses its internal decision making algorithms to find the right plans for playing the game in question. Since the agent is learning through natural language it can
also utilise overlap between terms to learn future games faster, since it may already be
aware of ways in which a piece can be captured.
The agents we build in this thesis are not complete ITL systems that handle arbitrary new tasks, however, they are designed to retain core features of this type of
general ITL system. Specifically, our system learns two types of knowledge: how
to recognise concepts through perception and specific task knowledge, in the form of
constraints imposed on the task at hand. The agent then has a planner, which serves
as the system’s decision making system. In this way the agent can learn new concepts
and knowledge and use this to make decisions. While our system is less general than
these cognitive architectures, our aim was to build a system where the core ideas could
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easily be transferred to a general ITL system in the future.

2.1.2

Task Learning

In order to have general robots which can learn arbitrary new tasks there are different
types of knowledge they need to learn. At the lowest level the robot must learn to
perform physical actions, such how to walk or pick up an object. These physical skills
can be taught through Learning from Demonstration (LfD) (Argall et al., 2009), where
a teacher demonstrates how to perform the action and the agent tries to imitate the
demonstrated behaviour. Language does not normally play a big part in LfD outside
of labelling behaviours so that a user can command an agent to perform the desired
behaviour in the future (e.g. Hristov and Ramamoorthy, 2020).
At the next level of abstraction we assumes that the agent knows some physical
skills, such as moving the arm to a specific location and opening and closing the gripper, but does not know how to perform more complex commands, such as picking
up objects. Agents are taught how to compose lower level behaviours to create more
complicated ones (She et al., 2014a; Rybski et al., 2007; Forbes et al., 2015; Angelov
et al., 2020). For example, She et al. (2014a) teaches the agent that “put the red block
on the blue block” means moving the arm to the red block, closing the gripper, moving
the arm to above the blue block, and opening the gripper. In these scenarios language
is used to give a series of instructions which together form the desired behaviour if
performed in sequence (Forbes et al., 2015; She et al., 2014a) and the agent can ask
the teacher when it does not know how to perform a behaviour (She et al., 2014a) or
tell the teacher what type of instruction it expects next (Rybski et al., 2007).
Finally, agents can learn higher level tasks which require autonomous decision
making. (e.g. Kirk and Laird, 2019b; Mininger and Laird, 2016)). In these situations
the agent needs to learn what states, actions, and goals exist in this task and uses
its decision making capabilities to create plans for solving instances of the task. For
example, the example mentioned above where Kirk and Laird (2019b) teach a system
to play games would fall into this category of systems. In this thesis we consider
tasks at this level of abstraction, seeking to learn the goals of a task as well as how to
recognise any novel concepts which are used to express those goals.
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2.1.3

Interaction

In ITL it is vital that the interaction is natural for humans to perform. The interactions
can be non-verbal, for example, in LfD teachers may physically move a robot’s limbs
into the desired positions (Billard et al., 2006) or use remote controls to demonstrate
an action (Sweeney and Grupen, 2007). A user could give simple numeric or yes/no
feedback (Knox and Stone, 2009) or the system can attempt a behaviour in two different ways and ask a teacher which of the alternatives they prefer (Christiano et al.,
2017). All of these methods have merit in ITL, but in this thesis our interest lies in
teaching agents through a natural language (NL) dialogue.
Learning from a dialogue in ITL places constraints on the way the system is able
to learn. We identify two vital considerations which any successful ITL system would
need to posses:
Incremental Learning The agent must be able to update its knowledge with every
new piece of evidence. For example, if the teacher says “this block is green”
the agent can not continue the dialogue believing that the block is not green (assuming a competent teacher). The agent should know that the concept “green”
is relevant to the task it is learning and should be able to learn now how to interpret green and its denotations. This should influence how the agent estimates
the current state, goal, and/or what constitutes a valid plan.
Human Tolerance The interaction must not go on for an unreasonable amount of time
nor should the teacher need wait for an unreasonable amount of time for each of
the agent’s responses. For example, it would be unreasonable to expect a teacher
to label thousands of objects during an interaction. It would also be unreasonable
to wait for several minutes between the teacher giving feedback and a response
from the agent.
These considerations exclude classes of models and learning algorithms which do not
satisfy these constraints. We design our system with this in mind, aiming to use methods which are compatible with these constraints. The agents we build learn completely
incrementally. Further, when selecting models we do this in an attempt to keep the
interaction human tolerant by attempting to minimise the number of interventions required by the teacher. However, in our experiments we use a simulated teacher so we
have not evaluated the true human tolerance of our systems.
Our contribution over previous systems which utilise NL dialogues to perform ITL
(e.g Kirk and Laird (2019b); Scheutz et al. (2017); She et al. (2014a); She and Chai
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(2017); Mininger and Laird (2016)) is to learn from a type of speech act which has
not been exploited in this context before, namely corrections. To the extent in which
corrections have been studied it has been either non-verbal correction or simple cue
phrases. In a LfD context, Fitzgerald et al. (2019) physically corrects an agent’s movements when transferring a behaviour to a new context, meaning that there is no language involved. Verbal corrections have been very limited, for example, Nicolescu and
Mataric (2003) utilise simple cue phrases such ass “no” or “no, follow” paired with a
demonstration to improve a plan which was demonstrated to the agent through a noisy
method. Further, shaping (Knox and Stone, 2009) in a reinforcement learning (RL)
setting could be seen as corrective feedback where the teacher says “yes” and “no”.
Longer corrections have only been utilised to provide the correct answer in response
to an agent’s guess (Part and Lemon, 2019).
In this thesis we introduce corrections which are given in response to actions the
agent performs in the pursuit of completing a specific task. In contrast with previous
work which only specifies that an action was incorrect, our corrective moves articulate
the agents mistake, informing it why the agent’s action was wrong. Our hypothesis is
that this provides a rich source of evidence, improving data efficiency, but only if the
model respects constraints based on discourse coherence.

2.2

Exploiting Language

To utilise Natural Language (NL) is natural for humans but for artificial agents it is a
difficult task. There are two main approaches to exploiting NL signals for AI systems:
the first is to use semantic parsing to turn the NL utterance into a logical form which
supports inference, which allows interfacing with planning and interpretable domain
models (Kirk and Laird, 2019b; Tellex et al., 2011; Liang, 2016; Wang et al., 2016).
The other approach utilises Deep Neural Models (e.g. Nguyen et al., 2019; Arumugam
et al., 2017; Yu et al., 2018), which map directly from NL input to task output. Due
to the requirements of ITL, specifically incremental learning and human tolerance, the
favoured approach has been the first: utilising parsers and logical forms. Since we
share the same goals we follow in this tradition.
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2.2.1

Parsing

The task of mapping NL utterances to a formal representation which supports inference
is called semantic parsing, and is an entire field unto itself. Diverse methods have been
utilised to perform the task from hand engineered (Copestake and Flickinger, 2000), to
statistical (Kwiatkowksi et al., 2010), to deep learning models (Jia and Liang, 2016).
While researches have worked on learning parsing from interaction (Wang et al., 2016)
and how to update a parser on the fly with new words (Zettlemoyer and Collins, 2007),
our goal is not to learn language from scratch, but instead to exploit the evidence
which it gives. In this regard we follow previous ITL work (Kirk and Laird, 2019b;
Scheutz et al., 2017; She et al., 2014a) by providing our agent with enough parsing
ability to map a limited set of NL utterances into relevant logical forms. However,
we acknowledge that syntax does not resolve, for example, semantic scope ambiguity
or lexical senses (Copestake et al., 2005). We construct the scenarios in such a way
that we retain this ambiguity, as would occur in natural interactions and show how our
models can mitigate this fact through exploiting the semantics of coherent discourse
(Hobbs, 1985; Kehler, 2002; Lascarides and Asher, 2003).
In order for our system to have the requisite parsing ability we assume it can perform a few different parsing tasks. First, the agent must map the teacher’s utterance
to a set of possible messages which the teacher may have intended to convey. For example, it would have to map a sentence such as “red blocks should be on blue blocks”
to ∀red(x) → on(x, y) ∧ blue(y). The main requirement here is the ability to generate
alternative meanings from a sentence, which could be done with a shallow semantic
parser. However, an important question is how the system learns this mapping. If it can
only be learned through an offline batch-learning approach then this could violate our
incremental learning requirement, as the system may be unable to learn new phrases
it has not previously encountered. This might mean a linguistically grounded deep
semantics might prove more effective.
The second parsing task is on the discourse level. The agent needs to know how
the teacher’s utterances relate to the previous dialogue, i.e. which discourse relation
connects it to which previous move. For example, the agent would need to know if the
teacher’s utterance is a correction, an elaboration, or some other move. A complete
system would have to perform this task. The best method for this is an open question,
e.g. DISRPT 2021 (Zeldes et al., 2021) ran a shared task which included performing
this type of discourse parsing. The difficulty of the discourse parsing will most likely
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be somewhat simpler for an ITL system, since the purpose of the discourse will be
more constrained than in a general dataset, however, there will be a requirement for
high precision in order for the system to function effectively.
The last task which pertains to parsing which our agent would need to perform is
co-reference resolution. This is not strictly a parsing task but is certainly related. The
problem the agent would have to solve is how anaphoric expressions are resolved, e.g.
if the teacher says “no, do not put it there” the agent must figure out what “it” refers
to. Reference and co-reference is also an open question in the robotics setting (and in
general NLP) (Williams and Scheutz, 2018; Mininger and Laird, 2016).

2.2.2

Symbol Grounding

In semantic parsing tasks it is often assumed that the formal language which the parser
parses into is sufficient to perform inference. Depending on target language the system can utilise it to query a database (Berant et al., 2013), perform a symbolic action
(Wang et al., 2016), or could even be a full programming language (Wang et al., 2017).
However, when working in an embodied setting, a formal language is not sufficient for
executing a task. The formal language must be related to objects in the real world such
that the system can act on those real objects. In other words, the agent must learn to
recognise the denotations of the language’s predicates. E.g. it needs to know which set
of RGB values can be associated with a concept such as “green”. This is the symbol
grounding problem (Harnad, 1990; Matuszek, 2018).
To solve the grounding problem discrete symbolic representations must be mapped
to the continuous signals of sensors and actuators. Without grounding it would be
impossible for an embodied agent to interpret a command such as “go to the white
door” or “put the left red blocks on the blue block”. Although semantic parsing might
be able to create a symbolic representation of the command, e.g. go to(x) ∧ white(x) ∧
door(x), the agent would be unable to select an object x for which white and door
apply. So, the agent would need the ability to find the object(s) in its environment for
which the predicates hold. It would also need to know how go to(x) maps to a series of
action commands (such as torques or joint angles). This is why grounding is necessary.
A modern interpretation of grounding is to forego the intermediary step of producing a logical form and instead map directly from the NL utterance to the output
of the desired task through the use of Deep Learning (e.g. Silberer and Lapata, 2014;
Socher et al., 2014; Naim et al., 2014; Jayannavar et al., 2020). These approaches
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have been used to build systems which can interpret and execute NL commands (e.g.
Karamcheti et al., 2017; Alomari et al., 2017; Anderson et al., 2018; Jayannavar et al.,
2020). We do not see these end-to-end approaches to be conductive to our goals. The
models are trained on large datasets using batch learning, which means that it is difficult to make them function within our constraints of incremental updates and human
tolerance. There are exceptions where models are trained incrementally, e.g. Lazaridou et al. (2017). However, in this case they use a batch size of 32 meaning that the
teacher would have to perform 32 interactions before the agent updates the model and
the model requires 50k samples. A big part of what we’re trying to achieve in this thesis is to deal with neologisms resulting from encountering previously unseen concepts.
Handling this in an end-to-end system is very difficult as the general assumption is that
the models are trained in one go up front and then deployed.
The second approach is to build explicit classifiers for individual words and concepts, and thanks to a symbolic representation these can be combined to provide meanings of larger linguistic expressions via principles of semantic compositionality (e.g.,
Matuszek, 2018; Larsson, 2018; Kollar et al., 2010; Yu et al., 2018; Forbes et al.,
2015; Dobnik and de Graaf, 2017). This second approach has been utilised to interpret
instructions Forbes et al. (2015); Kollar et al. (2010); Tellex et al. (2011) and is also
favoured in ITL systems (Kirk and Laird, 2019b; Scheutz et al., 2017). Generally these
approaches rely on a semantic parser to create a semantic representation of an utterance and includes some method for relating this intermediate semantic representation
with the world. For example, Tellex et al. (2011) builds a graphical model where a
node might represent whether or not a particular object in the scene can be grounded
to a particular word through classifiers, what we in this thesis call grounding models. Neural Module Networks (NMN) (Andreas et al., 2016; Das et al., 2018) could
be seen as performing a similar task. They utilise a parser to create a semantic representation creating a computation graph. Each node represents a different function and
these functions are composed to create the desired output. The functions, named modules, include grounding models (referred to as FIND(object)) as well as compositional
functions representing operations such as AND or COUNT. The difference from the
classical methods which rely on logic for composition is that these composition modules utilise attention mechanisms to have them operate on continuous representations
rather than on logical symbols.
In this thesis we have chosen to utilise the classical method based on a logic representation. In fact, our models are greatly influenced by the graphical models presented
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in Tellex et al. (2011); Kollar et al. (2010), however, the main contribution is showing
how the logical constraints imposed by discourse coherence aid in interpreting corrective feedback. Since these constraints are expressed in logic it seemed like a reasonable
fit to utilise graphical models which operated over logical constants, but the same constraints could be imposed on a NMN assuming that the right query can be formulated.
2.2.2.1

Models For Symbol Grounding

Any number of different models could be used to perform grounding. Our goal is
not to propose a new approach to symbol grounding per se. Rather our interest lies
in modelling how symbol grounding can be acquired from interactions. This places
certain constraints on the models used to perform grounding: the model must be able
to be updated incrementally and with human tolerance. In doing this we are willing
to forego other considerations, for example, we do not think it vital that our system
be able to ground photo-realistic objects (although we hope there is a path available
for future work to make it possible to do so). In addition to incremental learning
and human tolerance we add the constraint that our chosen model should produce a
probability estimate of the agent’s confidence in the grounding decision.
The current state of the art in computer vision is to train Deep Neural Networks to
recognise objects (Liu et al., 2019). These models do produce probabilistic estimates,
however, the current training paradigm relies on batch learning and thousands of data
points, too many for a human to demonstrate during an interaction. As such we discount training such models from scratch as part of the agent’s interaction. Research
is being done to reduce the amount of training data required to learn novel concepts
through transfer learning (Agarwal et al., 2021) and few-shot learning (Vinyals et al.,
2016). Transfer learning focuses on pre-training on a large dataset and fine-tuning
the model on a new task with smaller data size (although usually larger than could be
demonstrated in a single interaction). Few-shot learning tries to use as few examples as
possible to learn novel concepts. A popular approach to few-shot learning is Matching
Networks (Vinyals et al., 2016) which builds a “support set” of labelled images. New
image is compared against the support set by extracting features from each image and
using an attention mechanism to predict how likely it is that the new image matches
one of the known categories. Cano Santı́n et al. (2020) integrates this model in a robot
system which learns new words incrementally from an interaction with a teacher. This
is a promising direction, but still has drawbacks, such as requiring re-training with each
image added to the support set and with each new category training times increase and
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accuracy decreases. The model also does not support overlapping categories. As we
can see it is still an open question how to integrate models of few-shot learning into
an incremental ITL setting, a question which is out of the scope of this thesis, which
is why we forego learning photo-realistic objects using Deep Learning and instead use
simpler models and simpler visual concepts and focus on how the interaction can be
used to update those models.
There are plenty other options for grounding models. Dobnik and de Graaf (2017)
utilises nearest neighbor models to learn to recognise novel objects in a single shot.
The model can be updated incrementally and is human tolerant, but it would not produce a probabilistic estimate. Yu et al. (2017); Tellex et al. (2014) use Support Vector Machines (SVM) as their classifier. The SVM can be updated incrementally via
gradient descent and can produce a probability estimate, which makes it a valid candidate for our model. Hristov et al. (2017) utilises Gaussian distributions and Bayes
rule to ground colours, which can both be updated incrementally and naturally produces probability estimates. Simpler neural networks could also be utilised such as
was done by Larsson (2018) and Tanumara et al. (2006). Updating a single perceptron online is plausible and can produce a probability. Our models build upon those
utilised in Hristov et al. (2017). They represent the grounding of colour as predicting
P(colour(x)|F(x)) = P(F(x)|colour(x))P(colour(x)). They use a Gaussian distribution over RGB values to represent P(F(x)|colour(x)) which we follow, although we
replace the pure Gaussian distribution with a Kernel Density Model which we found
worked slightly better in practice. We also differ by treating each colour categorisation
as a binary decision between being of that colour or not, rather than having a categorical distribution over colour terms. That is, our model predicts P(Red(x)|F(x)) or
P(Blue(y)|F(y)) separately, rather than treating it as a multi class problem: P(colour(x) =
red|F(x)) or P(colour(x) = blue|F(x)). This allows us to do two things: it allows for
the same object being described by several colours, e.g. an object could be both red
and maroon, and it allows us to deal with neologisms more easily since all that is required when a new word is encountered is to create a new binary classifier rather than
having to distribute probability mass from a set of known to a new one. The downside
is that we do not model the fact that an object which is a solid colour can not be both
red and blue at the same time.
A common strategy for grounding and visual processing is utilising pre-trained
models trained on large datasets. These models can be used as is or fine-tuned on the
new task. We could have integrated this type of model into our work, as long as they
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conform to our constraints of incremental update and producing a probability as output. However, since our goal is to learn neologisms we decided to simply use models
that start from nothing. If one of our main outcomes was not to learn the grounding
models for neologisms our inference models would also work perfectly with a trained
model which produced probabilistic outputs. The inference would then simply be for
disambiguation.
2.2.2.2

Learning Grounding Through Interaction

Grounding has been taught to agents through various types of dialogues and interaction. The main question is how labels are assigned to particular objects. The most
common approach is to show the agent a visual scene and utter a description of that
scene (Dobnik and de Graaf, 2017; Tellex et al., 2011; Hristov et al., 2017; Matuszek
et al., 2012; Kirk and Laird, 2019b). The focus may be to learn to identify objects
in a few samples as possible (Dobnik and de Graaf, 2017) or to identify which part
of a noisy visual scene is being referred to (Hristov et al., 2017; Kollar et al., 2010;
Tellex et al., 2011), e.g. through utilising eye tracking information (Hristov et al.,
2017). Thomason et al. (2016) teach an agent about concepts by playing a game of I
Spy, while Scheutz et al. (2017) teach agents novel concepts, such as “medical box”
by defining them in terms of simpler concepts, e.g. “a medical box is a white box with
a red cross”.
Another strategy for teaching agents is through dialogues centered around identifying objects in images (Yu et al., 2017; Zarrieß and Schlangen, 2019; Part and Lemon,
2019), e.g Yu et al. (2017) has an extended dialogue about the colour and shape of objects. Their goal is to find an optimal dialogue strategy to facilitate learning. Another
way in which these dialogues may arise is in language games (Steels, 2001) which
generally involve players who must succeed on a task through communication. E.g.
two participants see three images, one participant knows the target image while the
other must figure out which of the images is the target image by interpreting the first
participants utterances. They have been used to test theories of how languages evolve
(Steels and Casademont, 2015), but also as a method for teaching and testing models
for grounded language understanding (Steels, 2001; Wang et al., 2016; Zarrieß and
Schlangen, 2019).
In this thesis we look at particular dialogue moves and how the agent can infer
labels on objects given those dialogue moves. In particular we focus on corrections
which differ in significant ways from descriptions, which are the most commonly
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utilised. Corrections express something which is not true of the current situation, e.g.
“No, use a spatula” means that a spatula was not used in the corrected action. We show
how the semantics of correction can lead us to infer how to label objects in the scene to
update grounding models. We’ll find that in a lot of situations corrections can generate
negative exemplars, which are often difficult to come by when learning grounding.

2.2.3

Coherence

Even with the ability to parse utterances into logical forms and grounding symbols
this is not enough to exploit language. For example, semantic ambiguities may remain
which cannot be resolved through linguistic syntax alone (Copestake et al., 2005). To
resolve such ambiguities you must compute semantic relations between utterances and
their context (Lascarides and Asher, 2003). In embodied conversation that context is
the current state of the world, which the agent can infer from its visual context. In
ITL these semantic relationships have been hard wired and enforced through specific
dialogue strategies from the agent and teachers. For example, Rybski et al. (2007) define their own discourse semantics where specific words and phrases trigger particular
learning behaviours. Through these key phrases and an enforced discourse structure
the teacher can verbally program the system by specifying what behaviours are expected in particular situations (while other verbal commands tell the agent to follow
the teacher who demonstrates a new behaviour). Kirk and Laird (2019b) also have their
agent control the discourse. When attempting to learn the goal of a game the teacher
states what the goal is called. The agent then asks the teacher to set up an example
of the goal and to describe it. By doing this the agent enforces semantic relationship
between the visual context and the teacher’s utterance, namely that the content of that
utterance is true of the current visual context. This typifies the semantics of the “description” semantic relationship which has been the one most utilised in ITL and when
learning grounding from interaction (e.g. Scheutz et al., 2017; Hristov et al., 2017;
Dobnik and de Graaf, 2017).
The unspoken assumption underlying any system which learns from NL interaction is that the teacher is speaking coherently. In formal semantics coherence means
that each utterance in a discourse can be related to the context in which it was uttered
through a coherence relation (Lascarides and Asher, 2003; Hobbs, 1985, 1979). These
coherence relations have semantics defining when they apply and what information is
committed to and added to the discourse. As the discourse grows more open and com-
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plex agents may have to be more aware of coherence and reason about its implications
directly. Further, to introduce additional discourse moves the semantics of those moves
must be established. In this thesis we introduce corrections which explain why actions
are being corrected. Correction differs from the set of moves previously covered in
ITL interactions because it is what Asher and Lascarides (2003) call a divergent coherence relation which means that the content of the correction is not true of the context.
This is captured by the semantics of correction which state that a correction must deny
some part of the corrected move (Lascarides and Asher, 2009). So, through exploiting
coherence we can learn the semantic relationship between an utterance and its context.
This can help resolve semantic ambiguities (Hobbs, 1985) and informs the agent about
what new information the teacher intends to confer.

2.3

Discourse and Pragmatics

Discourse is a conversation between a number of participants (or interlocutors). Each
interlocutor contributes to the conversation through information bearing actions. These
actions mainly consist of speech or text but can also include non-verbal actions such as
gestures (Lascarides and Stone, 2009). We refer to these information bearing actions
as speech acts.
When interpreting a discourse several problems arise which can often be ignored
on sentence level NLP tasks. The most obvious is the need to resolve anaphoric expressions. These expressions require an antecedent in a previous part of the discourse
to be fully understood. For example, co-reference from pronouns such as “she” or
“they” would need to be resolved to a previously mentioned person or set of people.
Anaphoric expressions can also take different forms, e.g. “that’s wrong for the same
reason” is an anaphoric expression which requires a previously established reason to
exist in order for the listener to understand what went wrong.
Discourse also leads to various different types of implicatures which people can
quickly pick up on intuitively but which are very difficult to formalise and integrate
into AI systems. To illustrate the type of implicature that may arise let us look at
Example 2:
(2)

a. Alice: John is great, he’s hard working and clever
b. Bob: He’s hard working

Alice establishes her opinions of John, being hard working and clever. Bob counters
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by saying “he’s hard working”. The implication from Bob’s side is that he does not
agree that John is clever, just that he’s hard working. So if we were to model Alice
and Bob’s beliefs after this interaction we should have that Alice believes John is hard
working and clever and Bob believes John is not hard working but is clever. People
make this inference without trouble, but the literal meaning of Bob’s utterance does
not explicitly state that he believes John is not hard working.
The formal analysis of discourse tries to explain why these implicatures arise, and
more concretely, what implicatures would arise in specific situations. In a formal sense,
Alice’s and Bob’s beliefs after this short dialogue are their commitments to the common ground. One of the goals of discourse analysis is to make predictions about what
the commitments are and explain how they arise. Grice (1975) tackled this by modelling speakers as rational cooperative agents who follow four maxims of cooperative
discourse:
1. Maxim of quality: make your contributions true
2. Maxim of quantity: make your contributions as informative as necessary for the
current situation
3. Maxim of relation: be relevant
4. Maxim of manner: Be perspicuous
The maxim of quality is easy to understand: Alice should only say “John is hard working” if she believes this to be true. If we assume an agent follows this maxim we
must assume that it believes everything it says. The maxim of quantity means that you
should say the right amount of things, not too much (as this may be irrelevant) and not
too little. For example, if Bob wants to describe John he should not list the fact that he
has two arms, two legs, 10 fingers, etc, even though these things are true. More importantly, Bob should not say too little. In the above example, if Bob does believe John
is clever but does not mention it he is violating the maxim of quantity as leaving this
out would lead us to believe that he does not believe it. The maxim of relation means
that contributions to the discourse must have a logical connection to what is currently
being said. This means Bob should not start listing things which are on his grocery
list, as this has no bearing on the current topic of discussion, namely describing John’s
qualities. The maxim of manner simply asks that you be as clear as possible, to avoid
ambiguity or obscure phrases. These maxims serve as a basis for analysis of discourse,
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however, the maxims are difficult to apply in practice and often rely on human intuition. This has lead to additional theories for formalising and modelling discourse in a
more practical manner.
Rational Speech Acts (RSA) (Goodman and Frank, 2016) thinks of utterances as
language games where the speaker and listener reason recursively about the other person’s beliefs given the situation. The recursion bottoms out in a completely literal listener who simply takes the words at face value. Through this “she knows that I know
that she knows” reasoning a speaker can provide minimal utterances which convey the
intended message and the listener can interpret these utterances. RSA has been used
to implement AI agents that play reference games (Monroe and Potts, 2015; Monroe
et al., 2017). E.g. Monroe et al. (2017) creates a system where the agent manages
to infer that by “blue” the speaker meant meant the more prototypical shade of blue,
rather than a shade which is more cyan, even though “blue” had been used to refer to
both shades in different situations. In this thesis we make use of recursive reasoning
similar to that seen in RSA, however, our models do not do the reasoning on its own.
Instead we have encoded any implicatures we handle in the model itself.
Discourse Representation Theory (DRT) (Kamp and Reyle, 2019), and Segmented
Discourse Representation Theory (SDRT) (Asher and Lascarides, 2003) create frameworks for updating the common ground and for keeping track of interlocutors commitments. They do this by analysing various aspects of language to see how they should
be represented logically and how they have to relate to the remaining discourse. SDRT
in particular focuses on the way in which new utterances connect back to the previous discourse through coherence relations. For example, a new utterance could agree
with, elaborate on, or correct a previous utterance. Each of these coherence relations
would update the common ground in different ways. Agreement would commit Bob
to Alice’s full statement, elaboration would commit him to additional facts (e.g. “he’s
handsome too”), while correction would have him rejecting parts of Alice’s utterance.
What governs these relations and their semantics is coherence. On an intuitive
level coherence captures the fact that certain utterances make sense in the flow of the
conversation because there is a logical (coherent) connection between it and the conversation so far. SDRT, for example, describes what previous utterances are available
to be connected to by a new utterance, and describes constraints on when certain coherence relations can be used and what is or is not added to the common ground. It is in
this broad sense that use the word coherence. It is the set of constraints which tells us
when you are allowed to say something and how that thing relates to its context. While
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coherence is mostly considered in the context of verbal (in the sense of speech or text)
communication it does also apply to non-verbal actions. For example, Lascarides and
Stone (2009) analyse the semantics of gesture. In this thesis we allow coherence to
include the connection between an utterance and an event, such as an agent’s action.
The assumptions of a cooperative speaker (Grice’s Maxims) and coherence means that
making utterances which reference situations in the real world will also be constrained
by coherence. If the utterance is a description then what is being described must be as
described. If an utterance corrects an action then that action must have been wrong in
some way. We base our analysis on this central concept and will show how it can be
used to make inferences which can help an agent learn.

Chapter 3
Learning Concepts and Plans from
Corrective Feedback
In this chapter we present our model for learning from correction. We begin in Section
3.1 by introducing the tower building task that the agents will face in our experiments.
In Section 3.2 we define the teacher’s teaching strategy and lay out how we exploit the
assumption that the teacher’s moves are coherent to impose constraints on the interpretation of the move. In Section 3.3 we present the agent we built to learn from the
teacher’s corrective feedback. Finally, in Section 3.4 we present experiments testing
two hypotheses:
1. Is it possible to learn from correction without coherence?
2. Is it more effective to learn from corrections expressing why a move is incorrect
than from just the fact that an action is incorrect, expressed simply through “no”?

3.1

Task: Building Rule Compliant Towers

Our agents are faced with a planning task for which they are unaware of important
constraints and domain level concepts. The agent must attempt the task while having
its actions observed by a teacher, who is aware of the constraints. When the teacher
spots an action which violates a constraint it corrects the agent by expressing what
constraint the agent violated in a natural language utterance. The agent must then
learn to perform the planning problem from these corrective utterances.
The planning problem is set in a blocks world where each planning problem instance consists of an initial state of 10 coloured blocks on the table with no block on
23
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top of another. These blocks must be placed into 1–3 towers. The agent starts its learning process knowing how many towers must be built to satisfy the goal, but there are
additional parts to the goal description that the agent does not know, and furthermore
the agent is unaware of the domain-level concepts that define those aspects of the goal.
The domain and problem is written in Planing Domain Definition Language (McDermott et al., 1998) for the MetricFF (Hoffmann, 2003; Hoffmann and Nebel, 2001)
planner.1 PDDL is a standardised language for definition symbolic planning problems.
To define a problem in PDDL one must define a domain which consists of the predicates and actions of the task, and a problem, which consists of an initial state and a
goal. The actions consist of a list of pre-conditions, which could include quantification
and disjunction, and a list of effects. The general assumption in PDDL is that anything
which is not specified in the effects of an action remains un-changed, meaning that the
effects define lists of predicates to be added and deleted by the action while also allowing conditional effects. When defining the initial state of the problem file a closed
world assumption is made, meaning that the initial state consists of a list of predicates
which are true in the initial state. The goal consists of a conjunction of statements
which must be true for the plan to be completed. This could be individual predicates,
such as on(x, y), or quantified statements.

2

The MetricFF planner takes as input a PDDL problem and domain definition and
searches for a valid plan. The planner is based on the FF planner which uses a heuristic search method for planning. The heuristic is based on a relaxation of a problem
where the delete list of an action (the predicates made false by an action) are ignored.
This heuristic is used to predict plan length, which is the optimisation parameter, for
choosing particular actions in the enforced-hill climbing search method. The MetricFF
planner adds support for numerical functions to this planner. This allows, for example,
the addition of functions for costs of actions and various counting. We utilise this to
deal with counting the number of blocks of a certain colour in each tower.
The agent has access to the PDDL domain definition, as shown in Figure 3.1, which
describes the action put(x, y), which places object x on object y, and unstack(x, y),
which removes x from y and places x on the table. The agent also has access to a partial
description of the initial state and goal for each planning problem instance, as shown
in Figure 3.2. The state shows the location of the 10 individual objects (they all start
1 https://fai.cs.uni-saarland.de/hoffmann/metric-ff.html
2 In

our implementation we manipulate PDDL in python using https://github.com/karpase/
pythonpddl
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(define (domain blocksworld)
(:requirements :strips
:negative-preconditions
:conditional-effects)
(:predicates
(clear ?x)

(on-table ?x)

(arm-empty)

(holding ?x)

(on ?x ?y)

(in-tower ?x ?t)

(tower ?x))
(:functions)
(:action put
:parameters (?ob ?underob ?tower)
:precondition (and (clear ?ob) (on-table ?ob) (arm-empty)
(clear ?underob) (in-tower ?underob ?tower))
:effect (and
(on ?ob ?underob)

(not (clear ?underob))

(not (on-table ?ob))

(in-tower ?ob ?tower)))

(:action unstack
:parameters (?ob ?underob ?tower)
:precondition (and (clear ?ob) (on ?ob ?underob)
(arm-empty)(in-tower ?ob ?tower))
:effect (and
(on-table ?ob)
(not (on ?ob ?underob))
(not (in-tower ?ob ?tower))
(clear ?underob))))

Figure 3.1: The basic domain definition includes the actions put and unstack.
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on the table) and it shows how many towers the agent must construct. The domain and
problem description contain sufficient information to create a plan for building towers
of blocks, however, they lack crucial information, namely part of the goal description
expressing constraints on the tower (e.g., that each red block must be on a blue block)
as well as the actual colour of each of the objects. The agent can only observe the RGB
value of each object, which we henceforth refer to as the features of an object x, F(x).
The colour terms are either chosen from general colour categories, such as red or
blue, or from more specific terms such as maroon or navy, which overlap with the more
general categories. We use 7 colour categories and 64 specific colour terms. In creating
the planning problem instances each object is assigned a colour label (or potentially
two if they are within a more specific colour category). To generate the actual RGB
value of an object we generate a colour in HSV (Hue, Saturation, Value) space. The
HSV value is generated from a Gaussian distribution with mean and variance selected
(manually by the author) to generate colours which would be described using the chosen colour word. The HSV value is then converted into RGB and this value can be
observed by the agent. Figure 3.3 shows examples of colours generated in this way
which the agent may encounter.
NL

Symbol

Logical Form

red blocks should be on blue blocks

r1red,blue

∀x.red(x) → ∃y.blue(y) ∧ on(x, y)
∀y.blue(y) → ∃x.red(x) ∧ on(x, y)

no more than 3 blue blocks in a

r2red,blue
rblue,3
3

∀t.(tower(t) → count(blue,t) ≤ 3)

tower
Table 3.1: Shows the mapping between the teacher’s NL utterance and the possible
constraints the utterance could refer to. Specific colours and numbers can be changed.

The constraints which the agent is unaware of but which is part of the true planning problem are generalisations of the examples shown in Table 3.1. They take three
different forms:
rc11 ,c2 = ∀x.c1 (x) → ∃y.c2 (y) ∧ on(x, y)

(3.1)

rc21 ,c2 = ∀y.c2 (y) → ∃x.c1 (x) ∧ on(x, y)

(3.2)

rc,n
3 = ∀t.(tower(t) → count(c,t) ≤ n)

(3.3)

These rules are templates where c, c1 , and c2 are filled in with colour terms (e.g.
red, blue, maroon) and n is an integer—specifically n ∈ {1, 2, 3}. In words, r1 and r2
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(define (problem blocks-problem)
(:domain blocksworld-unstack)
(:objects b0 b1 b2 t0 t1 tower0 tower1)
(:init
(arm-empty )
(on-table b0) (clear b0)
(on-table b1) (clear b1)
(on-table b2) (clear b2)
(in-tower t0 tower0) (clear t0)
(in-tower t1 tower1) (clear t1)
(tower tower0) (tower tower1))
(:goal
(and (forall (?x) (exists (?t)

(in-tower ?x ?t))))))

Figure 3.2: The initial problem definition available to the agent includes an initial state
with the position of the blocks, in this case three blocks, and “positions” for the 1-3
towers (in this case 2) it needs to build. Also included is the goal which is to put all
blocks into towers.
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Figure 3.3: This shows a selection of different colours which could be encountered
by our system including an example of a colour which would fit into both the colour
category red and maroon. Each colour is selected from a Gaussian distribution over
HSV values which has been selected to generate colours of the given category. The
HSV value is then converted into RGB so the agent observes RGB values rather than
HSV.

3.2. Coherence of Corrective Feedback

29

constrain the colours of blocks that are in an on relation: for instance, rred,blue
means
1
that every red block must be on a blue block, while rred,blue
means that every blue
2
block must have a red block on it. Constraints of the form r3 limit the number of
blocks of a particular colour, c, in each tower to at most n: for instance, rred,3
means
3
that the number of red blocks in any tower t must be less than or equal to 3. The rules
constrain the final tower. However, due to the nature of the rules and the available
actions, if one of them is violated by a put action it will remain violated unless that put
action is undone by an unstack action (a block will never stop being on another one
unless it is unstacked and there will never be fewer blue blocks in the tower unless blue
blocks are removed).
Since the agent lacks knowledge of the true goal and domain concepts it would be
unable to successfully build the correct towers. It must somehow gain the knowledge
to be able to do so. In this thesis we look at how this could be done through interaction
with a teacher. In our interaction the agent knows that it must build towers out of
blocks and therefore will begin doing so. The teacher observes the agents actions
and when they see an action which does not conform with the constraints they utter a
natural language correction which expresses the constraint which was violated by the
corrected action—e.g., “no, red blocks should be on blue blocks” (for rules of the form
r1 and r2 ) or “no, you can only have two red blocks in a tower” (for rules of the form
r3 ). The feedback serves to correct the agent’s mistake, and it provides an explanation
as to why the action was incorrect. However, the verbal component may be ambiguous
between several rules (see Table 3.1 and Section 3.2 for details). Thus, the agent must
disambiguate the teacher’s intended message while simultaneously learning to ground
new terms in the embodied environment—the latter task amounts to learning which
RGB values are members of which colour concepts.

3.2

Coherence of Corrective Feedback

To be able to learn the planning problem via the teacher’s dialogue moves we make
some assumptions about the teacher’s moves, namely that the teacher is coherent (that
is, a specific coherence relation connects her utterance to its context), sincere (i.e. they
believe what they say) and competent (i.e. what they believe is true). In other words we
assume that the teacher will always give well-timed feedback (she utters a correction
as soon as the agent makes a mistake) and the feedback will always be true.
For the purpose of this chapter, the teacher and learner share an understanding
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Symbol Utterance
u1

red blocks should be on blue blocks

u2

put no more than 2 red blocks in a tower

u3

red blocks should be on blue blocks and put no
more than 2 red blocks in a tower

Table 3.2: The natural language utterances used as examples in this section.

of the teacher’s dialogue strategy, which is the following: if the agent performs an
action a = put(x, y) that must be undone (via unstack) in any valid plan for reaching
the goal G, then the teacher will correct the learner’s action by uttering one of the
corrective utterances u described in Tables 3.1 and 3.2 (which u the teacher utters in
which embodied context is expanded on in this section). We use the notation Corr(u, a)
to capture the fact that u corrects a. The fact that the teacher’s utterance is a correction
is observable to the agent so it does not need to make an inference about the coherence
relationship between the utterance and its context.
When an utterance u is used to correct an action a then according to Lascarides and
Asher (2009), the semantics of Corr(a, u) entails the following: (a) the content of u is
true (in other words, Corr is a right-veridical relation), and (b) the content of u negates
some part of the corrected action a. Given our assumptions about speaker coherence,
sincerity and competence, the semantic consequences of a speaker’s dialogue moves
are actually true. In other words, for the purposes of this study, all of the following
are equivalent: content that’s entailed by a dialogue move, content that the speaker
intended to express, and content that’s actually true. In our task, since the teacher is
correcting the agent’s latest action a = put(o1 , o2 ), any correction u of a conveys that
a must be undone (via the unstack action) in any valid plan (thus denying that it is part
of a correct plan). So even if u were simply the cue phrase “no”, Corr(a, u) entails
that there is some rule r, which is a part of the goal G, that cannot be satisfied by
the outcome state s of the action a or any state s0 that’s reachable from s without first
undoing a—in this case, we say that r is violated by a, written V(r, a). We will define
more precisely the various ways in which an action a can violate the rules r that feature
in Table 3.1 shortly.
As we mentioned earlier, the teacher’s correction moves u consist of more than
the word “no”. They also provide an explanation as to why the teacher said “no”,
by expressing which rule r was violated by the action: e.g., “No, red blocks should
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be on blue blocks”. However, as shown in Table 3.1, the correcting utterance u is
ambiguous as to which rule r the speaker intended to express. We call the set of
rules an utterance could express the possible message of u: M(u). In this chapter
M(u1 ) = {rred,blue
, rred,blue
} and M(u2 ) = rred,1
. Out of the set M(u) the teacher will
1
2
3
have intended to convey one specific rule as being violated by the action a. Further, the
teacher would only wish to convey this message if its intended message, m is actually
part of the goal. So, the corrective move Corr(a, u) is satisfied if and only if one of the
rules r ∈ M(u) is both a part of the goal G and violated by a:

Corr(a, u) ↔

_

(ri ∈ G ∧ V(ri , a))

(3.4)

ri ∈M(u)

Equation (3.4) follows directly from the truth conditional semantics of correction
and the assumption that the speaker is sincere, competent and coherent. If a does not
violate the teacher’s intended message m then the they failed to coherently explain
why they used the word “no” to signal correction—for instance, a constraint that each
red block should be on a blue block cannot coherently explain why putting a yellow
block on a green block is a mistake, because the former is not inconsistent with the
latter. But which rule r ∈ M(u) satisfies the conjunction in (3.4) is not determined by
u’s linguistic form alone: the agent must estimate it via the embodied context of the
utterance.
As shown in Table 3.1, the utterance u that the teacher says is the same if either
rred,blue
1

or rred,blue
is violated. In both cases the teacher will utter u1 = “no, red blocks
2

should be on blue blocks”. If r3red,1 is violated, the teacher says u2 = “no, you can
only have one red block in any tower”. Finally, in a situation where neither r1red,blue
(or rred,blue
) nor rred,1
is violated in isolation, but their combination is violated then
2
3
the teacher says u3 = “no, you can only have one red block in any tower, and red
blocks must be on blue blocks” (see Section 3.3.3.2). We will now discuss these in
more detail, exploring how the truth conditions of coherent corrective moves, and in
particular the conditions under which V(a, r) is satisfied, impose constraints on the
relationship between the speaker’s communicative intent and the colours of various
blocks in the visual scene. We do this in order to identify what the agent can infer
when it observes one of the corrections u1 , u2 , or u3 .
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red,blue

Figure 3.4: Two states which violate r1

3.2.1

red,blue

or r2

either directly or indirectly.

“Red blocks should be on blue blocks”

When rred,blue
or rred,blue
is violated by the agent’s action the teacher will say u1 = “no,
1
2
red blocks should be on blue blocks”. The utterance is ambiguous as to which of the
two rules was actually violated. In other words, the teacher’s intended message is:
M(u1 ) = {rred,blue
, rred,blue
}. We will henceforth refer to these rules as r1r,b and rr,b
1
2
2 and
use them as an example for the remainder of this section. In order to learn correctly
from the teacher’s utterance the agent must resolve this ambiguity, deciding which of
the two rules it believes was actually violated by its latest action.

3

The semantics of

correction (as expressed in Equation (3.4)) state that it is coherent to correct an action
only if that action violates a rule which is in the goal. The utterance expresses which
rule was violated, which means that one of the rules in the potential message is violated
by the corrected action. If we look at this from the point of view of an agent which has
just observed that the teacher said u1 to correct an action a this means that either rr,b
1
or rr,b
2 was violated and is therefore in the goal. Taking Corr(a, u) to mean that action
a was corrected with utterance u we find that the following equation must hold for a
3 It

would be possible to resolve this ambiguity through prosodic stress (Rooth, 1992). With capitals indicating stress, “no, red blocks should be on BLUE blocks” resolves to r1r,b and “no, RED blocks
should be on blue blocks” resolves to rr,b
2 . However, current automated speech recognisers do not reliably map prosodic stress to information about focus (and there is little consensus on how this should
be done (Bird and Liberman, 2000; Calhoun, 2006)). Furthermore, ambiguity is an inherent in natural
language and generally unavoidable, and so we purposefully ensure that the observed linguistic form
leaves this ambiguity unresolved, so that we can study how it can be resolved by relating the utterance
and its set of possible meanings to the context in which the utterance was made.
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coherent correction where the teacher utters u1 :
r,b
r,b
Corr(a, u1 ) ↔ (r1r,b ∈ G ∧ V(rr,b
1 , a)) ∨ (r2 ∈ G ∧ V(r2 , a))

(3.5)

r,b
The equation references V(rr,b
1 , a) which means that the rule r1 was violated by action

a. All the equation is saying is that one of the available rules is violated by the action
and is in the goal.
r,b
There are two ways in which the rules rr,b
1 and r2 can be violated by an action.

Firstly the rule can be directly violated by the action. By directly violated we mean
that the action causes the constraint in the rule to be violated. For example, the rule
rr,b
1 requires that every red block should be placed on a blue block. Which means that
any time a red block is placed on something which is not blue the rule will be violated.
We illustrate this in Figure 3.4 where S1 shows a state which resulted from the agent
placing a red block on a green block. Since green blocks are not blue this state directly
violates rr,b
1 . This means that if the agent knows the colour of the blocks it would be
able to infer whether or not the rule was violated directly using the following equation:
VD (rr,b
1 , put(o1 )) ↔ (red(o1 ) ∧ ¬blue(o2 ) ∧ on(o1 , o2 ))

(3.6)

Similarly, for rr,b
2 the rule is violated when a non-red block is placed on a blue block,
as is shown in S2 of Figure 3.4. The agent can therefore recognise a situation where
the rule is violated from this equation:
VD (rr,b
2 , put(o1 )) ↔ (¬red(o1 ) ∧ blue(o2 ) ∧ on(o1 , o2 ))

(3.7)

We see that both of these states cannot be true at the same time, so the agent would be
able to make an inference about which of the rules was actually intended by the teacher
by observing which of these two situations occurred. No other situation would mean
the rule is directly violated, e.g. a red block on a blue block satisfies both rules as does
placing any non-red block on any non-blue block.
There is, however, a way in which a rule can be indirectly violated. To illustrate
what we mean by this, consider once again the state S2 . In this state rr,b
1 is not directly
violated, as no red block has been placed on a block which is not blue. However, there
is a red block left on the table which needs to be placed somewhere. Specifically, it
needs to be placed on a blue block. The problem is that there are not any uncovered
blue blocks available so there is nowhere to place the red block without either undoing
the previous action or violating the rule. We consider this an indirect violation of the
rule since the action must be reversed in any valid plan for completing the tower. In
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our experiments we assume the teacher will correct the agent when it observes one of
these violations, rather than waiting for the agent to actually directly violate the rule
and therefore potentially having to undo several previous moves.
Extrapolating out from this example we see that as soon as there are fewer blue
blocks left than red blocks there will be at least one red block which will not be able
to be placed. Thus, as soon as an action covers a blue block when there were an
equal number of red and blue blocks would be an indirect violation of r1r,b and would
therefore be corrected by our teacher. In logic we express this as:
VI (rr,b
1 , put(o1 , o2 )) ↔ (¬red(o1 ) ∧ blue(o2 ) ∧ on(o1 , o2 )∧
|{x : red(x) ∧ on(x,table)}| > |{y : blue(o4 ) ∧ on(y,table)}|) (3.8)
The same applies for rr,b
2 but where we instead look at when red blocks are placed on
blocks which are not blue, reducing the number of available unplaced red blocks to be
lower than the number of uncovered blue blocks. In logic we express this as:
VI (rr,b
2 , put(o1 , o2 )) ↔ (red(o1 ) ∧ ¬blue(o2 ) ∧ on(o1 , o2 )∧
(|{x : blue(x) ∧ on(x,table)}| > |{y : red(y) ∧ on(y,table)}|)∨
∃x∃t(blue(x) ∧ tower(t) ∧ top(t, x)∧
|{x : blue(x) ∧ on(x,table)}| ≥
|{y : red(y) ∧ on(y,table)}|)) (3.9)
The fact that these indirect violations exist creates a problem for our teachers and
agents because if the teacher corrected both situations by saying u1 without indicating
if the rule was directly or indirectly violated then, even if the agent figured out if
the situation looked like S1 or S2 it would be unable to infer which of the rules was
actually violated. For this reason we allow our agent to indicate to the agent what type
of violation it is. We do this by pointing. If it is a direct violation the teacher points
to the blocks just placed in the tower, indicating that that is where the problem lies. If
it is an indirect violation the teacher says “no, now you cannot place this block in the
tower because red blocks should be on blue blocks”, pointing at a block on the table
when saying “this block”. The block the teacher points at is one which can no longer
be placed due to the indirect violation of the rule. This means that if rr,b
1 is violated
then the teacher would point at a red block on the table. We think this is a natural way
to express the problem of an indirect violation and pointing is a very natural and useful
gesture. In truly embodied setting it would add an additional problem as the agent
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would have to infer which block is actually being pointed at. However, in this work
we assume the agent knows exactly which object is being pointed at.
Now the agent can make the requisite inference to infer which rule was violated by
observing the colours of the blocks in the scene. If it is a direct violation then if the
r,b
situation looks like S1 rr,b
1 must have been violated. If it looks like S2 r2 must have

been. If it is an indirect violation then S1 would indicate r2r,b and S2 indicate rr,b
1 . The
problem is that our agent does not necessarily know how to ground colour terms and
must therefore use its current knowledge to infer which situation it believes is more
likely. If the agent truly has no idea, perhaps because it has never encountered either
of the colours before, we allow the agent to ask the teacher for help. In particular, our
agent will ask “is the block I just placed red?”. By this answer the agent would be able
to infer which rule is violated because knowing the colour of just one of the blocks is
enough to infer the rest.

3.2.2

“Put no more than three red blocks in a tower”

We consider a third form of rule: rc,n
3 as expressed in Equation (3.3). In words, the
rule’s constraint is that there can never be more than n blocks of colour c in any tower.
For example, rred,1
means that there can be no more than 1 red blocks in a tower. The
3
teacher corrects actions violating this rule by saying: u2 = “No, you can only have one
red blocks in a tower”, assuming the rule is in the goal. The rule can be violated in two
ways, directly and indirectly in conjunction with r1 or r2 rules. An important thing to
note is that there is no ambiguity between several rules when the teacher says u2 , so
the agent does not have to infer which of several rules the teacher intended to convey.
However, it does need to learn to recognise the colour of blocks.
A direct violation occurs simply when there are more than n blocks of colour c in
a tower. So in our example, as soon as a tower has 2 red blocks the rule would be
violated and the teacher would correct the action which placed the second red block.
S3 in Figure 3.5 illustrates a situation where the rule has been violated as there are two
red blocks in the tower. In logic we express the situation in which the rule is violated
as:
VD (rr,1
3 , put(o1 , o2 )) ↔ ∃t.tower(t) ∧ count(r,t) > 1

(3.10)

Simply put, the count of red blocks in a tower is bigger than 1. However, the agent
can perform some pragmatic reasoning to make stronger inferences about the colour
of the blocks. In particular, the agent knows that the teacher will correct it as soon as it
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violates a rule. This means that the agent’s latest action must have taken the tower from
a state of rule compliance to one of violating the rule, otherwise the teacher would have
corrected the agent at an earlier time. The only way this can happen is if the agent has
just added a red block to a tower which already had 1 red block in it. We can express
this as:
VD (r3r,1 , put(o1 , o2 )) ↔ red(o1 ) ∧ ∃x∃t(tower(t) ∧ in(o1 ,t) ∧ in(x,t) ∧ red(x)
∧ ∀y(in(y,t) ∧ x 6= y) → ¬red(y)) (3.11)
The agent can use this equation to label the colour of blocks in the tower, which it
can use to update its models for recognising those colours. A general version of the
equation would count the number of red blocks in the tower up to n.
rred,1
cannot be violated indirectly on its own. However, in conjunction with rules
3
such as rr,b
2 it can be. This happens if adding any block would either violate one or the
other of the rules. To illustrate this, consider S4 in Figure 3.5. The tower has 1 red
block and a blue block has just been placed on top of the same tower. If the agent were
to place a red block on top of the blue block, this would satisfy rr,b
2 which requires a
red block on every blue block, but this would violate rred,1
. On the other hand, if any
3
other colour block, or no block, is placed on top of the blue block then rr,b
2 will be
violated. This means there is no way of adding any block without violating one of the
two rules, which means that the action which resulted in this state would have to be
reversed. When this happens the teacher will correct by saying: u3 = “no, red blocks
should be on blue blocks and you can only have one red block in each tower”.
From u3 the agent knows that rred,1
is part of the goal and it knows that one of rr,b
3
1
and rr,b
2 is in the goal. However, it does not know which. Inferring which is very tricky
since the set of situation where the rules would be violated is very similar. In both
cases a blue block will have been placed on top of a tower with one red block in it. If
rr,b
2 is in the goal then this will always be incorrect because the agent must place a red
block on the blue block to conform to this rule. But, if it is r1r,b then there is no strict
requirement that the blue block must be covered with a red block. However, when the
number of uncovered blue blocks are equal to the number of red blocks then every
remaining blue block will have to be covered with red blocks in order to conform to
red,1
the rule rr,b
to be violated. So, in order to
1 and in the process this would cause r3
r,b
infer which of the two rules rr,b
1 and r2 is actually in the goal the agent would have to

count the number of red and blue blocks remaining. If the count ended up being equal
then it could still be either rule, but if there are more red blocks it would have to be
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Two alternative ways of violating r3: on its own or in combination with

another ‘red on blue’-rule.

rr,b
2 . Performing such an inference would be highly computationally costly as it would
require two binary variables for each block on the table. Since the reward is minimal
we ignore this inference in our models and let the agent disambiguate between the
rules through future corrections.
This leads to a complicated inference where the agent would have to count the
number of red and blue blocks on the table and might be able to infer which of the
two rules the teacher intended, but only in some situations. Doing counting in this
manner, given the agent’s uncertainty about the colour of objects, ends up being computationally quite costly for little reward. For this reason we ignore this inference in
our models.

3.3

System Description

In this section we describe the agent we have constructed for learning from corrective
feedback to perform the task described in Section 3.1. There are two main components
to our agent: Action Selection, where the agent uses its accumulated knowledge to
construct a plan for completing rule compliant towers from the current state; and Correction Handling, where the agent updates its beliefs about the planning problem given
the teacher’s corrective utterances. Algorithm 1 describes how these two systems are
called upon during the solving of a single planning problem instance, while Figure 3.7
describes the main components of the agent’s systems and how they interact with the
teacher and the world.
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Figure 3.6: A state in which “No, put red blocks on blue blocks and you can only have
one red block in any tower” is ambiguous, even if the agent knows the colour of the
blocks.

3.3.1

Action Selection

To generate a valid plan, the agent uses the MetricFF symbolic planner (Hoffmann
and Nebel, 2001; Hoffmann, 2003)). As input, the planner requires a representation of
the current world state, the goal, and a set of action descriptions. The agent’s initial
representation of the planning problem is shown in Figures 3.1 and 3.2. As previously
mentioned, these descriptions lack vital information for performing the true planning
problem, as they only contain enough information to build generic towers without considering the additional constraints as described in Section 3.1. The main deficiencies
are that the agent does not know the additional constraints placed on where blocks of
specific colours can be placed, and further, the agent is unaware of the true colour of
each of the objects. The agent must use the knowledge it gains through corrections to
infer what the true goal is and what the colour of objects are. Given the agent’s current
state of knowledge, the action selection system attempts to do exactly that, updating the
input fed to the planner given its available knowledge. In particular, it seeks to update
the goal state to include the constraints it learns about from the teacher’s corrections
and to update the initial state to include the literals of the colours of particular objects.
In the following sections we will describe how the agent makes these decisions.
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Figure 3.7: The agent consists of an action selection system (yellow) and a learning
system (green). Action selection uses a symbolic planner to find a plan given the most
likely goal and grounding of colour terms. The learning system uses coherence to build
a probability model, used to learn what rules are in the goal and how to ground colour
terms.
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function D O S CENARIO(state, teacher, agent, use assent)
while I S C OMPLETED(state) is False do
plan = F IND P LAN(state, agent)
for action ∈ plan do
state = E XECUTE ACTION(state, action)
u, point = E LICIT F EEDBACK(teacher, state)
if I S C ORRECTION(u) then
H ANDLE C ORRECTION(u, a, point)
break
else if I S A SSENT(u) & use assent = True then
H ANDLE A SSENT(action)
end if
end for
end while
end function
algorithm 1: The general procedure for completing a plan in each planning problem
instance. The function F IND P LAN is described in Section 3.3.1, H ANDLE C ORRECTION
in Section 3.3.2, and H ANDLE A SSENT in Section 4.2. E LICIT F EEDBACK simply gives
the teacher and opportunity to give feedback, either returning a correction or declining
to give feedback.

3.3.1.1

Grounding Models

The agent is missing the true colour of objects from its description of the current
state, instead it can observe the RGB value of each object as the features of the object
F(x). In other words, the agent must predict if a particular object should be described
as, a particular colour, such as “red” or “blue”. This is the grounding problem and
comes down to predicting P(red(x)|F(x)). We could treat this task in two ways: we
could try to predict a single colour for the object out of a set of possible options, i.e.,
P(colour(x)|F(x)) where colour(x) ∈ {red, blue, green, ...}. There are two problems
with this approach: first, it assumes that each object is described with exactly one
colour. This is a problem for our agent because we might have two different terms
“maroon” and “red” which could both describe the same object. If we simply assume
that every colour term is a separate category in our distribution then we would miss
this relationship, but the agent also does not know that maroon and red overlap a pri-
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function U PDATE G ROUNDING M ODELS(P, X)
for c(o) ∈ P do
w = P(c(o)|X)
if w > τ then
U PDATE PARAMETERS(c, F(o), w)
end if
end for
end function
algorithm 2: To update the grounding models the agent looks at every node in its model

P which references the colour of an object c(o). It predicts the probability of that object
being that colour given the available evidence X . If that probability is over a threshold

τ then the agent updates its model for predicting P(c(o)|F(o)) as defined in Equation
(3.14). We set τ to 0.7. The value was chosen arbitrarily but with the intention to
represent a situation where the agent’s belief was relatively strong in favour of a a
particular hypothesis.

ori, so we cannot pre-program this relationship into the model. The second problem
is that the a categorical distribution assumes a fixed set of known concepts, which is
a problem because our agent does not know the concepts prior to learning. We could
add an additional “unknown” category, which takes into effect when there’s not enough
evidence to decide between the category. However, we have decided to use a different
solution: making a binary decision about whether a particular object is a particular
colour for each colour. That is, when we say P(red(x)|F(x)) this means we are asking
“is x red or not?”. This means that whenever the agent becomes aware of a new colour
it can add a new model, so when it learns about blue it creates a model for estimating
P(blue(x)|F(x)). We call the models which predict this probability grounding models,
since they ground the colour terms to the sensory information F(x).
We estimate the probability P(red(x)|F(x)) using Bayes Rule:
P(red(x)|F(x)) =

1
P(F(x)|red(x))P(red(x))
η

(3.12)

where
η=

∑

P(F(x)|red(x) = i)P(red(x) = i)

(3.13)

i∈{0,1}

This requires a value for the prior probability P(red(x)) and models for P(F(x)|red(x) =
True) and P(F(x)|red(x) = False). In our experiments we have set the prior P(red(x)) =
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0.5. We found that this value worked acceptably, however, it could be argued that there
are more principled values that could be used. In particular, if we assume that the
number of blocks of each colour is uniformly distributed then we might argue that the
prior should be 1/(#colours). However, the number of colours is unknown prior to execution and some of the colours (such as maroon) would probably have a significantly
different prior than red. Overall we suspect that the likelihood term P(F(x)|red(x)) will
be much more significant so the prior value will likely make only a small difference in
the final results.
For the likelihood terms we have set the values differently for P(F(x)|red(x) = 1)
and P(F(x)|red(x) = 0). We represent P(F(x)|red(x) = 0) as a uniform distribution:
since there is not a consistent signature for colours that are not red, we expect them to
be distributed uniformly over the RGB spectrum. We do not update this distribution
during training.4 P(F(x)|red(x) = 1) is estimated with weighted Kernel Density Estimation (wKDE). KDE is a non-parametric model which places a kernel around every
known data point and calculates the probability of a new data point by summing over
the values of the kernels at that point. For wKDE this sum is weighted by weights
w and normalised by their sum. For m data points {(w1 , F(x1 )), ...(wm , F(xm ))} and
kernel ϕ this becomes:
P(F(x)|red(x) = 1) =

1
m

∑

m

∑ wi · ϕ(F(x) − F(xi))

(3.14)

wi i=1

i=1

We use a diagonal Gaussian kernel.

5

The pairs (w, F(x)) are generated by the Correc-

tion Handling system (see Section 3.3.2).
Given these grounding models the agent can predict the colour of individual models
and it can use these estimates to inform its planning effort. We show how we use these
models to find a reasonable plan in Section 3.3.1.3
3.3.1.2

The Goal

The agent requires a formal representation of the goal G to perform planning. The
agent begins with the (correct) knowledge that it must place all blocks in a specified
4 We

could easily update it if it made sense to do so, since the corrections will generate negative
exemplars of concepts (see the negated literals in equations (3.6–3.9)). In fact, this could be a strength
of using corrective dialogue moves, compared with descriptions that generally do not generate such
exemplars except when the linguistic form of the utterance features negation (Matuszek, 2018).
5 We use a wKDE model implemented in python for for this estimate: https://gist.github.com/
afrendeiro/9ab8a1ea379030d10f17
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function U PDATE G OAL(P, X)
for r ∈ P do
if P(r ∈ G|X) > 0.5 then
G = G∪r
else
G = G−r
end if
end for
end function
algorithm 3: The agent updates its goal by predicting how likely it is that each of the
rules that have been added to its model, P, is in the goal given the available evidence

X . If the probability is above 0.5 the rule is added to the goal, if it is below it is not
added (or removed if necessary). 0.5 is chosen as the threshold as this means the rule
is more likely to be in the goal than not being in the goal.

number of towers:
∀x.(block(x) → ∃y(tower(y) ∧ in(x, y))) ∧ count(tower) = n

(3.15)

However, it must use the teacher’s feedback X to find the most likely set of additional
rules which are also conjuncts in G:
G = arg max P(r1 ∈ G, . . . , rn ∈ G|X)
r1 ,...,rn

(3.16)

The set R = {r1 . . . rn } is the set of possible rules that the agent is currently aware of,
as determined by the colour terms it is aware of (so R gets larger during learning). For
each r ∈ R , the agent keeps track of a probabilistic belief that r ∈ G, and assumes their
mutual independence:
P(r ∈ G, r0 ∈ G|X) = P(r ∈ G|X)P(r0 ∈ G|X)

(3.17)

Further, the agent assumes for each r ∈ R that the prior r ∈ G is unlikely—that is,
P(r ∈ G) = 0.1. Due to the independence assumption (3.17), this means the goal G is
constructed by adding as a conjunct any rule r ∈ R such that P(r ∈ G|X) > 0.5. All
other rules in R are omitted from G.
The probability P(r ∈ G|X) is estimated given the teacher’s corrective feedback.
We describe in Section 3.3.2 the model which is used to estimate this probability and
how it is updated over time given each of the teacher’s corrections.
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3.3.1.3

Finding a Plan

To find a plan the agent needs to feed the planner a goal and an initial state. It starts
out with a partial description of each of these, and we have shown in the previous two
section that it if it has probability models for predicting the goal and grounding models
for predicting the colour of objects then it can update its representation of the goal and
initial state to closer match the true problem. So, given P(r ∈ G|X) and models for
P(red(x)|F(x)) etc, the agent can predict the most likely goal G by estimating which
rules have probability bigger than 0.5 given the available evidence. For the initial state
the agent starts by predicting whether it believes each block should be described with
any of the colour terms it is aware of (allowing for the same block being described by
several colours). Through this it constructs the most likely initial state S∗ constructed
by adding a colour decision, such as red(x), to the state if P(red(x)|F(x)) > 0.5. The
agent can feed G and S∗ to the planner and ideally the would get back a plan for
completing the problem. However, both G and S∗ are based on incomplete information
which means that the estimates are incorrect. This is expected, and this is the reason
we have a teacher available to provide feedback if the agent makes mistakes. However,
the problem is that the symbolic planner may not be able to find a valid plan if G and S∗
are wrong in specific ways. In particular, if the number of blocks of different colours
do not match up in the correct way then it would be impossible to find a valid plan
(and the planner we are using does not fail gracefully, it would simply say that it is
impossible to find a plan). For example, if rr,b
1 ∈ G then there must be at least as many
blue blocks as red blocks otherwise the agent could not place every red block on a
blue block, or if rr,1
3 ∈ G and the agent must build 3 towers then there can not be 4 red
blocks. In these situations we need our agent to still try to find a valid plan. We do this
by having the agent search for an initial state which can satisfy the current estimate of
G in the neighborhood of S∗ , as described in Algorithm 4.
Algorithm 4 uses the most likely goal G throughout. It constructs a priority queue
S of states initialised with the most likely state S∗ at the top. The search proceeds
by selecting the top state, S0 from S and feeding it to the symbolic planner. If the
planner finds a valid plan then this is returned. Otherwise the algorithm generates
additional candidate search states. This is done by flipping the truth value of colour
judgements, such as red(o1 ) = 1 to red(o1 ) = 0, which would remove red(o1 ) from the
initial state. The selection of which colours to flip are made to maximise the probability
of the state and to move towards states which are more likely to allow for a valid
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function F IND P LAN(state, agent)
S∗ ← {C, o : C(o) = argmaxi∈{0,1} P(C(o) = i|F(o))}
S ← priorityQ((P(S∗ ), S∗ ))
G ← arg maxr1 ,...,rn P(ri ∈ G| X )
for i ← {1 : N} do
S0 ← S.pop()
plan ← Planner. f ind plan(S0 , G)
if plan 6= None then
return plan
else
S.push(generate search states(S0 , G∗ ))
end if
end for
return Planner. f ind plan(S0 , G0 )
end function
algorithm 4: To find the most likely valid plan the agent uses its current predictions
about the colour of objects and its beliefs. It begins by looking at the most likely colour
predictions but if the MetricFF planner cannot find a plan then it tries to search for a
setting of the colours such that it is possible to do so. After N tries it gives up and instead
finds a plan which achieves the basic goal of putting all blocks in a tower (ensuring the
agent will always have some plan).

∗
plan. For example, if rr,b
1 ∈ G then values are selected to increase the number of blue

blocks or decrease the number of red blocks. The algorithm continues until a plan is
found, or after a maximum number of attempts N have been made. We use N = 20.
If the maximum number of attempts is reached the agent constructs a default plan
which simply achieves the goal of having all blocks in a tower, ignoring any additional
constraints or colour terms. This ensures the agent will always act, even though it will
most likely lead to it being corrected.
Once a plan is found the agent executes the actions of the plan in sequence until
either the problem instance is completed, or the teacher gives corrective feedback. If a
correction occurs then the Correction Handling system takes over.
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function H ANDLE C ORRECTION(u, action, ?point)
x, y = args(action)
M(u) = PARSE(u)
C = C ∪ M(u).relevant colours
R = R ∪ M(u).rules
Pt = B UILD M ODEL(Pt−1 , M(u), (x, y, ?point))
Xt = Xt−1 ∪ {Corr(a, u) = True, F(x), F(y), ?F(point)}
vri = Pt (V(ri , a)|Xt )
if maxri (vr i) < τ then
ans =ASK(”Is the top object C1 ?”)
Xt = Xt ∪ {C1 (x)}
end if
U PDATE G ROUNDING M ODELS(Pt , Xt )
U PDATE G OAL(Pt , Xt )
UNSTACK ((x,

y))

end function
algorithm 5: The algorithm for handling a corrections. τ is a threshold for when the
agent asks a clarification question. We set τ = 0.7. The value was chosen during
early testing of the system. It is meant to represent a situation when the agent is fairly
uncertain, in this case where the probability is in the range 0.3 − −0.7.

3.3.2

Handling Corrections

As shown in Section 3.3.1, the two main outcomes expected from correction handling
are updating the grounding models and the goal G. We do this by making use of
the semantics of coherent corrections as defined in equations (3.5–3.9) in Section 3.2.
Algorithm 5 describes the overall structure of the correction handling system. When
a correction occurs the agent observes the teacher’s utterance u, the teacher’s action,
and the object the teacher pointed at (if it pointed at an object). The agent builds a
persistent probability model Pt which is updated with every new correction. Further,
the agent keeps track of the agent’s observations Xt which is added to with each new
correction. The algorithms begins by extracting the possible messages M(u) from the
utterance. It figures out which colours are relevant to the possible rules and adds them
to the agent’s set of known colours C. The agent uses the possible messages to build up
its probability model and then predicts which is the most likely message and predicts
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the colour of the relevant objects. If the agent’s certainty about the most likely rule is
below a threshold τ then the agent asks the teacher for help by asking what the colour
of the top object is. Finally, the agent updates its goal and grounding models and
undoes the corrected action my unstacking the block just placed.
3.3.2.1

Mapping Corrective Utterance to Possible Messages

When the teacher provides feedback, her utterance u is parsed using the English Resource Grammar (Copestake and Flickinger, 2000) to extract relevant content words.
The surface form of the utterance together with the extracted content words are used
to identify which of the possible rules r1 , r2 , and r3 that u expresses (the mapping between input utterance and rules is hand crafted, and shown in Table 3.1). The teacher’s
pointing action (a symbolic specification of the block being pointed at, either a block
in the tower directly violating a rule or a block on the table) tells the agent whether a
direct or indirect violation has occurred. The output of this step reveals which possible messages M(u) the speaker could have intended, given the syntactic form of her
utterance—the three possible choices are (i) r1 or r2 (e.g., “no, put red blocks on blue
blocks”); or (ii) r3 (e.g., “no, you can have at most one red block in any tower”); or (iii)
r3 combined with either r1 or r2 (e.g., “no, you can have at most one block in any tower
and put red blocks on blue blocks”), where in each case the relevant colour and number
terms that feature in the speaker’s utterance (correctly) annotate those possibilities. It
also reveals whether the violation is direct or indirect (via the pointing).
At this stage, the agent will check if it has previously encountered the colour words
which are referenced in the correction or not. If a word “C” has not been encountered
before, then the agent adds C to its NL vocabulary, the binary random variable C(x) to
its domain model, and generates a new grounding model, for estimating P(C(x)|F(x)).
It also extends its set of possible rules R to include M(u). Figures 3.8 and 3.9 shows
how the domain and problem files are updated when the agent encounters the concepts
red and blue and infers rr,b
2 is in the goal.
3.3.2.2

Inferring the Most Likely Message

For the agent to be able to update its models of grounding and infer which rule the
teacher intended to convey the agent builds a graphical probabilistic model. Our models are implemented in python using a package called PGMpy 6 . Each model is treated
6 https://github.com/pgmpy/pgmpy
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(define (domain blocksworld)
(...)
(:predicates (...)
(blue ?x) (red ?x))
(...))
Figure 3.8: When the agent becomes aware of a new colour concept it adds that concept to its domain definition.

(define (problem blocks-problem)
(:domain blocksworld-unstack)
(...)
(:init
(...)
(blue b0) (red b1))
(:goal (and (...)
(forall (?y) (or (not (blue ?y))
(exists (?x) (and (red ?x) (on ?x ?y))))))))

Figure 3.9: Adding a rule to the goal is as simple as adding it to the goal conjunction.
When the agent predicts that b0 and b1 are blue and red these are added to the initial
state.))
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Corr(a1 , u1 )

rr,b
1 ∈G

VD (r1r,b , a1 )

VD (r2r,b , a1 )

red(o1 )

blue(o2 )

F(o1 )

F(o2 )

r2r,b ∈ G

Figure 3.10: The nodes added to the probabilistic graphical model after the teacher
says u1 =“no, put red blocks on blue blocks” and points at the tower. Grey nodes are
observed and white ones are latent.

as a factor graph where the majority of factors are conditional probability tables. For
example, we have a factor P(Corr(a, u)|V (ri , a), ri ∈ G). In this factor each variable
(Corr(a, u), V (ri , a), and ri ∈ G) is boolean, either true or false, and a conditional probability table is built such that probabilities are given for each possible combination of
truth values. This means that any factor containing n binary variables will have 2n entries in the conditional probability table. Further, it means that a model which contains
n binary variables will have 2n possible truth conditional states. The exception to the
binary variables are factors which include a continuous features, such as the grounding
models, where we have P(Red(x)|F(x)). However, F(x) is always observable to our
agent which means that it never has to do inference over a continuous variable, and thus
we can treat these factors also as conditional probability tables with the probabilities
provided by the output of our grounding models at a particular point in feature space.
Since all factors are binary variables exact inference algorithms will asymptotically
have to evaluate O(2n ) different states. This means that as the number of variables
grow the running time of inference grows exponentially. Approximate inference runs
into similar problems since the approximation will depend on the proportion of states
that have been evaluated, and so as the number of states grows the approximation will
suffer. We shall show during this chapter how we attempt to mitigate these problems
by taking advantage of properties of our model, such as the fact that many of the states
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have zero probability and that the model is updated and added to incrementally.
We know from Section 3.2 that when the teacher says u1 =“no, red blocks should
r,b
be on blue blocks” that either rr,b
1 or r2 is violated, which means that one of the equa-

tions (3.6–3.9) must be true. If the agent can figure out which rule is actually violated
it can update its goal representation to match this fact, in doing so the agent would
also infer the colour of specific objects given that the semantics of coherent corrections places constraints on the situations in which it is valid to give the correction. If
the agent can identify the colour of specific objects then it can use this to update its
models for grounding that colour term by adding the features of that object to the data
for its grounding model. Overall, this means that the agent is attempting to make two
inferences given the teacher’s corrective utterance u1 : (i) which rule ri ∈ M(u) in the
teacher’s possible intended message is actually in the goal:
P(ri ∈ G|Corr(a1 , u1 ), F(o1 ), F(o2 ), F(o3 ))

(3.18)

and (ii) what is the colour of the relevant objects, i.e. is o1 red and is o2 blue:
P(red(o1 )|Corr(a1 , u1 ), F(o1 ), F(o2 ), F(o3 ))

(3.19)

P(blue(o2 )|Corr(a1 , u1 ), F(o1 ), F(o2 ), F(o3 ))

(3.20)

To compute these inferences, the agent builds a probabilistic model which captures
the semantics of equations (3.5–3.9). In other words, it is trying to figure out what
state of the world could have caused the correction to be coherent to have uttered.
The model generated for a direct violation is pictured graphically in Figure 3.10: grey
nodes represent observed evidence while white nodes represent latent variables. The
arrows represent probabilistic dependencies. The top factor
r,b
r,b
r,b
P(Corr(a1 , u1 )|rr,b
1 ∈ G, VD (r1 , a1 ), VD (r2 , a1 ), r2 ∈ G)

(3.21)

is a deterministic factor, which provides a probability of 1 to any state which satisfies
r,b
r,b
r,b
equation (3.5): either rr,b
1 ∈ G and V(r1 , a) or r2 ∈ G and V(r2 ). In words, one

of the rules must be violated and that same rule must also be in the goal. Any other
situation is given probability 0. Thus an interpretation of the evidence where neither
rule is violated or neither rule is in G is ruled out.
r,b
Next are the violation factors VD (rr,b
1 , a1 ) and VD (r2 , a1 ):

P(VD (rr,b
i , a1 )|red(o1 ), blue(o2 ))

(3.22)
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The probability of this factor captures the semantics of equation (3.6) for i = 1 and
(3.7) for i = 2: The equation states that r1r,b is violated when red(o1 ) and ¬blue(o2 )
(and is not violated for any other situations). Thus the probability is set to 1 when this
equation holds, e.g. P(VD (rr,b
1 , a1 ) = True|red(o1 ), ¬blue(o2 )) = 1, and when it does
not hold the probability is 0. For VD (r1r,b , a1 ) = False this means that the probability
is 0 when red(o1 ) and ¬blue(o2 ) and 1 otherwise. For VD (rr,b
2 , a1 ) the same holds but
for equation (3.7) instead.
The remaining nodes P(red(o1 )|F(o1 )) and P(blue(o2 )|F(o2 )) are defined by the
agent’s current grounding model. P(F(oi )) is a prior which is assumed to be a constant
r,b
for all oi . Finally, P(rr,b
i ∈ G) is the agent’s prior belief that ri is in the goal (i = 1, 2).

As we mentioned earlier, this is set to 0.1 initially; however, the prior is updated by
what was learned from earlier problem instances, as described in 3.3.1.2. The details
of this are specified in Section 3.3.3.2.
When the teacher’s pointing indicates an indirect violation, resulting in utterance,
the agent’s aim is the same: to infer the most likely rule that the teacher is expressr,b
ing (i.e., rr,b
1 or r2 ) as a part of the goal G, and to update its inferences about the

colour of relevant objects in the current state. Equations (3.8) and (3.9) constrain the
colour of the top two blocks in the tower and relative number of those remaining on
the table. We could generate a probabilistic model which estimates the probability of
each block being red and blue, which could provide several new data points for the
grounding models. However, doing so carries a considerable computational cost. In
the worst case, for a problem instance with 10 blocks in it, there might be 8 blocks left
on the table. The model would then require 16 binary variables to represent each block
possibly being either red or blue. This would mean 216 possible interpretations of the
world which would be infeasible to deal with. As such we have chosen to simplify the
inference problem while still supporting efficient learning. The simplification is that,
out of the blocks on the table, we will only consider the colour of the block which the
teacher pointed at, in our example o3 . We know that the teacher will point at an object
which can no longer be placed in a tower given that the there are not enough blocks to
place it on or place on it any longer. This means that when VI (r1r,b , a1 ) o3 must be red
and when VI (rr,b
2 , a1 ) o3 must be blue.
VI (rr,b
1 , a1 ) ↔ (¬red(o1 ) ∧ blue(o2 ) ∧ on(o1 , o2 ) ∧ red(o3 ))

(3.23)

VI (rr,b
2 , a1 ) ↔ (red(o1 ) ∧ ¬blue(o2 ) ∧ on(o1 , o2 ) ∧ blue(o3 ))

(3.24)

Having established these equations, building a model capturing these semantics is
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Corr(a1 , u1 )

rr,b
1 ∈G

VI (r1r,b , a1 )

red(o1 )

blue(o2 )

F(o1 )

F(o2 )

VI (r2r,b , a1 )

red(o3)

r2r,b ∈ G

blue(o3)

F(o3)

Figure 3.11: The nodes added to the graphical model after an indirect violation u1 = “no,
put red blocks on blue blocks” with the teacher pointing at o3 . Grey nodes are observed
and white nodes are latent.

straight forward, following the same strategy as for direct violations. The graphical
model created is shown in Figure 3.11. Just as with the direct violation model,
P(Corr(a1 , u1 )) is assigned a probability of 1 only for cases where r1r,b ∈ G and VI (rr,b
1 , a1 )
is true, or r2 ∈ G and VI (rr,b
2 , a1 ) is true. The violation variables then give a probability
of 1 to any interpretation that fits with equations (3.23) and (3.24) respectively; 0 otherwise. The remaining parameters of Figure 3.11 are the same as for the direct violation
model.
What nodes are added to the model requires a combined understanding of the domain and the semantics of coherence. Coherence tells us what type of pragmatic inferences we can make, for example that a rule which is in the goal must have been
violated. However, exactly what it means for a rule to be violated is specific to the
rule and the domain. For example, when we reason about “red blocks being on blue
blocks” the agent only needs to consider the two most recent blocks. This is because
the agent knows that the “on” relation will only ever be between two objects, a block
will never be on more than one block nor will it ever have more than one block on it.
However, this is not true in general, a big block could have several smaller blocks on it.
In this case reasoning may be required about these additional blocks. We see this when
reasoning about “no more than 3 red blocks in a tower” where we must consider all of
the blocks in the tower to be relevant to interpreting the semantics of the utterance.
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Colour Count Rules

Dealing with rules of type r3 , where only a certain number of blocks may be in each
tower, requires a way to update the model in the two situations described in Section 3.2.2, i.e. when the rule is directly violated by there being too many blocks in
a single tower or when the rule is violated jointly with an r1 or r2 rule. In other words,
the agent must be able to deal with the corrections u2 = “no, put no more than 1 red
block in a tower” and u3 = “no, red blocks should be on blue blocks and put no more
than 1 red block in a tower”. The goal of the model is the same, to build a model for
inferring the most likely rule and the colour of the relevant objects.
When the teacher says u2 the agents model should capture the semantics of Equation (3.11). To do this we build the graphical model in Figure 3.14. The structure is
the same as in the previous models, except that it includes a node for every block in
the relevant tower: this enables the model to capture inferences that at least one block
in the tower already in the tower must be red, as required by Equation (3.11). The
factor P(Corr(a, u)|r3 , V(r3 , a)) is defined in a similar way to previous models, except
in this case, thanks to the lack of ambiguity as to what rule was intended, there is only
one possible rule. As such the probability is 1 only when the variables rr,1
3 ∈ G and
V(rr,1
3 , a) are both true; and 0 otherwise.
For the violation factor P(V(rc,n
3 , a)|X) where X is the relevant evidence, this factor
gives probability of 1 to any interpretation where there are exactly n + 1 blocks of
colour c in the tower, where n is the number in the rule, and where the most recently
added block is one one of the red blocks (see equation (3.11)). The remaining factors
are the same as in Section 3.2.1.
When the teacher says u3 there is a conjunction of two rules being violated, but neither is violated on its own. Thus the graphical model that the agent generates resembles
r,1
r,b
r,1
Figure 3.14, but with added variables V(rr,b
1 ∧ r3 , a) and V(r2 ∧ r3 , a); as shown in

Figure 3.15. In other words, the agent knows that rr,1
3 is definitely violated but it does
not know which of the two other rules is violated. As described in Section 3.2.2, it
would be possible in principle to estimate the counts of red and blue blocks on the
table to inform estimates as to which of these two rules is violated, but it is computationally costly and of limited benefit because if the number of blocks are equal this
means that either of the rules could be in the goal. We therefore make a choice not to
attempt to disambiguate between the two rules when u3 is observed, instead leaving
the agent to figure this out given a later correction. So the only thing that remains to be
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(define (domain blocksworld-unstack)
(...)
(:predicates
(...) (blue ?x))
(:functions (blue-count ?tower))
(:action put
(...)
:effect (and (...)
(when (blue ?ob) (increase (blue-count ?tower) 1))))
(:action unstack
(...)
:effect (and (...)
(when (blue ?ob) (decrease (blue-count ?tower) 1)))))

blue,3

Figure 3.12: When the agent learns that r3

constrains the problem, the agent adds

the colour concept blue to the domain, it additionally adds (blue-count ?tower) as
a function. This will be used to count the number of blue blocks in a tower. We also
update the actions to keep track of these counts.
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(define (problem blocks-problem)
(:domain blocksworld-unstack)
(...)
(:init
(...) (blue b0) (blue b5)
(= (blue-count t0) 0)
(= (blue-count t1) 0))
(:goal (and (...) (forall (?t) (or (not (tower ?t))
(<= (blue-count ?t) 1))))))

blue,1

Figure 3.13: When the agent learns that r3
constrains the problem the agent adds
(= (blue-count tx) 0) for every tower in the problem as well as adding the actual
r3 rule to the goal description.

Corr(a, u2 )

V(r3r,1 , a)

rr,1
3 ∈G

red(o1 )

red(o2 )

red(o3 )

F(o1 )

F(o2 )

F(o3 )

Figure 3.14: The graphical model after a correction of a1 = put(o1 , o2 ) of the form u2 =
“no, no more than one red block in the tower”. The tower at the time of correction
consists of blocks o1 , o2 , and o3 .
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Corr(a1 , u3 )

rr,b
1 ∈G

r,b
V(rr,1
3 ∧ r1 , a1 )

rr,1
3 ∈G

V(r3r,1 ∧ r2r,b , a1 )

blue(o1 )

red(o2 )

red(o3 )

F(o1 )

F(o2 )

F(o3 )

rr,b
2 ∈G

Figure 3.15: The graphical model after a correction u3 = “no, no more than one red
block in the tower and put red blocks on blue blocks”. At the time of the correction the
tower consists of o1 , o2 , and o3 .

done is figure out the colour of the blocks in the tower. We know that when u3 is said
there must be exactly 1 red block in the tower and that the most recently placed block
must be blue, so this is what the factor P(V(r3r,1 ∧ r1r,b , a1 )|...) captures.
Figures 3.12 and 3.13 show how the domain is updated when the agent learns that
rblue,1
3

is in the goal. The planner will now need to keep track of the number of blue

blocks in a tower, which it will do through a function: bluecount. This function must
be updated in the action description, which is done with a conditional effect where the
condition is that the block added to the tower is blue.

3.3.3

Repeated Corrections

The agent may be wrong more than once in the course of solving its planning problem,
leading to several occasions where the teacher utters a correction. We handle this by
cultivating a growing probabilistic model which starts out with nothing and grows with
every new correction. Each time a new correction is given, additional nodes are added
to the existing model, reflecting the new evidence and new latent information. For
example, if after a1 and u1 , the top object o1 is removed and the agent performs the
action a2 = put(o4 , o2 ) and the teacher utters the same correction again, then nodes
for F(o4 ) and red(o4 ) will be added, together with violation variables and a correction
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Corr(a1 , u1:1 )

Corr(a2 , u1:2 )

rr,b
1 ∈G

rr,b
2 ∈G
VD (rr,b
1 , a1 )

VD (r2r,b , a1 )

VD (r1r,b , a2 )

red(o1 )

blue(o2 )

red(o4 )

F(o1 )

F(o2 )

F(o4 )

VD (r2r,b , a2 )

Figure 3.16: The state of the graphical model after two corrections: first a1 = put(o1 , o2 )
corrected with u1:1 = “no, put red blocks on blue blocks” followed by a2 = put(o4 , o2 )
being corrected by u1:2 = “no, put red blocks on blue blocks”.

variable, resulting in Figure 3.16. However, importantly, blue(o2 ) and F(o2 ) as well as
r,b
rr,b
1 ∈ G and r2 ∈ G will connect to the newly added correction variables. Inference is

done on the entire model, which may grow large depending on the number of mistakes
the agent makes. However, given the incremental nature of the feedback it is possible to
keep the inference reasonably small by keeping track of which atomic states had nonzero probability after each correction. This set will be relatively small: for example,
for the correction uD
1 there are only 4 non-zero probability atomic states, compared
to 26 = 64 possible states. Combined with the fact that no previously discounted (0
probability) state can ever be made non-zero, it means that when a second correction is
added, only these 4 latent states need to be considered, together with any states added
by the new correction.
3.3.3.1

Using Inference to Update Beliefs

With each of the teacher’s responses the agent builds the graphical probabilistic models
described in this chapter. The agent uses these models to update its beliefs about
symbol grounding and the goal G. The inference from equation (3.18) will update the
agent’s belief about which rules are in the goal; see Section 3.3.1.2.
To update the grounding models the agent tries to predict the colour of the blocks
involved in the action, given the available evidence. For example, it will try predict if
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the most recently placed object o1 is red:
w := P(red(o1 )|X)

(3.25)

The agent will then update its grounding model with the data point (w, F(o1 )) treating
w as a soft label for the features F(o1 ). In our chosen model, weighted KDE, w is used
as the weight for the datapoint (wi in equation 3.14). However, if a different model
were used, e.g. a neural network, then w could be treated as the target output for the
network. Another strategy could be to set the label to 0/1 if w is below or above 0.5
respectively. In our experiments we have chosen to only use datapoints that the agent is
relatively certain about to reduce noise. For this reason we only update when w > 0.7,
a threshold which was chosen simply to represent higher certainty about the agent’s
belief.
In some cases the agent will not have enough previous knowledge to make a meaningful inference. For example, if the agent has not encountered the terms “red” or
“blue” before then the agent will be unable to infer which rules are more likely or
the colours of the blocks. In this case the agent will ask for help from the teacher as
described in Section 3.2.1. The answer to the question will be added to the agent’s
observed evidence, after which the agent repeats the inference with this new evidence.
Due to the nature of the constraints on coherent discourse that we described in Section 3.2, this will lead to the agent being certain about the colour of all blocks involved
in a correction based on u1 . Therefore the agent will be seeded with some knowledge
about which rules are in the goal and can update its grounding model, providing a
starting point for further learning.
Inference in the model is done through exact inference optimised to exploit the incremental nature of the problem. To infer a particular probability, such as P(red(o1 )|X)
the agent must marginalise out all of the latent variables in the model:
P(red(o1 )|X) = ∑ P(red(o1 ), z|X)
z

After being corrected with u1 the latent variables in z would be:
1. blue(o2 )
2. rr,b
1 ∈G
3. rr,b
2 ∈G
4. V(rr,b
1 , a)

(3.26)
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5. V(rr,b
1 , a)
Each of these latent variables can be either true or false and when marginalising over
the latent variables the sum must take into account every possible combination of values. So, each z represents an atomic state where the value of each latent variable has
been set to a specific value (true or false). The number of atomic states to be evaluated
grows exponentially with the number of latent variables, e.g., with 5 latent variables
there are 25 = 32 atomic states which all must be evaluated. Further, since the model
grows as more corrections are given the number of atomic states quickly grows very
large. If a second correction adds another 5 latent variables there would be 210 = 1024
atomic states. Performing the full inference on the entire model each time a new correction is given would quickly become too large due to this exponential increase in
states.
We use three facts to make the inference manageable: 1) due to the semantics of
coherent correction there is a relatively small number of states which are non-zero
probability, 2) the model grows incrementally, and 3) if an atomic state is zero probability no additional evidence will make that state have non-zero probability. First,
the limited number of non-zero probability states stems from the fact that when the
teacher says u1 and points at the tower there are exactly 4 non-zero probability states:
r,b
either rr,b
1 is violated or r2 is violated, and there is exactly one way in which they can

be violated. The reason it is 4 (rather than just the two) is that if r1r,b is violated then
it is also in the goal, but rr,b
2 can either be in the goal or not be in the goal, both are
r,b
valid (and the same when rr,b
2 is violated and r1 being in the goal). This means that

out of the 32 possible atomic states only 4 are relevant. On its own this does not help
in inference because an exact inference method would have to evaluate the 32 atomic
states to identify the 4 which are non-zero probability. However, if we consider the
incremental nature of the problem we can use this fact to avoid having to evaluate all
1024 atomic states which might exist after two corrections.
We do this by keeping track of the set of non-zero probability states from previous
corrections in what we call a “beam”. So after the first correction the beam consists
of 4 atomic states with associated probabilities. When the second correction comes
we evaluate only the newly added part of the model on its own, finding a new set of
non-zero probability states for the new correction, which might lead to another 4 states.
The 4 new states are combined with the 4 states which are in the beam. Two atomic
states can be combined if any overlapping variables have the same value. E.g. if both
atomic states include red(o1 ) then if it is true in both states then the two are joined
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into a novel state. This will create up to 16 combined atomic states. Each state is now
re-evaluated on the full model and added to the beam. The probabilities are normalised
so that the probability of the states in the beam adds up to 1. To get the probability of
a particular latent variable, e.g. red(o1 ) this can be calculated simply as the sum of the
probability of beams which have in their atomic state red(o1 ) = True.
This method means that instead of evaluating 1024 atomic states after a second
correction we only have to evaluate 32 + 16. The number of atomic states can still
grow large after a number of corrections, but it grows at a much slower pace, making
the inference manageable for longer. It is important to note that this will only work
because of the three facts which are true of our problem. If the number of non-zero
probability states was a bigger portion of the full set of states then we would not gain
much improvement from using this method. If the model were not updated incrementally it could be possible to perform these partial inferences, but it would not occur as
naturally. Finally, this method remains exact after new corrections are added because
no zero-probability state can be made non-zero by further evidence (assuming that previous evidence is never recanted). This means that we are guaranteed to never miss a
non-zero probability state through this method.
3.3.3.2

New Planning Problem Instance

Our experiments in Section 3.4 are set up so that for each goal G, the agent faces 50
planning problem instances, each constrained by the same rules, in which the agent
gathers evidence for learning G and symbol grounding. Each problem instance consists of a initial world state—i.e., a fixed set of blocks on the table, the colours of those
blocks varies from one problem to another (see Section 3.4 for details). The agent attempts to complete a valid plan in each of the 50 problem instances in turn. The agent
updates its beliefs about G and symbol grounding from its observations of the teacher’s
reaction to each action it executes, as described in this Section. Thus within any given
problem instance, the agent’s revised beliefs about G and about the world state may
trigger revisions to the plan it executes. Each problem instance is treated as its own dialogue where the agent retains any knowledge it has learned in previous scenarios but
it will not try to revise any inferences it performed in previous problem instances. For
instance, if the agent inferred that a block is red in instance 1 it will update its grounding models with this fact. However, if it learns more about red objects in instance 2
which would imply that the block in instance 1 was not actually red, the agent will
not go back and attempt to revise this inference. In principle this process of revision
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could be performed, however, it would come at the cost of increased computational
and memory cost.
Knowledge gained in earlier instances is retained in the grounding models, which
will have been updated with the data gleaned from the interactions, and in the agent’s
beliefs about which rules are in the goal which are captured in the prior P(ri ∈ G).
That is, after performing the inference P(ri ∈ G|X1 ), where X1 is the evidence gained
in instance 1, the prior in the model in instance 2 will be set to P(ri ∈ G|X1 ).
Starting with a new model in each instance is a method for keeping the model small.
If the model kept being added to over 50 instances and we imagine one correction is
made in each of the instances this would mean that around 8 variables are added per
instance, meaning the model would have 400 binary variables. Evaluating 24 00 binary
states is intractable.

3.4

Experiments

In this section we test two different hypotheses:
1. Coherence is vital to learning from correction
2. Learning from moves that specify why the latest action is wrong is more effective
than learning from the simple cue phrase “no”
Accordingly, we test our model against two baselines: one which does not utilise inferences that follow from discourse coherence, and another that only learns from teacher
saying ”no” (each described described in Section 3.4.1).
To construct our experiments we begin by generating a dataset of problem files. For
each dataset a goal is selected. The goal is that all blocks must be in some tower (with
an allowance of 1–3 towers) together with a set of rule constraints that the agent must
follow in building those towers. The constraints are selected from the rule templates
introduced in this chapter: r1 , r2 , and r3 . The colours are selected randomly from our
vocabulary of 7 colour categories or 64 narrower hues with a bias towards the larger
colour categories. The number of blocks allowed in r3 rules is selected randomly from
1–3. The rules are selected in such a way that there is no inconsistencies which make
red,green

the rules impossible to all satisfy at the same time. For example, r1red,blue and r1

cannot both be in the goal at once since red blocks would have to be both on blue and
green blocks. The complexity of the problem will increase with the number of rules.
Each rule potentially adds up to two additional colours that the agent must learn how
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to ground. The agent only cares about the colour of blocks if the colour is relevant
to one of the rules it has been corrected about. So even though there might be purple
blocks, if the agent only knows about red and blue it will not have to ground purple.
Once a goal is selected we generate a set of problem files that must be solved by
the agent. Each problem contains 10 coloured blocks that all start on the table. The
colour of each block is drawn randomly from the available colour categories, however,
the draw is biased to include around 80% blocks of colours which are relevant to the
selected goal. For example, if the goal contains (only) the constraint r1red,blue then
around 80% of blocks will be red or blue. We make sure that for each problem it is
possible to complete the selected goal. So if rred,blue
is a constraint there can not be
1
more red blocks than blue blocks (because it would be impossible to place every red
block on a blue block). For each goal we generate 50 problem files. The agent will be
presented these problems one after another and will retain knowledge between them as
described in this chapter.
We will present two experiments. In the first experiment every goal we generate
has two rules in it and in the second each goal has three rules. In each experiment
we generate 50 different goals which each has 50 problems generated for them. We
then test the agent on all of these 50 goals treating each goal as an individual learning
task, so the agent starts out with no knowledge when it begins each of these trials
and ends with whatever it has learned over the 50 problems associated with that goal.
The number of rules increases the amount of words and constraints the agent needs to
learn. In general this will make the tasks take longer to learn as the agent will need to
encounter enough examples of each colour. Further, it should also make the individual
plans more complicated as there are more objects that need to be placed in the right
positions. The complexity of the inference problem will not necessarily increase due
to more rules, however, more corrections would lead to a bigger model and therefore a
more complex inference task.
We measure the agents’ performance through regret, defined as the number of mistakes an agent makes, which is equivalent to the number of times the teacher utters a
correction—so low numbers are better than high ones. In the graphs below, the y axis
is the mean regret over the 50 goal trials that the agent was run on, and the x axis is
the number of planning problem instances it has been exposed to so far within a given
trial. To test for significance in the difference in performance between two agents we
use a paired t-test on their final total regret for all the trials in the experiment. To try
visualise this pairwise difference in terminal regret (i.e. regret after the 50 trials) we
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present box plots of the difference between two agents. The box shows the median
(centre line), 25th and 75th quartile (edges of the box) and the min and max value
(lines on the “whiskers” coming out of the box). Individual points outside of these extremes are outliers, which are points 1.5 times away from the inner-quartile range. For
two agents a and b (appearing in that order in the legend) the difference is calculated as
regret(b) − regret(a) which means that positive values mean agent a has lower regret
and is therefore better than b while negative values mean the opposite.

3.4.1

Baseline Agents

To test how effective our Language Agent is we compare against three baselines: one
which acts essentially randomly, it will not repeat the same mistake twice within the
same planning problem but retains no knowledge between problem instances. The
second baseline does not know anything about coherence and so tries to learn without
having access to the constraints that coherence imposes on the relationship between
utterance and context. Finally, the third baseline learns as best it can just from the fact
that the teacher says “no” and points either at the tower or table to indicate a direct or
indirect correction.
To show that coherence is vital for learning from correction we compare against
an agent which does not have access to the semantics of coherence. This agent can
still analyse the teacher’s utterance to figure out which rules the teacher might have
intended to convey. However, it does not know how the utterance relates to the context
in which it was given, in other words, it does not know equations (3.5–3.9). This means
the agent does not know how to resolve the ambiguity of which of the possible rules
the teacher intended to convey and does not know which colour the relevant blocks
could be (e.g. either red and not blue or not red and blue). Given these limitations the
best the agent can do is to randomly guess which rule the teacher meant and to ask the
teacher to show it an example of a block of a particular colour. This No Coherence
agent will, therefore, with each correction randomly select which of the possible rules
r,b
to add to its goal. For example, if the options are rr,b
1 and r2 it will either select just
r,b
r,b
r,b
rr,b
1 , just r2 or both. If it has previously selected r1 and now selects r2 it will remove

rr,b
1 (but would leave any other rules). It will then ask the teacher to show it either a
red or blue block, asking for the one which it currently has least evidence for. These
questions are similar to the ones we allow the full agent to ask. The full agent does not
have a budget for the number of questions, but it has been designed to minimise the
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number of questions it asks by setting explicit thresholds to only ask a question if it is
highly uncertain. From observing the experiments our agent does not ask more than
2-3 questions on average per rule in the goal. Since the number of questions asked
does not show up in the measure of regret, excessive questions would not show up in
the results. To ensure the No Coherence agent does not exploit this we give it a budget
for the number of questions it may ask. We set this budget to 5 questions per rule.
To test the hypothesis that learning from corrections that express why an action is
incorrect is more effective than learning just from a teacher saying “no” we compare
against a baseline that does just that. The Just No Agent observes that the teacher
said “no” and whether the teacher pointed at the tower or at a particular block on the
table (to indicate a direct or indirect violation respectively). It makes all its inferences
from these facts alone. Its Action Selection system is as described in Section 3.3.1, but
its Correction Handling module is different. The Just No Agent attempts to construct
rules to add to its goal, however, since it does not observe the full expression of what
the violated rule was it cannot necessarily construct rules of the full form r1 or r2 , nor
will it be able to create grounding for general colour concepts. For a direct violation
the agent can only infer that objects with similar RGB values to o1 must not be placed
on objects similar to o2 , as shown in (3.27), where Coi is grounded by creating a new
grounding model with a single data point, namely F(oi ):
¬∃x.y.Co1 (x) ∧ Co2 (y) ∧ on(x, y)

(3.27)

When the teacher points at o3 it is an indirect violation of an r1 or r2 rule, so the agent
knows that o3 must either be placed on objects similar to o2 or that objects similar to
o1 must be placed on o3 :
r1 = ∀x.Co3 (x) → ∃y.Co2 (y) ∧ on(x, y)

(3.28)

r2 = ∀y.Co3 (y) → ∃x.Co1 (x) ∧ on(x, y)

(3.29)

However, the agent does not know which is correct. It attempts to find out by trying to
break one of the rules. If r1 is in the goal then placing a block different from o3 on o2
should cause the teacher to correct it. Thus the agent finds the remaining block most
dissimilar to o3 and places it on o2 . If a correction occurs then the agent adds r1 to
the goal; otherwise, r2 . Finally, when no pointing occurs, the violated rule must be of
type r3 . The agent knows Co1 must be the constrained colour in the rule, but it does not
know the number n. However, it estimates n by counting the blocks in the tower that
Co1 ,n

are similar to o1 , thereby estimating the violated rule to be r3

.
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Dataset

Random

No Coherence

Just No

Language

Two Rules

236 ± 33

192 ± 26

99 ± 34

24 ± 13

Three Rules 288 ± 30

245 ± 30

126 ± 40

38 ± 18

Table 3.3: Summary of terminal regrets. We present the mean and standard deviation
of each terminal regret. The standard deviation is quite large due to variation between
datasets.

Co1 ,n

r3

3.4.2

= ∀t.tower(t) → countCo1 (t) < n

(3.30)

Results

We test these four agents in two sets of 50 trials which differ in the number of rules
that are present in its 50 goals (2 or 3 rules), as shown in the results in Figure 3.17
with average terminal regret presented in Table 3.3, compared between agents and
visualised in Figure 3.18. The summary statistics in Table 3.3 show quite high standard
deviations. The variation is mainly due to the fact that each individual trial can vary
greatly in difficulty. For example, learning the concept maroon may require fewer
datapoints than learning red since it is a smaller area. There can also be interactions
between rules which make some towers harder to build than others. This is why, when
we do statistical tests we do a pairwise t-test which compares the values against each
other for each trial, meaning that like is compared to like.
The No Coherence agent significantly outperforms the Random agent in mean terminal regret (t = 18.55, p5.39e−34 ), however it has clearly failed to learn the planning
problem to a sufficient level. From the slope of the curve we see that the agent stops
learning after the first couple of planning problem instances when it has used up its
budget for asking questions. As such it is unable to learn good enough grounding
models. Clearly coherence is a vital ingredient in learning from correction. Without
coherence the agent would have to keep asking to have objects demonstrated to it. This
is further backed by the fact that the Just No Agent learns a lot more effectively than
the No Coherence Agent (t = 21.23, p = 1.25e−38 ). From the slope of the curve we
see that the agent keeps learning over time although it is far from having learned the
task perfectly by the end of the 50 problem instances. The Just No agent does exploit
coherence, so we see that this helps the agent to learn. However, it is still significantly
worse than the full Language Agent (t = 20.32, p = 9.39e−45 ). This shows that the
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(a) All goals in this experiment contain two rules

(b) All goals in this experiment contain three rules

Figure 3.17: Average cumulative regret on two different trials comparing our Language
Agent, an agent which only learns from “no”, an agent unaware of the semantics of
coherence, and a random baseline agent. The graphs show the mean of regret over 50
trials.
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Figure 3.18: This box plot shows the difference in terminal regret between the Language agent and the No Coherence agent and between Language Agent and Just No
agent. Positive values means that the second agent had higher terminal regret than the
language agent.

additional evidence provided by the teacher’s linguistic feedback is extremely valuable, this is further supported by the fact that the Language Agent always has a lower
terminal regret than the Just No agent in Figure 3.18.
To evaluate how successfully our Language Agent has learned to ground the colour
concepts we evaluate the grounding models which the agent has learned. For this we
generate a dataset consisting of 100 colour patches for each colour category. The agent
must then, for each grounding model, classify whether the colour patch is of the colour
of that grounding model or not. E.g. if the agent is aware of the colours green and
yellow it must classify all the patches as being green or not and being yellow or not.
We measure the F-score for each of the models and present the mean F-score over all
of the grounding models. For this experiment our Language agent reached a mean Fscore of 0.93 and 0.94 for the two rules and three rules planning problems respectively.
Clearly any mistakes that the agent is still making will stem from the classifiers not
being perfect.
Being able to recognise grounded concepts provides an additional large benefit for
the Language agent over the Just No agent. Since the agent has learned concepts which
it shares with the teacher, these can now be used in future tasks. The Just No agent,
on the other hand, has only learned task specific knowledge. It would be difficult for
this agent to transfer its knowledge to a new setting and the teacher would be unable
to communicate with the agent because it does not know about the agent’s internal
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representation of the planning problem.

3.5

Conclusion

In this chapter, we exploited the semantics of coherent discourse to jointly learn two
tasks via natural language interaction with a teacher: how to ground the domain model’s
symbols to visual features; and how to infer a correct goal description, so as to construct valid sequential plans. We focused on a type of dialogue move that has so far
been under utilised in ITL: namely, corrective feedback, in which the teacher expresses
the nature of the mistake that the learner has made in its latest action. We showed that in
spite of the teacher’s natural language signals being semantically ambiguous and also
featuring neologisms whose denotations are not a part of the agent’s domain model,
the agent can nevertheless exploit discourse coherence to learn how to compute the
speaker’s intended message, ground it via its visual percepts, and solve its planning
problem. Our approach generates a graphical model ‘on the fly’ whenever there is
observable evidence, with the dependencies and parameters determined by established
semantic constraints on coherent discourse within the linguistics literature (e.g. Hobbs,
1985; Kehler, 2002; Asher and Lascarides, 2003). These models force the probability
of incoherent interpretations of an utterance to be zero, thus ensuring the agent makes
inferences consistent with the coherence of the dialogue.
We evaluate our approach by answering two questions: is it possible to learn from
correction without coherence? And is it better to learn from corrections which express
why a move was incorrect than learning just from the fact that the action is wrong?
We build three baselines, one which acts randomly as a lower-bound on performance,
one which does not have access to the constraints imposed by coherence, and one
which learns only from the fact that an action was corrected as the teacher says “no”.
We show that coherence is vital for learning from correction and that even though the
surface form of the correction is contains neologisms and semantic scope ambiguities,
that it is worth exploiting more complex corrections.
With these experiments we have shown a promising approach for exploiting discourse coherence in an ITL setting which facilitates learning from correction. In the
next chapter we will build upon this model to show how it can easily be adapted to
deal with learning from assent (signaled through the teacher’s silence) and from simple
anaphoric expressions which refer back to a previous correction. We also experiment
with the trade-off between exploiting entailments which require the agent to reason
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about the number of blocks left in the tower, as opposed to ignoring such evidence in
order to reduce the size of the inference model.

Chapter 4
Interactive Task Learning with More
Pragmatics
In Chapter 3 we showed the basic way in which correction can be exploited by utilising the semantics of coherence. In this chapter we will expand on this framework
by presenting three experiments which look at the design decisions that need to be
considered when choosing what inferences to exploit, how additional evidence can be
exploited in our current set up, and how we can expand our teacher’s set of responses
to include anaphoric expressions.
In the first experiment we take a closer look at the different entailments which fall
out of pragmatic analysis of corrections. Several monotonic entailments exist which
can be exploited by the agent, however, there is a computational cost associated with
exploiting each entailment. Our experiments looks at what the agent gains from exploiting more complex entailments and how those gains trade off against the increased
computational cost. We look at this in the context of learning from “no more than 2
red blocks in a tower”, where the agent can take a defensive approach by only learning
from the fact that a correction must occur only when a 3rd red block is placed in the
tower (so the agent knows the most recently placed object is red) versus the fact that
there must also be two additional red blocks in the tower. If the agent can infer which
blocks are actually red it can add additional datapoints to its grounding models.
Our second experiment looks at pragmatic reasoning about the teacher’s silence.
Given the dialogue strategy laid out in Chapter 3, the teacher will always correct the
agent when it has made a mistake. Therefore, when the teacher is silent the teacher is
implicitly telling the agent that it has done the right thing, the teacher is implicitly giving assent. We look at how this implicit assent can be exploited to improve the agent’s
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speed of learning through a natural extension of the models presented in Chapter 3 and
discuss the considerations we make to keep inference manageable as we increase the
number of variables involved in the inference.
Our third experiment looks to extend the teacher’s set of possible responses to
include the phrases “no, that is wrong for the same reason” and “no, that is not red
again”. Both of these phrases contain anaphors which need to be resolved to a previous
correction (the previous “reason” for correction). We show how these expressions
can be integrated into our framework for learning from correction and show that they
can improve the agent’s ability to disambiguate rules and therefore learn faster. The
anaphoric expressions we use here help reduce ambiguity as we assume a deterministic
process for identifying the antecedent to the anaphor. However, in many real world
cases this process is difficult for AI systems to perform and resolving, for example,
pronouns is still an open question in NLP.

4.1

Exploiting Monotonic Entailment

There are many different entailments derived from coherence that can be exploited by
an agent. In this thesis the agent is trying to figure out why something went wrong
when it is corrected by a teacher. It can only do so by understanding how the teacher’s
utterance relates to the context in which it was said. However, the agent could spend
different amounts of effort in trying to make those inferences. There are some, surface
level inferences, which are very simple to perform while others require more computational resources. We will illustrate this by looking at rules such as rred,2
, in words “no
3
more than 2 red blocks in a tower”. When a teacher corrects the agent by saying “no,
no more than 2 red blocks in a tower” the agent can reason as follows:
1. If I should have no more than 2 red blocks in the tower then I would only be
corrected if there are 3 or more red blocks in the tower
2. I know the teacher corrects me as soon as I make a mistake so my most recent
action must have caused there to be more than 2 red blocks in the tower
3. If there were already 3 red blocks in the tower then I would have been corrected
earlier
4. therefore there must be exactly 3 red blocks in the tower and the top block must
be red
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2

3

1

t = 4.52, p = 3.9e − 5

t = 8.37, p = 5.22e − 11 t = 9.70, p = 5.46e − 13

2

t = 7.48, p = 1.22e − 9 t = 9.01, p = 5.75e − 12 t = 8.49, p = 3.45e − 11
c,n

Table 4.1: Results of t-tests comparing experiments for r3 by either trying to estimate
whether each of the blocks in the tower are the offending colour c or by just using the
c,n

top block. The experiment was run with 1 or 2 rules of type r3 where n varied between
1 and 3. For each experiment, the colours c for the rules are randomly selected from
those that denote a relative large portion of the RGB spectrum.

So we see that there are two entailments which the agent can use to learn from: the
top block is red and there are exactly 3 red blocks in the tower. These entailments
both concern the colour of the blocks and so they should be used to update the agent’s
grounding models by identifying blocks which are red and adding their features to
the grounding model for red things. However, the two entailments provide different
amounts of information and imply different amounts of computational effort for the
agent to learn from them.
The fact that the top block is red is very easy to learn from, the agent does not
need to make any additional inferences, it can simply label the top block as having
probability 1 of being red. This requires constant inference time and gives a high
quality data point for the agent to build its model from. The second fact, that there are
3 blocks in the tower, requires more effort from the agent because it does not know
which three blocks are red (except that one of them is the top block). However, if
the agent can figure this out it is rewarded by being able to add three data points to
its grounding model, instead of just one. The question for the agent becomes: is it
worth spending the additional computational effort to identify the 3 blocks or should
it simply use the easier entailment which it is certain about? The experiment in this
section attempts to answer that question.

4.1.1

Experiments

In our experiments we implement the two entailments described in the previous section. We create two agents, the first one, which we call simplified, uses only the entailment indicating that the top block is red while the second one, which we call full,
uses both entailments. We generate datasets in the same way as in the previous chapter
except in this experiment we only generate goals with r3c,n rules. We vary the number
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Figure 4.1: Cumulative reward for experiments comparing agents which learn r3 rules
either using the full monotonic entailment or a simplified inference. The trials vary the
number of rules, r, in the goals, between 1 and 2, and the maximum number of blocks
of the constrained colour n between 1 and 3. The graphs show mean and standard
deviation of regret over 50 trials.

of rules r between 1 and 2 and we vary the number n in the r3 rule between 1 and 3.
The colour for the rule c is drawn from our set of 7 colour categories. We create a
dataset of 50 trials for each combination of r and n, resulting in 6 datasets. Results
present the cumulative regret of our agents averaged over the 50 trials.
Figure 4.1 (with terminal regret summarised in Table 4.2) compares the performance of the agent learning from simplified vs. full evidence over the 6 trials. We
see that the full evidence provides a benefit on cumulative regret in all trials, and Table 4.1 shows all these differences are significant. However, the benefit for n = 1 is

r1 n2

r1 n3

r2 n1

r2 n2

r2 n3

Simplified 4.1 ± 1.5

5.3 ± 1.9

6.1 ± 2.3

8.1 ± 2.7

10.3 ± 2.9

11.7 ± 3.3

3.3 ± 1.4

3.7 ± 1.1

3.9 ± 1.3

6.3 ± 1.7

7.1 ± 1.6

7.7 ± 1.8

Evidence
Full

r1 n1

Table 4.2: Mean and standard deviation for the 6 different datasets reported for agents
learning from the simplified evidence or the full evidence.
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Figure 4.2: This box plot compares the difference in terminal regret between agents
using the full evidence or simple evidence on r3 rules. A positive value means the agent
using simple evidence had higher terminal regret than the agent using full evidence.

smaller than that for n = 2 and n = 3. The likely reason for tjhis is that the number
of additional data points that the agent can add to the grounding model depends on
n: the higher the n, the more (potentially noisy) data points a single correction provides. This is corroborated when looking at Figure 4.2 which shows the difference in
terminal regret between the two agents in each of the experiments. We can clearly see
that for higher n and more rules using the full evidence gains a higher benefit. We
see that the agent using full evidence does need fewer corrections, which means it has
been able to exploit the additional datapoints to better learn to ground the colours. So
there is a benefit in using the evidence, but the question was whether the additional
computational cost was worthwhile compared to the gain in performance. We measured the inference time between the agent exploiting full and simplified evidence. The
full evidence agent took on average 1 second to perform the inference when learning
while the simplified agent took only 0.01 seconds. This means a 100 fold increase in
inference time, which certainly is significant. The question of whether this difference
is worth it will depend largely on the requirements of the system being built. In our
case, 1 second inference time seems well within human tolerance. However, there will
be many situations where a 100 fold increase is too much to handle.
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In conclusion, we showed that pragmatic reasoning through the lens of coherence
can lead to several different entailments. The amount of evidence gained from each
entailment may differ and there might be an increased computational burden or an
increased amount of uncertainty. When designing systems based on exploiting these
entailments we must consider this trade-off and it will ultimately depend on the constraints placed on the system as far as what computational costs can be borne.

4.2

Learning From Assent

In this experiment we extend our agent introduced in Chapter 3. Our original agent
only updates its knowledge when the teacher corrects a mistake. However, since the
teacher always corrects the agent when it does something wrong it means that when the
teacher stays silent this means that no mistake was made. Silence therefore means that
the agent’s action was correct. From this fact the agent can make pragmatic inferences
which allow it to update its knowledge of the problem. In particular we will show
that it can make inferences which allows it to gain additional datapoints to add to its
grounding models or it can infer which rules are not part of the goal.

4.2.1

Coherence of Assent

In cooperative conversation silence can often mean an interlocutor assents to a contribution. For example, if we have two speakers A and B and A says p then a question
which we must answer is whether B accepts the contribution p or somehow disagrees
with any part of it. The implicatures derived from Gricean principles of cooperative
conversation (Grice, 1975) mean that A intends for B to believe p to be true. If B does
not believe p (or some part of p) then they have an obligation to inform A of this.
Therefore, if B does not inform A of any disbelief, either through silence or through
continuing the discourse without comment, then we must assume that B has accepted
p (Lascarides and Asher, 2009).
Bringing this back to our concrete problem, our teacher expresses a corrective utterance u when it believes the agent has performed an action which violates the constraints
placed on the task. The teacher’s strategy, as defined in Chapter 3, is to always correct
the agent as soon as an action violates the rule, where by violate we mean that the
action must be undone in any plan for achieving a rule compliant tower. The teacher
is therefore obeying the cooperative principles of Quality and Quantity (Grice, 1975)
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by informing the agent about which actions it disagrees with (and doing so truthfully).
When the teacher is silent it is because the teacher does not believe there is a fault. The
agent can therefore infer that the uncorrected action does not violate any rules which
are in the goal.
So, while a correction implies that a rule which is in the goal has been violated (see
equation 3.4), assent implies that no rule which is in the goal is violated:
¬∃r.(r ∈ G ∧V (r, a))

(4.1)

A learner can make inferences based on this fact which should update their beliefs
about which rules are in the goal and what the colour of the relevant objects are.
How much it can infer from these situations will depend on the agent’s current
knowledge. For example, if the agent is unaware of any rules or colours at all then
it would be unable to make many meaningful inferences since it would be unable to
associate the current objects with any specific rules or colours. For this reason we will
continue our analysis under the assumption that the agent is aware of the colours red
and blue, and therefore the corresponding rules r1red,blue , r2red,blue , rblue,red
, and rblue,red
.
1
2
Let us, for now, assume the agent has excluded the latter two rules for whatever reason, to make the reasoning somewhat simpler, although the principles expressed here
generalise to analysis for a larger set of rules.
So, we assume the agent has a partial ability to ground the colours red and blue and
it has some belief about how likely it is that r1red,blue and r2red,blue are part of the goal.
It has just placed one block on another with the action put(o1 , o2 ) and the teacher did
not correct the action. From this the agent knows that no rule which is in the goal was
violated. There are 4 different things which could have happened such that this would
be true:
1. o1 is not red and o2 is not blue and so this action has no relevance to the rules
currently being considered
2. o1 is red and o2 is blue meaning that neither rred,blue
or r2red,blue would be violated
1
3. o1 is red and o2 is not blue meaning rred,blue
cannot be in the goal
1
4. o1 is not red and o2 is blue meaning rred,blue
cannot be in the goal
2
The agent knows that one of these situations must have occurred, and depending on
the agent’s current beliefs it can use this to make inferences about what the situation
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actually is. For example, if the agent believes that o1 is red then either option 2 or 3
must be true. If the agent also knows that rred,blue
is in the goal, then it would know
1
that situation 2 occurred and it therefore knows that o2 is blue. It can then update its
grounding model for blue with a new datapoint. Conversely, if the agent believes o1 is
red and o2 is not blue then situation 3 must be true, meaning rred,blue
is not in the goal
1
and the agent can update its beliefs accordingly.
To make an inference about which of these situations is most likely the agent builds
a probabilistic model along the same lines as in Chapter 3. The model contains nodes
for grounding the colour of o1 and o2 and for the agent’s belief about which rules are
in the goal. Figure 4.3 shows an example model which is built for assent where the
rule under question is rred,blue
.
1
The question becomes what nodes to add to the model when given assent. When a
correction is given nodes are added for the rules expressed by that correction, however,
with silent assent the teacher does not signal which rules are potentially relevant to
this action, if any. The naive approach would be to add nodes for every known rule.
However, given that inference is exponential in the number of variables, this would
most likely lead to an inference problem which was intractable. For this we seek to
only add nodes if we believe there is a reasonable chance that the agent will learn
something from the inference. For example, if we are in situation 1 above then the
agent will not learn anything. Therefore we only add nodes to the model if the agent
believes either that o1 is red or that o2 is blue. Specifically, we look at the agent’s
belief about the colours given the features and no additional evidence and see if it
is above a threshold: P(red(o1 )|F(o1 )) > 0.7. We pick 0.7 simple because it is our
value for representing “the agent is relatively confident”. When this occurs the agent
triggers Algorithm 6 which adds new nodes to our model using the method described
in Chapter 3.
The algorithm 6 goes through the set of rules R which have previously been possible messages of a correction. It checks if its grounding models believe one of the
colours relevant to the correction would accurately describe one of the objects which
were acted upon. If so the agent will update its model by adding the nodes shown in
Figure 4.3. The semantics of the NoCorr(a1 ) node is simply that no rule which is in the
goal is violated, the remaining nodes function as described in Chapter 3. After adding
nodes for any relevant rules the agent performs an inference to try infer the colour of
the objects and the agents beliefs about which rules are in the goal. As we can see this
might mean the agent adds new data to its grounding models or it could make the agent
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NoCorr(a1 )

r1r,b ∈ G

VD (r1r,b , a1 )

red(o1 )

blue(o2 )

F(o1 )

F(o2 )

Figure 4.3: The nodes added to the probabilistic graphical model after no correction
r,b

occurs and the agent believes o1 is red and r1 might be in the goal.

Dataset

Correction Only

Use Assent

Two Rules

24 ± 13

16 ± 6

Three Rules

38 ± 18

29 ± 13

Table 4.3: Mean and standard deviation of terminal regret for agents either exploiting the
teacher’s silence inferring it means assent and an agent that learns only from correction.

believe a certain rule is not in the goal.

4.2.2

Experiment

For this experiment we test the hypothesis that exploiting the teacher’s silence, implying assent, will enhance data efficiency, i.e. allow the agent to succeed in its domainlevel task with the aid of fewer corrections. We compare the Language Agent from
Chapter 3, which does not update its model when there’s implied assent, to an agent
that does, as described above. We compare the two agents in the same two trials as
for the experiment in Chapter 3. The agent’s cumulative regret is shown in Figure 4.4
with the difference in terminal regret visualised in Figure 4.5 and summarised in Table
4.3. The paired t-test shows a significant improvement from exploiting the teacher’s
implied assent (t = 5.42, p = 4.16e−7 ).
Assent benefits the agent by providing evidence that supports inferences as to
which rules are not in the goal and it also provides additional positive exemplars of
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(a) In this trial each goal contains two rules.

(b) In this trial each goal contains three rules.

Figure 4.4: Experiment comparing an agent updating only on corrections against updating on the teacher’s silence, which implies assent. Results are mean regret and
standard deviation over 50 trial.
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function H ANDLE A SSENT(a, (x, y))
Xt = Xt−1
for r ∈ R do
c1 , c2 = r.colours
if P(c1 (x)|F(x)) > τ ∨ Pt (c2 (y)|F(x)) > τ then
Pt = B UILD M ODEL(Pt , r, (x, y))
Xt = Xt ∪ {Corr(u, a) = False, F(x), F(y)}
end if
end for
U PDATE G ROUNDING M ODELS(Pt , Xt )
U PDATE G OAL(Pt , Xt )
end function
algorithm 6: The process the agent goes through to update its models given the teacher
does not correct the agent.

colours: e.g., if the agent believes r2r,b is in the goal and a block o1 is placed on something which is almost certainly blue, then silence implies o1 is red. We can actually
see this take effect by comparing the mean F-score of the agents’ final grounding models. For the agent we saw that the Language agent had mean F-score around 0.93 in
Chapter 3, while the agent that learns from assent reaches 0.95, clearly resulting from
the availability of more data with fewer corrections.
This relationship between correction and assent is important since by default corrections will generate negative exemplars while assent will generate positive exemplars. In Chapter 6 this is even more clear: a correction will often tell the agent that in
a certain context there is a specific expected behaviour. When a correction occurs the
context is true but the behaviour is false (or incorrect). For this reason corrections will
give positive exemplars for the context but only negative exemplars of the behaviour.
Assent, on the other hand, can provide positive exemplars of the behaviour (when the
context is true). Positive exemplars will generally be more valuable for updating the
agent’s knowledge.

4.3

Using Anaphora to Resolve Ambiguity

In this third experiment we extend the set of moves the teacher has available to it. We
add two new phrases: “no, that is wrong for the same reason” and “no, that is not red
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Figure 4.5: This box plot shows the difference in terminal regret between using assent and not (correction only). Positive values indicate that correction only has higher
terminal regret than using assent.

again”. Both phrases are examples of anaphora, i.e. their interpretation depends on
a previous utterance. Previous work on anaphora have focused on referring expressions (Williams and Scheutz, 2018; Fang et al., 2013)—in particular pronouns such as
“it”—trying to identify particular objects in a scene from descriptions such as “in the
cluster of orange objects at the bottom, it is the top object” (Fang et al., 2013). Our
anaphoric expressions have richer linguistic content than pronouns: such expressions
trigger presuppositions (van der Sandt, 1992), whose context-specific interpretations
are dependent on identifying how they coherently contribute to the prior discourse
(Asher and Lascarides, 1998).
Specifically, the utterances we consider, repeated here: u4 = “no, that is wrong for
the same reason” and u5 = “no, that is not red either” (or any other colour) presuppose
a previous error which has been repeated. u4 does this by presupposing a previous
reason for correction and indicates that this has been repeated. u5 is more specific. It
also pre-supposes a previous error but it indicates that it is a repeat of a situation which
was “not red”.
In line with existing coherence-based theories of discourse (eg., Hobbs (1985);
Kehler (2002); Asher and Lascarides (2003)) we assume that any utterance containing
an anaphoric expression or presupposition must be coherently connected to the unit
that contains its antecedent. Thus u4 or u5 must coherently attach to more than just the
agent’s latest action a; it must also attach to a prior utterance—which is why it would
sound wrong to start a dialogue with u4 or u5 . To correctly infer the meaning of these
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utterances a listener must identify which prior utterance they attach to. Constraints on
which parts of an embodied dialogue context the current utterance can coherently connect to are not yet fully understood (though see Hunter et al. (2018) for initial work).
We therefore take a very permissive approach: in principle, u4 or u5 can coherently
attach to any prior dialogue move. However, in line with all coherence-based theories
of discourse interpretation, we adopt a preference for attachment to the most recent utterance u that supports a coherent interpretation and in particular supplies the required
antecedent, e.g., an utterance which provides a previous reason for u4 . So, an utterance
of the form u4 or u5 attaches with correction to the agent’s latest action a, but also to
the most recent prior utterance u where a coherence relation R(u, u4 ) (or R(u, u5 )) can
be established and where there is an antecedent in u to the anaphoric expressions in u4
or u5 .
The utterance u4 can be interpreted as an elaboration of any prior correction u:
even if u were simply the expression “no”: thanks to (3.5) a violated rule r can be
accommodated as part of the content of u precisely because it corrects an agent’s (prior)
action. Thus in the following dialogue:
(3)

a. put(o1 , o2 )
b. “No, put green blocks on orange blocks”
c. put(o3 , o4 )
d. “No, put red blocks on blue blocks”
e. put(o5 , o6 )
f. “No, that is wrong for the same reason”

(3f) attaches to the action (3e) with correction and also to (3d) with elaboration because (3d) is more recent than (3b).
The connection elaboration(d, f ) establishes a relationship between (3d) and (3f)
which implies that the reason for the correction was the same in both situations.
This means that the teacher’s intended message m chosen from the possible messages
r,b
M(u) = {rr,b
1 , r2 } must have been violated by both of the actions (3c) and (3e). This

constrains the possible colours of o3 , o4 , o5 , and o6 , in particular, it means that either
both o3 and o5 are red or both o4 and o6 are blue. This differs from the interpretation
of a similar dialogue where the teacher repeats the same corrective utterance of saying
(3f):
(4)

a. put(o3 , o4 )
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b. “No, put red blocks on blue blocks”
c. put(o5 , o6 )
d. “No, put red blocks on blue blocks”
Utterance (4d) does not feature a presupposition requiring an antecedent, and so coherence does not demand that it be related to (4b). Thus the ambiguities in (4b) and
(4d) may resolve in different ways. For example, the reason for correction expressed
r,b
by (4b) could be rr,b
1 while for (4d) it could be r2 without violating any constraints

imposed by coherence. Thus saying “no, that is wrong for the same reason” imposes
additional constraints on the interpretation of the corrections by linking two actions
together explicitly thus reducing the amount of ambiguity.
The utterance u5 = “that is not red either” requires an antecedent individual that is
not red. With this in mind, consider the following dialogue:
(5)

a. put(o1 , o2 )
b. “No, put orange blocks on red blocks”
c. put(o3 , o4 )
d. “No, put red blocks on blue blocks”
e. put(o5 , o6 )
f. “No, put purple blocks on pink blocks”
g. put(o7 , o8 )
h. “No, that is not red either”

The utterance (5h) corrects action (5g), and coherence demands that it also attach to a
prior utterance that entails that something is not red. It must also attach to a previous
utterance. It cannot attach to (5e) because the utterance does not express a rule which
refers to a red object, so it is not a valid antecedent for the anaphoric expression in (5h).
On the other hand, if the agent’s beliefs are consistent with resolving the ambiguity in
(5d) to rr,b
2 , then by (3.7) this move provides an antecedent that’s not red—namely o3 —
and moreover it supports an elaboration relation between (5d) and (5h). Thus discourse
coherence results in (5h) attaching to (5d) with elaboration, the ambiguity in (5d) is
resolved to rr,b
2 , and hence (via equation (3.7)) o3 and o7 are not red and o4 and o8 are
blue. In this way saying u5 has helped the agent resolve the ambiguity of a prior move
while also constraining the interpretation of the action it corrects to be the same as for
the previous move it attached to.

4.3. Using Anaphora to Resolve Ambiguity

4.3.1

85

Updating the Model to Handle Anaphoric Expressions

When the teacher utters the anaphoric expressions u4 and u5 the agent must update
its beliefs based on these new utterances. In particular, the agent’s probability models
must be updated to deal with the new message. Both u4 and u5 attach to a previous
utterance u through an elaboration relation. In this thesis we assume that the teacher
follows the rules for coherently uttering u4 or u5 as established in the previous section.
For this reason the agent can follow a simple rule based method for identifying which
previous utterance the anaphoric correction connects to. If it is u4 it will be the most
recent correction and if it is u5 it is the most recent correction for which red is a relevant
concept.
For this section we will use u4 as an example, however, unless explicitly specified
the method applies equally to u5 . So, in our example u1 =“no, red blocks should be on
blue blocks” is uttered first correction a1 = put(o1 , o2 ) followed by u4 correcting a2 =
put(o3 , o4 ). From the semantics of coherence established in the previous section the
utterances are connected through Elaboration(u1 , u4 ) which means that a1 and a2 both
violate the same rule, however, it is still ambiguous which rule in M(u1 ) is violated by
both actions. To build a model for resolving this ambiguity the agent begins by adding
to its probability graph the same nodes as it would have, had the teacher repeated u1 ,
resulting in the graphical model shown in Figure 4.6
As such, the first step in resolving this ambiguity is by adding the same nodes to
the graph as would be added if the teacher had repeated u1 . This would result in the
graphical model shown in Figure 4.6. The next step is to integrate the fact that the
elaboration requires both actions to be violating the same rule. We do this by adding a
factor Elab(u1 , u4 ) which connects the two models with a factor:
r,b
r,b
r,b
P(Elab(u1 , u4 )|V (rr,b
1 , a1 ),V (r2 , a1 ),V (r1 , a2 ),V (r2 , a2 ))

(4.2)

r,b
The factor gives probability 1 to any state where V (rr,b
1 , a1 ) = True and V (r1 , a2 ) =
r,b
True or V (rr,b
2 , a1 ) = True and V (r2 , a2 ) = True and gives probability 0 to any other

state. The resulting probability model is shown in Figure 4.7.
For u5 = “no, that is not red either” the same elaboration factor is added to the
graphical model. Additionally, the agent knows that the objects which could be red are
“not red”. In our example using u1 we could in theory have that o2 is red, however, it
would not be relevant to rules in the teachers potential message, so the agent can infer
that o1 is the object which was not red and since this situation is “not red either” it
means that o3 must also be not red. For this reason the agent can add red(o1 ) = False
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Corr(a1 , u1 )

Corr(a2 , u4 )

rr,b
1 ∈G

r2r,b ∈ G
VD (rr,b
1 , a1 )

VD (r2r,b , a1 )

VD (r1r,b , a2 )

VD (r2r,b , a2 )

red(o1 )

blue(o2 )

red(o3 )

blue(o4 )

F(o1 )

F(o2 )

F(o3 )

F(o4 )

Figure 4.6: The graphical model after two actions a1 = put(o1 , o2 ) and a2 = put(o3 , o4 )
have been corrected first by u1 =“no red blocks should be on blue blocks” and then

u4 =“no, that’s wrong for the same reason” but without establishing an elaboration relationship between the two

Dataset

NA

A

NA+A

A+A

Two Rules

23 ± 13

22 ± 15

16 ± 6

15 ± 6

Three Rules

38 ± 18

36 ± 16

29 ± 13

27 ± 11

Both r1 and r2

18 ± 8

13 ± 7

12 ± 4

10 ± 5

Table 4.4: Mean and standard deviation of terminal regret for the agents which learn
from teachers either using anaphoric expression or not doing so.

and red(o2 ) = False its observed evidence. The agent can then resolve the ambiguity
as to which the intended message is (to rr,b
2 in this case).

4.3.2

Experiments with Anaphoric Expressions

The hypothesis we test in this experiment is that learning from a teacher which uses
anaphoric expressions such as u4 and u5 will allow the agent to learn faster as it reduces
the ambiguity the agent must handle. We compare trials where the teacher uses the
anaphoric expressions against trials where it does not. In addition we test this with
the agent which learns from assent from the previous experiment and the one which
does not from Chapter 3. We test this hypothesis on three different trials. The first
two are the same as for our experiments with assent (see Section 4.2.2). The third trial
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Elab(u1 , u4 )

Corr(a1 , u1 )

Corr(a2 , u4 )

rr,b
1 ∈G

rr,b
2 ∈G
VD (rr,b
1 , a1 )

VD (rr,b
2 , a1 )

VD (rr,b
1 , a2 )

VD (r2r,b , a2 )

red(o1 )

blue(o2 )

red(o3 )

blue(o4 )

F(o1 )

F(o2 )

F(o3 )

F(o4 )

Figure 4.7: The graph after two corrections where the second correction is an elaboration.

consists of planning problems where every goal contains both the r1 and r2 rule for a
pair of colours, for example, both r1red,blue and r2red,blue . We chose this trial to increase
the amount of time where the ambiguity between the two rules is relevant. If the rules
in the goal reference completely different colours then the agent might quickly learn
that a particular correction always resolves the same way (by updating its belief about
which rules are in the goal), however, when both the r1 and r2 form is in the goal the
agent will have to keep resolving this ambiguity throughout the training process.
The results are shown in Figure 4.8 with the difference in terminal regret visualised
in Figure 4.9 and summarised in Table 4.4. For the first two trials, anaphora provides a
very slight improvement, which is not quite significant (t = 2.4, p = 0.16). However, in
the third trial where forms r1 and r2 are contained in the goal, the improvement is large
and significant (t = 4.57, p = 1.39e−5 ). This is supported by the evidence in Figure
4.9: we see that the difference in terminal regret is higher in about 75% of runs (25th
percentile is the bottom of the box in the boxplot) for both the agents using Anaphora
for the third trial, but for the other two the median difference lies around 0 implying
the Anaphora did not consistently help. We can, however, see a set of outliers both in
the positive and negative direction where there is a very large difference in outcome.
It is unclear why this has occurred, it is possible that these outliers represent a smaller
set of problems where the ambiguity was more pronounced due to the combination of
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(a) In this trial each goal contains two rules.

(b) In this trial each goal contains three rules

(c) In this trial each goal contains a pair of r1 and r2 rules with the
r,b

r,b

same pair of colours, for example r1 and r2

Figure 4.8: Mean and standard deviation of cumulative regret over 50 trials. Compares
situations where the teacher either does or does not use anaphora. The agent additionally either updates on teacher silence or does not, as in the previous experiment.
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Figure 4.9: This box plot shows the difference in terminal regret comparing agents
which use anaphor and do not use anaphor (with or without using assent). Positive
values mean the No Anaphor agent had higher terminal regret than the Anaphor agent.
The labels are NA for No Anaphor and A for Anaphor and finally +A means using assent.

rules which was present, but we have not verifed this and can therefore only say that
we did not observe a significant improvement in these experiments.
The quality of the grounding models does not change perceptibly between Anaphora
and No Anaphora agents for the first two trials, however, for the third trial there is a
more noticeable difference. When not using assent the mean F-score of the grounding
models are 0.925 for No Anaphora and 0.944 for Anaphora but when using assent the
difference is much smaller: 0.940 and 0.942 respectively.
These results are empirical evidence that exploiting anaphora can have a strong
positive effect, allowing the agents to learn more effectively. This is consistently true
if the agent is placed in situations where ambiguity is heightened which makes sense
since the anaphoric expressions we cover help the agent reduce ambiguity. However,
in our more general datasets there was not a significant difference. The situation where
these expressions will be most useful are early on in the agent’s learning process when
it has very limited knowledge of how to ground colours. The expression u5 , especially,
will quickly give the agent important information about which rules are in the goal.
We’ve also shown that anaphora can be easily integrated into our framework, which
is important for ITL since people frequently use anaphoric expressions. It should,
however, be noted that anaphora will not reduce ambiguity in all contexts: utterances
such as “put those blocks on green blocks” involves the difficulty of interpreting what
“those blocks” refers to. We leave dealing with this type of anaphora to future work
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and refer readers to, for example Williams and Scheutz (2018) for further discussion
on this topic.

4.4

Conclusion

In this chapter we have explored three different ways in which the agent can further
exploit observed evidence in the teacher’s reactions to its moves: by exploiting additional entailments, by learning from the teacher’s silence as implied assent, and by
having the teacher use anaphoric expressions to reduce ambiguity for a new correction.
We showed that each of them could help the agent learn faster. Exploiting additional
entailments gave additional training data for the agent to learn grounding with. Exploiting assent could both provide additional training data but could also help the agent
discount particular rules from being part of the goal. The teacher using anaphoric expressions could help the agent resolve the ambiguity of the teacher’s intended message.
With all of these experiments we see that it is extremely difficult to decide, a priori,
which pragmatic inferences are worth exploiting in ITL and which are not. We’ve
explored the issue within just a single planning problem: in a blocks world with rules
about which colour block can be on top of another. Even so, the experiments reveal that
there are few generalisations to be had about which pragmatic entailments of coherence
improve performance in ITL, and which do not.
An important takeaway from this chapter is that we show that the improvements
gained through pragmatic coherence may only occur under specific conditions or come
at a cost. With our first experiment we showed that different entailments can come at
significant increase in computational cost, which may be too much to bear. In the third
experiment we showed that the ambiguity reducing anaphoric expressions helped in
situations with high levels of ambiguity, but had no significant effect in general. This
shows that utilising coherence may not be universally improving since there is a cost to
modelling it. It will be a design question when constructing ITL system as to whether
the associated cost can be borne by the system and the answer may ultimately be an
empirical question which needs to be answered on a system by system basis.
In the next chapter we will drop one of the central assumptions we have made about
the teacher’s dialogue strategy. So far the teacher will always give a timely correction
as soon as the agent makes a mistake. However, in human dialogue a teacher may
not follow the exact dialogue strategy that the agent expects. The teacher may make
mistakes or the timing of feedback might be different from what the agent expects.

4.4. Conclusion
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In the next chapter we look at how the agent could handle learning from corrective
feedback in such situations.

Chapter 5
Learning from an Imperfect Teacher
5.1

Introduction

Up until now the teacher has followed a perfect, well defined strategy for correction
when interacting with the learning agent, who is aware of that strategy. The learner
has exploited its knowledge of the teacher’s strategy and the fact that it is deterministic
to make its inferences. However, while the strategy the teacher follows is grounded in
the theory of coherence, when speaking to a real human teacher it is unlikely that the
teacher would perfectly follow a deterministic strategy.
Many different complications could arise when interacting with a human teacher
which would cause the agent problems. There is an issue of timing, where our agent
assumes the teacher will always correct an action as soon as it is relevant to do so, but
it is possible that the teacher misses their opportunity to provide a timely correction
in which case the agent would have to figure out if the correction is relevant to the
most recent action or not. The teacher could also make genuine mistakes: perhaps
misinterpreting the intention of an action, misreading a situation, or simply missing a
mistake all together. For example, in our blocks world domain, detecting an indirect
violation can be tricky as it requires reasoning about all possible future actions. In
more complex domains it could be difficult to identify exactly which action is the first
mistake. For example, in a game of chess it may only later become apparent that an
earlier move was a mistake (Dégremont et al., 2017).
In this chapter we deal with two ways in which the teacher does not follow the
dialogue strategy defined in Chapter 3: completely missing corrections and performing
corrections when the most recent action is not a culprit in violating a rule. Missing
corrections can occur due to inattention or difficulty of spotting when a mistake has
93
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occurred, and as previously mentioned, we believe this would happen most often in
the case of indirect violations in our problem. The second type of error, which we will
call “adding” a correction could happen also due to inattention or human error. Missing
corrections may also co-occur with adding a correction if a teacher notices a mistake
and attempts to recover from it. In its simplest form this could be a problem with turn
taking. In our experiments we assume that the agent waits for the teacher to respond
but this would take too long in general. So, the teacher may only give the feedback
after the agent has already taken the next action, so the agent would have to figure out
what action the teacher is actually giving feedback to. Knox and Stone (2009) call this
“credit assignment” and identify it as a significant consideration to account for when
learning from a teacher’s feedback when it occurs in real time. The teacher could also
straight up miss a mistake and only notice it later on. When they notice the mistake the
response could simply be to correct the agent at the point of noticing, and if the teacher
expresses the correction in the same way as they would normally, the agent would have
to figure out if the correction connects to the most recent action or to a previous action.

When the agent cannot be certain that the correction connects to the most recent
action it cannot rely on the certain inferences it was making in the previous chapter, it
must instead reason about whether it does connect to the most recent action or which
action it does connect to. If the teacher is making mistakes of missing corrections
and adding corrections the agent can no longer assume that silence necessarily means
assent. Further, if the teacher adds corrections the agent cannot assume that when a
correction is uttered that the most recent action violates a rule. A teacher could in
principle signal to the agent which part of the tower it was correcting, which would
lead to the agent being able to learn in the same way as in Chapters 3 and 4. But we do
not explore this strategy here, for learning then would be equivalent to the experiments
we’ve already conducted. Rather, we are interested in situations where the agent cannot
be certain about how the teacher’s correction connects to the previous actions.

In this chapter we hypothesise that learning will greatly suffer if the agent ignores
the fact that the the teacher’s utterances may not connect coherently to the latest action
as it may end up making updates to its models based on false information. However,
if the agent is given the ability to reason about whether a particular utterance connects
coherently to the previous action then it will be able to detect the teacher’s “mistakes”
and still learn successfully.

5.2. Updated Dialogue Strategy

5.2
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Updated Dialogue Strategy

The underlying teacher strategy is the same as in Chapter 3. The teacher will correct
actions through utterances u1 = “no, red blocks should be on blue blocks” and u2 =
“no, no more than two red blocks in each tower” while also indicating if the rule is
violated directly or indirectly by either pointing at the tower or the table. The change
is that the teacher will no longer perfectly time the corrections as in previous chapters.
They may miss a situation where there should have been a correction and they may
add a correction in a situation where the current action is not actually violated (but a
prior action was). Given that there could be a direct violation and an indirect violation,
there are four ways in which the teacher can deviate from the strategy in Chapter 3:
1. Missing Direct Violations (MD)
2. Adding Direct Violations (AD)
3. Missing Indirect Violations (MI)
4. Adding Indirect Violations (AI)
In this chapter we assign a probability to the teacher acting in each of these ways, e.g.
we assign a probability PMD which represents the probability that the teacher misses a
direct violation while PAI is the probability that the teacher adds an indirect violation.
This means we can control the way in which the teacher is faulty. We could have a
teacher with PMI = 1 and PMD = PAD = PAI = 0, who misses every indirect violation
but performs direct violations perfectly or a teacher who misses direct violations but
never adds them: PMD = 0.1 and PAD = 0.
These probabilities of failure apply in any situation where the agent would normally
make a relevant move. So PMD applies any time a rule is directly violated. Our teacher
agent notices that a direct violation should be given in this situation but it would then
“forget” to correct with probability PMD . PMI will be used when a rule is indirectly
violated and PAD and PAI apply any time no rule is violated. When adding corrections
we have programmed the agent to only reference rules which are actually part of the
goal, however, in principle any rule could be added in this situation.

5.2.1

When a Completed Tower Contains Mistakes

In previous chapters the agent would never get to a stage where it had completed a
tower which contains errors which the teacher has not corrected. With a faulty teacher
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this is no longer true. Since the teacher can miss corrections the agent can continue
performing actions until all blocks are in a tower, but the towers do not comply with the
rules due to a previous mistake. We could handle this situation in different ways. The
two main options are 1) allowing the agent to move on to the next planning problem
instance with a faulty tower or 2) attempt to recover from the error so as to ensure the
tower is always completed. If we ignore the error and move on to the next problem
instance then some penalty would have to be applied, otherwise a comparison would be
impossible between agents learning from different teachers. For example, if the agent
is never corrected it may just make a single mistake in a tower and move on while
an agent that is corrected may require several attempts to rectify the mistake, leading
to the second agent being given a worse score, even though this does not reflect the
second agent necessarily being worse than the first one. However, it is tricky to figure
out what penalty to give the agent, how can we predict how many mistakes an agent
would have made in an attempt to recover from the error? Further, applying a penalty
in this way could unfairly penalise the agent for the teacher’s mistake (since it would
be unaware of its mistake without the teacher’s help). For this reason we decided to
take the second approach, we force the teacher and agent to reach a situation where the
tower is completed without any errors 1 .
To allow the teacher and agent to recover from this situation we add a new move
which will only be used when all blocks are in towers but where an error remains uncorrected. The teacher will then say “o1 and o2 are incorrect because red blocks should
be on blue blocks” or “o1 is incorrect because there can be no more than 2 red blocks in
the tower” where the teacher indicates which blocks o1 and o2 are through pointing. In
other words, the teacher will point out a mistake in the tower, pointing at the relevant
blocks and specifying which constraint was violated.
The semantics of the move are straight forward. It will tell the agent what the actual
colours of the relevant blocks are, i.e. red and blue when r1red,blue or r2red,blue are violated
or just red if it was r3red,2 . Since the agent will now know the colour of the additional
objects it should be able to figure out what needs to be done with them (putting them
on top of each other or removing them from the tower). However, the agent will be
unable to disambiguate between r1red,blue or r2red,blue from this move.

1 Note

that this was an experimental design decision. Our models do not require that the task be
completed in the correct manner, the models would function the same either way.

5.3. Method

5.2.2

97

Teacher Demonstration

Another change we add to our teacher is the ability to demonstrate the correct solution.
This is a natural thing for a teacher to do if it notices that a learner is not grasping what
it should do. For our learner it allows it to gain evidence from assent through seeing the
correct actions it needs to perform. While it is a natural move which is worth handling
we mainly add this for experimental design reasons. In previous chapters the agent
always knows that when a correction occurs it only has to undo the most recent move
and that the rest of the tower(s) are correct. This is no longer the case as the agent
may need to undo several previous moves to reach the correct state. This increases the
maximum possible amount of time an agent could spend on a single planning instance.
This is why we add these teacher demonstrations to set a limit on the amount of time
the agent spends on the problem. In principle the move could be triggered by the
teacher loosing patience or deciding that this move would be more helpful than some
other corrective move, or the agent could ask for help triggered by its own decision
making about when it would be valuable to do so. However, to ensure fair comparison
between agents we simply set an upper limit on the number of corrections the teacher
makes before deciding to demonstrate the solution. We set this limit to 5 corrections,
meaning that on the 6th correction the teacher will demonstrate the solution instead of
uttering a correction.

5.3

Method

Our agent from the previous chapters must be modified to handle the fact that the
teacher can make mistakes. In this section we present the ways in which we modify
our agent in order to handle the teacher’s potential faultiness.

5.3.1

Uncertain Inferences

The agent can no longer rely on the fact that the teacher’s utterance is coherent under
our original assumptions as specified in Chapter 3, i.e. that the teacher’s utterance
connects to the most recent previous action through a correction relation. It also cannot
assume that the teacher’s silence implies that no rule was violated. The semantics
of coherent correction as expressed in Equation (3.4) which requires that a rule in
the possible messages of the utterance is violated by the action which the utterance
connects to through the correction relation. So far we have assumed that it connects
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to the most recent action, however, this may no longer be true. In other words, the
semantics of coherent correction has not changed, it is still the case that a corrected
action must violate a rule. However, previously the agent could be certain that when
the teacher uttered a correction then that utterance connects to the most recent action
through a correction relation. Now, the teacher could have meant for the correction to
connect to a previous action or potentially could have made a mistake (meaning that it
connects to no action). Whereas previously we made observable the fact that Corr(a, u)
was true, i.e. that a coherent correction occurred where action a was corrected by u.
This captures two facts: that the teacher made the utterance and that that utterance
connects through correction to the most recent action. To handle interaction with the
teacher when this may no longer be the case we split these two facts into separate
concepts: CoherentCorrection(a, u) (CC(a, u)) represents the fact that it is coherent to
correct action a with utterance u using the semantics described in Equation (3.4) (i.e.
a rule which is in the goal must be violated), and secondly TeacherCorrection(a, u)
(TC(a, u)) represents that after action a the teacher uttered corrective utterance u.
Whether or not a correction is coherent has the semantics expressed in Equation
(3.4) and repeated here with the new notation:
CC(a, u) ↔

_

(ri ∈ G ∧V (ri , a))

(5.1)

ri ∈M(u)

The difference from previous chapters is that in our models it was an observable fact
whether a coherent correction had been given, since it would be true when the teacher
gave a correction and when they did not. However, now the only observable fact is the
teacher’s correction TC(a, u) which simply represents the fact that the teacher said u
after the agent performed action a.
TC(a, u) has no explicit semantics of its own, it is simply an observation. However,
unless the teacher is making completely random utterances, we can expect there to be
some relationship between observing TC(a, u) and when it would have been coherent
to utter u. In our problem this relationship is straightforward in that we know there
is a probability that the teacher will act “badly”. In other words, when it would have
been coherent to utter u given the semantics of CC(a, u) then we know that there is a
probability that the teacher will act correctly and we also know there is a probability
that it will act incorrectly. To learn from the teacher we therefore update our probability
models to capture this fact.
Figure 5.1 shows the updated model. The difference from the model presented in
Chapter 3 is simply that the variable Corr(a, u) has been split into two, one for TC(a, u)

5.3. Method
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TC(a1 , uD
1

CC(a1 , uD
1)

r1r,b ∈ G

VD (r1r,b , a1 )
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Red(o1 )

Blue(o2 )
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F(o2 )

r2r,b ∈ G

Figure 5.1: The nodes added to the probabilistic graphical model after a correction

u1 = “no, put red blocks on blue blocks” when the teacher may be faulty. Grey nodes
are observed and white ones are latent.

and one for CC(a, u). CC(a, u) functions exactly like Corr(a, u) did, requiring one of
the rules to be violated and in the goal. The difference is that in this new model it is
made latent. Instead TC(a, u) is added to represent the observed fact that the teacher
said u. The relationship between CC(a, u) and TC(a, u) is captured in the factor:
P(TC(a, u)|CC(a, u))

(5.2)

which represents how likely the agent believes it is that the teacher would give a correction if it was truly coherent to do so (although it could also be thought of as how
likely it is that a correction is coherent given that the teacher said it). This probability
can be set according to the agent’s beliefs about the teacher’s fallibility. It could be set
to a fixed value, it could be estimated empirically from observing a corpus of teaching
situations (Baarslag et al., 2016), or it could potentially be updated on on the fly in response to the teacher’s performance (although we believe this would be quite difficult
in the current set up as there would be very limited hard evidence to tell the agent if
the teacher was actually correct or not). In our experiments we set this probability to
match the teacher’s true fallibility probability.
These changes to the model can easily be transferred into any of the models presented in the previous chapters by splitting the Corr(a, u) node, whether for the r3
rules or for assent. The corresponding probability for P(TC(a, u)|CC(a, u)) can be set
to separate values for different types of correction to match the fact that the teacher
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makes mistakes with different frequencies depending on if it is a direct or indirect
violation. In particular, when the teacher’s utterance is a direct violation for u1 the
agent should look at the probability that the agent adds a direct violation as the parameter for P(TC(a, u1 ) = True|CC(a, u1 )) = 1 − PAD . However, if the teacher is silent
the agent should look at how likely it is that the teacher will miss a direct correction:
P(TC(a, u) = False|CC(a, u)) = 1 − PMD . Note that if the teacher misses indirect violations this does not actually influence the agent’s inference around assent. This is due
to the fact that the agent’s models of assent reason about direct violations. As such,
if the teacher is only missing indirect violations then any evidence it is presented with
will actually be true.

5.3.2

Approximate inference

In previous chapter we have relied on an exact inference method for estimating the
probabilities in the graphical model. Our method, as described in Section 3.3.3.1,
relies on the fact that most of the possible atomic states are zero probability. However, due to the fact that we are uncertain about if a correction is coherent or not, the
semantics of coherence will not be able to completely rule out as many states as before. This possibly expands radically the number of non-zero states because what was
a monotonic inference (e.g., that the latest action a is not part of a valid plan) is no
longer a monotonic inference: it is not certain, just likely (and how likely depends
on how fallible the teacher is). For this reason we have updated our inference engine
to be approximate, optimising for a constant (controllable) memory cost as well as a
manageable running-time .
Our approximate inference algorithm changes the inference algorithm described in
Section 3.3.3.1 by restricting the size of the beam. Instead of keeping track of the entire
set of non-zero probability atomic states we only keep the top N. The algorithm (shown
in Algorithm 7) takes as input the current probability model, the observed evidence,
the current beam, and some method for identifying the most recently added piece of
the model. The algorithm begins by identifying the non-zero probability states of the
newly added part of the model, just as before. After this it moves on to combining
these new states with the ones stored in the current beam. This is done as described in
Section 3.3.3.1 by checking if all overlapping variables have the same value between
the two atomic states. If they do then the newly added combined state is evaluated
on the new model. The difference from previously is that these states are added to a
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function I NFERENCE(model, new model, observed, beams)
q ← []
nonzero ← G ET N ONZERO(old model, observed)
for s ∈ nonzero do
for b ∈ beams do
if all([p[var] = b[var] f orvarins.variables ∩ b.variables]) then
nb ← b ∪ s
p ← MODEL . P(nb, observed)
q ← HEAPQ . PUSH(q, (p, nb))
if |q| > N then
HEAPQ . POP (q)

end if
end if
end for
end for
beams ← NORMALIZE(q)
return beams
end function
algorithm 7: The algorithm for updating the set of “beams” containing the N most likely
atomic states.

priority queue which keeps track of the N most likely states. If a state does not fit in the
top N most likely states it is simply discarded. Once all states are evaluated the priority
queue is used as the new beam. The probabilities of the saved states are normalised by
summing the probabilities of the states in the beam and dividing by that sum. Clearly
this will only give an approximation of the true probability since several states may be
discarded.
The benefit of the algorithm is that the memory requirement is O(N + M) where
N is the maximum allowed number of beams and M is the number of non-zero atomic
states for a new model. Since we can control N the main potential problem for memory
is M, however, so as long as M is of a manageable size there is no problem. Luckily, in
the previous algorithms we were already dealing with finding the number of non-zero
atomic states, which involved evaluating a number of states determined by the number
of latent variables, and is therefore already small enough to handle.
The asymptotic running time of the algorithm is O(N · M). We can control how bad
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this is through controlling N. If both N and M are large this could potentially cause
inference to take very long. As such we need to consider a trade-off between the added
running time of a larger N against a lower quality approximation when N is smaller.
We found that N = 1000 gave good results within a reasonable time-frame.

5.4

Experiments

The experimental set-up is the same as in previous chapters. The agent faces 50 planning problems consisting of goals each with 50 initial states or planning problem instances. The agent learns from the teacher’s corrective feedback. To evaluate the agent
we measure regret in the form of the number of mistakes the agent makes. In previous chapters this was equivalent to the number of corrections the teacher gave but
this no longer holds since the teacher could miss or add corrections. Instead we define
a mistake as the first action which would have to be undone in order to complete the
tower, discounting subsequent actions which in isolation also violate the rule. Once the
tower has been taken back to a rule compliant state the next mistake will once again be
counted. So, for example, if the agent makes a mistake with no correction, followed
by a correct action and then another incorrect action only the first mistake is counted.
The agent would have to undo all three actions in order for the next mistake to count
again. We define mistakes in this way to avoid double counting mistakes which the
agent is unaware of due to the teacher missing them with the intent to make comparisons between teachers with different levels of faultiness more fair, to avoid penalising
an agent for the teacher’s mistakes.
In our experiments we test the hypothesis that ignoring the fact that the teacher
is faulty would cause the agent to fail to learn effectively, while allowing the agent
to reason about the teacher’s faultiness allows the agent to recover from the teacher’s
mistakes and allow it to learn successfully. To test this hypothesis we define a baseline
agent which ignores the fact that the teacher can miss or add corrections. It does this
by setting P(TC(a, u)|CC(a, u)) = 1, that is, it believes the teacher will never make
mistakes. This can cause problems for the agent as there may be situations where the
teacher ends up giving it contradictory evidence, resulting in a situation where there
are no non-zero probability explanations of the available evidence. In these cases the
agent will simply ignore what the teacher said for this planning problem instance, ask
it to demonstrate the correct solution and move on to the next instance. It does this
to avoid learning the wrong thing since it does not know which of the contradictory

5.4. Experiments

103

evidence is correct. We compare this baseline to an agent which functions as described
in this chapter which sets its belief about the teacher’s failure to the true probability of
failure.
We experiment with two different types of faulty teacher comparing them to a
teacher who makes no mistakes. The teachers vary by the way in which they make
mistakes: a teacher which only misses indirect violations and a teacher which will
both miss and add direct violations. For the teacher who misses indirect violations
we set PMI , i.e., the probability that the teacher will miss an indirect violation, to
PMI ∈ {0.1, 0.25, 0.5, 1.0} going from no faultiness to a teacher who will never give
an indirect correction. Our second type of faulty teacher will make mistakes where it
both misses and adds corrections for direct violations. As noted previously we believe
these errors would be linked as they may stem from miss timings or recovery. We
define PD = PMD = PAD , so PD sets both the probability of missing and adding a direct
correction. We vary PD =∈ {0.1, 0.25}.

5.4.1

Results

Let’s begin by looking at the baseline agent BA, which ignores the prospect of teacher
errors. The mean cumulative regret is shown in the left-hand image in Figure 5.2 with
terminal regret summarised in Table 5.1. A pairwise t-test and significance threshold
p < 0.01 shows all terminal regrets for faulty teachers are significantly higher than
the faultless one (this test is performed on the terminal regret over the same planning
problem on the two different teacher types). Learning seems more stable when the
teacher misses indirect violations—the increase in terminal regret is small and curve’s
shape is similar to the faultless teacher. But the teacher that makes direct violation
errors creates a much higher mean terminal regret as can be seen in Figure 5.3. This
implies that a teacher which misses these indirect violations, which we have identified
as more complicated to notice, will not have a detrimental impact on the agent’s ability
to learn, it still manages to learn the task successfully, just more slowly given that it is
missing additional opportunities for evidence.
Now compare the agent BA with the mistake aware agent MA that reasons about
potential teacher errors, the results of which are on the right in Figure 5.2. Like BA,
MA’s terminal regrets are significantly higher between faultless vs. faulty teachers, and
there’s little difference between BA vs. MA when the teacher errors are only indirect
violations. This is presumably because this type of fault guarantees corrections are

104

Chapter 5. Learning from an Imperfect Teacher

coherently related to the latest action. The big difference between BA and MA occurs
when the teacher makes mistakes with direct violations. The shapes of their curves are
different and, especially for PD = 0.25, the mean terminal regret for BA is much higher.
Figure 5.3 shows why: it compares the difference between the terminal regret for the
faultless teacher vs. the faulty one. For BA there is a much larger spread of outcomes,
with a long tail of very high regrets. The results for MA reside in a much narrower
region. This implies that BA performs extremely badly in a many cases, while there
are far fewer of these catastrophic failures for MA. So the agent being mistake-aware
makes its learning process more stable: it reduces the risk of incorrect inference and it
can recover from cases where the teacher gives bad advice.
To check if the agent being aware of the teacher’s mistakes actually makes the
agent learn the task more successfully we test the agent’s ability to classify colour
terms at the end of the 50 planning problem instances. To do this we create a dataset of
colour terms, generating 100 examples of each colour category. We then evaluate the
f-score of each colour classifier on the task of classifying each of the 100 examples as
either of that colour or not. The results are shown in Figures 5.4. The agent learning
from the faultless teacher reaches 95% classification F-score. We see that both agents
reach around the same F-score when learning only from missed indirect corrections,
indicating that the additional time it takes the agent to learn the task is from being
given fewer opportunities to learn, but once the agent is given the opportunities it still
manages to learn the correct classifiers. However, when dealing with direct violations
the baseline agent has a significant hit to F-score, going down 10-20%. When the agent
is aware of the teacher’s mistakes the final F-score is not much lower than for the agent
learning from the faultless teacher. This clearly shows that the agent is helped by the
changes we add in this chapter. What we add is the ability for the agent to discount
evidence which is contradictory which avoids adding as many incorrect data points.
Ultimately this has lead to the agent managing to learn to perform grounding more
effectively when it can do this reasoning than when it simply ignores the teacher’s
mistakes.

5.5

Conclusion

In this chapter we addressed what would happen if the teacher’s strategy does not
match the agent’s expectations of coherence. The teacher sometimes does not correct
the agent when a rule was violated or adds corrections when an action does not vio-
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Figure 5.2: Cumulative regret for various types of teacher errors. On the left the agent
ignores the teacher’s faultiness; on the right it does not.

Figure 5.3: The difference in terminal regret when dealing with a faulty teacher vs. a
faultless teacher, comparing the baseline BA to the mistake-aware agent MA.

Agent

PD = 0.25 PD = 0.1 PMI = 1.0

PMI = 0.5

PMI = 0.25 PMI = 0.1

faultless

BA

66 ± 66

34 ± 31

35 ± 22

26 ± 16

18 ± 14

15 ± 9

12 ± 7

MA

47 ± 33

34 ± 25

35 ± 22

26 ± 16

18 ± 14

15 ± 9

12 ± 7

Table 5.1: Mean and standard deviation of terminal regret for experiments with our
Baseline (BA) and Mistake Aware (MA) agents learning from teachers with varying levels of faultiness.
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Figure 5.4: Mean F-score of the colour models at the end of the experiments for the
planning problems with one rule.

late a rule. Our experiments showed that when the teacher misses corrections due to
indirect violations of rules then the agent still manages to learn successfully. However,
if the agent ignores the teacher’s mistakes on direct violations then its performance is
significantly impacted. To combat this we change our models to separate two concepts
which were previously viewed as the same: whether the teacher corrected the agent
and whether it was coherent (or correct) to do so. We link these concepts together
through the agent’s belief about how often the teacher will mistakenly give corrections. Through reasoning about the teacher’s faultiness we see that the agent improves
its ability to learn the planning problem when the teacher makes mistakes, even though
it clearly takes longer than just learning from a faultless teacher.
Our approach in this chapter is to modify the agent’s level of certainty about if it can
trust the teacher’s utterance. In previous chapters it believed the teacher 100%, which
was a valid belief given that the teacher was flawless. However, by reducing the agent’s
level of belief about the teacher’s correctness interpretations of the evidence which
would previously have had 0 probability will now have a (low) non-zero probability.
However, together with the agent’s knowledge of grounding it might be able to realise
that the objects involved in the corrected action have almost no chance of actually
being ones which should be corrected. Further, the agent would also be able to handle
contradicting evidence which would cause an agent that believes the teacher to fail.
Although not completely accurate as a comparison we could see this as similar to an
η-greedy policy where the agent keeps some probability mass for what it perceives
to be sub-optimal actions but keeps the majority on its stronger choices. However,

5.5. Conclusion

107

instead of being about the agent’s choice of action it is about the agent’s interpretation
of the available evidence. It basically “explores” the possibility that the teacher might
have given it bad data. This makes the agent more robust when the teacher is actually
wrong.
The way in which the teacher makes mistakes in this chapter is specific to our
problem. In reality it may be difficult to lay out exact probabilities for when a teacher
would make mistakes, or even to so neatly classify the mistake the teacher could make.
However, what this experimental set-up shows is that the agent can learn from the
teacher even if it has to ignore some of what the teacher says when it cannot interpret
what the teacher meant (or because the teacher was giving it the wrong information).

Chapter 6
Learning the Manner of Execution
Through Correction
6.1

Introduction

In this chapter we extend the ideas developed in Chapter 3-5 into a new domain where
the agent must learn the manner in which an action is performed. The expected manner in which an action is performed can vary depending on the context in which it is
performed, where the context might include the tools used to perform the action or
what the action is being performed on. For example, when wiping something clean the
exact manner in which the action is performed will depend on what is being wiped and
with what. So when wiping marker off a table the expected manner of wiping might
be to press down firmly and rub back and forth quickly, however, when wiping away
spilled almonds the same action would be severely unhelpful with the desired manner
being a gentle and slow wipe. An agent that learns to perform wiping actions would
have to learn in which context it needs to perform the actions differently.
Learning the manner in which an action is performed means learning different
trajectories, amounts of energy, and speed for the robot’s actuators. Hristov and Ramamoorthy (2020) address this task through demonstrations which are labelled with
specific behaviour concepts, i.e. the manner in which the action was performed. For
example, an action may be labelled as having been performed “gently”, “firmly”,
“quickly”, etc. Their model uses these labels to encode a behaviour into a disentangled latent feature space where each dimension represents an interpolation between
two behaviour concepts, for example, one dimension might have high values represent “firm” and low values represent “gentle”. Values in between should represent
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a smooth transition between firm and gentle behaviour. Another model is trained to
generate behaviours from points in “behaviour space”, so if a point is selected which
corresponds to “gently and quickly” then the generator model generates a trajectory
which it believes is performing the action “gently and quickly”. Assuming that this
model functions as intended, an agent could now be asked to perform an action in a
manner which it has not been shown before, e.g. gently and quickly, even though it has
only observed gentle and quick behaviour separately but never together.
Once a disentangled space like this exists an agent can be instructed to perform
actions in a certain manner and can therefore be taught to associate specific manners
with specific contexts. For example, it could be taught that when wiping almonds it
needs to do it slowly and gently. Learning to perform this action would be equivalent
to finding a region in behaviour space which matches the expected behaviour. The
agent would also need to be able to recognise when it is wiping almonds (rather than
milk or marker). Teaching these expected behaviours is a good fit for our correction
based methods, and it is the task we will tackle in this chapter.
In our new task the agent will be presented with different situations, e.g. different
things that need to be wiped. As in previous chapters the agent and teacher engage
in a teacher-apprentice type of interaction where the agent knows that constraints on
the manner of executing its actions exist but is unaware what the exact constraints are.
The agent will attempt to perform an action which will involve selecting a specific
point in behaviour space and generating a behaviour which matches the manner that
the point corresponds to. The teacher, who does know about the constraints, will utter
a correction if it observes an action which does not conform with the expected behaviour. The agent will then use these feedback to update its beliefs both about what
the expected behaviour is and what the natural language terms the teacher uses actually
mean. The disentangled feature space allows the agent to more easily interpret these
NL utterances since there is an analog between the teacher’s conceptualisation of manner and the agent’s model. Without this analog the teacher would not be able to rely
on language but would instead have to perform physical corrections (see for example
Fitzgerald et al. (2019)).
Our goal with this work is to create a system which takes feedback from a human teacher and learns in which situations it should perform behaviours in certain
manners. Hristov and Ramamoorthy (2020) creates a model which allows for an interpretable feature space which can be used to generate specific manners of performing
a behaviour, but does not touch on how the agent selects which manner to perform
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in a particular situation. We attempt to answer the question of how the agent would
select the correct manner and learn in which situations it should perform it. Ideally
this would mean that we would be using the models presented by Hristov and Ramamoorthy (2020), meaning that we have an interpretable feature space for generating
behaviours conforming to particular descriptions. However, due to the nature of how
the model is trained there is no guarantee that this generation model will function
perfectly, there may not be a smooth transition between two concepts (e.g. between
fast/slow), and there may be combinations of behaviours which the system is unable
to generate. If this is the case an agent would have to disentangle whether the reason
it was wrong was because the underlying model and feature space are wrong, or if it
was because the agent’s decision making about which point in feature space to generate from was wrong. To avoid solving both of these problems at once we create a
behaviour space which has a deterministic mapping between behaviour and behaviour
space. This allows us more control over our experiments as we develop methods for
the agent to learn to make the right decisions. We leave it to future work to integrate
this method with the actual behaviour space models.
In this chapter we handle two types of corrective feedback. Firstly, corrections
which express the full extent of the violated constraint, as in previous chapters. For example, in the wiping task the teacher could say “no, wipe almonds gently and slowly”,
which expresses both the context in which the action is expected and what the expected manner of execution is. Secondly, we handle under-specified corrections which
express only what the expected manner of execution is but not in what context it is expected. For example, the teacher might say “no, wipe gently and slowly”, and the agent
would have to infer in what contexts (apart from the one in which the correction was
expressed) the agent is expected to perform the behaviour in this manner. This type of
under-specified feedback is a natural way for people to express feedback (Lascarides
and Asher, 2009) that creates significant problems for an agent to learn since it introduces potentially unlimited ambiguity. The context in which the behaviour is expected
could be any aspect of the current situation: it could be because of the almonds or the
fact that it is using a sponge, or even because it is Tuesday. The agent would have to
reason about these possibilities and infer which is the correct level of generalisation.
We test one main hypothesis in this chapter, namely whether learning from contentful corrections is more data efficient than learning from just the word “no”. This
is the same hypothesis as in Chapter 3, and we seek to provide additional support for
this hypothesis in a new task. We also present ablation experiments where we show
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Figure 6.1: Five examples of different curves representing the manner in which the
agent performed an action. Darker red colours represent lower energy, lighter yellow
colours represent high energy. Few dots represent slow actions while more dots represent fast actions.

that particular parts of our approach provide important information which significantly
improves the ability for the agent we build to learn.

6.2

Task: Learning the Manner of Execution

In our task the agent observes a visual situation, consisting of a shape and colour. It
must then select a manner in which to execute its action, which is equivalent to selecting a point in a disentangled space, which we call behaviour space, where each
dimension represents a dimension in the manner an action is executed, e.g. the speed
of the action or the amount of energy used. The teacher expects the action to be performed in a certain manner depending on the situation. These expectations constrain
the correct behaviour and are analogous to having almonds be wiped gently and slowly.
Each constraint consists of a context in which the behaviour is expected and a manner
in which the action should be performed. The context is expressed in terms of the
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Figure 6.2: Examples of colours and shape situations as presented to the agent.

shape and colour of the object in the visual scene while the manner is expressed in
terms of behaviour concepts (adverbs), such as “gently” and “quickly”. The agent
starts out aware of how to ground shape but unaware of how to ground colour terms
(it is unaware of both what colour terms exist and how to ground them as in previous
chapters). It is further unaware of the expected behaviours or constraints. Finally, the
agent is unaware of how concepts, such as “gently” map to specific values in behavior
space, however, the agent is aware of on which dimension the behaviour concept is
located, e.g. it knows that “quickly” is a speed related concept, but it does not know
for which values “quickly” is true. The agent must learn all of these things through
interaction with the teacher.
In this chapter we introduce shape as a factor in our constraints. This allows us
to consider questions which arise when a teacher under-specifies the reason for a correction. In this chapter the teacher will sometimes only express what the expected behaviour is by saying, e.g., “no, gently”. Going back to the wiping analogy, when this
utterance is given and the agent has observed it was using a brush to wipe almonds, the
agent must figure out what aspect of the current situation made wiping gently necessary. Should almonds always be wiped gently? Or should the agent always use brushes
gently? Are all nuts wiped in the same manner or are almonds special? All of these
aspects are possible, but the questions are only relevant when there is more than one
relevant concept available to reason about. Thus, we add shape so the agent must reason about if colour, shape, or both meant it must act “gently”. In general the shape
concepts would also have to be grounded from their visual features. There is nothing
in our approach which stops this from being added, although additional uncertainty
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will no doubt lead to reduced performance. However, in this work we leave the shape
observable in order to focus on the problem of inferring what the correct constraints
are and partially due to time pressure.
For the task we have created a behaviour space analogous to Hristov and Ramamoorthy (2020) disentangled space which represents the manner in which an action
is performed (however, since it is pre-defined we know that the semantics of the space
holds true and that there is a deterministic mapping between a point in behaviour space
and an output behaviour). We represent three different aspects of a behaviour through
our disentangled space: the direction of the action, the energy or force used, and the
speed. Each is an individual dimension of our features space. For an action, a, the
agent can decompose the manner in which it was performed into these three dimensions, which we will call the features of the action F(a). An action is then represented
by the drawing of a Bezier curve where the direction dimension decides how far left
or right of centre the middle point of the curve is, the energy dimension specifies the
colour of the curve, and the speed specifies how many points are used to draw the
curve.
Bezier Curves can be used to represent trajectories through a space and are defined
by three points: a starting point P0 , a mid point P1 , and an end point P2 :
B(t) = (1 − t)[(1 − t)P0 + tP1 ] + t[(1 − t)P1 + tP2 ] , 0 ≤ t ≤ 1

(6.1)

The resulting curve smoothly moves from the starting point to the end point through the
middle point as shown in Figure 6.1. In our task we assume a fixed start and end point
which is known to the agent, the task is to select the centre point. We set this point to
always be equidistant from the start and end point, meaning the agent only selects how
far left or right of centre the mid-point is. This results in a single real number which
can represent how far left or right the curve is, this is the direction dimension. We set
a maximum and minimum of -1.5 to 1.5 for this dimension. The energy dimension
is represented by the colour used to draw the curve. This dimension goes between
0 and 1, where low values are represented by a dark red colour (basically black at
0) and high values are drawn with a light yellow colour, with a gradient between the
two in the middle. Finally, the speed dimension is represented by how many points
are used to draw the curve. Lower values mean fewer points and higher values mean
more points. This dimension is also between 0 and 1. Figure 6.1 show five examples
of curves selected from different points in behaviour space. Through these curves the
agent has a disentangled space which can be used to generate a visual representation of
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an action in a deterministic manner. For the agent, generating a behaviour is equivalent
to selecting a point in behaviour space and generating the corresponding curve.
The teacher can observe the generated behaviour curve and is aware of a set of
behaviour concepts which describe particular behaviours. For example, the teacher
can observe the colour of the behaviour curve and determine if the behaviour was performed “gently” or “firmly” (or neither because the concepts are defined in such a way
that they do not cover the entire space, there are regions in the middle which do not
correspond to either concept). The agent does not know which regions of behaviour
space these concepts correspond to, however, it does know which dimension each concept is linked to. For example, it knows that “gently” represents values on the energy
dimension, but it does not know what values.
In the task the agent is presented with visual scenes, which we will call situations
s, each consists of a coloured shape as pictured in Figure 6.2. In this chapter we give
the agent the ability to observe the true shape of the object but it does not know the
true colour, it can only observe the RGB value of the shape in the situation. The
shape and the RGB values of the object represent the features of the situation, F(s) =
{Shape(s), RGB(s))}. As in previous chapters, the agent is unaware of what colour
words exist and how colour words map to RGB values, so to interpret a constraint
which references colour it must learn to ground the colour concepts.
The reason the agent must care about the situation and the behaviour space is that
there is a set of expected behaviours or constraints that the teacher is aware of but the
agent is not. The constraints all consist of a context in which it applies, where the
context references concept in s, and the expected manner or execution of the action.
The context can either be a shape, a colour, or both, while the manner consists of
behaviour concepts which need to be true descriptions of a successful action. There
can be up to one behaviour concept for each dimension, so an expected behaviour
could be to perform the action “gently and quickly” but it could not be to perform it
“gently and firmly”. Here are some example constraints:
red(s) ∧ square(s) → gently(a) ∧ le f t(a)

(6.2)

purple(s) → quickly(a) ∧ firmly(a) ∧ right(a)

(6.3)

heart(s) → slowly(a)

(6.4)

The agent is unaware of what constraints exist, and must learn to act in accordance to
these constraints by observing a situation, performing an action, and receiving feedback from the teacher.
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Dialogue Strategy

When the teacher observes a behaviour which is incorrect given the context they will
utter a correction. In this chapter we handle corrections of two forms: u6 =“no when
you see red squares do the action gently and slowly” and u7 = “no, quickly and firmly”.
If there is no mistake the teacher will say “yes”.
The correction u6 =“no when you see red squares do the action gently and slowly”
expresses the full extent of the expected behaviour, just like u1 , u2 , and u3 do in Chapter
3. The semantics of coherence tell us that a correction is coherent only if it is relevant
and if it denies some part of the corrected move (Lascarides and Asher, 2009). For
u6 it would be irrelevant to say “when you see red squares” if the current context did
not have a red square in it. What the teacher is denying is that the agent performed its
action in the desired manner, i.e. “gently and slowly”. This means that some part of
the teacher’s description of the expected action must be false: either the agent did not
perform the action gently, not slowly, or both. So coherence requires the context to be
true and the behaviour to be false. Formally:
Corr(u6 , (c, a)) ↔ red(c) ∧ square(c) ∧ ¬(gently(a) ∧ slowly(a))

(6.5)

This means that when the teacher says u6 it must be when the context matches the
one expressed in the utterance and when some part of the behaviour expressed by the
correction is false.
The correction u7 = “no, quickly and firmly” expresses only what the expected
behaviour was (and since it is a correction, that the expected behaviour was wrong)
but not in what context it is expected. Recall that for coherence the correction must be
relevant and deny some part of the corrected move. In this case, for relevance, it would
be irrelevant to say u7 in a context where the expected behaviour is not “quickly and
firmly”. It is also irrelevant to include “quickly” in the correction if it is not actually
false. Which means that the teacher is actually denying that the agent did the action
quickly and firmly, i.e. it did not do either:
Corr(u7 , (c, a)) ↔ ¬(firmly(a) ∧ quickly(a))

(6.6)

What is not captured in this equation is the fact that the teacher would not say u7 unless there is an expected behaviour where the agent should perform the action quickly
and slowly in a context which matches the current one. What is unknown is exactly
which context. With u6 the teacher expresses exactly which contexts the behaviour is
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expected in, but here we only know that whatever the context of the constraint is, it
must be true of the current situation. If not then the correction would be irrelevant. It
becomes the agent’s job to figure out what part of the current context is the relevant
part of the context.

6.4

System Description

The agent we built for performing this task has two sub-systems: action selection and
correction handling. In the action selection system the agent observes a situation s and
selects a manner in which to execute the action by selecting a point in behaviour space.
In the correction handling system the agent observes the situation s, its own action a,
and the teacher’s feedback u and updates its knowledge and models in accordance with
the teacher’s feedback.

6.4.1

Action Selection

When the agent observes situation s it must decide which action to perform based
on its knowledge of the expected behaviours. It knows that each expected behaviour
consists of a manner of performing an action and the context in which it should be
performed. The goal of the agent is to find these contexts and manners and somehow
act accordingly. In other words, if the agent was told “when you see a red square do it
gently and slowly” then whenever the agent believes it is seeing a red square it should
perform the action gently and slowly. To do this the agent must be able to:
1. identify what the current situation is in the terms used by the teacher
2. identify which behaviour concepts are expected
3. generate the correct manner of performing the action based on the the chosen
behaviour concepts
The first step amounts to symbol grounding. In this task we allow the agent to
observe the shape which is involved but must learn to recognise colours from their
RGB values as in previous chapters. We use the same grounding model as described
in Chapter 3. The second step we model through a probabilistic model with the aim of
predicting the most likely behaviour concepts from the available observable evidence.
Finally, for the third point we associate a Gaussian distribution with each concept the
agent is aware of which is updated given the evidence provided by the teacher.
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Figure 6.3: The decision model assuming a rule “when you see red blocks do it gently”
and being told “no quickly”.
6.4.1.1

Behaviour Concept Selection

To identify which behaviour the agent should perform we build a probabilistic model
with the purpose of predicting which are the most likely expected behaviour concepts
in the current situation. When the agent observes s it sees the shape in the image,
shape(s) and the rgb values of the shape, rgb(s), as a pair these are referred to as F(s).
If the agent perfectly knew the set of expected behaviours and knew what the situation s is, then selecting which behaviour concepts to generate the action from would
be as simple as selecting the concepts from any expected behaviours who’s contexts
are true of the current situation. For example, if the agent is aware of the following
expected behaviours:
1. red ∧ square → gently ∧ slowly
2. blue ∧ square → gently ∧ quickly
3. red → right
Then, if the agent knows that s is a red square then it knows that the first and third
behaviour applies and would generate an action which is performed gently, slowly,
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and right. However, there are two problems: the agent cannot be certain about what
s is and it may not be certain about what the behaviour constraints are. Therefore,
we build a probabilistic model which can be used to estimate the agent’s beliefs about
which specific concepts are most likely to be “correct” given F(s) and the agent’s
current knowledge.
To build this model we first make the assumption that whether or not any specific
behaviour concept is “correct” is conditionally independent of a different concept being so. In other words, the agent’s belief about gently being correct does not change
its belief that quickly is. There is one exception, namely that two concepts on the
same dimension cannot be true at the same time, i.e. an action cannot be performed
both quickly and slowly. It is possible that there could be more than one concept that
overlap on a dimension, but for the purpose of this chapter we assume that none of
the behaviour concepts overlap. Making this independence assumptions allows us to
build a model where, if we are looking to predict p(gently, slowly|F(s)) then this can
be simplified to the product of two conditional probabilities:
P(gently, slowly|F(s)) = P(gently|F(s))P(slowly|F(s))

(6.7)

Ultimately, selecting the correct behaviour comes down the predicting which the most
likely set of behaviour concepts is. This must be done from the agent’s knowledge, so
if it is aware of the concepts gently, firmly, and slowly, this means there are 6 possible
options for the best combination of concepts:
1. firmly, slowly
2. gently, slowly
3. gently
4. firmly
5. slowly
6. no expected manner
As we can see, we do not have to select any concepts at all, there may be several
situations where there is no expected behaviour (or none that the agent is aware of),
in which case the agent should be able to act freely. To predict which of these is
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most likely to be correct we simply use the independent assumption, however, we also
include the probability of concepts which are not true:
P( f irmly, slowly|F(s)) = P( f irmly, slowly, ¬gently|F(s))
= P( f irmly|F(s))P(slowly|F(s))P(¬gently|F(s)) (6.8)
This means that the agent must build a model for predicting P(behaviour|F(s)). These
probabilities will each represent how likely the agent believes it is that the teacher will
not correct it if it performs behaviour in situation s. In building a model for, for example, gently, the agent will have to consider two main factors: predicting the true
state from F(s) and predicting which behaviour concepts are correct given a true state.
If we assume the agent has learned about the behaviour red ∧ square → gently and
blue → f irmly then we can build the model shown in Figure 6.4. The main factors in
the model are the grounding factors P(red(s)|F(s)) and P(blue(s)|F(s)) that function
in the same way as in previous chapters. square(s) is observable, and does not need
to be predicted problematically. This leaves the factors P(gently(a)|red(s), square(s))
and P(firmly(a)|blue(s)) which are meant to capture the agent’s belief about whether
a particular behaviour would be corrected given that the object in the current situation could be described in a particular way. In other words, it is the agent’s belief
about whether a particular expected behaviour or rule should be adhered to. In previous chapters we had an explicit node capturing P(r ∈ G), however, here we do not
capture this explicitly. Instead, if the agent knows for certain that one of the expected
behaviours is red ∧ square → gently then P(gently(a)|red(s), square(s)) = 1. That is,
it is certain that if the situation contains a red square then it must perform the action
gently. However, the agent could be uncertain about what the true constraint is, it may
believe blue(s) → firmly(a) but it must quantify this uncertainty. Our agent does this
by setting P(firmly(a)|blue(s)) = p where p represents the agent’s level of certainty
about the fact that this particular behaviour is expected of the agent. In subsequent
sections we show how the agent sets p.

6.4.1.2

Behaviour Generation

The agent is unaware of how the behaviour concepts such as “gently” map to a specific
set of values in behaviour space. As such the agent does not start out aware of what
behaviour to perform even if it knows to do it “gently and firmly”. Ultimately the agent
needs to select a value in behaviour space for each of the three dimension of behaviour
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gently(a)

red(s)

firmly(a)

blue(s)

square(s)

F(s)

Figure 6.4: The graphical model when the agent is aware of two expected behaviours:

red ∧ square → gently and blue → f irmly

we consider: curve position, speed, and energy. We assume in our experiments that
the agent knows which dimension each behaviour concept is associated with but it
does not know where within that dimension the denotations of the particular words
lie (e.g., it knows that the denotation of “gently” is on dimension 1, but not where on
dimension 1). So if the agent has decided that it should perform the action “gently and
slowly” then it knows that it will select its speed value given its knowledge of the word
“slowly” and its energy value from “gently”. It also needs to select a curve position
value.
Our agent will represent its beliefs about how a concept maps to a region in behaviour space through a Gaussian distribution. Each concept will have its own distribution parametrised by its mean and variance. For the remainder of this section we
will use as example the concept “gently” with mean µg and variance σg . These begin
as prior values: µg is set to the centre of the energy dimension and σg = 0.5, making
the edge of the dimension (which goes from 0 to 1) to be at 1 standard deviation away
from the mean. The values of these parameters will be updated as the teacher provides
feedback to the agent. The purpose of the Gaussian distribution is to be able to select
a reasonable value in behaviour space given a particular concept, which can be easily
done by drawing a sample from the Gaussian distribution.
If the agent is only given positive data points, i.e. exemplars of what it actually
looks like to do an action gently, then updating µg and σg would be straightforward,
there are standard formulas for making such updates. However, when learning from
correction the most common observed evidence is that the agent performed the action
incorrectly, i.e. it will be negative exemplars. So, the parameters of the Gaussian
distribution must be updated given these negative exemplars, and there is no standard

122

Chapter 6. Learning the Manner of Execution Through Correction

way of updating a Gaussian distribution given negative data. Because the purpose of
the distribution is to sample a point, rather than classify points, we cannot simply create
two separate distributions: P(F(a)e |gently(a)) and P(F(a)e |¬gently(a)) because we
would need to be generating only from P(F(a)e |gently(a)) so the second distribution
would not do anything. This means our method must update the distribution given both
positive and negative data points.
When the agent is given a negative data point, d p− what this should tell it that in
the future it should be less likely to select points close to that point. Intuitively this
should mean that the mean moves away from d p− and/or the variance grows smaller.
In developing our method we first tried to perform updates directly on the mean and
variance which had these effects: pushing the mean away and shrinking the variance,
however, we found this method to be difficult to tune and could fail catastrophically.
E.g. if µg = 0.5 and a d p− = 0.75 the mean would be lowered, say to µg = 0.25.
However, if the target region was 0.8 − 1.0 then the mean will now have been pushed
away from the target. The mean could easily keep being pushed in the wrong direction,
meaning it could be difficult for the system to recover from the early mistake. In fact,
the agent may never end up exploring the area 0.8 − 1.0 at all and would therefore
never gain positive exemplars to update from.
The method we developed to replace this direct update of the mean and variance
is based on the idea that what the negative data points tell us is that a particular region is most likely “bad” and therefore exploration should be preferred in a different
region. The method is described in Algorithm 8. Assuming the agent has gathered
some positive data X+ and negative data X− (although either of the two can be empty)
algorithm builds a KDE model each for the positive and negative data. If either of
the data sets are empty then the associated probability is simply set to a uniform distribution. We then select a set of 50 points pts distributed evenly on the behaviour
dimension in question, so between the min and max value for that dimension. Each
point in pts is evaluated using the KDE models, P+ and P− for positive and negative
data points respectively. The probability of a point being “good” is then estimated simply by comparing the positive and negative probabilities. These good points are then
used to estimate the parameters µg and σg , under the assumption that the good points
are positive exemplars.
The strength of this algorithm is that while X+ is empty the region of behaviour
space which is good can still be narrowed down as the negative data points will make
a larger and larger region of space “bad”. If positive data points are found then these
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function U PDATE B EHAVIOUR(X+ , X− µ0 , σ0 )
P+ = KDE(X+ )
P− = KDE(X− )
pts = LINSPACE(min, max, 50)
points+ = P+ (pts)
points− = P− (pts)
p points = [p+ /(p+ + p− ) for p+ , p− in points+ , points− ]
good points = [p for p in p points if p > 0.5]
µ, σ = U PDATE PARAMS(good points, µ0 , σ0 )
return µ, σ
end function
algorithm 8: Algorithm for updating the parameters of Gaussian Distributions for generating behaviour. It uses the known data to generate a set of “good” points taken from
the relevant dimension in behaviour space. These good points are used to update the
parameters of the Gaussian using a straightforward Bayesian update.

will very quickly narrow the mean onto the space around those positive points.
We found this algorithm to work well. However, some considerations had to be
taken into account given the nature of the problem and the algorithm. First of all,
when involving KDE models the width of the kernels (we once again use Gaussians)
is very important. If the Kernel is too narrow then the agent will not discount many
points with the negative data and also would perhaps narrow in on too small a space
with positive data. However, there is also a risk that if the kernel is too wide that with
enough negative data the agent would end up believing all points are bad. As such we
found that starting out at variance of 0.5 allowed for good early exploration but that
this would sometimes cause the algorithm to find no good data points. In this case we
reduced the variance by 0.05 until some points where deemed “good”.
The second consideration is the quality of the data X+ and X− . The agent makes
inferences based on uncertain information which means that it might have added data
points, positive or negative, which are incorrect. If the agent never revises its beliefs
about those incorrect data points then the above method may not be sufficient for the
mean and variance to become correct, even when contrary evidence is given. However,
there are situations where the agent knows with certainty that the information it was
given is correct. For example, when the teacher says “no gently” the agent knows that
the most recent action was not performed gently. Now, if the energy value the agent had
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used was 1 and the agent had previously added the energy value 1 to its positive data
points for “gently” (which was a mistake), then the fact that the teacher has now told
it that the energy value 1 is definitely incorrect should make the agent revise its beliefs
about that previous data point. We do this in our model by removing any contrary
evidence detected if the new evidence is known to be certain (given the semantics of
the teacher’s feedback). In particular we remove d p+ if the agent is certain that d p−
is a negative data point and |d p+ − d p− | < 0.1 (or equivalently for a certain d p+ and
removing d p− ).

6.4.2

Learning from Interaction

To learn to act correctly the agent needs to learn three things from its interactions with
the teacher:
1. a mapping between observable features and the concepts the teacher uses to describe the situation
2. the situations in which a specific behaviour is expected and what that expected
behaviour is
3. how specific behaviour concepts map to specific values in behaviour space
We showed in the previous section that the agent must gather positive and negative
data to update the parameters for concepts such as “gently”, that the agent needs
positive exemplars for “red” and “blue”, as in previous chapters, and that it must
estimate which expected behaviours it believes are correct, thus setting values for
P(firmly(a)|blue(s)) = p. In this section we show how the agent gains evidence for
these different factors from the teacher’s corrective feedback and from assent.
6.4.2.1

Learning Behaviour from a Full Correction

We begin by looking at the case where the teacher says u6 = “no, when you see red
squares do the action gently and slowly”. The surface form of this utterance implies
there is an expected behaviour red(s) ∧ square(s) → gently(a) ∧ slowly(a). By the
semantics of coherent correction, as laid out in Section 6.3 we know that the correction
must be relevant and that it must be denying some part of the agent’s last move. In
particular, we know that for u6 to be relevant that red(s) and square(s) must be true of
the current situation s. The agent can easily use this fact to update its grounding models
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by adding rgb(s) to its grounding model for red with a weight of 1 (see Section 3.3.1.1
for details on how the grounding models work).
The correction must also be denying some part of the agent’s action a, in particular
that it does not conform to the expected manner of execution, i.e. that ¬gently(a) ∨
¬slowly(a). The agent must figure out which of the of two concepts is actually false
(this is trivial if there is only one concept on the right hand side, e.g. blue(s) →
firmly(a), in which case firmly(a) = False). The agent does this by using its models for generating the concepts gently and slowly to estimate which concept is more
likely to be false (or if it believes both are). It uses the KDE models defined from X+
and X− as in Section 6.4.1.2 to do this, making the inference under the constraint that
at least one of them must be false. If the agent is highly uncertain about which concept
is actually false, for example, if it is the first time it encounters the concepts, then it will
ask the teacher for help, asking if the action conforms to one of the concepts. E.g. it
could ask “Did I do the action gently?”, it may have to ask several questions to ensure
it knows all of the behaviours which were wrong. We set the threshold for question
asking to 0.3 < P(behaviour(a)|F(a) < 0.7. The agent updates the relevant behaviours
as described in Section 6.4.1.2. If it asked the teacher a question or if there was only
one behaviour concept it will be certain about the newly added data point.
After updating its models for recognising colour concepts and for selecting points
in behaviour space for behaviour concepts the agent must finally update its model for
selecting the right behaviour concepts given F(s). Updating the model which looks like
Figure 6.4. The agent would add to the model factors for P(gently(a)|red(s), square(s)),
P(slowly(a)|red(s), square(s)), and P(red(s)|F(s)). As we saw in Section 6.4.1.1, the
agent captures its belief about how likely it is that a particular constraint is part of the
problem in the probability associated to factors like P(slowly(a)|red(s), square(s)),
setting a probability p for each. In this case there is no question that this constraint
is part of the problem, which means that the agent sets p = 1. This means that if the
agent knows that s contains a red square then it also knows that it must perform the
action gently and slowly.
6.4.2.2

Learning Behaviour from a Partial Correction

When the teacher says u7 = “no, quickly and firmly” the semantics of correction imply
that both quickly(a) and firmly(a) are false. Which means that the agent can update
its models for both of these concepts with negative data points as described in Section
6.4.1.2. However, the agent cannot add any evidence to its grounding models for colour
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terms, since the teacher does not mention anything about what the current context is.
The main challenge the agent faces is identifying in what contexts it should perform
the action “quickly and firmly”. In other words, the agent must identify what the
conditioning set of its factor P(quickly(a)| . . . ) is. We know that it is only relevant to
utter the correction u7 in a context where the expected behaviour applies meaning that
some concept(s) which can be used to describe s must be in the conditioning set of the
probability factor. In principle the teacher could mean that the agent should always
perform the action in this way, or it could be some part of the current context which
means this behaviour is expected. In this chapter we do not consider the most general
case (although it would be a simple extension to add this in). This means that some
concept which is true of the situation which was corrected must be in the conditioning
set. For example, if the situation contains a red square then there are three possible
explanations as to when the action should be performed “quickly and firmly”:
1. red(s) ∧ square(s)
2. red(s)
3. square(s)
The first is the most specific, saying that only states which are exactly like this one
should be done quickly and firmly. The other two are more general, offering generalisations which focus on a specific aspect of the current state. The agent cannot know for
certain which of these is the case from the teacher’s correction alone. What the agent
can know is that if either red(s) → quickly(a) or square(s) → quickly(a) then it would
be safe to act as if the actual constraint is red(s) ∧ square(s) → quickly(a) since this
is a more specific condition than the other two. For the agent, this means that it can
safely assume that in the future it should act as if red(s) ∧ square(s) → quickly(a) is
indeed true, it just needs to figure out if it should also act according to the more general
constraints as well.
We can capture this in the probability model by adding a factor for each of the possible constraints and capturing the agent’s uncertainty about which of the constraints
is actually correct through setting the probability p for each factor. If the agent is certain that s is a red square then it can also be certain that acting as if red(s)∧square(s) →
quickly(a) is correct. Therefore the agent could safely put P(quickly(a)|red(s), square(s)) =
1. However, the agent cannot observe the colour terms so must estimate probabilistically if the state is a red square or not, meaning that the agent must condition its
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certainty about which constraint is correct on its certainty about what the context is,
i.e. on its grounding model.
To keep track of the agent’s strength of belief about particular rules we parametrise
p with a Beta distribution. The Beta distribution has two parameters: α and β and the
agent’s belief is captured through these parameters as follows:
P(quickly(a)|red(s), square(s)) = Beta(α, β) =

α
α+β

(6.9)

Every time the agent is corrected it will update the α and β parameters for the relevant factors. Increasing the α parameter makes the agent more certain that the constraint is true (and therefore that if it does not follow the rule it will be corrected)
and the β parameter makes the agent more certain that the constraint is not correct.
Therefore, when the agent is corrected with u7 it will increase the α parameter of the
relevant factors. For example, for P(quickly(a)|red(s), square(s)) it will add to alpha
P(red(s), square(s)|F(s)). For P(quickly(a)|red(s)) it will add to that factor’s alpha
parameter P(red(s)|F(s)). In this way, as the agent receives more evidence for a particular constraint it will believe it is more and more likely to be correct. To reflect the
fact that the agent should be more certain about the fact that the more specific constrain (square(s) ∧ red(s)) is safe to assume even if the true constrain is more general,
we set different priors on α and β depending on the generality of the constraint. For
the specific rule α = β = 0.1 while for the general case α = β = 1. This means it will
take longer until the agent starts believing the general case is correct.
6.4.2.3

Learning Behaviour from Assent

When the teacher says “yes” the agent knows that its action was not incorrect. This is
either because a constraint existed and it performed the right behaviour or it is because
there is no constraint which applies to the current situation. The first fact could be used
to update the agent’s models for how to generate concepts like “gently” with positive
exemplars. The second fact can be used to update the β parameter of probability factors
to discount the chance that the constraint is actually correct.
If the agent believes that one of the expected behaviours is red(s) ∧ square(s) →
gently(a) and it believes that the current situation is a red square then it can infer that it
must have performed the action gently. It can then add the value of the energy dimension for its most recent action to the positive exemplars for “gently”, thus improving
its ability to generate gentle actions in the future. Our agent triggers this update when
it feels certain about what the current situation is, e.g. P(square(s), red(s)|F(s)) >
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0.7 and when it feels certain that the situation requires a particular behaviour, e.g.
P(gently(s)|square(s), red(s)) > 0.7.
If the agent performs an action it believes is not gentle when in a certain context, say a red circle, and the teacher does not correct it, the agent can infer that
there is not an expected behaviour such as red(s) ∧ circle(s) → gently(s) or, crucially, red(s) → gently(s). In this way the agent can disprove an expected behaviour.
To capture this the agent will update the β parameter for the appropriate factor. It
will do so based on its belief that the situation is both not gently and red, e.g. if
P(red(s), gently(a)|F(s), F(a) = 0.8 then β+ = 0.8 for the factor P(gently(a)|red(s)).

6.4.3

Summary

Our agent which learns from corrections builds a graphical model for predicting which
set of behaviour concepts should describe a correct action in this situation. It makes
this inference based on the features of the current situation and its beliefs about the
world gleaned from the corrective feedback it has received so far. When the correction
expresses the full context in which a behaviour is expected the agent can update its
models for grounding colour, it can add factors to its model for selecting the correct
behaviour concepts, and it can add (mostly negative) exemplars to its models for selecting points in behaviour space given the behaviour concepts it has selected. When it is
given a partial correction which only indicates what part of the behaviour was wrong,
it can still add to its knowledge negative exemplars to its models for the referenced
behaviour concepts. It can also update its model for selecting the correct behaviour
concepts based on the fact that some aspect of the current concept must have caused
the behaviour to be necessary. Finally, when the agent is not corrected it can learn
about what correct behaviour looks like and it can infer which constraints are not actually part of the problem.

6.5

Experiments

In our experiments we address the hypothesis first tackled in Chapter 3: that learning
from contentful corrections is more data efficient than just learning from the word “no”
even if exploiting the linguistic signal is accompanied by the additional challenge of
learning to ground the symbols within the NL signal. We shall show that this is the
case even when some constraints are only partially expressed through using saying,
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e.g. “no, gently”. Further, we perform two ablations where we remove some part of
agent’s evidence and show that each part provides significant benefit. In particular, we
test the agent when it does not learn from assent and when it does not update given
negative exemplars.
Each experiment is made up of five trials consisting of 100 different situations. The
agent observes each situation in turn, observing what shape is depicted and the RGB
value of the shape’s colour. Given these observations the agent must select a point in
behaviour space which is used to generate a behaviour curve. The teacher observes the
generated behaviour and gives feedback, either correcting it or saying “yes”. The set of
scenarios have been generated such that contexts relevant to the expected behaviours
of the trial make up the majority of the situations. The selection method selects 90%
“relevant” situations and 10% are randomly drawn from the set of possible states. We
run two different experiments which differ in the way the teacher expresses each of
the rules involved. In each trial there are 4 contexts which are constrained (e.g. red
squares, circles, purple things). In the first experiment the teacher expresses each
expected behaviour in full, using corrections such as u6 . In the second experiment
the teacher expresses two of the constraints fully, but will express the other two only
with underspecified corrections, such as u7 . For the second experiment the constraints
are chosen such that there is overlap in the colours expressed in the full and partial
ways, such that the agent can learn about the colour through the full corrections and
use this knowledge in the partial cases (although the agent does not know that this is
happening). To evaluate the agents we measure regret, which we define simply as the
number of scenarios in which the agent does not perform an acceptable action, i.e., it
is the number of times it gets corrected.
For each experiment we have a Random baseline, which simply selects a point in
behaviour space uniformly at random. Then we have an agent which learns only from
the fact that the teacher said “yes” and “no”. This agent will attempt to not perform the
same action in the same situation if the teacher said “no” and will try to perform the
same action in the same situation if the teacher said “yes”. It does this by creating a
single data point model of the current colour (and it can observe the shape so it knows
when the same shape occurs) and it creates a model for generating behaviour concepts
for each dimension in behaviour space. It updates it with negative data points when the
teacher says “no” and it recognises the same situation as it has seen previously, or with
positive points when the teacher says “yes”. Finally, we have two ablation baselines.
The first makes no update when the teacher says “yes”, i.e. it does not learn from
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Dataset

Random

No Negative

Just No

No Assent

31 ± 18

22 ± 13

16 ± 8

13 ± 6

16 ± 11

10 ± 7

10 ± 5

7±3

Full
Partial Corrections
11 ± 4
Fully Expressed
5±2
Table 6.1: Mean and standard deviation of terminal regret for our different agents on
two different datasets.

assent. The second does not update the behaviour concept models with negative data
points, it only learns from situations where it can add a positive data point to its model.
Figure 6.5 shows the results of the experiments with the mean terminal regret summarised in Table 6.1. We clearly see that the “Just No” agent does manage to learn
about the task in both experiments, acting much better than randomly (t = 9.25 p =
6.82e−6 ). However, our full agent clearly outperforms the “Just No” agent (t = 7.91
p = 2.43e−5 ). This is especially true given the regret curve we can observe. The full
agent makes essentially no mistakes at all at the end, while the “Just No” agent still is.
This once again supports our hypothesis that learning from contentful corrections will
be more data efficient than learning just from simply “yes”/“no” feedback.
For the ablation studies, let us first look at when the agent ignores assent. We
see that in both experiments this hurts the performance (t = 4.00 p = 3.09e−3 ). Just
like in Chapter 4, this supports the hypothesis that exploiting assent improves data
efficiency. The problem in this chapter also illustrates how learning from assent complements correction. Correction gives the agent positive exemplars of which context it
is in, but mostly gives negative exemplars of the expected action. Assent is a perfect
complement since it provides positive exemplars of the expected behaviour.
In the second ablation the agent does not update its models of behaviour concepts
with negative data points. The purpose of the ablation is to identify if our method for
updating the mean and variance given negative data is helpful to the agent. We can see
from the results that ignoring the negative data clearly hurts performance compared to
the full agent (t = 3.74 p = 4.63 ∗ 10−3 ). Once the agent finds positive exemplars it can
still learn the concept correctly, but integrating the negative data points clearly speeds
up this process.
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(a) The teacher expresses all constraints fully.

(b) The teacher expresses half of the constraints only partially.

Figure 6.5: Results for two experiments comparing our Full agent against a Random
baseline, an agent that learns just from the fact that the teacher says yes and no, and
two ablations. The No Assent agent does not update when the teacher says “yes”
and the No Negative agent does not use negative exemplars to update its models for
generating behaviours.
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Conclusion

In this chapter we utilised the ideas developed in this thesis to learn in a novel domain.
The new task consists of one-shot decisions rather than a planning problem and the
agent must learn to generate behaviour by selecting points in a disentangled behaviour
space. In this problem we show how the agent can make inferences based on the fact
that the correction must be relevant and it must deny some part of the previous move.
This insight allows the agent to extract data points for concepts in the context, such as
colour words. It also gives the agent negative data points for learning what it means
to, e.g., act gently. We show that utilising these negative data points can significantly
improve the speed at which the agent learns the correct manner of executing actions.
In our experiments show, once again, that learning from contentful corrections is more
effective than learning just from simple “yes”/“no” feedback. This is true even when
the teacher expresses some of the constraints only partially. We show that the agent can
build hypotheses about what aspect of the current state made the teacher’s correction
relevant, i.e., in what type of future situation it should perform the behaviour in the
manner the teacher expressed in the correction.
Learning from the partially expressed constraints is a problem which naturally occurs in human-robot interaction, and is therefore important to handle. Our approach
to solving the problem, creating hypotheses for why the teacher might have corrected
the agent, may work to a certain point, but since our contexts are fairly simple there
is a limited number of hypotheses that need to be considered. In more complex scenarios there might many more concepts involved, which could all be candidates. We
also benefit from the fact that the domain is structured. The agent knows that there
will be a shape and a colour, so if it is unable to predict the colour of the object then
the agent must be unaware of the colour word, and can therefore ask the teacher a
question or deal with the uncertainty in some other way. However, in a more open situation the agent may not know what it does not know, and our current approach does
not address this. For some idea of how to deal with this, Innes and Lascarides (2019)
work on a related problem where an agent detects unknown situations when it finds
that it is impossible to find a consistent way to explain the available evidence given
the set of factors it is currently aware of. But that work assumes that once an unforeseen concept is discovered, it is value in future states is observable (i.e., it immediately
is accompanied with a perfect grounding model). We present here models that cope
with discovering unforeseen concepts, and knowing how to compute the value of that
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concept in future states must be learned (i.e., its values remain latent).
The task we present is based on learning the manner of executing an action based on
a disentangled model of execution like the one presented in Hristov and Ramamoorthy
(2020). In this chapter we have shown how concepts can be learned on top of such a
disentangled space under the assumption that the space functions like we would expect
it to do, i.e. moving along the behaviour dimension smoothly moves from slow to
fast or from gentle to firm. We also assume a deterministic mapping between points
in behaviour space and the output action. To actually integrate our methods with the
real model there would likely be difficulties introduced by the noisy nature of utilising
a trained model which may not have created a perfectly smooth space and may not
perfectly generate the “expected” action. In these situations it might be necessary
to tease out whether the teacher is correcting an action because the selected point in
behaviour space is incorrect or if the generation of the behaviour from that point is
incorrect. The teacher may also have a more difficult time spotting errors since it
might be hard to tell how hard the agent is pressing down when wiping, for example.
In this case we might have to bring in the ideas from Chapter 5, to account for the fact
that the teacher may have missed a mistake or may miss-identify the problem.
Finally, we have shown in this chapter that learning from negative data points can
be very valuable when learning behaviours. However, our method has draw backs
which may make it difficult to use in general. It relies on the fact that there are known
boundaries to the behaviour space dimensions when making the update, specifically
when it creates a set of points uniformly distributed across the dimension. These points
also determine how sensitive the method is to change. E.g. if concepts are extremely
specific the method may not be able to capture this because the correct region may
be in between points. There is also an issue of scaling, the method functions well in
a low dimensional space, but if the space is bigger and multi-dimensional the space
may grow too large for our method to give reasonable results. Another weakness is
our reliance on a Gaussian distribution to select the correct point in behaviour space.
We make this choice based on the fact that Hristov and Ramamoorthy (2020) uses
Gaussian distributions to classify behaviours in their disentangled space. However,
this imposes a limitation in that concepts cannot be multi-modal. For example, if there
is a constraint where the curve direction should be “not in the middle” i.e. either on
the left or the right, then the current model could be unable to capture this correctly.

Chapter 7
Conclusions
In this thesis we have presented an approach for corrections to learn novel tasks in an
ITL setting. In the first three chapters we addressed a planning problem consisting
of building towers out of coloured blocks where the learning agent learns a set of
constraints expressed in terms it is unaware of prior to learning. In the final chapter
we tackle a different task where the agent must learn the manner in which to perform
an abstract action, assuming there is a disentangled representation of manner which it
can utilise, based on ideas presented in Hristov and Ramamoorthy (2020). This agent
learns in which context it must perform the action in specific manners, such as quickly
or gently. In doing so it must also learn how behaviour concepts, such as quickly
and gently, map to regions in behaviour space and it must learn to recognise colour
concepts which describe the situations it is presented with.
In both problems the agent is corrected by a teacher who expresses with each correction why an action is incorrect by stating which constraint the action violates. We
show how the semantics of coherent correction allows the agent to narrow down the
set of possible interpretations of the corrective utterance. To learn from the corrections
we build graphical models which exploit the constraints imposed by the semantics of
coherence. The models predict both which constraints are actually part of the problem and also the colours of the objects involved in the action. In doing so the agent
learns the constraints but also gains training data for updating its grounding models.
We show experimentally that coherence is a vital ingredient for learning from the corrective feedback. Further, we show that learning from corrections which express why
a move is corrected is more data efficient than learning from just the fact that the move
was incorrect, expressed simply as “no”.
We go on to extend our models to learn from when the teacher stays silent, implic135
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itly giving assent. We show that this evidence can easily be integrated into our models
as its semantics are simply a negation of the semantics of correction. We show experimentally that exploiting assent helps the agent learn faster in both our experimental
domains. In Chapter 4 we extended our models to also handle certain anaphoric expressions which helped resolve the ambiguity inherent in the problem and show that under
specific circumstances this can greatly help the agents learning process. In Chapter 6
we learn from under-specified corrections which express only what the desired manner
of execution was not in which contexts it was expected to be performed. We show how
the agent can reason about what possible contexts the teacher might have intended for
it to perform the behaviour in based on the fact that the correction is only relevant if
the context in which the behaviour is expect is true of the current situation. In Chapter
5 we drop the assumption that the teacher will perfectly follow the dialogue strategy
we defined originally in Chapter 3. We show that if the agent reasons about the possibility of the teacher making mistakes then the agent can still reach a situation where it
grounds colours almost as well as when learning from a faultless teacher, while ignoring the teacher’s mistakes leads to significant problems and poor performance on the
task and in grounding.
While we have presented a first go at learning from correction there is still plenty
of open questions and work to be done before this approach could be utilised in a
real world setting. First, we showed how the approach worked for grounding colours
and concepts of manner on a simple disentangled representation, however, any real
scenario will involve more challenging grounding problems, which require more sophisticated models for grounding concepts. In principle it should be possible to replace
our Kernel Density Estimator based grounding models with any model which outputs
a probability estimate and which can support incremental updates, however, in practice
incremental learning has not been a priority in Deep Learning, the accepted state of the
art for visual processing. As discussed in Chapter 2, few-shot learning should provide
a path to models which learn incrementally from a low number of observations. E.g.
Cano Santı́n et al. (2020) explore how a few-shot model can be updated incrementally
by adding new concepts as and when they are presented to it.
The second question is about how scalable exploiting the semantics of correction
can be. The basic semantics of correction as requiring the context to be true of a
situation and the expected behaviour to be violated, as emphasised in Chapter 6, gives
a general framework for interpreting a correction. In our first problem this is slightly
more complicated, but the idea that a rule which is in the goal must be violated is
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also a general principle which would apply to other similar problems. However, we
found that identifying the equations for when a rule was violated was non-trivial and
is a limiting factor in this approach. When we developed these equations we reasoned
about properties of prepositions like “on” or “in”. When we have “red blocks should
be on blue blocks” only two objects matter for the identification of whether a rule was
directly violated or not, because “on” only has scope for two objects. However, when
we have “no more than 1 red block in a tower” we must reason about all the blocks
in the tower. Inferring whether or not a rule has been violated is not difficult, since
we have a logical expression for the rule which can be used for reasoning, however,
making the pragmatic inference about what that means for the latest action is nontrivial for the above reasons. When do only the two most recent blocks matter? When
must all blocks be reasoned about? What if it is not what was done but how it was
done which is being corrected? This type of question would have to be answered to
allow this approach to function more generally and to scale this up you would want this
reasoning to be done automatically. A solution to this problem could include automatic
theorem proving, model building, and model checking, but we leave it to future work
to figure out exactly how this would be done. All that being said, for constraints
expressed as a context in which there is an expected behaviour and together with what
that expected behaviour is, we can get quite far simply using the semantics utilised in
Chapter 6, namely that the context must be true and the behaviour must be false of the
corrected situation. This basic semantics should go quite far without any big problems
especially in tasks which revolve around one-shot decisions, rather than longer term
planning. We see this in our tasks where the blocks world planning task involves
indirect violations, which do not follow the same basic semantics, while in the task in
Chapter 6 these indirect violations do not exist.
The third question relates to the way in which we deal with interpreting coherence
relations. In our work we assume the agent can observe in which way the most recent
action relates back to its context through a coherence relation. So we assume that the
agent knows which action the coherence relation connects to. We relax this assumption somewhat in chapter 6, where the teacher will sometimes give feedback at a time
when the agent does not expect it, so it does not know for certain that the teachers
utterance connects to its most recent action. However, in general, figuring out how an
utterance connects to its context is non-trivial and it would be necessary to infer both
what the correction coherence relation is and the structure of the dialogue from the
available context. Although this comes at a computational cost and may introduce po-
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tential sources of error we believe that there is significant benefit that could be gained
by thinking explicitly about the coherence relations that go into a teaching dialogue.
For example, we’ve seen that pre-defined dialogue structures, such as the ones defined by Rybski et al. (2007) where they specify specific phrases which trigger certain
learning behaviours and utilise specific structures to identify the relationship between
instructions, allowing them to create a structured program. Dialogue coherence performs these tasks naturally for people when they speak and therefore we believe that
exploiting the structure of dialogue could allow an agent to learn in a similar manner
in a more unconstrained dialogue.
The fourth question is how well our Bayes Net models may scale to larger problems or more complicated situations. We’ve already shown, due to the exponential
nature of inference in Bayes Net, that the inferences can become too costly to perform. There are most likely ways that this could be mitigated through more effective
design of the models or utilising different approximate algorithms for inference. We
showed that the incremental nature of the dialogue could be used to keep the size of
the inference small. Another point is that each individual inference did not necessarily
involve a large inference, but the size of the model would increase with the number of
corrections, since we tried to capture the entire dialogue in the model. However, we do
not think the main takeaway from this thesis needs to be the specific models that we
developed. What facilitates learning in our models is the constraints that the semantics of coherence imposes on the possible interpretation of the utterance and how this
relates the objects in the visual scene. For example, in Chapter 6 we saw that many
positive and negative samples could be extracted from an interaction without having to
make complex inferences. We found it easiest to think in terms of the graphical models which we utilised, but the constraints imposed by coherence could be integrated
with other types of decision making algorithm and models. For example, Innes and
Ramamoorthy (2020) explores training a neural network with constraints imposed by
temporal logic by making the logic provide a signal as part of the neural network’s
error function. The semantics of coherence could potentially be integrated in a similar
way, imposing a constraint on the output of the model.
Finally, it would be great to see the ideas presented here integrated with a more
general framework for ITL. Learning from only corrections is probably not a plausible
strategy in general. There is a reason why descriptions and instructions have been
the most used types of moves for teaching ITL systems. However, our goal was to
show the merits of learning from correction as another tool in a teacher’s arsenal. In
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a framework where descriptions and instructions are already covered it would most
likely be a lot easier to also integrate the corrective feedback as these ITL systems
already have general methods for decision making, symbol grounding, and parsing.
As such, it should be simple to take the main ideas around utilising the semantics of
coherence to be able to interpret corrective feedback and integrate this type of feedback
into the general system.
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(2019). Deep learning for generic object detection: A survey. International Journal
of Computer Vision, 128:261–318.
Matuszek, C. (2018). Grounded language learning: Where robotics and NLP meet. In
Lang, J., editor, Proceedings of the Twenty-Seventh International Joint Conference
on Artificial Intelligence, IJCAI 2018, July 13-19, 2018, Stockholm, Sweden, pages
5687–5691. ijcai.org.
Matuszek, C., FitzGerald, N., Zettlemoyer, L. S., Bo, L., and Fox, D. (2012). A joint
model of language and perception for grounded attribute learning. In Proceedings
of the 29th International Conference on Machine Learning, ICML 2012, Edinburgh,
Scotland, UK, June 26 - July 1, 2012. icml.cc / Omnipress.
McDermott, D., Ghallab, M., Howe, A., Knoblock, C., Ram, A., Veloso, M., Weld, D.,
and Wilkins, D. (1998). Pddl-the planning domain definition language.
Mininger, A. and Laird, J. E. (2016). Interactively learning strategies for handling
references to unseen or unknown objects. Adv. Cogn. Syst, 4:1–16.
Mnih, V., Kavukcuoglu, K., Silver, D., Graves, A., Antonoglou, I., Wierstra, D., and
Riedmiller, M. A. (2013). Playing atari with deep reinforcement learning. CoRR,
abs/1312.5602.
Monroe, W., Hawkins, R. D., Goodman, N. D., and Potts, C. (2017). Colors in context:
A pragmatic neural model for grounded language understanding. Transactions of the
Association for Computational Linguistics, 5:325–338.

148

Bibliography

Monroe, W. and Potts, C. (2015). Learning in the rational speech acts model. ArXiv,
abs/1510.06807.
Naim, I., Song, Y. C., Liu, Q., Kautz, H. A., Luo, J., and Gildea, D. (2014). Unsupervised alignment of natural language instructions with video segments. In AAAI.
Nguyen, K., Dey, D., Brockett, C., and Dolan, B. (2019). Vision-based navigation with
language-based assistance via imitation learning with indirect intervention. In IEEE
Conference on Computer Vision and Pattern Recognition, CVPR 2019, Long Beach,
CA, USA, June 16-20, 2019, pages 12527–12537. Computer Vision Foundation /
IEEE.
Nicolescu, M. N. and Mataric, M. J. (2003). Natural methods for robot task learning:
instructive demonstrations, generalization and practice. In The Second International
Joint Conference on Autonomous Agents & Multiagent Systems, AAMAS 2003, July
14-18, 2003, Melbourne, Victoria, Australia, Proceedings, pages 241–248.
Part, J. and Lemon, O. (2019). Towards a robot architecture for situated lifelong object
learning. In 2019 IEEE/RSJ International Conference on Intelligent Robots and
Systems (IROS), pages 1854–1860. IEEE.
Rooth, M. (1992). A theory of focus interpretation. Natural Language Semantics,
1(1):75–116.
Russakovsky, O., Deng, J., Su, H., Krause, J., Satheesh, S., Ma, S., Huang, Z., Karpathy, A., Khosla, A., Bernstein, M., et al. (2015). Imagenet large scale visual recognition challenge. International journal of computer vision, 115(3):211–252.
Rybski, P. E., Yoon, K., Stolarz, J., and Veloso, M. M. (2007). Interactive robot task
training through dialog and demonstration. In Proceedings of the Second ACM
SIGCHI/SIGART Conference on Human-Robot Interaction, HRI 2007, Arlington,
Virginia, USA, March 10-12, 2007, pages 49–56.
Scheutz, M., Krause, E. A., Oosterveld, B., Frasca, T. M., and Platt, R. (2017). Spoken
instruction-based one-shot object and action learning in a cognitive robotic architecture. In AAMAS.
She, L. and Chai, J. (2017). Interactive learning of grounded verb semantics towards
human-robot communication. In Proceedings of the 55th Annual Meeting of the

Bibliography

149

Association for Computational Linguistics (Volume 1: Long Papers), pages 1634–
1644, Vancouver, Canada. Association for Computational Linguistics.
She, L., Yang, S., Cheng, Y., Jia, Y., Chai, J., and Xi, N. (2014a). Back to the blocks
world: Learning new actions through situated human-robot dialogue. In Proceedings of the 15th Annual Meeting of the Special Interest Group on Discourse and
Dialogue (SIGDIAL), pages 89–97, Philadelphia, PA, U.S.A. Association for Computational Linguistics.
She, L., Yang, S., Cheng, Y., Jia, Y., Chai, J., and Xi, N. (2014b). Back to the blocks
world: Learning new actions through situated human-robot dialogue. In Proceedings of the 15th Annual Meeting of the Special Interest Group on Discourse and
Dialogue (SIGDIAL), pages 89–97, Philadelphia, PA, U.S.A. Association for Computational Linguistics.
Silberer, C. and Lapata, M. (2014). Learning grounded meaning representations with
autoencoders. In Proceedings of the 52nd Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers), pages 721–732, Baltimore,
Maryland. Association for Computational Linguistics.
Silver, D., Hubert, T., Schrittwieser, J., Antonoglou, I., Lai, M., Guez, A., Lanctot, M., Sifre, L., Kumaran, D., Graepel, T., et al. (2017). Mastering chess and
shogi by self-play with a general reinforcement learning algorithm. arXiv preprint
arXiv:1712.01815.
Socher, R., Karpathy, A., Le, Q. V., Manning, C. D., and Ng, A. Y. (2014). Grounded
compositional semantics for finding and describing images with sentences. Transactions of the Association for Computational Linguistics, 2:207–218.
Steels, L. (2001). Language games for autonomous robots. IEEE Intelligent Systems,
16:16–22.
Steels, L. and Casademont, E. G. (2015). Ambiguity and the origins of syntax. The
Linguistic Review, 32:37 – 60.
Sweeney, J. and Grupen, R. (2007). A model of shared grasp affordances from demonstration. 2007 7th IEEE-RAS International Conference on Humanoid Robots, pages
27–35.

150

Bibliography

Tanumara, R. C., Xie, M., and Au, C. K. (2006). Learning human-like color categorization through interaction.
Tellex, S., Knepper, R. A., Li, A., Rus, D., and Roy, N. (2014). Asking for help using
inverse semantics. In Robotics: Science and Systems X, University of California,
Berkeley, USA, July 12-16, 2014.
Tellex, S., Kollar, T., Dickerson, S., Walter, M. R., Banerjee, A. G., Teller, S. J., and
Roy, N. (2011). Understanding natural language commands for robotic navigation
and mobile manipulation. In Burgard, W. and Roth, D., editors, Proceedings of the
Twenty-Fifth AAAI Conference on Artificial Intelligence, AAAI 2011, San Francisco,
California, USA, August 7-11, 2011. AAAI Press.
Thomason, J., Sinapov, J., Svetlik, M., Stone, P., and Mooney, R. J. (2016). Learning
multi-modal grounded linguistic semantics by playing ”i spy”. In Kambhampati, S.,
editor, Proceedings of the Twenty-Fifth International Joint Conference on Artificial
Intelligence, IJCAI 2016, New York, NY, USA, 9-15 July 2016, pages 3477–3483.
IJCAI/AAAI Press.
van der Sandt, R. (1992). Presupposition projection as anaphora resolution. Journal of
Semantics, 9(4):333–377.
Vinyals, O., Blundell, C., Lillicrap, T., Kavukcuoglu, K., and Wierstra, D. (2016).
Matching networks for one shot learning.

In Lee, D. D., Sugiyama, M., von

Luxburg, U., Guyon, I., and Garnett, R., editors, Advances in Neural Information
Processing Systems 29: Annual Conference on Neural Information Processing Systems 2016, December 5-10, 2016, Barcelona, Spain, pages 3630–3638.
Wang, S. I., Ginn, S., Liang, P., and Manning, C. D. (2017). Naturalizing a programming language via interactive learning. In Proceedings of the 55th Annual Meeting
of the Association for Computational Linguistics (Volume 1: Long Papers), pages
929–938, Vancouver, Canada. Association for Computational Linguistics.
Wang, S. I., Liang, P., and Manning, C. D. (2016). Learning language games through
interaction. In Proceedings of the 54th Annual Meeting of the Association for Computational Linguistics (Volume 1: Long Papers), pages 2368–2378, Berlin, Germany. Association for Computational Linguistics.

Bibliography

151

Williams, T. and Scheutz, M. (2018). Reference in robotics: A givenness hierarchy
theoretic approach. The Oxford handbook of reference.
Yu, H., Zhang, H., and Xu, W. (2018). Interactive grounded language acquisition and
generalization in a 2d world. In 6th International Conference on Learning Representations, ICLR 2018, Vancouver, BC, Canada, April 30 - May 3, 2018, Conference
Track Proceedings. OpenReview.net.
Yu, Y., Eshghi, A., and Lemon, O. (2017). Learning how to learn: An adaptive dialogue agent for incrementally learning visually grounded word meanings. In Proceedings of the First Workshop on Language Grounding for Robotics, pages 10–19,
Vancouver, Canada. Association for Computational Linguistics.
Zarrieß, S. and Schlangen, D. (2019). Know what you don’t know: Modeling a pragmatic speaker that refers to objects of unknown categories. In Proceedings of the
57th Annual Meeting of the Association for Computational Linguistics, pages 654–
659, Florence, Italy. Association for Computational Linguistics.
Zeldes, A., Liu, Y. J., Iruskieta, M., Muller, P., Braud, C., and Badene, S. (2021).
The disrpt 2021 shared task on elementary discourse unit segmentation, connective
detection, and relation classification. In DISRPT.
Zettlemoyer, L. and Collins, M. (2007). Online learning of relaxed CCG grammars for
parsing to logical form. In Proceedings of the 2007 Joint Conference on Empirical
Methods in Natural Language Processing and Computational Natural Language
Learning (EMNLP-CoNLL), pages 678–687, Prague, Czech Republic. Association
for Computational Linguistics.

