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Abstract
This thesis is concerned with the development of theory and statistical methodologies that may
be used to analyse environmental extremes. As extreme environmental events are often associated with large economic costs and loss of human life, accurate statistical modelling of such
events is crucial in order to be able to accurately estimate their frequency and intensity.
A key feature of environmental time series is that they display serial correlation which must
be modelled in order for valid inferences to be drawn. One line of research in this thesis is the
development of flexible time series models that may be used to simulate the behaviour of an environmental process after entering an extreme state. This allows us to estimate quantities such
as the mean duration of an extreme event. We illustrate our modelling approach and methodology by simulating the behaviour of daily maximum temperature in Orleans, France, over a three
week period given that the temperature exceeds 35°C at the start of the period.
Much of extreme value theory for time series has been developed under the assumption
of strict stationarity, a mathematically convenient but often unrealistic assumption for environmental data. Our second project extends some well known classical results for strictly stationary
time series to a more general setting that allows for non-stationarity. We show that for weakly
dependent time series with common marginal distributions, the distribution of the sample maximum at large thresholds is characterized by a parameter that plays an analogous role to the
extremal index of a stationary time series, and may be estimated similarly. Our results are applied to the particular case where non-stationarity arises through periodicity in the dependence
structure as may be expected in certain environmental time series. We also show how our results
may be further generalized to allow for different marginal distributions.
Another strand of research in this thesis concerns the detection and quantification of changes
in the distribution of the annual maximum daily maximum temperature (TXx) in a large gridded
data set of European daily temperature during the years 1950-2018. We model TXx throughout
Europe using a generalized extreme value distribution, with the log of the atmospheric concentration of CO2 as a covariate. It is commonplace in the geoscientific literature for such models
to be fit separately at each spatial location over the domain of interest. To reflect the fact that
nearby locations are expected to be similarly affected by any climate change, we instead consider
models that incorporate spatial dependence, and thus increase efficiency in parameter estimation
compared to separate model fits. We find strong evidence for shifts towards hotter temperatures
throughout Europe. Averaged across our spatial domain, the 100-year return temperature based
on the 2018 climate is approximately 2°C hotter than that based on the 1950 climate.
Our final project concerns the evaluation of bias in climate model output and how such
biases contribute to biases in hazard indices. Based on copula theory we develop a multivariate
bias-assessment framework, which allows us to disentangle the biases in hazard indicators in
terms of biases in the underlying univariate drivers and their statistical dependence. Based on
this framework, we dissect biases in fire and heat stress hazards in a set of global climate models
by considering two simplified hazard indicators: the wet-bulb globe temperature (WBGT) and
the Chandler burning index (CBI).
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Chapter 1

Introduction
This thesis is concerned with the development of theory and statistical methodologies that may
be used to analyse environmental extremes. By environmental extremes we mean events such
as heatwaves, storm surges and blizzards whose occurrence may be accompanied by a loss of
human life, damage to important infrastructure and large insurance claims. Due to the potentially devastating consequences, it is crucial to be able to accurately predict how frequently such
events may occur, together with their severity when they do occur.
One of the most ubiquitous challenges that is faced when modelling environmental extremes
is a scarcity of data. As extremes are by definition rare, we will typically only have a few relevant
observations with which to fit extreme value models. Moreover, we are often required to make
inferences about events that are more extreme that anything on record and so empirical estimates
based on observed data are of little use. These difficulties motivate the need for theoretically
justified asymptotic models. Such models arise from the mathematical field of extreme value
theory.
In the early days of its development, extreme value theory was mainly concerned with situations where observations may be assumed to be independent. Such an assumption is unrealistic
for environmental time series observed regularly at short, e.g., daily, intervals where serial correlation is likely to be present. The presence of serial correlation can mean that it is more likely
for several extreme values to be observed in a short time period than if observations were independent. To be able to accurately model the extremes of an environmental time series then,
we are required to understand its extremal dependence structure. This is the topic considered
in Chapters 3 and 4.
In Chapter 3 we consider modelling the behaviour of a strictly stationary time series after
entering an extreme state, by which we mean a large threshold value is exceeded. Although extreme value theory for strictly stationary time series is well established (Leadbetter et al. 1983),
it has become increasingly appreciated in recent years that models based on regular variation
and asymptotic dependence are often not appropriate for environmental data. Our methodology,
which is based on the conditional extremes model of Heffernan & Tawn (2004) and its adaptation in Wadsworth & Tawn (2019), allows us to model a broader class of dependence structures
that may be more appropriate for environmental data. Although the idea of using the conditional extremes approach in a time series setting is not new, our methodology is distinct from
previous attempts, such as Winter & Tawn (2016) and Winter & Tawn (2017), in the duration of
time after an extreme observation that is explicitly modelled. By explicitly modelling a longer
time duration we hope to be able to more accurately simulate, and hence better understand, the
behaviour of an environmental process after entering an extreme state. Although our focus is
on environmental data, the methodology that we develop is sufficiently generic that it can be
applied in other domains.
13

Although an assumption of stationarity may be more realistic than independence for environmental data, it is still something of an idealization. For example, a daily time series of
an environmental process will typically display seasonality and potentially long term trends.
In Chapter 4 we consider non-stationary time series. In particular, we focus on the effect of
non-stationarity on extremal clustering, i.e., the potential for several extreme values to be observed over a short time period. We initially consider identically distributed time series, so that
non-stationarity arises through changes in the dependence structure. It is shown that, subject
to suitable long range dependence restrictions, the asymptotic distribution of appropriately normalized sample maxima is characterized by a parameter γ that measures the average extremal
clustering of the time series. With environmental applications in mind, we specialize our results
to time series with periodic dependence structure. In this setting the parameter γ is seen to have
the same interpretation as the extremal index of a stationary time series, as the limiting mean
cluster size. We also show that the theoretical results we derive for time series with identically
distributed margins may be generalized to allow for different marginal distributions.
In Chapter 5 we consider the problem of detecting changes in the distribution of the annual
maximum daily maximum temperature (TXx) in a large gridded data set of European daily
temperature during the years 1950-2018. One of the key features of this data that needs to be
modelled is spatial correlation, i.e., the fact that observations taken at nearby spatial locations
are likely to be similar. Incorporating spatial correlation over such a large region is a computationally challenging task and we take a pragmatic approach and divide the full spatial domain in
to eight subregions over which statistical models are fit separately. Several statistical models are
considered, each of which models TXx using a generalized extreme value (GEV) distribution
with the GEV parameters varying smoothly over space. In contrast to several previous studies
which fit multiple independent GEV models at the grid box level, our models pull information
from neighbouring grid boxes for more efficient parameter estimation. The GEV location and
scale parameters are allowed to vary in time using the atmospheric level of CO2 as a covariate.
Changes are detected most strongly in the GEV location parameter with the TXx distributions
generally shifting towards hotter temperatures. To illustrate the effect of the shifting TXx distributions, we consider the difference in 100-year return levels obtained by assuming the climate
were stationary in its 1950 and 2018 states. The 100-year return level at a particular spatial location, in this context, refers to the temperature that in a stationary climate would be exceeded on
average once every 100 years. Averaged across our spatial domain, the 100-year return level of
TXx based on the 2018 climate is approximately 2°C hotter than that based on the 1950 climate.
Moreover, also averaging across our spatial domain, the 100-year return level of TXx based on
the 1950 climate corresponds approximately to a 6-year return level in the 2018 climate.
Finally, in Chapter 6 we consider the evaluation of bias in climate model output and how
such biases contribute to biases in hazard indices. As we are unable to perform large scale controlled experiments on the environment, climate models play a crucial role in testing hypotheses about possible future climates, e.g., based on different greenhouse gas emissions scenarios.
However, climate models’ outputs are affected by biases that need to be detected and adjusted to
model climate impacts. Many climate hazards and climate-related impacts are associated with
the interaction between multiple drivers. So far climate model biases are typically assessed
based on the hazard of interest, and it is unclear how much a potential bias in the dependence
of the hazard drivers contributes to the overall bias and how the biases in the drivers interact.
Based on copula theory, we develop a multivariate bias assessment framework, which allows us
to disentangle the biases in hazard indicators in terms of the underlying univariate drivers and
their statistical dependence. Based on this framework, we dissect biases in fire and heat stress
hazards in a set of global climate models by considering two simplified hazard indicators, the
wet-bulb globe temperature (WBGT) and the Chandler Burning Index (CBI).
Although there is some overlap in the themes of Chapters 3 and 4, the research Chapters
14

3-6 are largely self-contained and could be read in any order. Chapter 2 provides a review of
important results from extreme value theory that will be useful for the research chapters.
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Chapter 2

Literature review
This chapter gives an overview of some fundamental results and models from extreme value
theory. Although many more topics could be considered, our presentation is based on results
that will be useful in subsequent chapters. Section 2.1 deals with univariate extremes, i.e., when
we are interested in the extremes of a single variable, whereas Section 2.2 considers multivariate
extremes.
We generally avoid giving proofs of theoretical results as these are available in standard
textbook treatments of extreme value theory such as Leadbetter et al. (1983) or de Haan &
Ferreira (2006). The one exception is in Section 2.1.4 where we give a sketch of the proof of
Lemma 2.1 as this type of argument plays an important role in Chapter 4 .

2.1
2.1.1

Univariate extremes
Generalized extreme value distribution

Classical extreme value theory begins with the study of maxima of independent and identically
distributed (i.i.d.) random variables. Let {Xn }∞
n=1 be an i.i.d. sequence of random variables
with common distribution function F , survival function F̄ = 1 − F , upper endpoint xF =
sup {x ∈ R : F (x) < 1}, and let Mn = max {X1 , . . . , Xn }. The distribution function of Mn
is easily determined from P(Mn ≤ x) = P(∩ni=1 {Xi ≤ x}) = F (x)n . Hence, if x < xF ,
then P(Mn ≤ x) → 0 and so Mn converges in probability to xF . Thus in order to obtain a
non-degenerate limiting distribution, we are required to consider an appropriately normalized
version of Mn . A sufficiently rich theory emerges from considering only normalizations in
location and scale. ThePsituation here is completely analogous to that faced when considering
the sample mean n−1 ni=1 Xi whose limiting distribution is degenerate and places all mass
at the theoretical mean but may be renormalized to have limiting Gaussian distribution. The
problem we are faced with then, is to find conditions on the distribution F such that there exist
normalizing sequences an > 0 and bn and non-degenerate distribution function G such that


Mn − bn
D
P
≤ x → G(x), as n → ∞,
(2.1)
an
D

where → denotes convergence in distribution, and to characterize the distribution functions G
that can occur in the limit (2.1). When (2.1) holds we say that F is in the domain of attraction
of G.
There are three main types of limiting distribution G that can occur in (2.1) which were
17

discovered by Fisher & Tippett (1928) and take the form
Type 1: G(x) = exp − e−x ), x ∈ R,
(
Type 2: G(x) =

exp(−x−α ), x > 0,
(

Type 3: G(x) =

0, x ≤ 0

exp{−(−x)α }, x < 0,
1, x ≥ 0.

(2.2)
(2.3)

(2.4)

The types 1, 2 and 3 in (2.2)-(2.4) are referred to as the Gumbel, Fréchet, and (reversed) Weibull
distributions respectively, and are collectively known as the extreme value distributions. The
constant α > 0 in (2.3) is a parameter that controls the decay of the upper tail of the distribution,
whereas in the case of (2.4) it controls the decay of the lower tail. A rigorous proof that these are
the only types that can occur for G was first given by Gnedenko (1943). Necessary and sufficient
conditions are known and may be used to determine which, if any, of the three possible domains
of attraction F lies in (Leadbetter et al. 1983, Section 1.6).
The three types of extreme value distributions may all be recognized as special cases of a
single parametric family of distributions with distribution function

−1/ξ
G(x) = exp − 1 + ξx +
,

x ∈ R,

(2.5)

where x+ = max {x, 0}. If a random variable has distribution function of the form (2.5) it is
said to have a generalized extreme value (GEV) distribution. The parameterization (2.5) which
unifies the three extreme value distributions in to one family is usually attributed to Jenkinson
(1955). Slightly more generally, limiting distributions G in (2.1) may take the form
 

−1/ξ 
x−µ
G(x) = exp − 1 + ξ
,
σ
+

σ > 0, (µ, ξ) ∈ R2 , x ∈ R,

(2.6)

which corresponds to a change in the location and scale of the distribution in (2.5). However,
whenever the limiting distribution G takes the form (2.6), then we can always adjust the normalizing sequnces an and bn so that the limit is of the simpler form (2.5) (Leadbetter et al. 1983,
Section 1.6). The fact that the only non-degenarate limit distributions G that may occur in (2.1)
must be of one the form (2.5) is known as the extremal types theorem which we now formally
state.
Theorem 2.1. Let Mn = max{Xi : 1 ≤ i ≤ n}, where {Xi }ni=1 are an i.i.d. collection
of random variables. If (2.1) holds for some constants an > 0 and bn and non-degenerate
distribution function G, then G is one of the form (2.5) for some ξ ∈ R.
The cases ξ = 0, ξ > 0 and ξ < 0 correspond to the Gumbel, Fréchet, and (reversed)
Weibull types respectively. For the Gumbel class the distribution function G in (2.5) is defined
by continuity giving rise to (2.2). The shape parameter ξ, known as the extreme value index, or
tail index, controls the tail behaviour of the distribution of Mn and is a fundamental quantity
of interest in applications of extreme value theory. If X is a random variable with distribution
function (2.5) then when ξ > 0, P(X > x) decays like x−1/ξ , as x → ∞, and E(X a ) does not
exist for a ≥ ξ −1 , i.e., the distribution has a heavy right tail. When ξ = 0, P(X > x) decays
like e−x , i.e., X has exponential upper tail, and all moments exist. For ξ < 0, X has a finite
upper endpoint of ξ −1 .
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One method for determining the normalizing sequences an and bn in (2.1) is to use the
following result which appears as Theorem 1.5.1 in Leadbetter et al. (1983).
∞
Theorem 2.2. Let {Xn }∞
n=1 be an i.i.d. sequence. Let τ ∈ [0, ∞], and suppose that {xn }n=1
is a sequence of real numbers such that

nF̄ (xn ) → τ
Then

as n → ∞.

P(Mn ≤ xn ) → e−τ

as n → ∞.

(2.7)
(2.8)

Conversely, if (2.8) holds for some τ ∈ [0, ∞], then so does (2.7).
For random sequences with continuous margins, we can always construct a threshold se−1 (1 − τ /n). To
quence {xn }∞
n=1 satisfying (2.7) by using the quantile sequence xn = F
see how to use Theorem 2.2 to determine the sequences an and bn in a simple example, suppose that X1 , . . . , Xn are i.i.d. from a unit exponential distribution with distribution function
F (x) = 1 − e−x and quantile function F −1 (p) = −log(1 − p), p ∈ [0, 1]. Let the sequence
xn be such that nF̄ (xn ) = τ . This amounts to taking xn = F −1 (1 − τ /n) = −log(τ /n) =
log(n) − log(τ ) and so the Theorem 2.2 gives
P(Mn ≤ log n − log τ ) → e−τ

as n → ∞

or equivalently
Mn − log n
P
≤x
1




−x

→ e−e

as n → ∞.

Hence the sequence of normalized maxima converges in distribution to a Type 1 limit with
an = 1 and bn = log n. More powerful, but also more complicated to state, methods exist for
determining an and bn (de Haan & Ferreira 2006, Corollary 1.2.4). Theorem 2.2 will be also
be of interest in Section 2.1.4 in the way that it must be modified when the sequence {Xn }∞
n=1
is no longer independent.

2.1.2

Generalized Pareto distribution

Let X be a random variable with distribution function F , survival function F̄ = 1 − F , and
upper endpoint xF = sup {x ∈ R : F (x) < 1}. The generalized Pareto (GP) distribution arises
from consideration of the distribution of the excess X − u conditional on X > u as u → xF .
We define the conditional excess distribution to be
Fu (x) = P(X ≤ u + x | X > u) =

F (u + x) − F (u)
F̄ (u)

(2.9)

Results from Pickands (1975) imply that if F is in the domain of attraction of an extreme value
distribution then Fu (x) is well approximated by a generalized Pareto distribution with distribution function H defined by


ξ x −1/ξ
,
H(x; σ, ξ) = 1 − 1 +
σ +
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(2.10)

where σ > 0 and ξ are parameters that relate to the scale and shape of the distribution respectively. In particular, Pickands (1975) showed that
inf sup |Fu (x) − H(x; σ, ξ)| → 0,
σ

x

as u → ∞,

(2.11)

for some fixed ξ. Thus, for high thresholds u, the scale parameter σ in (2.10) may be chosen,
depending on u, so that H(x; σ, ξ) is uniformly close to Fu (x).
The case where ξ = 0 in (2.10) is defined by continuity, leading to an exponential distribution with distribution function H(x; σ) = 1 − exp{−x/σ}. The shape parameter ξ appearing
in (2.10) coincides with the tail index ξ appearing in the GEV limit (2.6). However the scale
parameter σu in (2.10) depends on the threshold u and is related to the GEV scale parameter σ
in (2.6) by σu = σ + ξ(u − µ).

2.1.3

The block maxima and threshold exceedance methodologies

The oldest, and still a widely used approach to modelling the extremes of univariate data is the
block maxima method. This methodology, popularized by Gumbel (1958), divides the original data X1 , X2 , . . . , Xn , in to contiguous non-overlapping blocks of the same length, m say,
from which the maximum value within each block is calculated. This procedure is visually
(t)
depicted in (2.12), where Mm is the maximum value from block t, for 1 ≤ t ≤ bn/mc.
(1)
(2)
The block maxima Mm , Mm , . . . , are assumed to be realizations from a GEV distribution
(2.6) with parameters µ, σ and ξ to estimate. For environmental data it is most common to
take blocks lengths corresponding to one year so that the resulting fitted GEV distribution gives
us a model for the annual maxima. If the original data corresponds to daily precipitation say,
then fitting a GEV model to the annual maxima allows us to estimate quantities such as the
level of daily precipitation that will be exceeded during the year with a given probability. The
block maxima methodology can also be used to model block minima by using the relation
min{X1 , . . . , Xn } = − max{−X1 , . . . , −Xn }.
The justification for the block maxima methodology comes from the extremal types theorem (Theorem 2.1) which identifies the GEV distribution as the only possible limiting distribution for appropriately normalized sample maxima. The fact that we model the raw, rather
than normalized, block maxima is irrelevant since if X ∼ GEV(µ, σ, ξ) then (X − µ0 )/σ 0 ∼
GEV((µ − µ0 )/σ 0 , σ/σ 0 , ξ). Thus, if the distribution of a normalized block maximum is well
approximated by a GEV distribution then so is the unnormalized block maximum. As the GEV
distribution only appears as a limit in (2.5), in applications with finite sample data, larger block
lengths will make a GEV approximation more plausible for the block maxima distribution but
at the expense of having fewer maxima with which to fit the model, i.e., there is a bias-variance
tradeoff.

X1 , . . . , Xm
|
{z
}

(1)
Mm

= max{Xi }m
i=1

Xm+1 , . . . , X2m
|
{z
}

(2)
Mm

= max{Xi }2m
i=m+1

X2m+1 , . . . X3m
|
{z
}

(3)
Mm

......

(2.12)

= max{Xi }3m
i=2m+1

The most common method for fitting a block maxima model is by maximum likelihood
as this allows a natural way to fit models where GEV parameters may vary with covariates.
Suppose that x1 , x2 , . . . , xn consitute an i.i.d. sample of size n from a GEV distribution with
parameters µ, σ and ξ. In a practical applications, each xi , 1 ≤ i ≤ n, will be distinct block
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maxima. The log-likelihood function for (µ, σ, ξ) given the data is
l(µ, σ, ξ) = −n log σ − (1 + 1/ξ)

n
X
i=1





xi − µ
log 1 + ξ
σ

provided ξ 6= 0. For ξ = 0, the corresponding expression is
l(µ, σ) = −n log σ −


n 
X
xi − µ
i=1

σ

−

n
X
i=1



n 
X
xi − µ −1/ξ
−
1+ξ
σ
+
+
i=1
(2.13)



exp




−

xi − µ
σ


.

(2.14)

Even in the presence of no covariates, maximizing the GEV log-likelihood for (µ, σ, ξ) is nontrivial. This is in part due to the dependence of the feasible region on the unknown parameters,
and in part due to the dependence of (2.13) on 1/ξ and the fact that in many applications ξ is
close to zero. Details for implementing a Newton-Raphon scheme to find the maximum likelihood estimates of (µ, σ, ξ) is provided in Hosking (1985), but now there are several R Core
Team (2021) packages (Gilleland & Katz 2016, Heffernan & Stephenson 2018) that will perform likelihood based, as well as other means, of inference for a GEV model. The maximum
ˆ have their usual properties of consistency and asymptotic norlikelihood estimators (µ̂, σ̂, ξ)
mality provided that ξ > −1/2 (Bücher & Segers 2017).
The equation G(zp ) = 1 − p with G as in (2.6) may be solved for zp to give
(


µ − σξ 1 − {−log (1 − p)}−ξ , ξ 6= 0,
zp =
µ − σ log{−log(1 − p)},
ξ = 0.

(2.15)

The quantity zp is known as the return level with return period 1/p. From a fitted GEV model
ˆ we may estimate zp by plugging in these estimates to (2.15)
with parameter estimates (µ̂, σ̂, ξ)
to get
(


µ − σ̂ 1 − {−log (1 − p)}−ξ̂ , ξˆ 6= 0,
ξ̂
ẑp =
(2.16)
µ̂ − σ̂ log{−log(1 − p)},
ξˆ = 0.
When the data x1 , x2 , . . . , correspond to annual maxima, then ẑp is an estimate of the level that
is exceeded in a given year with probability p. Taking p = 0.01, for example, estimates the
100-year return level, which is the value exceeded by a given annual maxima with probability
0.01, and thus is, expected to be exceeded on average, approximately, once every 100 years.
Practitioners typically have little interest in estimated GEV parameters and are more interested
in quantities like return levels that are derived from the parameter estimates.
A potential deficiency in the concept of return levels has been pointed out by Rootzén & Katz
(2013). Consider the 100-year return level. In a period of 100 years the actual number of years,
N say, in which there is an exceedance of this level is binomially distributed with parameters
100 and 1/100. Thus, the probability that at least one of the years contains an exceedance is 1 P(N = 0) = 1 − (99/100)100 ≈ 0.63. For many applications, a 63% risk of exceedance over
a 100 year period is far too high, particularly if an exceedance leads to a catastrophe. There is
nothing special about considering 100 year return levels here, other return levels will also lead
to a probability of approximately 0.63 of exceedance over the return period. This led Rootzén
& Katz (2013) to suggest that we should instead look at high quantiles of the maximum value
over the entire return period, known as design-life levels. For example, the 100 year 5% design
life level is the level that has a 5% chance of being exceeded in a 100 year period; this is just the
0.95 quantile of the 100 year maximum distribution. Under the assumption of i.i.d. data this is
easily found as the annual maxima will also be i.i.d. If we denote the distribution function of
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the annual maxima by G and that of the 100 year maximum by G100 , then these are related by
G100 (x) = {G(x)}100 and so the 100 year 5% design-life level is given by G−1 (0.951/100 ) and
so may be inferred from a GEV fit to the annual maxima.
The second main approach to modelling extremes of i.i.d. univariate data is based on fitting
a GP distribution (2.10) to the excesses of a large threshold u. That is we model the distribution
of X − u | X > u. Assume that the threshold u has been fixed, and we have independent
observations x1 , x2 , . . . , xn , each assumed to be realizations of a random variable X with distribution function F . The first step in this method is to identify the exceedance “times” of the
threshold u, I = {i : xi > u, 1 ≤ i ≤ n}, and then calculate the excesses yi = xi − u for
each i ∈ I. If there are m exceedances of u, then the excesses yi1 , yi2 , . . . , yim are assumed to
be a sample of size m from a GP distribution (2.10) with parameters σ and ξ to estimate. The
log-likelihood function for (σ, ξ) is then
l(σ, ξ) = −m log(1 + 1/ξ)

m
X

log (1 + ξ yij /σ)+ ,

(2.17)

j=1

provided ξ 6= 0. The case ξ = 0 gives
l(σ) = −m log σ − σ

−1

m
X

yij .

(2.18)

j=1

ˆ of σ and ξ, we obtain a model
Having obtained the maximum likelihood estimators, σ̂ and ξ,
for the tail of X from
P̂(X > x) = P̂(X > u)P̂(X > x | X > u)



x − u −1/ξ̂
ˆ
= p̂u 1 + ξ
σ̂
+

(2.19)

where x > u and p̂u is an estimate of P(X > u), typically taken to be the maximum likelihood
estimate, i.e., p̂u = m/n. From the tail model (2.19), we may estimate the level zp that is
exceeded on average, once every p observations, provided p is such that zp > u, by solving

p̂u



zp − u −1/ξ̂
1
ˆ
1+ξ
= .
σ̂
p
+

(2.20)

This yields the estimate
ẑp =

(


u + σ̂ (pp̂u )ξ − 1 ,
ξ̂

ξ 6= 0

u + σ̂ (log p̂u − log p) ξ = 0.

(2.21)

The quantity zp is known as the p-observation return level.
One issue faced when fitting a GP model to threshold excesses is how to select the threshold
u used to identify exceedances. If too high a threshold is selected there will be an insufficient
amount of data with which to estimate the parameters σ and ξ, whereas if we select too low
a threshold then the resulting GP fit may provide a poor approximation to the upper right tail.
One standard method used to select u is based on assessing parameter stability plots (Coles
2001). This involves estimating σ and ξ for a range of high thresholds. Plots of the parameter
estimates against the fitting threshold are then inspected and the smallest threshold above which
parameter estimates appear stable is selected. One difficulty that may arise in this process is
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that stability plots for different parameters may not agree on the choice of threshold u. Several
other alternative methods for selecting the threshold u have been devised in order to avoid the
subjectivity associated with visually inspecting parameter stability plots. A review of several
methods can be found in Scarrott & MacDonald (2012).

2.1.4

Extremes of stationary sequences

Data encountered in applications can rarely be assumed i.i.d. It is important to understand how
robust the methodologies described in Section 2.1.3 are to violations of the i.i.d. assumption if
they are to be applied in more general settings. A natural generalization of the i.i.d. assumption
is to asume that {Xn }∞
n=1 is a strictly stationary sequence, herafter abbreviated as stationary,
which means that (Xi1 , . . . , Xik ) and (Xi1 +m , . . . , Xik +m ) are identically distributed for any
k, m, i1 , . . . , ik . We will see that the methodologies of Section 2.1.3 may be carried over with
small modifications, provided that dependence in Xi and Xj decays in an appropriate way as
|i−j| increases. An interesting difference in the theory for stationary sequences is the emergence
of a new parameter known as the extremal index which provides a measure of the extent to which
extreme values of the sequence may occur in clusters.
For the rest of this section {Xn }∞
n=1 will denote a stationary sequence with common distribution function F , survival function F̄ = 1−F , upper endpoint xF = sup {x ∈ R : F (x) < 1}
and we let Mn = max {X1 , . . . , Xn }. We will consider the possible limiting distribution functions G that may occur in (2.1) for appropriate normalizing sequences an and bn . We will see
that, subject to certain dependence restrictions, the class of distribution functions G that may
appear as limits in (2.1) coincides with the possible limits in the i.i.d. case, i.e., the class of
GEV distributions (2.5).
We first define the mixing condition D(xn ) (Leadbetter 1983) which restricts dependence
in the sequence and will lead to the extremal types theorem for stationary sequences. We abbreviate Fii ,...,in (x, . . . , x) to Fii ,...,in (x) where Fii ,...,in denotes the joint distribution function
of Xi1 . . . , Xin .
Definition 1. The stationary sequence {Xn }∞
n=1 is said to satisfy condition D(xn ) where xn is
a sequence of real numbers if for any integers
(2.22)

1 ≤ i1 < . . . < ip < j1 < . . . < jp0 ≤ n,
for which j1 − ip ≥ q, we have
|Fi1 ,...,ip ,j1 ,...,jp0 (xn ) − Fi1 ,...,ip (xn )Fj1 ,...,jp0 (xn )| ≤ αn,q ,

(2.23)

where αn,qn → 0 for some sequence qn = o(n).
For large n then, we see that if D(xn ) is satisfied then the events {Xi ≤ xn } and {Xj ≤ xn }
are approximately independent provided that i and j are sufficiently separated in the sense that
|i − j| ≥ qn .
The strategy for proving that the extremal types theorem holds for stationary sequences
satisfying D(xn ) is the same as in the i.i.d. case, i.e., we show that the class of distribution
functions G that may occur in the limit (2.1) coincides with the class of max-stable distributions.
This amounts to proving (see Section 3.3 in Leadbetter et al. (1983)) that, for each integer k ≥ 2,
P(Mn ≤ an x + bn ) − Pk (Mn0 ≤ an x + bn ) → 0,

as n → ∞,

(2.24)

where n0 = [n/k] is the integer part of n/k and an and bn are as in (2.1). This is accomplished
by the following result which appears as Lemma 2.1 in Leadbetter (1983). The sequences qn
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and αn,qn are as in the definition of D(xn ).
Lemma 2.1. Let the stationary sequence {Xn }∞
n=1 satisfy D(xn ) for a sequence of real num∞
bers {xn }n=1 . Let kn be a sequence of constants such that kn = o(n), kn qn = o(n) and
kn αn,qn → 0. Then
P(Mn ≤ xn ) − Pkn (Mrn ≤ xn ) → 0,

as n → ∞,

(2.25)

where rn = bn/kn c.
The main strategy in the proof follows the now well-established technique of block clipping.
This type of argument dates back at least to Loynes (1965). The main idea is to define kn
intervals, here defined to mean consecutive integers, of length rn = bn/kn c. We then clip,
or trim, these intervals by removing the last qn elements to obtain kn big intervals of length
rn − qn that are separated by small intervals of length qn . By the mixing condition D(xn ),
the block maxima over the large intervals will be approximately independent, since they are
each separated by at least qn and the result easily follows. Specifically, define the intervals
I1 , I1∗ , . . . , Ikn , Ik∗n
I1 = {1, 2, . . . , rn − qn },

I1∗ = {rn − qn + 1, . . . , rn },

I2 = {rn + 1, . . . , 2rn − qn },
..
.

I2∗ = {2rn − qn + 1, . . . 2rn },

Ikn = {(kn − 1)rn + 1, . . . , kn rn − qn },

Ik∗n = {kn rn − qn + 1, . . . , n}.

We will denote max{Xi : i ∈ A} by M (A), where A is a set of positive integers. Since
n
{Mn ≤ xn } ⊆ ∩kj=1
{M (Ij ) ≤ xn } we have
n
n
0 ≤ P(∩kj=1
{M (Ij ) ≤ xn }) − P(Mn ≤ xn ) = P(Mn > xn , ∩kj=1
{M (Ij ) ≤ xn })
n
{M (Ij∗ ) > xn }) → 0
≤ P(∪kj=1

(2.26)
(2.27)

by the union bound and the fact that kn qn = o(n).
Then, by induction (see Leadbetter et al. (1983) Lemma 3.2.2 for details) we get
n
|P(∩kj=1
{M (Ij ) ≤ xn }) − Pkn (M (I1 ) ≤ xn )| ≤ kn αn,qn .

(2.28)

Also, using the inequality y k − xk ≤ k(y − x) when 0 ≤ x ≤ y ≤ 1 we get
|Pkn (M (I1 ) ≤ xn ) − Pkn (Mrn ≤ xn )| → 0

(2.29)

so that the triangle inequality applied to (2.26), (2.28) and (2.29) gives the result.
The extremal types theorem follows from the observation that Lemma 2.1 holds if we take
kn to be a constant sequence, kn = k say, for any integer k ≥ 2. We state this formally in
Theorem 2.3.
Theorem 2.3. Let {Xn }∞
n=1 be a stationary sequence with an > 0 and bn normalizing sequences such that (2.1) holds where G is a non-degenerate distribution. Suppose that D(xn )
holds for xn = an x + bn for each x ∈ R. Then G(x) is of the form (2.5) for some ξ ∈ R.
Although Theorem 2.3 gives the GEV distribution as the only possible limit for appropriately normalized sample maxima, it gives no hint about conditions under which P(Mn ≤ xn )
will converge. For i.i.d. sequences we saw in Theorem 2.2 that a necessary and sufficient condition for P(Mn ≤ xn ) to converge is that nF̄ (xn ) → τ for some τ > 0. This condition is
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not sufficient in the more general stationary case for sequences satisfying D(xn ). However,
provided another mixing condition known as D0 (xn ) holds, then P(Mn ≤ xn ) will converge
and nF̄ (xn ) → τ > 0 is then equivalent to P(Mn ≤ xn ) → e−τ .
Definition 2. The condition D0 (xn ) will be said to hold, where xn is a sequence of real numbers
if
rn
X
lim sup n
P(X1 > xn , Xj > xn ) = 0,
(2.30)
n→∞

j=2

where rn is as in Lemma 2.1.
The D0 (xn ) condition may be regarded as an anti-clustering condition as it limits the possibility of more than one exceedance of the threshold xn occurring in a block of length rn where
rn = o(n). The D(xn ) and D0 (xn ) conditions are satisfied by standard Gaussian sequences
whose correlation function at lag n, ρn , satisfies ρn log n → 0, whenever xn is a sequence such
that nF̄ (xn ) is bounded (Leadbetter et al. 1983, Lemma 4.4.1). However, many processes, e.g.,
the Markov models developed in Smith et al. (1997) do not satisfy D0 (xn ). Moreover, many real
world processes exhibit clustering of extremes, i.e., several extreme values are observed within
a short period of time. It is of interest then, to understand what may said about the convergence
of P(Mn ≤ xn ) when the anti-clustering condition D0 (xn ) is not assumed to hold. This is the
main question that is considered in Leadbetter (1983), who proves the following Theorem 2.4
as a consequence of Lemma 2.1.
Theorem 2.4. Let {Xn } be a stationary sequence and for each τ > 0, let {xn (τ )}∞
n=1 be a
sequence of real numbers satisfying
(2.31)

nF̄ (xn ) → τ > 0.

If D(xn (τ0 )) holds for some τ0 > 0 then there exist constants θ and θ0 with 0 ≤ θ ≤ θ0 ≤ 1
such that
lim sup P{Mn ≤ xn (τ )} = e−θτ
n→∞

0

lim inf P{Mn ≤ xn (τ )} = e−θ τ
n→∞

for all 0 < τ ≤ τ0 . Hence if P{Mn ≤ xn (τ )} converges for some τ with 0 < τ ≤ τ0 , then
θ = θ0 and P{Mn ≤ xn (τ )} → e−τ θ for all such τ .
We now define one of the key notions in the study of extremes of stationary sequences.
Definition 3. The sequence {Xn }∞
n=1 is said to have extremal index θ ∈ [0, 1], if for every
τ > 0,
(i) there is a sequence xn satisfying (2.31),
(ii) P(Mn ≤ xn ) → e−θτ .
By Theorem 2.2 we see that independent sequences have θ = 1. More generally, if xn (τ )
is a sequence of real numbers satisfying (2.31) and D(xn (τ )) and D0 (xn (τ )) are satisfied for
each τ > 0, then θ = 1. Leadbetter et al. (1983) give several examples of processes with θ < 1.
Now suppose that {Xn∗ }∞
n=1 is a sequence of independent observations that shares the com∗
mon marginal distribution function F , with the stationary sequence {Xn }∞
n=1 and set Mn =
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max {Xi∗ : 1 ≤ i ≤ n}. Now, since nF̄ (xn ) → τ > 0 is equivalent to F n (xn ) → e−τ and
Mn∗ has distribution function F n , it follows that if {Xn }∞
n=1 has extremal index θ that
P(Mn ≤ xn ) − P(Mn∗ ≤ xn )θ → 0.

(2.32)

This observation lies at the heart of the proof of Theorem 2.5.
∗ ∞
Theorem 2.5. Let {Xn }∞
n=1 be a stationary sequence and {Xn }n=1 an i.i.d. sequence such
that X1 and X1∗ share a common distribution function. Let Mn = max {Xi }ni=1 and Mn∗ =
max {Xi∗ }ni=1 . Suppose {Xn }∞
n=1 has extremal index θ. Then if there exist sequences an > 0
and bn and a non-degenerate distribution function G such that

 ∗
Mn − bn
D
≤ x → G(x), as n → ∞,
(2.33)
P
an

then



Mn − bn
P
≤x
an



D

→ Gθ (x),

as n → ∞.

(2.34)

As G must be of the form (2.6) for some constants µ, σ and ξ, it follows that Gθ is the
distribution function of a GEV random variable with location, scale and shape parameters µ +
σ(θξ − 1)/ξ, σθξ and ξ respectively. This fact is exploited in Ancona-Navarrete & Tawn (2000)
to construct an estimator of the extremal index.
In the absence of condition D0 (xn ), there is the potential for extreme values to occur in
clusters. The extremal index carries important information regarding the potential for extremal
clustering in the sequence {Xn }∞
n=1 . Leadbetter (1983) illustrates this through the construction
of a point process, Nn , that he calls “the point process of cluster positions”. Letting kn and rn
be as in Lemma 2.1 with kn → ∞, Leadbetter constructs Nn on [0, 1] as follows. For each
integer s with 1 ≤ s ≤ kn , if there is an exceedance of the threshold xn for at least one Xi
with (s − 1)rn < i ≤ srn , then Nn has a single point at srn /n. Thus any exceedances within
the interval (s − 1)rn + 1, . . . , sn rn are represented by the single point srn /n which indicates
that a cluster of exceedances of the threshold xn occurs within that interval. If xn is such that
(2.31) holds, then as n → ∞, Nn converges to a Poisson process on (0, 1] with intensity θτ
(Leadbetter 1983, Theorem 4.1). Moreover, Leadbetter (1983) shows that if Z denotes the
number of exceedances of xn within an interval of length rn then E(Z | Z ≥ 1) → θ−1 as
n → ∞ and hence θ has interpretation as the limiting mean cluster size. Results from Hsing
(1987) show that distinct clusters may be considered independent in the limit.
The results given in this section, in particular Theorem 2.5 imply that the block maxima
method from Section 2.1.3 may be applied to stationary data provided that the dependence is not
too strong at long lags. Assuming daily data and block lengths of one year, the annual maxima
from different years may often reasonably be assumed independent so that the log-likelihoods
(2.13) and (2.14) may still be used.
The method of fitting a GP distribution to the excesses of a high threshold described in
Section 2.1.3 typically requires some modification for stationary data. The results of Leadbetter
(1983) and Hsing (1987) imply that from a realization of a stationary process there will be
several approximately independent clusters of exceedances of a high threshold u. Exceedances
of u within the same cluster will be dependent and so the use of the log-likelihoods (2.17) and
(2.18) which are based on the assumption of independence will underestimate the uncertainty
in estimates of quantities of interest such as ẑp in (2.21). The classic approach to deal with
this within cluster dependence is to select only the maximum values from each cluster and then
fit a GP distribution to the cluster maxima. This approach, known as the peaks over threshold
method, due to Davison & Smith (1990), may be justified by a theoretical result from Leadbetter
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(1991), which shows that the limiting distribution of the cluster maxima is the same as that of
an arbitrary exceedance.
In order to apply the peaks over threshold method it is necessary to identify approximately
independent clusters of threshold exceedances. Two common approaches to this task are the
blocks and runs methods (Smith & Weissman 1994). The blocks method corresponds to a
subasymptotic version of the method used by Leadbetter (1983) in the construction of the point
process of cluster positions. To apply the blocks method, we are required to specify two auxiliary
parameters, namely, a block length b which is a positive integer and a real number threshold
u. The original data are split in to non-overlapping blocks of length b, just as in the block
maxima method (Section 2.1.3). A cluster is then identified as any block that contains at least
one exceedance of the threshold u. The runs method also requires us to specify two auxiliary
parameters, namely, a positive integer r known as the run length, and a real number threshold u.
For the runs method a cluster is said to be initialized, or begin, when the threshold u is exceeded
and ends when r consecutive non-exceedances occur.

2.2
2.2.1

Multivariate extremes
Multivariate extreme value distributions

Let Xi = (Xi,1 , . . . , Xi,d ), for i = 1, . . . , n, be n independent replications of a d-dimensional
random vector X ∈ Rd with distribution function F . The componentwise maxima Mn ∈ Rd
is defined by Mn,j = max {Xi,j : 1 ≤ i ≤ n} for j = 1, . . . , d. As in the univariate
case discussed in Section 2.1.1, we seek possible non-degenerate limiting distribution functions
that may arise as limits of appropriately normalized componentwise maxima. That is, we seek
d-dimensional vector constants an > 0 and bn such that


Mn − bn
D
P
≤ x → G(x), as n → ∞,
(2.35)
an
where G is a non-degenerate distribution function. As convergence in distribution of (Mn −
bn )/an implies the convergence of the marginal distributions, it follows from the extremal types
theorem for univariate random variables (Theorem 2.1) that the margins of G must all be of the
form (2.5) possibly with different tail indices. It remains then to characterize the dependence
structure in G. It is convenient to standardize the margins of G to a common scale. There is no
loss in generality in doing so since we may apply the probability integral transform componentwise to each margin. Such monotone transformations of the margins preserve the dependence
structure, i.e., the copula of G (Joe 1997), and probability statements on the original scale may
be translated in to probability statements on the standardised scale. Assuming that the margins of G are unit Fréchet, i.e., Gi (x) = P(Xi ≤ x) = e−1/x , for i = 1, . . . , d, then any
non-degenerate limit distribution G in (2.35) may be written in the form
G(x) = exp{−V (x)}
where V is known as the exponent measure and has representation
 
Z
wi
V (x) =
max
dH(w),
xi
S d−1 1≤ i≤ d

(2.36)

(2.37)

Pd
where S d−1 = {w ∈ [0, 1]d :
i=1 wi = 1}. The measure H appearing in (2.37) which
is defined on S d−1 is known as the spectral measure and, in order for the margins to be unit
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Fréchet, is subject to the constraints
Z
wi dH(w) = 1,

i = 1, . . . , d.

S d−1

(2.38)

P
In the case that the margins of G are independent, V (x) = di=1 x−1
i , and H places unit mass
on each ei , 1 ≤ i ≤ d, where e1 , . . . , ed are the standard basis vectors in Rd .
Any non-degenerate distribution function G appearing as a limit in (2.35) is called a multivariate extreme value distribution and the distribution function F of X is said to be in the
domain of attraction of G. Although no finite dimensional parametric representation exists for
the entire family of multivariate extreme value distributions, several useful parametric subfamilies have been identified. One of the earliest parametric models due to Gumbel (1961) is
V (x) =

X
d

−1/α
xi

α

(2.39)

,

i=1

where α ∈ [0, 1] is a parameter that controls the strength of dependence between pairs of variables. Smaller values of α correspond to greater dependence, and as α → 0 we tend towards
perfect dependence, whereas α = 1 corresponds to independence. If a random vector has a
multivariate extreme value distribution with exponent measure (2.39) then its components are
exchangeable.
Tawn (1990) generalizes the logistic dependence structure to a more flexible form that allows
for non-exchangeability, where the exponent measure is given by
V (x) =

X  X  θi,C 1/αC αC
C∈ S

i∈ C

xi

,

(2.40)

P
where αC ∈ (0, 1], θi,C ∈ [0, 1] and θi,C = 0 if i 6∈ C and C∈ S θi,C = 1 for each i = 1, . . . , d
where S denotes the power set of {1, . . . , d} excluding the empty set. Many more examples of
parametric families of multivariate extreme value distributions can be found in Joe (1997) and
Beirlant et al. (2004).

2.2.2

Measures of extremal dependence

For a bivariate random vector (X1 , X2 ) one of the oldest measures of extremal dependence
between X1 and X2 is
χ = lim P(F2 (X2 ) > u | F1 (X1 ) > u) = P(F1 (X1 ) > u, F2 (X2 ) > u) ,
u→ 1
1−u

(2.41)

provided the limit exists, where F1 and F2 are the marginal distribution functions of X1 and X2
respectively. It is clear that χ is a symmetric measure of dependence. The random variables X1
and X2 are said to be asymptotically independent (Sibuya 1960) if χ = 0 and asymptotically
dependent if χ > 0. If X1 and X2 are asymptotically independent then the probability of X1
and X2 jointly exceeding a marginal quantile u decays at a faster rate than for a single marginal
exceedance.
When (X1 , X2 ) follow a bivariate extreme value distribution, in unit Fréchet margins, with
logistic dependence structure, i.e., the case d = 2 in (2.39), then χ = 2 − 2α . Thus (X1 , X2 )
are asymptotically dependent provided α 6= 1. In the case where α = 1, (X1 , X2 ) are not only
asymptotically independent, but also independent in the usual (non-asymptotic) sense. More
generally, if (X1 , X2 ) follow a bivariate extreme value distribution with exponent measure V, a
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simple calculation shows that χ = 2−V (1, 1), and so (X1 , X2 ) are asymptotically independent
if and only if V (1, 1) = 2 which in fact can be shown to correspond to independence in the usual
sense.
As shown in Sibuya (1960), if (X1 , X2 ) follow a bivariate Gaussian distribution with correlation parameter ρ < 1, then X1 and X2 are asymptotically independent. More generally, if
X1 and X2 are arbitrary random variables with continuous marginal distribution functions F1
and F2 respectively, and a Gaussian copula (Joe 2014, Section 4.3) with correlation parameter
ρ < 1, then X1 and X2 are asymptotically independent.
One method to obtain an asymptotically independent pair (X1 , X2 ) is through inverting the
copula of an extreme value distribution (Wadsworth & Tawn 2012). If X1 and X2 are unit
Fréchet random variables following a bivariate extreme value distribution with exponent measure V, then the associated inverted max-stable distribution is the distribution of (1/X1 , 1/X2 ),
which has exponential margins and joint survival function
F̄ (x1 , x2 ) = P(X1 > x1 , X2 > x2 ) = exp {−V (1/x1 , 1/x2 )}.

(2.42)

For example, the inverted max-stable distribution associated to the logistic exponent measure
(2.39) has survival function
1/α

F̄ (x1 , x2 ) = exp{−(x1

1/α

(2.43)

+ x2 )α }.

In general, a bivariate inverted max-stable distribution exhibits asymptotic independence provided that V (1, 1) > 1. If V (1, 1) = 1 then (X1 , X2 ) exhibit perfect dependence.
Another example of an asymptotically independent pair (X1 , X2 ) is when the joint distribution of (X1 , X2 ) is of the form F (x1 , x2 ) = C(F1 (x1 ), F2 (x2 )) where F1 and F2 are
the continuous marginal distribution functions of X1 and X2 respectively and C is the FarlieGumbel-Morgenstern copula (Joe 2014, Section 4.29) given by
C(u1 , u2 ) = u1 u2 [1 + α (1 − u1 )(1 − u2 )],

(u1 , u2 ) ∈ [0, 1]2 ,

(2.44)

and α ∈ [−1, 1] is a free parameter. In this case X1 and X2 exhibit asymptotic independence
for all values of α. The cases α = 0, α > 0 and α < 0 correspond to independence, positive
association and negative association respectively.
As these examples show asymptotically independent random variables may still exhibit interesting dependence structure, and the limiting measure of extremal dependence χ conceals
important information about the rate at which the limit in (2.41) converges to zero in the asymptotic independence case. In order to understand the nature of dependence at extreme but finite
levels for asymptotically independent variables, a more refined measure is required. Ledford &
Tawn (1996) found that for a wide range of bivariate vectors (X1 , X2 ) with standard Fréchet
margins, the joint survival function satisfies
P(X1 > x, X2 > x) ∼ L(x)P(X1 > x)1/η =

L(x)
,
x1/η

as x → ∞,

(2.45)

where η ∈ (0, 1] is called the coefficient of tail dependence and L is a slowly varying function,
i.e., limx→∞ L(tx)/L(x) = 1 for all t > 0. The parameter η, and to a lesser extent the
function L, convey important information regarding the rate of decay of P(X1 > x, X2 > x).
In the case that η = 1 and limx→ ∞ L(x) = l > 0, we have χ = l, and the variables are
asymptotically dependent. Asymptotic independence occurs when η ∈ (0, 1) or when η = 1
with limx→ ∞ L(x) = 0. Within the asymptotic independence class, Ledford & Tawn (1996)
identify three main types of extremal dependence that may exist depending on the value of η
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and the limiting behaviour of L. If η ∈ (1/2, 1) with L → l > 0, or, η = 1 with L → 0
then the event {X1 > x, X2 > x} is more likely to occur than if X1 and X2 were independent,
i.e., there is positive extremal dependence. If η = 1/2 then the extremes of X1 and X2 are
near independent with exact independence occurring when L(x) = 1. When η ∈ (0, 1/2), the
event {X1 > x, X2 > x} is less likely to occur that if X1 and X2 were independent, i.e., there
is negative extremal dependence.
When (Y1 , Y2 ) follow a bivariate Gaussian distribution with correlation parameter ρ, then
transforming to Fréchet margins via (X1 , X2 ) = (−1/log Φ (Y1 ), −1/log Φ (Y2 )), the joint
survival function can be written in the form (2.45) as
P(X1 > x, X2 > x) ∼

(1 + ρ)3/2
(1 −

ρ

ρ)1/2 (4π) 1+ρ

(log x)−ρ/(1+ρ) x−2/(1+ρ) ,

as x → ∞,

so that η = (1 + ρ)/2.

2.2.3

The conditional extremes model

Heffernan & Tawn (2004) take a different approach to modelling multivariate extremes by considering possible limiting distributions for a random vector X = (X1 , . . . , Xd ) ∈ Rd obtained
by conditioning upon one component being large. They motivate their model by considering estimation of P(X ∈ C) where C ⊆ Rd , is an extreme set, which they define to mean
at least one component of X is extreme. We may interpret this to mean C takes the form
C = {X ∈ Rd : max1≤ i≤ d Fi (Xi ) > u} where u is close to 1. The set C is partitioned as
C = ∪di=1 Ci where
1 ≤ i ≤ d.

(2.46)

P(X ∈ Ci |Xi > vXi )P(Xi > vXi ).

(2.47)

Ci = {x ∈ C : FXi (xi ) > FXj (xj ), j = 1, . . . , d; j 6= i},
Then, if vXi = inf x∈ Ci (xi ), we have
P(X ∈ C) =

d
X

P(X ∈ Ci ) =

i=1

d
X
i=1

The terms P(Xi > vXi ) may be estimated from standard univariate methods described in Section (2.1.3) and we then just need a model to estimate the conditional probabilities P(X ∈
Ci |Xi > vXi ).
Heffernan & Tawn (2004) assume that the margins of X are exponential tailed, i.e., P(Xi >
x) ∼ e−x as x → ∞, for each 1 ≤ i ≤ d. In theory we may transform to exponential tailed
margins using the probability integral transform. However, as in any practical application the
marginal distribution will be unknown, the probability integral transform is approximated using
the semi-parametric method of Coles & Tawn (1991). Let X−i denote X with component
Xi removed, then Heffernan & Tawn (2004) assume that, for each i = 1, . . . , d, there exist
normalizing vector valued functions a|i : R → Rd−1 and b|i : R → R+ d−1 such that
X−i − a|i (xi )
lim P
≤ z|i Xi = xi
xi →∞
b|i (xi )



= G|i (z|i )

(2.48)

where the limiting distribution function G|i has non-degenerate margins. Heffernan & Tawn
(2004) show that, conditional on Xi > ui , that Xi − ui and Z|i are independent, in the limit as
ui → ∞, where
X−i − a−i (Xi )
Z|i =
.
(2.49)
b−i (Xi )
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It is also shown that for a wide range of dependence structures, the normalizing functions a|i
and b|i may be recognized as belonging to simple parametric families. In particular, when the
marginal distributions of X are standard Laplace (Keef et al. 2013), i.e., each Xi has density
function f (x) = e−|x| /2, then the normalizing functions belong to the parametric families
(2.50)

a|i (x) = α|i x
b|i (x) = x

(2.51)

β|i

where α|i and β|i are vector constants with α|i ∈ [−1, 1]d−1 and β|i ∈ (−∞, 1]d−1 . Assuming
that this limiting result holds exactly above some high threshold ui we obtain a representation
for the distribution of X−i conditional on Xi > ui as
β

X−i = α|i Xi + Xi |i Z|i ,

(2.52)

Xi > ui

where Z|i has distribution function G|i with non-degenerate margins. The examples considered
in Heffernan & Tawn (2004) show that G|i may take a variety of different forms and does not
admit a finite dimensional parameterization in general. As a result they suggest estimating G|i
non-parametrically. Inference proceeds by first obtaining estimates α̂|i and β̂|i , of the parameter vectors α|i and β|i under simplifying working assumptions on the structure of G|i . The
distribution G|i is estimated empirically from the residuals
Ẑ|i =

X−i − α̂|i Xi
β̂|i

,

(2.53)

Xi > ui .

Xi

In order to estimate α|i and β|i , a false working assumption is made that the margins of Z|i are
mutually independent Gaussian random variables with Zj|i ∼ N (µj|i , σj|i ), j 6= i, where Zj|i
is the component of Z|i associated with Xj . Writing θ|i = (α|i , β|i , µ|i , σ|i ) and assuming we
(k)

(k)

have a random sample {(x1 , . . . , xd )}nk=1 of size n, the objective function to be maximized
with respect to θ|i is
l|i (θ|i ) = −

d
X
X 
j=1
k:
j6= i x(k) >ui

(k)
βj|i log (xi )

(k)
(k) βj|i
 (k)
 
1 xj|i − αj|i xi − (xi ) µj|i 2
.
+ log σj|i +
(k)
2
(x )βj|i σj|i
i

i

(2.54)
where, for example, αj|i , j 6= i, is the component of α|i that relates to Xj , with similar notation
for the other variables. The parameters of interest are α|i and β|i while µ|i and σ|i represent
nuisance parameters. Having obtained θ̂|i , the configuration of θ|i that maximizes (2.54), µ̂|i
and σ̂|i are discarded, having served their purpose in obtaining estimates of α|i and β|i . If there
are no parameter dependencies between any components of (α|i , β|i ) and (α|j , β|j ), i 6= j, then
(2.54) may be maximized separately for each i. Otherwise
we may consider joint estimation with
P
respect to all model parameters by maximizing di=1 l|i (θ|i ). In the most general case, there
are 2d(d − 1) parameters of interest. Heffernan & Tawn (2004) suggest testing for possible
reductions in the complexity of the most general model specification, for example by testing for
forms of exchangeability such as αj|i = αi|j .
From a given fitted conditional extremes model, it is straightforward to estimate P(X ∈ C)
using the decomposition (2.47) by simulation methods provided vXi > ui . The terms P(Xi >
vXi ) may be estimated from the assumed Laplace margins. The terms P(X ∈ Ci |Xi > vXi )
are estimated for each i by repeatedly simulating X conditional on Xi > vXi from the fitted
conditional model and counting the proportion of times that the simulated vectors fall in Ci . To
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simulate a single realization of X conditional on X1 > vX1 for example, we use the following
algorithm
1. Simulate E ∼ Exp(1), a single unit exponential variate,
2. Set x1 = vX1 + E,
3. Sample, ẑ|1 uniformly at random from the set of residuals


(k)

(k)

x−1 − α̂|1 x1
(k)

(x1 )β̂|1
independently of x1 ,
β̂

4. Set x−1 = α̂|1 x1 + x1 |1 ẑ|1 ,
5. Return x = (x1 , x−1 ).
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:

(k)
x1


> u1

Chapter 3

Time series conditional extremes
3.1

Introduction

Many types of extreme events in nature derive their impact from the occurrence of a cluster of
extreme values, i.e., several extremely large or small values are observed within a short period
of time. A flood may be the result of several days of heavy rainfall and a heatwave the result of
several days of high temperature. Such events may lead to damage of important infrastructure,
give rise to large insurance claims and to a loss of human life. For example, as a result of the
devastating European heatwave in the summer of 2003, an estimated 40,000-70,000 heat-related
deaths were recorded (Fischer & Schär 2010, Robine et al. 2008) with associated economic
losses in excess of e13 billion (de Bono et al. 2004). The development of statistical models
that can accurately replicate the extremal clustering behaviour of a natural process requires us
to understand the extremal dependence structure of that process.
One way to understand how extremal dependence varies with lag in a time series setting is
via the tail dependence function χ (Ledford & Tawn 2003). If {Xn }n∈Z is a stationary time
series with marginal distribution function F , then χ is defined by
χi = lim P(F (Xi ) > x | F (X0 ) > x),
x→1

i ≥ 1,

(3.1)

provided the limit exists. When χi = 0, we say that X0 and Xi are asymptotically independent
(AI) (Sibuya 1960) in which case X0 and Xi cannot take their largest values simultaneously. If
χi = 0 for all i ≥ 1, then we say that {Xn }n∈Z is an AI time series. Although the extremes
of an AI time series occur singly in the limit, strong dependence may still exist at moderately
extreme levels, a fact that is not captured by the asymptotic measure χ. When χi > 0 for
some i ≥ 1, we say the time series is asymptotically dependent (AD). Several previous models
for time series extremes, such as those considered in Smith et al. (1997), Perfekt (1997) and
Basrak & Segers (2009), are appropriate only in the AD case. As illustrated in Winter & Tawn
(2016) in the context of modelling heatwaves, if an AD model is incorrectly used for a process
that exhibits AI, the probability of events related to subsets of variables attaining large values
simultaneously may be severely overestimated. As environmental time series often exhibit AI,
it is important when modelling such processes to specify models that are able to accommodate
this dependence class.
One modelling framework that may be used to model either AI or AD processes is the
conditional extremes model of Heffernan & Tawn (2004) which we present only in the bivariate
case for simplicity. If X0 and X1 are exponential tailed random variables, Heffernan & Tawn
(2004) show that for a broad class of dependence structures on (X0 , X1 ), there exist location
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and scale norming functions a1 : R → R and b1 : R → R+ such that


X1 − a1 (X0 )
D
X0 − u,
X0 > u → (E0 , Z 0 ), u → ∞,
b1 (X0 )

(3.2)

where E0 is a unit exponential random variable independent of Z 0 , and Z 0 ∼ G0 , where G0
is a non-degenerate distribution function. Moreover, the norming functions a1 and b1 may
be identified as belonging to simple parametric families. In particular, when X0 and X1 are
unit Laplace random variables, then a1 (x) = α x and b1 (x) = xβ , where α ∈ [−1, 1] and
β ∈ (−∞, 1) (Keef et al. 2013). The cases α < 1 and α = 1 correspond to X0 and X1 being
AI and AD respectively.
Winter & Tawn (2016) use the conditional extremes approach to model extremes in a time
series of daily temperatures and estimate probabilities of extreme events related to heatwaves.
By making a first order Markov assumption and assuming that the dependence structure of
(Xt , Xt+1 ) belongs to the class identified by Heffernan & Tawn (2004), they motivate a model
for Xt+1 conditional on Xt > u for a large threshold u as
Xt+1 = α Xt + Xtβ Zt+1 ,

Xt > u,

(3.3)

with parameters α and β to estimate. The random variable Zt+1 in (3.3) corresponds to the
limiting random variable Z 0 in (3.2) whose distribution is estimated non-parametrically. By
simulating an initial exceedance, Xt , of the threshold u using the exponential tailed assumption
and recursively applying (3.3), they are able to simulate the behaviour of the daily temperature
series after entering an extreme state. When applying the recurrence (3.3), the residual Zt+1
is simulated independently of the initial exceedance Xt , and Zt+i is simulated independently
of Zt+j for i 6= j. Winter & Tawn (2017) generalise this model to higher order Markov time
series.
In this chapter we also seek models that allow us to simulate the behaviour of a stationary
time series after a large threshold is exceeded. Our approach is also based on the conditional
extremes model of Heffernan & Tawn (2004), allowing us to model both AI and AD processes.
Our framework is broader than that of Winter & Tawn (2016) and Winter & Tawn (2017), as
it does not restrict us to Markov processes, however their models may be more efficient in the
Markov case. We consider modelling a large block of consecutive observations after observing
an exceedance of a large threshold, that is, we consider models for (Xt+1 , Xt+2 , . . . , Xt+k ),
conditional on Xt > u for some large threshold u, where k is a positive integer that may be
reasonably large. The precise choice of the constant k will be context dependent and in practice
will be chosen to be sufficiently large so that the k + 1 observations (Xt , Xt+1 , . . . , Xt+k )
encompass the full duration of an extreme event. For example, in the data application considered
in Section 3.6, where we consider the behaviour of a daily temperature time series over a three
week period conditioned on a large temperature at the start of the period, we select k = 20.
Our motivation for this approach is that by fitting models whose input data consists of a large
block of observations encompassing the full duration, or at least a large portion of, an extreme
event, we hope to be able to accurately model the subsequent behaviour of a stationary time
series after entering an extreme state for a broad class of possible dependence structures.
We will assume that the copula of (Xt , Xt+1 , . . . , Xt+k ) belongs to the class identified by
Heffernan & Tawn (2004). This motivates a model for the conditional distribution of Xt+i given
Xt > u, for an appropriately chosen large threshold u as
Xt+i = αi Xt + Xtβi Zt+i ,

1 ≤ i ≤ k.

(3.4)

This modelling framework is also considered in Eastoe & Tawn (2012) and is similar to that of
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Winter & Tawn (2017) where k is taken to be the order of the assumed Markov process. The
novelty in our approach is to consider models that impose structure on (α1 , α2 , . . . , αk ) and
(β1 , β2 , . . . , βk ), whereas in the models of Eastoe & Tawn (2012) and Winter & Tawn (2017),
αi and βi are completely uncoupled from αj and βj when i 6= j. Moreover, unlike the models
of Winter & Tawn (2016), Winter & Tawn (2017) and Eastoe & Tawn (2012), we also consider
fully parametric models for the residual vector Z = (Zt+1 , . . . , Zt+k ) in (3.4).
Our methodology is influenced by the approach of Wadsworth & Tawn (2019) where, in
a spatial setting, the authors consider simulating over a spatial field conditional on a large observation at a reference location. We build on the innovation of Wadsworth & Tawn (2019)
that imposes structure on the shape parameter of the residual process by also imposing structure in the location and scale of the residuals. One advantage of working in the simpler time
series setting is that for a large class of stationary Markov time series there are useful results
(Papastathopoulos et al. 2017, Papastathopoulos & Tawn 2020) that allow us to impose theoretically justified structure on our model parameters. Although the examples we consider focus on
AI Markov time series, as discussed in Section 3.7, the methodology may be adapted to more
general processes that are neither Markov, nor AI.
The structure of this chapter is as follows. Section 3.2 introduces the notation and main
assumptions that will be used throughout the rest of the chapter. Section 3.3 considers statistical
modelling and approaches to statistical inference. Section 3.4 presents simulation methods that
may be used together with the models from Section 3.3 to estimate probabilities of extreme
events, and we also prove the consistency of the importance sampling algorithm of Wadsworth
& Tawn (2019). Section 3.5 considers examples of AI Markov time series and assesses the
behaviour of the models from Section 3.3 in a simulation study. Section 3.6 illustrates our
methodology using a time series of daily maximum temperature from Orleans, France, and
Section 3.7 discusses some possible directions for future work.

3.2

Notation and assumptions

If i and j are two integers with i ≤ j we define the set i : j to be all integers from i to j inclusive,
i.e., i : j = {n ∈ Z : i ≤ n ≤ j}. Also, the block of consecutive random variables {Xn : i ≤
n ≤ j} is denoted by Xi : j . More generally, if A is a set of positive integers, the collection of
random variables {Xi : i ∈ A} is denoted by XA . In what follows all arithmetic operations
are vectorized and such operations involving two vectors should be interpreted componentwise.
Also, operations involving vectors of different lengths are defined by recycling the smaller vector
to match the length of the larger vector. So, for example, if α ≥ 0 and k ∈ N are constants and
y = (y1 , . . . , yd ) ∈ Rd , then α1 : k = (α, α2 , . . . , αk ) and α + y = (α + y1 , . . . , α + yd ).
We will use the symbol ∼ to mean “is distributed as” where the symbol to the right of ∼
may be either a distribution or density function. If X is a random vector and g a measurable
function, an expression such as Eπ {g(X)} denotes the expected value of g(X) when X ∼ π.
Unless otherwise stated, {Xn }n∈Z will denote a stationary time series with Laplace marginal
distributions so that
(
exp(x)/2, x ≤ 0,
P(Xn ≤ x) =
(3.5)
1 − exp(−x)/2, x > 0
for each n ≥ 0 and x ∈ R. There is no loss in generality in assuming a prescribed marginal
distribution, since, any stationary time series with continuous margins may be transformed to
another stationary time series with different continuous margins via the probability integral
transform.
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We define the random set of times of exceedance of the threshold u > 0 to be the set
(3.6)

Tu = {i ∈ N : Xi > u}.

Our main assumption concerns the limiting behaviour of the time series {Xn }n∈Z after observing an extreme state. In particular, we consider the behaviour of appropriately renormalized
random variables X1 : k conditional on X0 > u as u → ∞, k ∈ N. We assume there exist se∞
quences of location and scale functions {ai : R → R}∞
i=1 and {bi : R → R+ }i=1 respectively,
such that for any k ∈ N


X1 : k − a1 : k (X0 )
D
X0 − u,
X0 > u −
→ (E0 , Z1 , . . . , Zk )
(3.7)
b1 : k (X0 )
as u → ∞ where E0 is a unit exponential random variable independent of the random vector
Z1 : k = (Z1 , . . . , Zk ) ∼ G1 : k , where G1 : k is a joint distribution function on Rk with nondegenerate margins that place no mass at +∞. The assumption in (3.7) appears in Heffernan
& Tawn (2004) where it is shown to hold whenever the copula of X1 : k is of any of the types
considered in Joe (1997). The process {Zn }∞
n=1 plays a similar role in our setting, to the tail
chain from Janßen & Segers (2014). In Papastathopoulos & Tawn (2020) and Papastathopoulos
et al. (2017), whose assumptions mirror ours, the process {Zn }∞
n=1 is known as the hidden tail
chain.
In some situations we may wish to make an analogous assumption to (3.7) but concerning
the behaviour of the time series {Xn }n∈Z prior to observing an extreme. This is discussed
further in Section 3.4.2 where we describe scenarios in which we need to be able to simulate
both forwards and backwards in time from an extreme event.

3.3
3.3.1

Statistical modelling
Marginal model

Although in equation (3.5) we assume standard Laplace marginal distributions, data encountered in applications will typically not be on this scale and so a marginal transformation is
required to apply the models that follow. If {Yn }n∈Z is a stationary time series with marginal
distribution function F , then the time series {Xn }n∈Z defined by
(
log {2F (Yn )},
if F (Yn ) < 1/2,
Xn =
(3.8)
−log [2{1 − F (Yn )}], if F (Yn ) ≥ 1/2,
is stationary and has Laplace marginal distributions. In practice, the exact form of F will not
be known and must be estimated. We use a standard semi-parametric approach (Coles & Tawn
1991) to estimate F by the empirical distribution function below some high threshold u∗ and
via a generalized Pareto distribution (GPD) above u∗ . Thus we assume a model for the upper
tail of Y of the form
−1/ξ

P(Y − u∗ > y | Y > u∗ ) = (1 + ξ y/σ)+

,

y > 0,

(3.9)

where y+ = max{y, 0}. The parameters σ > 0 and ξ control the scale and shape of the tail of
Y respectively. We estimate σ and ξ in (3.9) by maximum likelihood using the excesses Yt − u∗
for each t such that Yt > u∗ (Davison & Smith 1990). The threshold u∗ is selected by fitting
the GPD model for a range of high thresholds and selecting the smallest threshold such that the
estimates of σ and ξ stabilise.
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ˆ of σ and ξ, an estimator of the marginal
Given the maximum likelihood estimators σ̂ and ξ,
distribution F based on a sample Y1 : n is then
(
P
N −1 N
y ≤ u∗ ,
i=1 1[Yi ≤ y],
F̂ (y) =
(3.10)
−1/ξ̂
1 − p̂u∗ {1 + ξˆ (y − y ∗ }/σ̂)
, y > u∗ ,
+

where p̂u∗ = N −1

3.3.2

PN

i=1

1[Yi > u∗ ] is an estimator of Yi exceeding the threshold u∗ .

Parametric models for norming functions

We will use assumption (3.7) as our basis for modelling the conditional distribution of Xt+1 : t+k
given Xt > u. We will assume that the positive integer k which determines how many lags
forward from the extreme event we wish to model has been fixed and discuss this issue further
in Section 3.5. We will also assume that the threshold u has been chosen to be suitably large
so that the limiting result (3.7) holds as an equality exactly above u. By stationarity, the same
functions a1 : k and b1 : k can be used to normalize Xt+1 : t+k given Xt > u, as for X1 : k given
X0 > u. Hence, we assume that
Xt+1 : t+k − a1 : k (Xt )
(t)
(t)
(t)
= (Zt+1 , . . . , Zt+k ) = Zt+1:t+k ,
b1 : k (Xt )

t ∈ Tu ,

(t)

(3.11)

(t)

where the margins of Zt+1:t+k are non-degenerate. The superscript (t) in Zt+1:t+k is used to
(t)

emphasize that we are conditioning on the event Xt > u. As u → ∞, Zt+1:t+k corresponds to
a block of length k from the hidden tail chain, however as in our applications u will be finite, we
(t)
will simply refer to Zt+1:t+k as a residual vector. We will consider two approaches to statistical
(t)

inference which differ in the manner in which the residual vector Zt+1:t+k is modelled. In
(t)

the first case, discussed in Section 3.3.3, Zt+1:t+k is modelled non-parametrically, whereas in
Section 3.3.4, parametric models are discussed.
In order to make statistical inference tractable, we are required to specify the forms of the
norming functions a1 : k and b1 : k and we consider two possibilities. Our first model is motivated
by the normings found in Heffernan & Tawn (2004) which we specify as
Model 1: ai (x) = αi x,

bi (x) = xβ ,

i ∈ 1 : k, αi ∈ [−1, 1], β ∈ [0, 1).

(3.12)

A more flexible model would be to specify bi (x) = xβi , i.e., to have different scale normalizations at each lag. We opt for the simple case where βi = β for each i ∈ 1 : k, in part due to a
lack of useful theoretical results that can be used to impose structure on βi and in part due to
results in Papastathopoulos et al. (2017) and Papastathopoulos & Tawn (2020) that show that
for Markov time series we may take βi = β. Our parameter restrictions on β are stricter than
those in Heffernan & Tawn (2004), where β ∈ (−∞, 1). For negative values of β, the relationship between Xt and Xt+i , conditional on Xt > u, becomes deterministic as u → ∞ and the
(t)
limiting distribution of Zt+i degenerate, and so we rule out this type of unrealistic behaviour
for applications. To allow for more flexible scale normings we also consider the following form
for the norming functions, which are inspired by Model 3 from Wadsworth & Tawn (2019)
Model 2: ai (x) = αi x,

bi (x) = {1 + ai (x)}β ,

(3.13)

with the same parameter restrictions as in Model 1.
We will be most interested in cases where there may be assumed to be some structure in the
constants α1 : k . In particular, when the time series is Markov, as discussed in Section 3.5, the
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k parameters α1 : k may be reduced to a single parameter α, greatly simplifying inference. In
principle, the constants α1 : k should be subject to constraints in order to have been generated by
a stationary process, i.e., they cannot take arbitrary forms. As in Wadsworth & Tawn (2019), we
do not pursue this general question although this would be a useful avenue for future research
in order to be able to propose more theoretically justified models for non-Markov time series.

3.3.3

Semi-parametric modelling

We first consider a standard method from the conditional extremes literature (Heffernan & Tawn
2004, Keef et al. 2013) to construct a composite log-likelihood for the parameters α1 : k and
(t)
β under simplifying assumptions on the structure of Zt+1:t+k . Specifically, we will make a
(t)

temporary working assumption that the copula of Zt+1:t+k is that of independence and that for
(t)

(t)

each t ∈ Tu , the i-th component, Zt+i , of the residual vector Zt+1:t+k has density
δi
f (z) =
exp
2σi Γ(1/δi )



z − µi
−
σi

δi


,

µi ∈ R, σi > 0, δi > 0.

(3.14)

Random variables having density function (3.14) appear far back in the statistical literature
(Subbotin 1923, Varanasi & Aazhang 1989) where they are said to have a generalized Gaussian
distribution. More recently they appear in the spatial conditional extremes literature (Wadsworth
& Tawn 2019, Shooter et al. 2021) and are said to have a delta-Laplace distribution. We
will follow this more recent convention, and when a random variable Z has delta-Laplace
distribution with density (3.14) we write Z ∼ DL(µi , σi , δi ). The particular cases where
(µi , σi , δi ) = (0, 1, 2) and (µi , σi , δi ) = (0, 1, 1) correspond to the standard Gaussian and
Laplace distributions, respectively. An alternative working assumption would be to temporar(t)
ily assume Zt+i ∼ N (µi , σi2 ) (Heffernan & Tawn 2004). This has the benefit of speeding up
computations, however based on simulations estimating the subasymptotic extremal index as
described in Section 3.5.1, the delta-Laplace assumption gave better results and so we will use
it in what follows.
Under these working assumptions, and writing θ = (α1 : k , β, µ1 : k , σ1 : k , δ1 : k ) we obtain
the composite log-likelihood under either Model 1 or 2 normings as
k 
XX


xt+i − ai (xt ) − bi (xt )µi δi
.
bi (xt )σi
t∈Tu i=1
(3.15)
(tj )
(ti )
When |ti − tj | < k, the residual vectors Zti +1:ti +k and Ztj +1:tj +k contain duplicate information, i.e., some values appear in both vectors, hence the use of the adjective “composite” when
describing the composite log-likelihood (3.15).
The parameters of interest are α1 : k and β while (µ1 : k , σ1 : k , δ1 : k ) correspond to nuisance parameters. We estimate (α1 : k , β) as the values that maximize the corresponding profile
composite-likelihood
l(α1 : k , β) = sup(µ1 : k ,σ1 : k ,δ1 : k ) l(θ).
(3.16)
l(θ) =

log δi − log bi (xt ) − log σi − log Γ (1/δi ) −

For fixed proposed values of (α1 : k , β) in (3.16) the values of (µ1 : k , σ1 : k , δ1 : k ) maximizing
the right hand side are obtained as the maximum likelihood estimates of the appropriate deltaLaplace samples. Specifically, for each i ∈ 1 : k, for proposed values of (α1 : k , β), we compute
the empirical lag i residuals as
(t)

Zt+i =

Xt+i − ai (Xt )
,
bi (Xt )
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t ∈ Tu .

(3.17)

(t)

Under our working assumptions, the residuals {Zt+i }t∈Tu are a random sample from a deltaLaplace distribution with density (3.14). The values (µi , σi , δi ) are obtained as the values
P
(t)
maximizing the delta-Laplace log-likelihood function t∈ Tu log f (zi ) with f as in (3.14).
Although these do not have a closed form solution, they are straightforward enough to obtain
numerically.
Having obtained point estimates (α̂1 : k , β̂) of (α1 : k , β), an estimated realization of the
(t)
residual vector Zt+1 :t+k may be obtained by randomly sampling from the fitted empirical residuals
Xt+1 : t+k − â1 : k (Xt )
(t)
Ẑt+1 : t+k =
, t ∈ Tu .
(3.18)
b̂1 : k (Xt )

3.3.4

Parametric modelling
(t)

We now consider parametric modelling of the residual vector Zt+1:t+k . We will assume that
(t)

Zt+i ∼ DL(µi , σi , δi ) and our interest is in parameterizing the delta-Laplace parameters as
functions of i. We defer the identification of possible parametric forms for these parameters
(t)
until Section 3.5. For now, we note that the assumption Zt+i ∼ DL(µi , σi , δi ) implies that
Xt+i | Xt > u ∼ DL(ai (Xt ) + bi (Xt )µi , bi (Xt )σi , δi ). For large i, we would expect Xt+i
to be approximately uncorrelated with Xt so that the distribution of Xt+i | Xt > u should be
approximately unit Laplace, i.e., DL(0, 1, 1), which is the unconditional distribution of Xt+i .
This expectation may be justified provided that the process satisfies an appropriate mixing condition which limits long range dependence. For the Markov processes considered in Section 3.5,
several strong mixing conditions hold (Bradley 2005, Section 3). In such cases, for large i, we
can ensure that the conditional distribution of Xt+i given Xt > u is approximately DL(0, 1, 1),
in the case of Model 2 normings, by specifying functions µi , σi and δi such that µi → 0, σi → 1
and δi → 1 as i → ∞. Model 1 requires a slightly more careful parameterization for the scale
parameter σi and this is discussed further in Section 3.5.
(t)
We will also assume that the copula of Zt+1:t+k is a Gaussian copula with positive definite
correlation matrix P . The precise form of P will be context dependent but we will typically
model it as the conditional correlation matrix of a (k + 1)-dimensional random vector conditioned on the first component being known. In many cases, such as the asymptotically independent Markov processes considered in Section 3.5, the (k + 1)-dimensional vector may be
naturally taken to be a block of length k + 1 of a stationary autoregressive process whose order
is equal to that of the underlying Markov sequence. One motivation for the conditional specification of P can be seen by also including location and scale normalizations for X0 in (3.7), i.e.,
considering limits of {X0:k − a0:k (X0 )}/b0:k (X0 ) conditioned on X0 > u as u → ∞. Clearly
we may take a0 (x) = x and b0 (x) = 1 so that {X0:k − a0:k (X0 )}/b0:k (X0 ) | X0 > u → Z0:k
where Z0 = 0 and Z1 : k is as in (3.7). Thus our specification of P can be thought of as specifying the dependence structure of Z1:k | Z0 = 0. This conditional specification P is based on
an approach in Wadsworth & Tawn (2019) where they specify the dependence structure of a
spatial field of residuals conditional on an extreme observation at a specific location. Another
motivation for this approach is that the hidden tail chains in Papastathopoulos et al. (2017)
and Papastathopoulos & Tawn (2020) often have non-stationary dependence structures. By
modelling P in this conditional manner we may more accurately model the dependence in the
residual vector than by directly specifying P as the correlation matrix of a block of length k of
a stationary process.
(t)
(t)
Our assumptions imply that the random vector (Φ−1 {Ft+1 (Zt+1 )}, . . . , Φ−1 {Ft+k (Zt+k )}),
has a k-dimensional Gaussian distribution with zero mean and correlation matrix P , where Φ
is the standard univariate Gaussian distribution function and Ft+i the distribution function of
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(t)

Zt+i . Although the choice of the Gaussian copula for the residual vector is not, in general, supported by theory, Towe et al. (2019) find that, in a spatial setting, obtaining reliable estimates of
the Heffernan & Tawn (2004) regression parameters α and β is more important than an accurate
distributional model for the residuals. Moreover, they find that the Gaussian copula model performs well regardless of whether the process exhibits asymptotic dependence or independence.
While, in theory, other copula models could be considered, computational requirements would
then restrict k to small values.
(t)
(t)
Subject to our assumptions on the structure of Zt+1:t+k , if π1 : k (x) denotes the conditional
density of Xt+1 : t+k given Xt > u then
(t)
log π1 : k (x)

=

k 
X

log δi − log bi (xt ) − log σi − log Γ (1/δi )

(3.19)

i=1

xt+i − ai (xt ) − bi (xt )µi
−
bi (xt )σi

δi

+ 0.5 log |Q| − 0.5 wT Qw + 0.5


k
X


Φ−1 {Ft+i (xt+i )}

2

(3.20)

i=1
(t)

(t)

(t)

where Q = P −1 , w = (Φ−1 {Ft+1 (xt+1 )}, . . . , Φ−1 {Ft+k (xt+k )}) with Ft+i the conditional distribution function of Xt+i given Xt > u. The composite log-likelihood is given
P
(t)
by t∈Tu log π1 : k (x).

3.3.5

Quantification of uncertainty and model diagnostics

Uncertainty in parameter estimates and other quantities of interest, such as those discussed in
Section 3.4, are obtained via bootstrapping methods. For stationary time series, standard methods of obtaining replicate bootstrap samples include the block bootstrap (Carlstein 1986) and
generalizations such as the moving block bootstrap (Kunsch 1989) and the stationary bootstrap
(Politis & Romano 1994). The block bootstrap requires us to sample with replacement from
non-overlapping blocks X1 : b , Xb+1 : 2b , X2b+1 :3b , . . . of length b ∈ N. Successively sampled
blocks are then joined together to produce a single bootstrap sample. If the length of the original time series is not a multiple of b then we simply truncate the last sampled block so that
the length of the bootstrap sample matches that of the original series. The moving block bootstrap generalizes this procedure by sampling with replacement from the overlapping blocks
X1 : b , X2 : b+1 , X3 : b+2 , . . .. The stationary bootstrap further generalizes this procedure by
sampling blocks of random, geometrically distributed, lengths. The stationary bootstrap has
some appeal due to the fact that, unlike the block and moving block bootstraps, it produces
samples that are stationary. However, theoretical results from Lahiri (1999) suggest that the use
of non-random blocks leads to lower mean squared errors and moreover, overlapping blocks are
preferable to non-overlapping blocks. In our data application of Section 3.6 we thus opt for the
moving block bootstrap to quantify uncertainty in parameter estimates and other quantities of
interest.
As our fitted model will be used for extrapolation beyond the fitting threshold u, potentially
at thresholds larger than any observation, it is important that estimates of the parameters α1:k
and β are stable above u. This may be checked by fitting our conditional model above a range of
thresholds and assessing graphically when parameter estimates stabilise. In order to maximize
the amount of data available for fitting our model, we take u to be the smallest threshold above
which parameter estimates are stable. In practical examples, α1:k will contain far fewer than k
free parameters so that only a few plots need to be inspected. In the case of semi-parametric
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inference, as in Section 3.3.3, we see from (3.18) that above thresholds such that estimates of
α1:k and β are stable, the estimated residual vector will also be stable.
(t)
A basic modelling assumption is that the residual vector Zt+1:t:k , is conditionally independent of Xt given Xt > u. The validity of this may be checked, either informally, via scatter plots
(t)
of (Xt , Zt+i ), t ∈ Tu , for a selection of components i ∈ 1 : k, or more formally via hypothesis
testing.
One approach to comparing and selecting between different models, is to compare estimates from models with those obtained empirically, of various cluster functionals. Two such
functionals that may be used are

θ(v, d) = P X2 ≤ v, . . . , Xd ≤ v | X1 > v ,
(3.21)
χ(v, d) = P(Xd+1 > v | X1 > v).

(3.22)

The probabilities in (3.21) and (3.22) correspond to subasymptotic versions of the extremal
index θ (Leadbetter 1983) and the upper tail dependence measure χ, and are both explored
in Ledford & Tawn (2003). Both (3.21) and (3.22) are used in Winter & Tawn (2016) and
Winter & Tawn (2017) for discriminating between models and as a diagnostic to detect the
appropriate order in their extremal Markov models. At moderately high thresholds v, above
which there is a reasonable amount of data, empirical estimates of (3.21) and (3.22) will be
quite accurate. By inspecting how empirical estimates vary as v increases and comparing with
estimates obtained by models, we may select models that most closely match the behaviour of
the empirical estimates.
When the parametric approach is taken, several other means of model discrimination and
diagnostics become available. For example, Wadsworth & Tawn (2019), in a spatial setting,
suggest using the Akaike information criterion (AIC) with the composite likelihood in place of
the true likelihood, for selecting models. A similar approach is taken in a Bayesian setting in
Shooter et al. (2019). From their composite likelihood, they construct a composite posterior,
which is used like the true posterior, for the purposes of calculating the deviance information
criterion (DIC) to discriminate between models. Information criterion specifically calibrated
for composite likelihoods have also been considered in Varin & Vidoni (2005) and Ng & Joe
(2014).
For parametric models, we may separately test the goodness of fit for the marginal compo(t)
nents and copula of the residual vectors Zt+1:t+k . By computing the empirical lag i residuals
(t)

Zt+i =

Xt+i − âi (Xt )
b̂i (Xt )

,

t ∈ Tu ,

(3.23)

compatibility with the fitted DL(µi , σi , δi ) distribution may be assessed via standard methods
such as quantile-quantile plots or more formal hypothesis tests. Furthermore, the goodness of
(t)
fit for the copula of the residual vectors Zt+1:t+k can be carried out using tests found in Genest
et al. (2009).

3.4

Simulation methods for rare event estimation

We now consider the main purpose of fitting the conditional extremes models discussed so far:
simulation of a stationary time series when in an extreme state. Section 3.4.1 discusses simulating forward in time from an exceedance of a large threshold. This may be used to estimate
conditional expectations of the form E(g(X1:d ) | X1 > v), v ≥ u, d ∈ N, for some function of
interest g. It also may be used to simulate replicate clusters of exceedances from which various
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functionals of interest may be calculated. Typical examples include the cluster maxima, mean
cluster size or, as considered in Winter & Tawn (2016), the maximum number of consecutive
exceedances within a cluster.
Section 3.4.2 introduces the importance sampling method of Owen et al. (2019). This allows for estimation of conditional expectations of the form E(g(X1:d ) | max X1:d > v), v ≥
u, d ∈ N, for some function of interest g. Here the conditioning is on there being at least one
exceedance anywhere within a block of observations rather than at the start of the block as is
the case in Section 3.4.1.
It is tacitly assumed in Sections 3.4.1 and 3.4.2 that d − 1 ≤ k. That is, we do not consider
estimation of events that involve observations at a larger lag from a threshold exceedance than
the block length, k, used in fitting our conditional model. Although in examples such as those
considered in Section 3.5, we may allow for d − 1 > k by extrapolating the structure in α1:k to
αi , i > k, in such cases it may be preferable to simply select k to be at least as large a lag as we
want to use for simulation purposes.

3.4.1

Forward simulation

From a fitted conditional model for Xt+1 : t+k we may simulate up to k-steps forward in time
from the extreme event {Xt > u} by rearranging (3.18) to get
(t)

Xt+1 : t+k = â1 : k (Xt ) + b̂1 : k (Xt )Ẑt+1:t+k ,

t ∈ Tu .

(3.24)

(t)

The residual vector Ẑt+1:t+k may be obtained either empirically as in Section 3.3.3 or simulated
from a Gaussian copula model as in Section 3.3.4. Simulating forward in time from an extreme
event allows us to easily estimate various quantities of interest. In addition to θ(v, d) and χ(v, d)
defined in (3.21) and (3.22), other possible quantities of interest include
e1 (v, d) = E(max X1:d | X1 > v),
e2 (v, d) = E(d−1

d
X

Xi | X1 > v)

(3.25)
(3.26)

i=1

X

d
e3 (v, d) = E
1[Xi > v] X1 > v
p(v, d, r) = P

i=1
X
d


1[Xi > v] = r X1 > v ,

(3.27)
(3.28)

i=1

where v > u. Quantities such as (3.25)-( 3.27) may be used as simple summary statistics to
help build up a picture of how a process behaves after entering an extreme state. The probability
in (3.28) concerns the distribution of the number of exceedances in a block of size d given an
exceedance at the start of the block. All of these quantities are of the form E(g(X1:d
P)d| X1 > v)
for a suitable
choice
of
function
g.
For
example,
for
(3.28)
we
have
g(x)
=
1
i=1 1[xi >

v] = r .
As the distribution of (Xt − u) | Xt > u is unit exponential, due to the assumed Laplace
margins, we may estimate E(g(X1:d ) | X1 > v) using Algorithm 1. This involves repeatedly
simulating forward from the exceedance X1 and estimating the quantity of interest via an empirical proportion. Exactly how step 4 is carried out will depend on whether semi-parametric
inference or parametric inference is used. For semi-parametric inference, step 4 involves randomly sampling from the empirical residuals (3.18) whereas for parametric modelling it will
involve simulation from a Gaussian copula.
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We may also wish to estimate the cluster size distribution. Suppose that clusters are defined
by the runs method (Smith & Weissman 1994) with run length r. Thus, a cluster will be said
to be initialized when a threshold v is exceeded and ends when r consecutive non-exceedances
occur. Using this definition, clusters are simulated in Winter & Tawn (2017) by iteratively
simulating forward from the first cluster exceedance until r consecutive non-exceedances occur.
In our case, we simulate jointly a full block of length k forward from the first exceedance,
where the first exceedance is simulated by setting Xt = v + E where E ∼ Exp(1). The
constant k should be chosen so that the probability of observing a cluster of length greater than
k is negligible. The simulated block Xt:t+k will then typically contain several values after
the cluster has terminated and we may then retain the smaller block Xt:t+k0 , where k 0 < k,
corresponding to a single simulated cluster.

3

input : Threshold v > u, d, n ∈ N and constants (α̂1 : k , β̂) from fitted conditional
model.
output An estimate of E(g(X1 : d ) | X1 > v)
:
for i ← 1 to n do
simulate exceedance amount E ∼ Exp(1) ;
set X1i = v + E ;

4

simulate residual Ẑ2 : d from fitted conditional model independently of X1 ;

1
2

5
6
7
8

(1),i

(1),i

set X2i : d = α̂1 : d−1 X1i + (X1i )β̂ Ẑ2 : d ;
set X i = (X1 , X2i : d ) ;
end
P
return Ê(g(X1 : d ) | X1 > v) = n−1 ni=1 g(X i )

Algorithm 1: Algorithm for estimating E(g(X1 : d ) | X1 > v) via forward simulation.

3.4.2

Importance sampling

In this section we introduce the estimator of Owen et al. (2019) for estimating probabilities of
the form P(∪di=1 {Xi > vi }), where vi ∈ (0, ∞), i ∈ 1 : d. The same approach can be found
in the simulation algorithms of Wadsworth & Tawn (2019) and Adler et al. (2012) in slightly
different settings. Although the estimator may be used for estimating the probability of a union
of arbitrary events, we restrict attention to events of the specific form {Xi > vi } as these are of
most interest to us in our time series context. Moreover, we will see how the estimator may be
adapted to allow us to estimate the probabilities of other events of interest.
Consider a block X1 : d of length d from a time series with joint density function π. For
i ∈ 1 : d, let Li ⊆ Rd be the region Li = {x ∈ Rd : xi > vi } and let L = ∪di=1 Li . We will be
most interested in the case where each vi , 1 ≤ i ≤ d, is a large quantile of the standard Laplace
distribution, so that if X1 : d lies in L, then at least one of its components is large. We consider
estimation of
[

d
p=P
{Xi > vi } = P(X1 : d ∈ L).
(3.29)
i=1

A special case frequently of interest is when all the thresholds are equal, say vi = v, 1 ≤ i ≤ d,
in which case p = P(max X1 : d > v) is the probability of exceeding
Pn the threshold v within
−1
a block of d observations. The obvious empirical estimator, n
i=1 1L (Xi ), of p based
on n independent replications, {Xi }ni=1 , of X1 : d , is unbiased and has variance p(1 − p)/n.
Owen et al. (2019) show that this estimator may be improved upon, in the sense of reduced
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variance, by sampling from an appropriate mixture distribution instead of directly from X1 : d .
Specifically, for each i ∈ 1 : d, define πi∗ to be the conditional density of X1 : d given Xi > vi ,
so that πi∗ (x) = π(x)1Li (x)/pi , x ∈ Rd , where pi = P(Xi > vi ) > 0. The importance
P
sampling density proposed by Owen et al. (2019) is π ∗ = di=1 wi πi∗ where wi = pi /p̄ and
Pd
p̄ = i=1 pi is the union bound of p. Thus the mixture component πi∗ is sampled from with
probability proportional to pi . Since


1L (X1 : d )π(X1 : d )
p = Eπ {1L (X1 : d )} = Eπ∗
,
(3.30)
π ∗ (X1 : d )
this motivates the following estimator of p
1 X 1L (Xi )π(Xi )
1X
1L (Xi )π(Xi )
,
=
Pd
∗
−1
n
π (Xi )
n
j=1 1Lj (Xi )π(Xi )p̄
n

p̂ =

i=1

n

iid

Xi ∼ π ∗ .

(3.31)

i=1

As 1L (Xi ) = 1 when Xi ∼ π ∗ , estimator (3.31) simplifies to
n

p̄ X 1
p̂ =
,
n
S(Xi )

iid

Xi ∼ π ∗ ,

(3.32)

i=1

P
where S(Xi ) = dj=1 1Lj (Xi ) counts the number of events {Xi > vi }, 1 < i < d, that occur
in the block Xi of length d. As 1 ≤ S(Xi ) ≤ d when Xi ∼ π ∗ , p̂ is always well defined and
respects the theoretical bounds p̄/d ≤ p ≤ p̄.
The union bound p̄ which appears in expression (3.32) is easily obtained using the assumption that the margins of the process are standard Laplace distributed. For the rest of this section
we focus on the case of a common threshold vi = v, i ∈ 1 : d, in which case p̄ = de−v /2.
In order to be able to estimate p via (3.32), we need to be able to simulate repeatedly from
the block X1 : d conditional on there being at least one exceedance of v within the block and
then count the total number of exceedances. As the marginal distributions are equal and we
are assuming a common threshold, we have wi = d−1 , i ∈ 1 : d, and the distribution πi∗ is the
conditional distribution of X1 : d | Xi > v. When 2 ≤ i ≤ d − 1, we then need to be able
to simulate from X1 : i−1 | Xi > v and Xi+1 : d | Xi > v, i.e., we need to be able to simulate
both forward and backward in time from the event Xi > v. Janßen & Segers (2014) consider
the behaviour of vector valued Markov time series both forward and backward in time from
an extreme event through their so-called forward and backward tail chains. In this context, an
extreme corresponds to a large value of the Euclidean norm, and it is shown that the forward tail
chain determines the backward tail chain and conversely. However, their results do not directly
apply to our setting due to their multivariate regular variation (Resnick 1987) assumption which
excludes asymptotically independent processes that are not independent.
To simulate backwards in time from a threshold exceedance, we will assume that a generalisation of (3.7) holds. In particular, we assume that there exist location and scale norming
∞
functions {ai : R → R}∞
i=−∞ and {bi : R → R+ }i=−∞ respectively, such that for any k ∈ N


X−k : k − a−k : k (X0 )
D
X0 − u,
X0 > u −
→ (E0 , Z−k : k ),
(3.33)
b−k : k (X0 )
as u → ∞, where E0 is a unit exponential random variable independent of the random vector ZA ∼ GA , A = −k : k\{0}, where GA is a joint distribution function on R2k with nondegenerate margins that place no mass at +∞. In (3.33) we adopt the convention that a0 (x) =
x, b0 (x) = 1 and Z0 = 0. We may then fit models for the block Xt−k : t+k , k-steps prior to and
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following the exceedance Xt > u, using the methods of Section 3.3. Thus for example, in the
case of Model 1 normings (3.12), we may fit a model of the form
D

β−k : k

Xt−k : t+k = α−k : k Xt + Xt

(t)

Zt−k : t+k ,

t ∈ Tu .

(3.34)

where β−k : k = (β − , . . . , β − , 0, β + , . . . , β + ), with β − and β + scale parameters associated
to observations prior to and following the threshold exceedance at Xt . In the case of semiparametric modelling with parameters α−k : k , β − and β + to estimate, where α0 = 1, fitting the
model (3.34) requires no new innovations relative to the methods of Section 3.3.3. As before,
(t)
we make the working assumption that Zt+i ∼ DL(µi , σi , δi ), where now i ∈ −k : k\{0}.
(t)

The residual vector Zt−k : t+k can be simulated empirically by rearranging (3.34) and replacing
parameters by their estimated values.
It is of interest to know whether there is any connection between the parameters associated
to the forward and backward chains, i.e., (α−k : −1 , β − ) and (α1 : k , β + ), since in such cases we
may be able to reduce the number of parameters to be estimated and hence improve efficiency.
For example, for asymptotically dependent processes one has α−i = αi = 1 and β − = β + = 0.
For the asymptotically independent Markov processes that we consider in Section 3.5.1, with
Gaussian and inverted logistic copulas, one also has α−i = αi and β − = β + . The analogue
of such symmetry in a spatial context is isotropy. In practical applications, whether or not such
symmetry exists will be unknown, however, we can always fit both symmetric and asymmetric
models and compare fits using the diagnostics described in Section 3.3.5.
Having estimated α−k : k , β − and β + , it is straightforward to estimate P(max X1 : d > v)
using Algorithm 2. Algorithm 2 assumes that Model 1 normings have been used and is trivially modified for Model 2 normings. Also, exactly how the residual vectors are simulated will
depend on whether the residuals are modelled non-parametrically as in Section 3.3.3 or parametrically as in Section 3.3.4.
Owen et al. (2019) prove that p̂ is an unbiased estimator of p and Var(p̂) ≤ p(p̄ − p)/n,
from which it follows that p̂ is a consistent estimator of p. Although p̂ may be used to estimate
the probability of an arbitrary union of events, it is in the rare event setting, when p and p̄ are
small, that it is most efficient since then p(p̄ − p) may be orders of magnitude smaller than
p(1 − p). Thus, in the rare event setting we increase the precision in estimation by sampling
from π ∗ rather than π.
We now consider estimating the probability of sub-events of ∪di=1 {Xi > v}. Typical exP
P
amples of interest include P( di=1 1[Xi > v] = r) or P( di=1 1[Xi > v] ≥ r), r ≥ 1, which
correspond to “exactly r exceedances of” and “at least r exceedances of” the threshold v in the
block X1 : d of d observations.
c
Let g be a function
R supported on L, so that g(x) = 0 for x ∈ L . We consider estimation of
Eπ {g(X1 : d )} = L g(x)π(x) dx. We may estimate Eπ {g(X1 : d )} via importance sampling
from π ∗ as
n
X
g(Xi )
iid
b π {g(X1 : d )} = p̄
E
, Xi ∼ π ∗ .
(3.35)
n
S(Xi )
i=1

Provided g is bounded, as is the case when g is an indicator function, (3.35) defines a consistent
estimator of Eπ {g(X1 : d )}. This is the main content of Theorem 3.1 below which is proved in
Appendix 3.A.
b π {g(X1 : d )} is as in (3.35) and g is supported on L then
Theorem 3.1. If E

b π {g(X1 : d )} = Eπ {g(X1 : d )}
Eπ∗ E
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(3.36)

1
2
3
4
5
6
7
8
9
10
11
12
13

input : Threshold v > u, n ∈ N and constants (α̂−k : k , β̂ + , β̂ − ) from fitted model
(3.34).
output An estimate of P(∪di=1 {Xi > v})
:
for i ← 1 to n do
sample exceedance time j ∈ {1, . . . , d} uniformly at random;
simulate exceedance amount E ∼ Exp(1) ;
set Xji = v + E ;
(j),i

simulate the residual vector Ẑ1 : d ;
if j = 1 then
+
(1),i
set X2i : d = α̂1 : (d−1) X1i + (X1i )β̂ Ẑ2 : d ;
set X i = (X1i , X2i : d )
else if j = d then
−
(d),i
set X1i : d−1 = α̂−(d−1) : −1 Xdi + (Xdi )β̂ Ẑ1 : d−1 ;
set X i = (X1i : d−1 , Xdi ) ;
else
−
(j),i
set X1i : j−1 = α̂−(j−1) : −1 Xji + (Xji )β̂ Ẑ1 : j−1 ;
+

14
15
16
17
18
19

(j),i

i
i β̂
i
set Xj+1
: d = α̂1 : d−j Xj + (X1 ) Ẑj+1 : d ;
i
set X i = (X1i : j−1 , Xji , Xj+1
: d) ;
end
P
calculate S(X i ) = dk=1 1[Xki > v];
end
P
−v
1
return p̂ = de2 n1 ni=1 S(X
i) .

Algorithm 2: Algorithm for estimating the probability of at least one exceedance of the
threshold v in a block of length d in a stationary time series in Laplace margins.
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and

 Z
 1
2
g(x)2 π(x)
b
Var Eπ {g(X1 : d )} =
.
p̄
dx − Eπ {g(X1 : d )}
n
S(x)
L

(3.37)

b π {g(X1 : d )} is a consistent estimator of Eπ {g(X1 : d )}.
Consequently, if g is a bounded function then E
Moreover, if g is an indicator function, i.e., g(x) ∈ {0, 1}, for all x ∈ Rd , then

 Eπ {g(X1 : d )} p̄ − Eπ {g(X1 : d )}
b
Var Eπ {g(X1 : d )} ≤
.
(3.38)
n
We finally consider the case where we want to estimate an expectation conditionally on
∪di=1 {Xi > v} occurring. Let π ∗∗ be the conditional density of X1 : d given ∪di=1 {Xi > v}, so
that π ∗∗ (x) = π(x)1L (x)p−1 where p = P(∪di=1 {Xi > v}). We wish to estimate
Z
Eπ∗∗ {g(X1 : d )} = g(x)π(x)1L (x)p−1 dx = p−1 Eπ {1L (X1 : d )g(X1 : d )}.
(3.39)
Now, since 1L (X1 : d )g(X1 : d ) is supported on L, we may estimate Eπ {1L (X1 : d )g(X1 : d )}
using the estimator in (3.35) and estimate p−1 using the reciprocal of (3.32). Thus, from (3.39)
we may estimate Eπ∗∗ {g(X1 : d )} using
Pn
iid
i=1 g(Xi )/S(Xi )
b
∗∗
, Xi ∼ π ∗
(3.40)
Eπ {g(X1 : d )} = P
n
1/S(X
)
i
i=1
which, in the case that g is a bounded function, is a consistent estimator as it is formed from
a ratio of consistent estimators. The estimator (3.40) appears in Algorithm 3 of Wadsworth &
Tawn (2019). A typical example where we may use (3.40) is to estimate
X

d
p∗ (v, d, r) = P
1[Xi > v] = r max X1 : d > v ,

1 ≤ r ≤ d,

(3.41)

i=1

which as r varies from 1 to d, estimates the distribution of the number of exceedances of the
threshold v within the block X1 : d of d observations given at least one
To estimate

 Pexceedance.
d
1
[x
>
v]
=
r
. Al(3.41) for fixed r, we take g to be the indicator function g(x) = 1
i
i=1
gorithm 2 is easily adapted to estimate (3.41) or indeed, more generally, (3.39), for an arbitrary
g using the estimator (3.40). The only amendments required are on line 19, where in addition to
calculating S(Xi ), we also calculate g(Xi ), and then on line 21 we return the value of (3.40).

3.5

Examples and simulation study

3.5.1

Norming functions for asymptotically independent Markov time series

Results from Papastathopoulos et al. (2017) imply that for first order Markov time series we may
consider a greatly simplified structure to the vector of constants α1 : k compared to the general
form given in Section 3.3. In particular, if we write, α1 = α and then we may take αi = αi
for i ∈ 1 : k. Thus the conditional distribution of Xt+1 : t+k given Xt > u has representations
under Models 1 and 2 as
D

(t)

Xt+1 : t+k | Xt > u = α1 : k Xt + Xtβ Zt+1 : t+k ,
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(Model 1),

(3.42)

and
D

(t)

Xt+1 : t+k | Xt > u = α1 : k Xt + {1 + (α1 : k Xt )β }Zt+1 : t+k ,

(Model 2).

(3.43)

For semi-parametric modelling as in Section 3.3.3, we then have only two parameters, α and β,
to estimate. The constants α1 : k = α1 : k may also be defined recursively as αt = a(αt−1 ), 1 ≤
t ≤ k, with initial condition α0 = 1, where a : R → R is the function defined by a(x) = α x.
Moreover, the values α1 : k may be recognized as the values at lags 1 up to k of the autocorrelation function of the first order autoregressive model (3.52) with ρ = α.
Results from Papastathopoulos & Tawn (2020) suggest that for higher order Markov sequences, structure on the constants α1 : k may be obtained in a similar way. In particular, for
a Markov sequence of order l < k, then given initial values α0:l−1 where α0 = 1, we may
obtain αl:k via the recurrence αt = a(αt−l:t−1 ) where a : Rl → R is a differentiable and
homogenous function of order 1, i.e., a(tx) = ta(x), x ∈ Rl . We will consider two possible
functional forms for the function a. In the first case we will assume that a takes the form of an
autocorrelation function of a stationary autoregressive model of order l, and the second case is
based on a functional form in Papastathopoulos & Tawn (2020).
For now we focus on the case where our time series is Markov of order l = 2. Consider the
autocorrelation function of the second order stationary autoregressive model Yn = θ1 Yn−1 +
θ2 Yn−2 + wn where {wn } is a zero mean uncorrelated sequence independent of {Yn }. If ρn
denotes the value of the autocorrelation function of the sequence {Yn }∞
n=0 at lag n, then ρn is
determined for all n by the recurrence ρn = θ1 ρn−1 + θ2 ρn−2 , n ≥ 2, with initial conditions
ρ0 = 1, ρ1 = θ1 /(1 − θ2 ). We use this form of recurrence to define structure on the sequence
α1 : k as
αt = θ1 αt−1 + θ2 αt−2 ,

with α0 = 1, α1 = θ1 /(1 − θ2 ).

2 ≤ t ≤ k,

(3.44)

The recurrence in (3.44) may be written alternatively as αt = a(αt−1 , αt−2 ) where a : R2 → R
is the function a(x1 , x2 ) = θ1 x1 +θ2 x2 . For this model, in the case of semi-parametric inference
as in Section 3.3.3, the k + 1 parameters (α1 : k , β) to estimate in (3.12) and (3.13) are reduced
to the three parameters (θ1 , θ2 , β).
A difficulty arises when implementing this model due to the fact that, in order for (θ1 , θ2 )
to define the autocorrelation function of a stationary process, they are subject to certain constraints. These constraints are that (θ1 , θ2 ) lie in the interior of the triangular region defined by
the inequalities θ2 < 1 + θ1 , θ2 < 1 − θ1 and θ2 > −1. To deal with these constraints we
consider a reparameterization in terms of partial autocorrelations. Barndorff-Nielsen & Schou
(1973) showed that a stationary autoregressive process of order l may be parameterized in terms
of the first l partial autocorrelations which each may be taken to vary freely in (−1, 1). Moreover, the partial autocorrelations are shown to be in a one-to-one, continuously differentiable
correspondence with the autoregression parameters. This greatly simplifies inference in comparison to working directly with the autoregression parameters, especially as l increases and the
parameter constraints become more complex. In the case of an order 2 process, if (r1 , r2 ) are
the first two partial autocorrelations, then the correspondence between (r1 , r2 ) and (θ1 , θ2 ) is
given by
θ1 = r1 (1 − r2 )

(3.45)

θ2 = r2

(3.46)

with (r1 , r2 ) ∈ (−1, 1)2 . Thus, in this parameterization, we have parameters (r1 , r2 , β) to
infer. From our fitted values of r1 and r2 , we obtain the fitted values of θ1 and θ2 from (3.45)
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and (3.46) and consequently α1 : k from (3.44).
This approach generalizes to higher order cases. For example, in the case of an order 3
Markov sequence, structure on α1 : k comes from the autocorrelation function of an autoregressive model of order 3 as
αt = θ1 αt−1 + θ2 αt−2 + θ3 αt−3 ,

3 ≤ t ≤ k,

(3.47)

with
α0 = 1, α1 =

θ1 + θ 2 θ3
, α2 = θ2 + (θ1 + θ3 )α1 .
1 − θ2 − θ1 θ3 − θ32

(3.48)

The parameters (θ1 , θ2 , θ3 ) are subject to the stationarity constraints θ1 + θ2 + θ3 < 1, −θ1 +
θ2 − θ3 < 1, θ3 (θ3 − θ1 ) − θ2 < 1 and |θ3 | < 1. We then reparameterize in terms of (r1 , r2 , r3 )
where
θ1 = r1 − r1 r2 − r2 r3
θ2 = r2 − r1 r3 + r1 r2 r3
θ3 = r3
where (r1 , r2 , r3 ) ∈ (−1, 1)3 . Although in principal this approach may used for Markov processes of any order l, the initial conditions for α0 : l−1 which are determined by the first l values
of the correlation function of an autoregressive sequence of order l start to become rather complicated as l grows.
A slightly different approach is suggested in Papastathopoulos & Tawn (2020). For a Markov
sequence of order l < k, given the initial l values α0 : l−1 with α0 = 1, structure on αl : k comes
from the recurrence
X
1/δ
d
δ
αt = c
γi (γi αt−i )
,

d ≤ t ≤ k,

(3.49)

i=1

Pl
with c > 0, δ ∈ R, γ1:l ∈ Sl−1 = {γ1:l ∈ [0, 1]l :
i=1 γi = 1}. For Markov sequences of order 2, the recurrence in the correlation approach,
αt = θ1 αt−1 + θ2 αt−2 , can
√
be written in the form (3.49)
with δ = 1, γ1 = (θ1 − θ1 θ2 )/(θ1 − θ2 ), γ2 = 1 − γ1 and
√
c = (θ1 − θ2 )2 /(θ1 − 2 θ1 θ2 + θ2 ). There are two points of contrast with the approach using
correlation functions to induce structure on α1 : k . Firstly, now the initial conditions α0 : l−1
are regarded as free parameters in (−1, 1) rather than being parameterized in terms of the parameters of an autoregressive model. This reduction in complexity is compensated for by the
more complex recurrence (3.49). In the case of an order 2 Markov sequence we have five parameters (α1 , β, c, δ, γ1 ) in contrast to three parameters when using the correlation function
approach. In an implementation of this model, we also need to respect the parameter constraint
γ1 : l ∈ Sl−1 . In the case where l = 2 this is trivial to achieve: we simply confine γ1 to the
interval (0, 1), e.g., via a logit transform, and then set γ2 = 1 − γ1 . More generally, we may
consider reparameterizing in terms of Γ1 : l ∈ Rl where
exp(Γi )
γi = Pl
,
i=1 exp(Γi )

1 ≤ i ≤ l,

(3.50)

under which we clearly have γ1 : l ∈ Sl−1 . However, Γ1:l is not identifiable as Γ1:l and Γ1:l + x
give rise to the same γ1 : l for any x ∈ R. This may be dealt with by adding a sum to zero
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identifiability constraint,

γi =

Pl

i=1 Γi

= 0. An identifiable parameterization is then


exp(Γi )


,
Pl−1
 Pl−1


 i=1 exp(Γi ) + exp(− i=1 Γi )





 Pl−1

exp(−

i=1 exp(Γi )

1 ≤ i ≤ l − 1,
(3.51)

Pl−1

i=1 Γi )

+ exp(−

Pl−1

i=1 Γi )

,

i = l,

where Γ1 : l−1 ∈ Rl−1 .

3.5.2

Examples: semi-parametric approach

In this section we consider semi-parametric modelling as described in Section 3.3.3 for two
order 1 and one order 2 Markov time series. The first example we consider is an autoregressive
model with Gaussian copula. Let Y0 ∼ N (0, 1) and
Yn+1 = ρ Yn + n+1 ,

n ≥ 0, |ρ| < 1,

(3.52)

where n+1 ∼ N (0, 1 − ρ2 ) with {n } and {Yn } independent. We transform {Yn }∞
n=0 on to
Laplace margins via (3.8) with F = Φ the univariate Gaussian distribution function. Here, as
in all examples in this section, we avoid fitting the marginal model (3.10) by using the known
form of F to obtain exactly Laplace marginals. Hence in the simulations that follow we neglect
the effect of any uncertainty from the marginal model.
In our second example, (Xn , Xn+1 ) have an inverted logistic copula. Let Y0 be a unit
exponential random variable and let the joint survival function of (Yn , Yn+1 ) be
1/γ

F̄ (yn , yn+1 ) = exp{−(yn1/γ + yn+1 )γ },

yn , yn+1 ≥ 0,

(3.53)

for γ ∈ (0, 1] and n ≥ 0. We map {Yn }∞
n=0 on to Laplace margins via (3.8) where F (y) =
1 − e−y , y > 0, is the unit exponential distribution function.
Although both processes are asymptotically independent, the process with inverted logistic copula requires only a scale normalization, i.e. the true value of α for this process equals
zero whereas for the Gaussian copula α = ρ2 . We consider the particular cases of these two
processes when ρ = 0.7 and α = 0.5 and investigate how the value of k used in Models 1 and
2 may influence the estimated values of α and β. We performed a Monte Carlo study based
on 1000 realizations of each process of length 105 and took our threshold u for identifying exceedances to be the 0.95 quantile of a standard Laplace distribution. For each realization, we
estimated the values of α and β using the semi-parametric approach described in Section 3.3.3
for k = 1, 5, 10, 15, 20, 30. The median estimates together with the 0.025 and 0.975 empirical
quantiles of the estimates are shown for both copulas and Model 1 and 2 normings in Figure 3.1
and Table 3.1. For both copulas and choice of normings, the estimates of α are stable under different choices for the block length k and vary very little for k > 1. We see that under the Model
1 normings there is noticeable bias introduced in the estimation of β as k increases, in particular
the estimates seem to be converging to zero. The limiting theoretical values of β under Model
1 normings are 0.5 for both Gaussian and inverted logistic copulas. This increasing bias in the
estimates of β at larger values of k is compensated for by a larger scale in the estimated residual
vector Z1 : k so that reasonable estimates of quantities of interest using Model 1 may still be
obtained. The estimates of β under Model 2 normings are much more stable but at the cost
of increasing sampling variability, although the variability does not show strong dependence
on k. Similar results are found when varying the sample size and threshold u used to identify
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Figure 3.1: Plots showing how the estimates α and β vary with the value of the block length
k and different normings for the Gaussian copula AR(1) (3.52) (top row) and inverted logistic
copula (3.53) (bottom row) based on 1000 realizations of each process. The solid lines connect
the median estimates over all 1000 realizations for different block lengths k, whereas the broken
lines show the 0.025 and 0.975 empirical quantiles of the estimates.
exceedances.
To compare the two approaches, (3.44) and (3.49), to inducing structure on α1 : k , for higher
order Markov sequences we simulated 500 realizations of length 105 of the Gaussian autoregressive order 2 model
2
Yn = 0.6Yn−1 + 0.3Yn−2 + wn , wn ∼ N (0, σw
), n ≥ 2,


1 0.6
,
(Y0 , Y1 ) ∼ MVN(0, Σ), Σ =
0.6 1

(3.54)

∞
2
2
2
2
with {wn }∞
n=2 independent of {Yn }n=0 . We take σw = 1 − 0.6 − 0.3 − 2(0.6 × 0.3)/(1 −
0.3) ≈ 0.24 to ensure Yn is standard normal for n ≥ 0. Each of the realizations is transformed
on to Laplace margins. We only simulated 500 realizations as opposed to 1000, as was done
for the first order Markov sequences due to the increased time it takes to fit the model of Papastathopoulos & Tawn (2020) in (3.49). Instead of presenting results for all parameters in both
models, we consider just the fitted values of α1 : k which are functions of all model parameters,
except β, via (3.44) and (3.49). The median, 0.025 and 0.975 empirical quantiles are shown
in Figure 3.2. The experiment was repeated using block lengths of k equal to 20 and 30. For
values of i larger than k, the values of α̂i were obtained by extrapolation using the recurrences
(3.44) and (3.49). We used only the Model 1 normings as in (3.12). The fitted curves are virtually identical for both methods, and when plotted on the same diagram both median estimates
and quantiles can hardly be distinguished. Very similar estimates for β were also obtained from
each model. When using a block length of k = 20, the 0.025 and 0.975 quantiles of estimates
of β obtained by using the recurrences (3.44) and (3.49) were [0.158, 0.379] and [0.157, 0.390]
respectively. The corresponding intervals when k = 30 were [0.095, 0.323] and [0.102, 0.308]
for (3.44) and (3.49) respectively. The main difference between the two methods is that the ap-
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Table 3.1: Median estimates α̂med and β̂med of α and β for the Gaussian (3.52) and inverted
logistic (3.53) copula models for different choices of block length k based on 1000 realizations
of each process. The interval estimates α̂int and β̂int are obtained from the 0.025 and 0.975
empirical quantiles of the 1000 estimates.
k
1
5
10
15
20
30
1
5
10
15
20
30
1
5
10
15
20
30
1
5
10
15
20
30

Copula

Norming

Gaussian

Model 1

Gaussian

Model 2

Inverted
logistic

Model 1

Inverted
logistic

Model 2

α̂med
.496
.538
.552
.556
.559
.557
.496
.530
.527
.526
.523
.524
.206
.282
.297
.307
.308
.309
.226
.273
.273
.279
.280
.278
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α̂int
.400, .598
.457, .610
.486, .623
.491, .621
.493, .625
.493, .621
.404, .596
.434, .609
.417, .616
.425, .623
.421, .611
.420, .608
.109, .294
.206, .364
.220, .374
.230, .382
.227, .385
.235, .384
.179, .300
.214, .371
.215, .363
.217, .366
.213, .372
.217, .366

β̂med
.400
.221
.131
.092
.073
.049
.664
.586
.617
.614
.615
.621
.360
.145
.077
.053
.038
.027
.816
.684
.683
.677
.678
.669

β̂int
.261, .523
.123, .335
.049, .224
.022, .170
.009, .143
.000, .104
.472, .844
.351, .815
.351, .834
.337, .831
.347, .832
.338, .839
.234, .490
.057, .232
.005, .146
.000, .119
.000, .099
.000, .078
.538, 1.00
.399, .954
.423, .951
.397, .937
.397, .957
.403, .943
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Figure 3.2: Plots showing how the estimates of αi vary with lag i for the Markov order 2 Gaussian copula time series (3.54), using the correlation function approach with recurrence (3.44)
and the Papastathopoulos-Tawn (PT) approach with recurrence (3.49) based on 500 realizations
of the process. The solid lines connect the median estimates over all 500 realizations whereas
the broken lines show the 0.025 and 0.975 empirical quantiles of the estimates.
proach using the recurrence (3.49), with its two extra parameters, takes considerably longer to
fit. For fitting Markov models with order more than 2, it may be useful to replace the working
assumption of delta-Laplace margins for the residual vector with Gaussian margins in order to
speed up the fitting procedure.
To illustrate the possible utility of simulating a large block forward from an extreme event,
we performed an experiment to estimate the subasymptotic extremal index θ(v, d) defined in
(3.21) where d = 20 for a range of thresholds v in the Gaussian copula AR(1) model (3.52).
The thresholds considered correspond to the 0.9 up to 0.99 marginal Laplace quantiles in increments of 0.01 together with the 0.999 quantile. As we need to be able to simulate 19 steps
forward from the first exceedance we used a value of k = 19 and estimated α and β using the
semi-parametric method of Section (3.3.3) and Model 2 normings. We compare this with the
case where k = 1 and a working Gaussian assumption on the residual Zt+1 in (3.3) was used
which then corresponds to the method used in Winter & Tawn (2016). For this latter method,
Algorithm 1 cannot be used to estimate θ(v, 20) and instead Algorithm 1 of Winter & Tawn
(2016) is used. This involves simulating forward from the initial exceedance one step at a time
using the recurrence (3.3). We simulated 2 × 104 sequences of length 2 × 104 and used a value
of n = 5 × 104 in Algorithm 1 for the case k = 19 and similarly for when k = 1. We used
a threshold of u equal to the 0.9 marginal Laplace quantile to identify exceedances. For each
sequence we use the fitted values of α and β to estimate θ(v, 20) and measure the quality of the
estimate via the squared relative error. The overall performance of each of the two methods for
a given threshold is then taken to be the root mean squared relative error (RMSRE). That is, if
for a given threshold v, a given method produces estimates p1 , . . . , pM , where M = 2 × 104 ,


P
2 1/2 where p = θ(v, 20). Figure 3.3 shows how
we report the value M −1 M
i=1 (pi /p − 1)
RMSRE varies with threshold v for both methods. For all thresholds up to the 0.98 marginal
quantile, the method where we simulate blocks jointly of length 19 forward from the first exceedance dominates the method where we simulate forward one step at a time. The method
with k = 19 displays extremely stable performance at all thresholds with very little discernible
differences in the RMSRE values. The difference between the two methods however diminishes
as we increase the threshold v and by the time we reach the 0.99 quantile, the two methods are
virtually indistinguishable. This may simply be due to the asymptotic independence of the pro53
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Figure 3.3: (a) Plot showing how the root mean squared relative error (RMSRE) of estimates
of θ(v, 20) vary with threshold v = F −1 (q) for one step method (squares) and k-steps method
(triangles), using k = 19 and Model 2 normings, in the Gaussian copula time series model.
Estimates are based on 2×104 realizations of the process. (b) As (a) but with RMSRE displayed
on the log scale.
cess, which ensures that θ(v, 20) → 1 as v → ∞, and so at large thresholds v, pi /p ≈ 1 and
RMSE ≈ 0 for both methods.

3.5.3

Examples: parametric approach

For each of the three time series models, (3.52), (3.53) and (3.54), from Section 3.5.2, we now
consider the possibility of identifying parametric forms for, µi , σi and δi , the delta-Laplace
(t)
parameters associated to the lag i residual term Zt+i .
Focusing, for now, on the first order models (3.52) and (3.53), we took the fitted values of α
and β, say α̂ and β̂, from our Monte Carlo experiment described in Section 3.5.2 and calculated
the empirical lag i residuals as
(t)

Ẑi

=

for Model 1 and
(t)

Ẑi

=

Xt+i − α̂i Xt
Xtβ̂
Xt+i − α̂i Xt
1 + (α̂i Xt )β̂

,

t ∈ Tu

(3.55)

,

t ∈ Tu

(3.56)

for Model 2 normings. This was repeated separately for each value of k = 1, 5, 10, 15, 20, 30.
From these residuals we then estimated the delta-Laplace parameters, µi , σi and δi , of the resid(t)
ual Zt+i , via maximum likelihood. This was repeated for lags i from 1 up to 30 inclusive. Figure
(t)

3.4 shows how the fitted delta-Laplace parameters of Zt+i vary with lag i using Model 1 and
Model 2 normings for both Gaussian and inverted logistic copulas in the case where we used
k = 1. We see that the same parametric forms for µi , σi and δi could be used for both copulas although the choice of norming appears to have some effect, most noticeably on the scale
parameter σi .
Focusing, for now, on Model 1 normings, exponential decaying models for each of the deltaLaplace parameters appear an appropriate way to describe how the processes return to the body
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after their excursions in the tail. Although there is a hint of a turning point near the start of the µi
curve for the Gaussian copula it is sufficiently small that it could possibly be ignored. The values
of µi and δi for large values of i stabilize to 0 and 1 respectively as expected; these are the values
of the marginal Laplace distribution. The value of σi for both copulas appears to converge to a
value between 0.6 and 0.7. To try and understand the behaviour of σi at large lags i, we recall
(t)
the model based assumption Xt+i | Xt > u ∼ DL(αi Xt + Xtβ µi , Xtβ σi , δi ). Thus, we see that
(t)

provided |α| < 1, the location and shape parameters of the distribution of Xt+i | Xt > u, for
large i will not be approximately those of a standard Laplace distribution unless µi and δi are
such that µi ≈ 0 and δi ≈ 1 for large i. However, for the scale parameter of the distribution of
(t)
Xt+i | Xt > u to match that of a standard Laplace distribution we would require σi ≈ Xt−β for
large i and this clearly cannot hold for all t ∈ Tu . One possible workaround here is to specify
a parametric form for σi so that for large i, σi ≈ E(Xt | Xt > u)−β = (1 + u)−β due to
the exponential right tail of Laplace distribution. Thus a possible parameterization under the
Model 1 normings for both copulas is
µi+1 = Ae−Bi ,
σi+1 = (1 + u)−β (1 + Ce−Di ),
−F i

δi+1 = 1 + Ee

(3.57)

,

for A, B, C, D, E, F > 0 and i ≥ 0. When u is the 0.95 quantile of a standard Laplace
distribution and β = 0.35 (approximately the median estimate of β when using k = 1 for
both copulas) then (1 + u)−β ≈ 0.66, which explains the convergence of σi to approximately
this value in Figure 3.4. Similar curves (not shown) for µi , σi and δi appear when repeating
this experiment with larger k. The main difference is that the estimates of β decrease to zero
for large k and so the factor (1 + u)−β in (3.57) is approximately 1. Consequently we find σi
converges to approximately 1.
For Model 2 normings, we see µi → 0, σi → 1 and δi → 1, and so we don’t need the factor
(1 + u)−β as in (3.57). This is due to the norming used for Model 2 which ensures the deltaLaplace scale parameter of Xt+i | Xt > u is {1 + (αi Xt )β }σi and provided α < 1, the term
(αi Xt )β goes to zero with probability 1. Another notable difference when using the Model 2
normings is that the behaviour of σi appears to have been inverted in comparison to Model 1. It
now increases monotonically before stabilizing to one. A possible parameterization under the
Model 2 normings for both copulas is
µi+1 = Ae−Bi ,
σi+1 = 1 + Ce−Di ,

(3.58)

δi+1 = 1 + Ee−F i
for i ≥ 0, where now C < 0. There appears to be a slightly more pronounced mode near the beginning of the µi curves. If we wished to accommodate this feature, this could be accomplished
by including an additional parameter, e.g., µi+1 = AiB−1 e−Ci , which we note is proportional
to the density function of a gamma random variable.
We consider fitting the parametric model (3.57) for the Gaussian copula autoregression using the method of Section 3.3.4 for all 1000 realizations of the process that were used in the
Monte Carlo experiment for semi-parametric estimation. This requires us to specify the corre(t)
lation matrix P of the Gaussian copula of the residual vectors Zt+1 : t+k , t ∈ Tu . As discussed
in Section 3.3.4 we consider the correlation matrix of the (k + 1)-dimensional random vector
Z0:k conditioned on Z0 . As we are working with a first order Markov sequence, we take P
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Figure 3.4: Plots showing how µi , σi and δi vary with i under Model 1 (top two rows) and
Model 2 (bottom two rows) normings for Gaussian and inverted logistic copula models based
on 1000 realizations of each process. The solid lines connect the median estimates over all
1000 realizations whereas the broken lines show the 0.025 and 0.975 empirical quantiles of the
estimates.
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Table 3.2: 0.025 and 0.975 quantiles, to two decimal places, of the sampling distributions for
parameters in the parametric model (3.57) and Gaussian copula autoregressive model. These
are based on 1000 realizations of the process for different block lengths k.
k
10
20
30

α
.54, .63
.54, .64
.54, .63

β
.08, .20
.03, .12
.01, 0.09

A
.00, .35
.00, .31
.00, .32

B
.10, 5.00
.13, 5.00
.15, 4.99

C
.63, 1.03
.65, .99
.63, 1.03

D
.35, 1.21
.35, .84
.35, 1.18

E
.45, .99
.48, .95
.46, .99

F
.44, 2.46
.44, 1.27
.42, 2.08

ρ
65, .66
.67, .68
.68, .69

to be the conditional correlation matrix of a first order stationary autoregressive model with
autocorrelation parameter ρ. It is more convenient to give a specification directly in terms of
Q = P −1 which is a sparse (banded) matrix and appears in (3.20). Moreover, updating precision matrices upon conditioning is much more straightforward than for correlation matrices
(Rue & Held 2005, Theorem 2.5). We first construct the (k + 1) × (k + 1) dimensional matrix
Q̃ as


1,
if (i, j) = (1, 1) or (i, j) = (k + 1, k + 1),



1 + ρ2 ,
if i = j, and 2 ≤ i ≤ k,
Q̃i,j =
(3.59)

−ρ,
if |i − j| = 1,



0,
otherwise.
The matrix Q used in (3.20) is then obtained by deleting the first row and column of Q̃. Although
we were able to maximize the composite likelihood jointly for all parameters (α, β, A, . . . , F, ρ),
it was sufficiently slow to make a simulation study infeasible. For this purpose, we estimate the
parameter vector in two stages as advocated in Joe (1997). First we estimate (α, β, A, . . . , F )
under the working assumption of an independence copula on the residual vector, and then maximize the composite likelihood for ρ assuming the parameters (α, β, A, . . . , F ) are fixed at their
estimated values from the first step. This greatly speeds up the time to fit the model compared
to estimating all parameters at once. Based on Figure 3.4, we constrain A and E to the interval
(0, 1), C to (0, 3) and B, D and F to (0, 5) using scaled logit transformations. The 0.025 and
0.975 empirical quantiles, to two decimal places, of the parameters estimates from the 1000
realizations are shown in Table 3.2. We performed our estimation for values of the block length
k =10, 20 and 30. The estimates do not show strong dependence of k beyond what was already noted for β as when using the semi-parametric approach with Model 1 normings. The
estimates for B in particular are highly uncertain and the 0.025 and 0.975 quantiles encompass
most of the interval (0, 5). A value of B = 5 would correspond to extremely rapid decay of
µi with i which does not seem to be supported by the plots in Figure 3.4. One possibility for
the high uncertainty in the estimates of B could be due to a poorly specified parametric form
for µi since as we already noted, there is evidence of a turning point in Figure 3.4 which we
have ignored. Estimates for the other parameters seem reasonable and the copula correlation
parameter in particular is estimated with precision and is very stable as we vary the block length
k.
To test whether parametric models for the delta-Laplace parameters of the residual vectors
may be possible for the second order Markov time series (3.54), we carried out the same procedure as described for the first order Markov sequences. That is, from a given model fit from the
Monte Carlo experiment of Section 3.5.2, we calculated the lag i residuals as in (3.55) and estimated the delta-Laplace parameters µi , σi and δi by maximum likelihood. Figure 3.5 shows the
median estimate with the 0.025 and 0.975 empirical quantiles of the estimates when using the
correlation function approach with recurrence (3.44) and block length k = 20. The approach
of Papastathopoulos & Tawn (2020) using recurrence (3.49) gave essentially the same curves
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Figure 3.5: Plots showing how estimates of the delta-Laplace parameters µi , σi and δi of the
residual vector vary with lag i for the Markov order 2 Gaussian copula time series (3.54), using
the correlation function approach with recurrence (3.44) and block length k = 20 based on 500
realizations of the process. The solid lines connect the median estimates over all 500 realizations whereas the broken lines show the 0.025 and 0.975 empirical quantiles of the estimates.
Virtually identical curves (not shown) were obtained when using Papastathopoulos-Tawn model.
as did using a block length of k = 30. The curves for µi and σi look more complex than in the
order 1 case and have a clear mode that would need to be modelled although the same model
for δi as in the first order case seems appropriate.

3.6
3.6.1

Data application
Data

In this section we illustrate our methodology on a time series of daily maximum temperature
measurements from Orleans, France, during the years 1946-2012. This is the same data set
that is analysed in Winter & Tawn (2016) and Winter & Tawn (2017). We work only with
the summer months June-August and assume that these months from separate years constitute
approximately independent realizations of a stationary process. There are four missing values
which all occur in different years. We imputed missing values with a Kalman filter using the R
(R Core Team 2021) package imputeTS (Moritz & Bartz-Beielstein 2017).

3.6.2

Methods and model

Winter & Tawn (2016) fit a first order Markov model to the Orleans data based on the fact that
the partial autocorrelation function is not significantly different from zero at lag 1. Based on
more refined diagnostics, similar to those described in Section 3.3.5, Winter & Tawn (2017) fit a
Markov model of order 3. Both papers find asymptotically independent models to be appropriate
for the data. Here, due to time constraints, we were only able to fit an asymptotically independent
Markov model of order 2 using the semi-parametric approach and Model 1 normings. Future
work will consider fitting higher order Markov models.
We will consider simulation of daily maximum temperature in Orleans over a three week
period conditional on there being an exceedance of 35°C at the beginning of the period, i.e.,
we will only consider forward simulation as described in Section 3.4.1. A temperature of 35°C
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corresponds approximately to the one year return level, i.e., this temperature is exceeded on
average once per year. As discussed in Winter & Tawn (2016), a period of three consecutive
days with mean daily maximum temperature in excess of 35°C may lead to excess mortality in
Orleans between 17% and 47%.
As we focus on a three week period, we need to be able to simulate 20 steps ahead from the
initial exceedance, and so we use a block length of k = 20 when fitting our model. Structure on
α1 : 20 is induced using the correlation function approach with recurrence (3.44) as described in
Section 3.5.1 with parameters (r1 , r2 , β) to estimate. An extra complication arises with model
fitting that was less present in the simulated examples of Section 3.5, due to the segmented
structure of the data. In particular, if Xt is an exceedance of our fitting threshold u, on the
Laplace scale, that occurs after August 12 , then there will be less than 20 successive values
available that year and so we cannot get a composite likelihood contribution from Xt+1 : t+20 .
In such cases, we still allow a composite likelihood contribution, through Xt+1 : t+m where
m < 20 is the maximum lag available.
In order to quantify uncertainty in parameter estimates and other quantities of interest, we
use a moving block bootstrap with block length 20 to simulate 1000 replicate data sets of the
same length and structure of the original data set. From these replicate data sets approximate
standard errors may be obtained for any estimates by calculating the standard deviation of estimates across all bootstrap samples. Similarly, bootstrapped 95% confidence intervals are obtained from the 0.025 and 0.975 empirical quantiles of estimates across all samples.

3.6.3

Diagnostics

The marginal model from Section 3.3.1 was applied to the Orleans temperature data using a
threshold of u∗ = 29.7 which corresponds to the 0.9 marginal quantile. The generalized
Pareto distribution was fit to excesses of this threshold to obtain parameter estimates of σ̂ =
2.801 (0.188) and ξˆ = −0.192 (0.041), with standard errors in parentheses. Parameter stability plots are given in Winter & Tawn (2016) that justify this threshold choice. Parameter
stability plots for our conditional extremes Markov order 2 model are shown in Figure 3.6. We
show plots for the more interpretable parameters α1 and α2 rather than r1 and r2 . Based on
these plots we select a threshold u, on the Laplace scale, corresponding to 30°C to fit our conditional model. We obtain parameter estimates r̂1 = 0.642 (0.129), r̂2 = 0.282 (0.234) and
β̂ = 0.205 (0.088).
An important modelling assumption that we utilize for simulations is that the residual vec(t)
tor Zt+1 : t+k is conditionally independent of Xt given Xt > u. We assessed the plausibility
(t)

of this assumption via scatterplots (not shown) of Zt+i , the component of the residual vector
at lag i, against Xt , t ∈ Tu , for each i ∈ 1 : 20. No obvious dependencies were visually apparent. Slightly more formally, we calculated the values of Kendall’s measure of association
(t)
τ (Joe 1997, Section 2.1.9) for the pairs {(Xt , Zt+i )}t∈ Tu for each lag i ∈ 1 : 20. All of the
estimated values of τ were of order 10−2 suggesting that any dependence between components
of the residual vector and threshold exceedances is very weak. We repeated this procedure for
all bootstrap samples. The bootstrap distributions, i.e., histograms, of the fitted values of τ
are shown in Appendix 3.B. We obtained 95% bootstrap confidence intervals, correcting for
multiple comparisons using the Bonferroni correction. All 20 of these intervals contained zero
implying no significant association at the 5% level of significance. Although we have not di(t)
rectly tested for independence of Zt+1 : t+k and Xt , t ∈ Tu , these informal diagnostics suggest
that such an assumption is reasonable.
59

3.6.4

Results

Throughout this section, T will denote the function that transforms daily maximum temperature
in Orleans from the original scale (°C) to the Laplace scale, as described in Section 3.3.1. Thus
if Yt denotes the temperature in °C in Orleans on day t and Xt = T (Yt ) then Xt has a standard
Laplace distribution.
To get an initial impression for how daily maximum temperature in Orleans evolves after
exceeding 35°C, we estimate the values of E(Yi+1 | Y1 > 35) for each i ∈ 0 : 20. To do this,
4
we simulate 104 realizations, {X1j : 21 }10
j=1 , of X1 : 21 conditional on X1 > T (35) from our
fitted conditional extremes model by performing steps 1 to 6 of Algorithm 1 with d = 21,
4
n = 104 and v = T (35). We then back transform to obtain 104 realizations, {Y1j: 21 }10
j=1 =
4
{T −1 (X1j : 21 )}10
j=1 , of Y1 : 21 conditional on Y1 > 35 on the original scale. We then estimate
P 4 j
E(Yi+1 | Y1 > 35) as 10−4 10
j=1 Yi+1 . Figure 3.7 shows how the expected value varies with
lag. The observed mean daily maximum temperature during the years 1946-2012 was 23.7°C
and the expected daily maximum temperature is significantly larger than this value up until 9
days after the threshold of 35°C is exceeded. Other simple summary statistics may be calculated
P 4
j
in a similar way. For example we estimate E(max Y1:21 | Y1 > 35) as 10−4 10
j=1 max Y1:21 =
36.76°C with 95% bootstrap confidence interval (36.071, 37.353).
As was mentioned in Section 3.6.2, a period of three consecutive days where the mean
daily maximum temperature exceeds 35°C may lead to excess mortality in Orleans between
17% and 47%. We estimated the probability of this event occurring during a three week period
conditional on 35°C being exceeded at the start of the period from
−4

10



 X
104   X
19
2
X
1
j
Yi+m > 35 ≥ 1 .
1
1
3
j=1

i=1

(3.60)

m=0

The probability is estimated as 0.309 with 95% bootstrap confidence interval (0.114, 0.420).
It is important that in the examples mentioned so far that estimates of the quantities of
4
j
104
interest are computed on the original scale, i.e., using {Y1j: 21 }10
j=1 rather than {X1 : 21 }j=1 . We
could not compute an estimate on the Laplace scale and simply back transform. However, for
some quantities of interest, estimates may be computed on the Laplace scale without the need for
back transforming. For example, suppose we are interested in the probability that a temperature
of s°C is exceeded over a three week period given that 35°C is exceeded at the beginning of the
period. Then, since P(max Y1:21 > s | Y1 > 35) = P(max X1:21 > T (s) | X1 > T (35)),
we
directly using Algorithm 1 with v = T (35), d = 21 and g(x) =
 may estimate this quantity

1 max x1 : 21 > T (s) . We used Algorithm 1 with v = T (35), d = 21 and n = 104 , for the
following choices of the function g,


gs (x) = 1 max x1 : 21 > T (s) ,
(3.61)
X

21
gs (x) = 1
1[xi > T (35)] ≥ s ,
(3.62)
i=1



gs (x) = 1




max i ∈ 1 : 20 min xt+1 :t+i > T (35) for some t ∈ 0 : (21 − i) ≥ s .
(3.63)

All of the functions g in (3.61)-(3.63) depend on a single parameter s. Taking s = 36 for example in (3.61) would yield via Algorithm 1 an estimate of the probability that 36°C is exceeded
during a three week period given an exceedance of 35°C at the beginning of the period. The
function g in (3.62) is used to estimate the probability of at least s exceedances over the three
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Figure 3.6: Plots showing parameter estimates for different thresholds used to identify exceedances.
week period, whereas (3.63) is used to estimate the probability of at least s consecutive exceedances. Estimates of E{gs (x) | X1 > T (35)} for each of (3.61)-(3.63) are shown in Table
3.3 for various choices of the parameter s.

3.7

Discussion

In this chapter we have developed a methodology for joint simulation of a block X1 : k of a
stationary time series conditional on X0 > u where u is a large threshold. There are several
possible directions for future work.
Firstly, our examples have been restricted to AI Markov time series, due to useful theoretical
results for these processes, but it should be straightforward to apply the methodology to AD
processes. For example, for AD Markov time series, we have α1 : k = 1 and β = 0. Assuming
that these parameter values were known, semi-parametric inference as in Section 3.3.3 proceeds
exactly as in the AI case. However, as the estimated values of α1 : k and β will never exactly
equal their theoretical values of 1 and 0, it is important to be able to test whether the estimated
values differ significantly from 1 and 0. A likelihood ratio test is suggested for this purpose in
Winter & Tawn (2016). It would be interesting to assess, via simulation, the power of such a
testing procedure in our setting.
Secondly, although we outlined a method for fitting Markov models of any order in Section
3.5 we have only so far fit models of up to order 2. Although in theory, higher order models may
be fit in the same manner as the models considered in this chapter, the main logistical issues we
foresee is the time required quantify uncertainty due to the need to bootstrap. Clearly it would
be highly desirable to be able to perform inference without needing to resort to computationally
intensive resampling methods. However, this is a generic issue also faced by other adaptations
of the conditional extremes methodology of Heffernan & Tawn (2004) and not specific to our
time series context. One obvious way to speed up inference in the semi-parametric approach
(t)
is to make a Gaussian working assumption on the components of the residual vector Zt+1 :t+k .
As mentioned in Section 3.3.3, our delta-Laplace working assumption for semi-parametric inference was based on improved performance in a simulation which focused on estimation of the
subsaymptotic extremal index. A large scale simulation study focusing on estimation of several
different cluster functionals for a range of copula models would be useful to better assess the
impact of the different working assumptions.
Finally, there is no need to restrict attention to Markov models. If one adopts the pragmatic
modelling based approach of Wadsworth & Tawn (2019), many other types of dependence struc61
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Figure 3.7: The expected time evolution of daily maximum temperature in Orleans, France,
over a three week period given that there is an exceedance of 35°C at the start of the period.
Table 3.3: Point estimates and 95% bootstrap confidence intervals for E{gs (X1 : 21 ) | X1 >
T (35)} obtained via Algorithm 1.
Function
gs (x) in (3.61)

gs (x) in (3.62)

gs (x) in (3.63)

s
36
37
38
39
40
2
3
4
5
6
7
8
9
10
2
3
4
5
6
7
8
9
10

Point estimate
.6386
.3584
.1754
.0755
.0282
.4552
.2463
.1292
.0799
.0467
.0284
.0179
.0118
.0059
.3633
.1576
.0749
.0378
.0181
.0113
.0081
.0052
.003
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Interval estimate
.4571, .7311
.1439, .4940
.0180, .3077
.0000, .1773
.0000, .0991
.2592, .5687
.0793, .3473
.0246, .2054
.0086, .1301
.0010, .0802
.0000, .0520
.0000, .0364
.0000, .0251
.0000, .0166
.2069, .4895
.0388, .2562
.0085, .1363
.0021, .0778
.0000, .0440
.0000, .0298
.0000, .0220
.0000, .0163
.0000, .0111

tures could be considered. The main issues then become identification of appropriate norming
function a1:k and b1:k in (3.7). Assuming that possible models for the norming functions have
been identified, then model fitting may proceed as in the Markov case, with model checks and
comparisons along the lines outlined in Section 3.3.5 used.
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Appendix
3.A

Proof of Theorem 3.1.

Proof. To show unbiasedness,

Eπ∗

g(X1 : d )
S(X1 : d )



 d

Z
g(x) ∗
g(x) X
1
π (x)dx =
1Lj (x)π(x) dx
S(x)
p̄ L S(x)
j=1
Z
g(x)
1
=
S(x)π(x)dx
p̄ L S(x)
Z
1
1
g(x)π(x)dx = Eπ {g(X1 : d )},
=
p̄ Rd
p̄
Z

=

(3.64)

b π {g(X)}
where (3.64) follows as g is supported on L. Linearity of expectation then shows that E
is unbiased.
By a similar calculation we find that


Z
g(X1 : d )2
1
g(x)2
Eπ∗
=
π(x)dx
(3.65)
S(X1 : d )2
p̄ L S(x)
and so



g(X1 : d )
Var
S(X1 : d )



1
=
p̄

Z
L

g(x)2
π(x)dx −
S(x)



Eπ {g(X1 : d )}
p̄

2
.

(3.66)

Using independence and (3.35) gives the formula for the variance as claimed.
To prove the upper bound (3.38), we note that if g is an indicator function, then g(x)2 =
g(x) and so
Z
Z
Z
Z
g(x)2
g(x)
π(x)dx =
π(x)dx ≤
g(x)π(x)dx =
g(x)π(x)dx = Eπ {g(X)}
L S(x)
L S(x)
L
Rd
(3.67)
as S ≥ 1 on L and using this bound gives the result.
b π {g(X)} is a consistent estimator when g is bounded, we just need to
Finally, to see that E
check that
Z
g(x)2 π(x)
dx < ∞
(3.68)
S(x)
L
R
which follows easily from the fact, if |g(x)| < C < ∞ and S(x) ≥ 1, then L g(x)2 π(x)/S(x)dx
< C 2 as π is a density function.
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Chapter 4

Extremal clustering in non-stationary
random sequences
4.1

Introduction

Extreme value theory for strictly stationary sequences has been extensively studied, initiated
in the works of Watson (1954), Berman (1964), Loynes (1965), and continued by Leadbetter
(1974, 1983) and O’Brien (1987) amongst others. One of the key findings in this line of research
is that unlike in independent and identically distributed sequences where extreme values tend to
occur in isolation, stationary sequences possess an intrinsic potential for clustering of extremes,
i.e., several successive or close extreme values may be observed. Understanding the extremal
clustering characteristics of a stochastic process is critical in many applications where a cluster
of extreme values may have serious consequences. For example, if a sequence consists of daily
temperatures at some fixed location then a cluster of extremes may correspond to a heatwave.
The extent to which extremal clustering may occur is naturally measured, for strictly stationary sequences, by a parameter known as the extremal index. Let {Xn }∞
n=1 be a sequence
of random variables with common marginal distribution function F , and let F̄ = 1 − F and
Mn = max{X1 , . . . , Xn }. Also, let {xn }∞
n=1 be a sequence of real numbers that we may informally think of as thresholds or levels. In the special case that Xi and Xj are independent,
i 6= j, then a necessary and sufficient condition for P(Mn ≤ xn ) to converge to a limit in
(0, 1) as n → ∞ is that nF̄ (xn ) → τ > 0, in which case P(Mn ≤ xn ) → e−τ (Leadbetter
et al. 1983, Theorem 1.5.1). More generally, if {Xn }∞
n=1 is a strictly stationary sequence, then
nF̄ (xn ) → τ is not sufficient to ensure the convergence of P(Mn ≤ xn ). However, in most
cases of practical interest, provided that a suitable long range dependence restriction is satisfied,
such as condition D of Leadbetter (1974), one has P(Mn ≤ xn ) → e−θτ where θ ∈ [0, 1] is
the extremal index. Leadbetter (1983) showed that exceedances of the level xn occur in clusters
with the limiting mean cluster size being equal to θ−1 , and Hsing (1987) showed that distinct
clusters may be considered independent in the limit.
Another characterization of θ that links it to the extremal clustering properties of a strictly
stationary sequence can be found in O’Brien (1987). Defining Mj,k = max{Xi : j + 1 ≤ i ≤
k}, it was shown that the distribution function of Mn satisfies
P(Mn ≤ xn ) − F (xn )nθn → 0,

as n → ∞,

where
θn = P(M1,pn ≤ xn | X1 > xn ),

(4.1)
(4.2)

for some pn = o(n), and provided the limit exists, θn → θ as n → ∞. This result illustrates that
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smaller values of θ are indicative of a larger degree of extremal clustering, since the conditional
probability in (4.2) is small when an exceedance of a large threshold is likely to soon be followed
by another exceedance.
Early attempts at estimating θ were based on associating θ−1 with the limiting mean cluster
size. Different methods for identifying clusters gave rise to different estimators, well known examples being the runs and blocks estimators (Smith & Weissman 1994). For the runs estimator,
a cluster is identified as being initialized when a large threshold is exceeded and ends when a
fixed number, known as the run length, of non-exceedances occur. The extremal index is then
estimated by the ratio of the number of identified clusters to the total number of exceedances.
A difficulty that arises when using this estimator is its sensitivity to the choice of run length
(Hsing 1991).
The problem of cluster identification was studied by Ferro & Segers (2003) who considered
the distribution of the time between two exceedances of a large threshold. They found that the
limiting distribution of appropriately normalized interexceedance times converges to a distribution that is indexed by θ. In particular, for a given threshold u ∈ R, they define the random
variable T (u) as
T (u) = min{n ≥ 1 : Xn+1 > u},

given X1 > u,

and found that as n → ∞, F̄ (xn )T (xn ) converges in distribution to a mixture of a point mass
at zero, with probability 1 − θ, and an exponential distribution with mean θ−1 , with probability
θ. Thus, by computing theoretical moments of this limiting distribution and comparing them
with their empirical counterparts, they construct their so-called intervals estimator.
Motivated by the fact that many real world processes are non-stationary, in this chapter we
investigate the effect of non-stationarity on extremal clustering. Previous statistical works that
consider extremal clustering in non-stationary sequences include Süveges (2007), who used the
likelihood function introduced by Ferro & Segers (2003) for the extremal index together with
smoothing methods to capture non-stationarity in a time series of temperature measurements.
In a similar application, Coles et al. (1994) used a Markov model together with simulation
techniques to estimate the extremal index within different months.
An early work that developed extreme value theory for non-stationary sequences with a
common marginal distribution is Hüsler (1983), which focused on the asymptotic distribution
of the sample maxima but did not consider extremal clustering. Hüsler (1986) considered the
more general case where the margins may differ and also discussed the difficulty of defining the
extremal index for general non-stationary sequences.
Here, we consider a sequence of random variables {Xn }∞
n=1 with common marginal distribution function F , but do not assume stationarity in either the weak or strict sense. As we
assume common margins, non-stationarity may arise through changes in the dependence structure. We show, under assumptions similar to O’Brien (1987), that
P(Mn ≤ xn ) − F (xn )nγn → 0,
where

as n → ∞,

(4.3)

n

γn =

1X
P(Mj,j+pn ≤ xn | Xj > xn ).
n

(4.4)

j=1

Thus, we find that the limiting distribution of the sample maximum at large thresholds is characterized by a parameter γ = limn→∞ γn , provided the limit exists, which by analogy with
equation (4.2), may be regarded as the average of local extremal indices. In this chapter we
develop methods for estimating these local extremal indices by adapting the methods of Ferro
& Segers (2003) for the extremal index to our non-stationary setting. In the special case that
67

the sequence is stationary, so that all terms in the summation (4.4) are equal, the formula for γn
reduces to θn in (4.2).
The structure of the chapter is as follows. Section 4.2 defines the notation and assumed mixing condition used throughout the chapter and states the main theoretical results regarding the
asymptotic distribution of the sample maxima and normalized interexceedance times. Section
4.3 discusses approaches to parameter estimation using the result from Section 4.2 on the distribution of the interexceedance times. Section 4.4 considers the estimation problem for two simple
non-stationary Markov sequences with periodic dependence structures. Section 4.5 shows how
the results of Section 4.2 may be generalized to the case of different marginal distributions and
Section 4.6 gives the proofs of the main theoretical results.

4.2
4.2.1

Theoretical results
Notation, definitions and preliminary results

Throughout the chapter, when not explicitly stated otherwise, all limits should be interpreted as
“as n → ∞”. We assume that all random variables in the sequence {Xn }∞
n=1 have common
marginal distribution F with upper endpoint xF = sup{x ∈ R : F (x) < 1}, though we do
not assume stationarity. In addition to the definitions for Mn and Mj,k given in the Section 4.1,
we define M (A) = max{Xi : i ∈ A} where A is an arbitrary set of positive integers, and
write |A | for the number of elements in A. We also refer to a set of consecutive integers as an
interval. If I1 and I2 are two intervals, we say that I1 and I2 are separated by q if min(I2 ) max(I1 ) = q + 1 or min(I1 ) - max(I2 ) = q + 1, i.e., there are q intermediate values between I1
and I2 . The set {1, 2, 3, . . .} is denoted by N. Equality in distribution of two random variables
D

X and Y is denoted by X = Y.
We assume that the sequence {Xn }∞
n=1 satisfies the asymptotic independence of maxima
(AIM) mixing condition of O’Brien (1987) which restricts long range dependence.
Definition 4.1. The sequence {Xn }∞
n=1 is said to satisfy the asymptotic independence of maxima condition relative to the sequence xn of real numbers, abbreviated to “{Xn }∞
n=1 satisfies
AIM(xn )”, if there exists a sequence qn of positive integers with qn = o(n) such that for any
two intervals I1 = {i1 , . . . , ij } and I2 = {ij + qn + 1, . . . , ij + qn + k} separated by qn , we
have



αn = max | P M (I1 ∪ I2 ) ≤ xn − P M (I1 ) ≤ xn P M (I2 ) ≤ xn |→ 0,
(4.5)
where the maximum is taken over all positive integers i1 , ij and k such that |I1 | ≥ qn , |I2 | ≥ qn
and ij + qn + k ≤ n.
Definition 4.1 states a slightly weaker condition than the widely used D(xn ) condition
(Leadbetter 1983) in that only certain intervals I1 and I2 need to be considered in (4.5) rather
than arbitrary sets of integers, so that all examples in the literature of sequences satisfying D(xn )
also satisfy AIM(xn ). For example, stationary Gaussian sequences with autocorrelation function ρn satisfying Berman’s condition, ρn log n → 0 (Berman 1964), satisfy AIM(xn ) for any
sequence xn such that nF̄ (xn ) is bounded and any qn = o(n) (Leadbetter et al. 1983, Lemma
4.4.1). The analogous result for non-stationary Gaussian sequences is given in Hüsler (1983),
where Berman’s condition is replaced by rn log n → 0 with rn = sup{|ρ(i, j)| : |i − j| ≥ n}
and ρ(i, j) the correlation between Xi and Xj .
O’Brien (1987) showed that if {Xn }∞
n=1 is a stationary positive Harris Markov sequence
with separable state space S and f : S → R is a measurable function then the sequence
Yn = f (Xn ) satisfies AIM(xn ) for any xn and qn = o(n) with qn → ∞.
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We note that Definition 4.1 states a property of the dependence structure of the sequence
{Xn }∞
n=1 , with the specific marginal distributions playing essentially no role. In particular, if
{Xn }∞
n=1 satisfies AIM(xn ) and g : R → R is a monotone increasing function then Yn =
g(Xn ) satisfies AIM(g(xn )) with the same qn .
The assumption that {Xn }∞
n=1 satisfies AIM(xn ) ensures the approximate independence of
the block maxima of two sufficiently separated blocks. Lemma 4.1 below provides an upper
bound for the degree of dependence of k block maxima for suitably separated blocks and will
be useful in Section 4.2.2 when the limiting behaviour of P(Mn ≤ xn ) is considered.
Lemma 4.1. Let {Xn }∞
n=1 satisfy AIM(xn ) and let I1 , I2 , . . . , Ik be distinct subintervals of
{1, 2, . . . , n} where k ≥ 2 and |Ii | ≥ qn , 1 ≤ i ≤ k. Suppose that Ii and Ii+1 are separated by
qn for 1 ≤ i ≤ k − 1. Then
P(M (∪ki=1 Ii )

≤ xn ) −

k
Y

P(M (Ii ) ≤ xn ) ≤ (k − 1)αn + 2(k − 2)qn F̄ (xn ).

(4.6)

i=1

4.2.2

Asymptotic distribution of Mn

In this section we investigate the limiting behaviour of P(Mn ≤ xn ), with the main result being
Theorem 4.1. In addition to assuming that {Xn }∞
n=1 satisfies AIM(xn ), we will assume that the
rate of growth of the sequence xn is controlled via
(4.7)

nF̄ (xn ) → τ > 0.

In the case of continuous marginal distributions, (4.7) is immediately satisfied by xn = F −1 (1−
τ /n). More generally, Theorem 1.7.13 of Leadbetter et al. (1983) guarantees the existence of a
sequence xn satisfying (4.7) when F is in the domain of attraction of any of the three classical
extreme value distributions (de Haan & Ferreira 2006, Section 1.2).
We use the standard technique of block-clipping, see for example Section 10.2.1 in Beirlant
et al. (2004), to split the interval {1, 2, . . . , n} into subintervals, or blocks, of alternating large
and small lengths. Specifically, for sequences pn and qn such that qn = o(pn ) and pn = o(n)
we define

Ai = (i − 1)(pn + qn ) + 1, . . . , ipn + (i − 1)qn
(4.8)

∗
Ai = ipn + (i − 1)qn + 1, . . . , i(pn + qn ) ,
for i = 1, 2, . . . rn , where rn = bn/(pn + qn )c.
If we take the sequence qn appearing in the construction of the blocks Ai and A∗i to be
the same as that in Definition 4.1, then Lemma 4.1 bounds the degree of dependence of the
n
collection of random variables {M (Ai )}ri=1
, and this allows us to prove Lemma 4.2 below
which modifies Lemma 3.1 from O’Brien (1987) to allow for non-stationarity.
Lemma 4.2. Let {Xn }∞
n=1 satisfy AIM(xn ) and let the sequence pn be such that
pn = o(n),

nαn = o(pn )

and

qn = o(pn ).

(4.9)

Then if (4.7) holds, we have
P(Mn ≤ xn ) −

rn
Y

P(M (Ai ) ≤ xn ) → 0,

i=1
n
where the intervals {Ai }ri=1
are as in (4.8).
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(4.10)

Remarks. Equation (4.10) follows easily from (4.6) by making the identification k = rn
and using (4.7) and (4.9). Additionally, if {Xn }∞
n=1 satisfies AIM(x
 n ) then we can always
 find a
sequence pn such that (4.9) holds, for example, by taking pn = {n max(qn , nαn )}1/2 . Thus
the only assumption in Lemma 4.2 beyond common margins is that {Xn }∞
n=1 satisfies AIM(xn )
for a sequence xn satisfying (4.7).
We can now state our main theorem.
Theorem 4.1. Under the same assumptions as in Lemma 4.2, we have


P(Mn ≤ xn ) − exp −

n
X


P(Xj > xn , Mj,j+pn ≤ xn )

→ 0,

(4.11)

j=1

and consequently

(4.12)

P(Mn ≤ xn ) − F (xn )nγn → 0,

where

n

γn =

1X
P(Mj,j+pn ≤ xn | Xj > xn ).
n

(4.13)

j=1

As it was noted in Section 4.1, for independent sequences (4.7) implies that P(Mn ≤ xn ) →
e−τ . For a random sequence satisfying the conditions of Lemma 4.2, the following result gives
a necessary and sufficient condition for the convergence of P(Mn ≤ xn ).
Corollary 4.2. Under the same assumptions as in Lemma 4.2, P(Mn ≤ xn ) converges if and
only if limn→∞ γn exists, where γn is as in (4.13), in which case P(Mn ≤ xn ) → e−τ γ with
γ = limn→∞ γn ∈ [0, 1].
Corollary 4.2 follows from (4.12) since nF̄ (xn ) → τ if and only F n (xn ) → e−τ which is
easily seen by taking logs in the latter expression and using log(1 − t) = −t + o(t) as t → 0.
A basic question regarding the constant γ appearing in Corollary 4.2 is whether it is independent of the particular value of τ in (4.7), i.e., do we obtain the same limiting value of γn
regardless of the specific sequence xn and τ used in (4.7)? We will see in Section 4.2.3 that for
sequences with periodic dependence this is indeed the case, and Theorem 4.3 gives sufficient
conditions for this to hold more generally.
We now turn our attention to the conditional probabilities appearing in the summation
(4.13), which contain local information regarding the strength of extremal clustering in the
sequence {Xn }∞
n=1 .
Definition 4.2. Under the same assumptions as in Lemma 4.2, let {fn }∞
n=1 be the sequence of
functions defined on N by
fn (i) = θi,n = P(Mi,i+pn ≤ xn | Xi > xn ),

i ∈ N.

(4.14)

We define the extremal clustering function of {Xn }∞
n=1 to be the function θ : N → [0, 1] given
by
θi = lim fn (i)
(4.15)
n→∞

provided the limit exists.
In the special case that the sequence {Xn }∞
n=1 is stationary, the extremal clustering function
is simply a constant function equal to the extremal index of the sequence. In the general case,
if we think of the index i in Xi as denoting time, then we may regard θi as the extremal index
at time i. The definition of θi entails pointwise convergence of the sequence of approximations
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{fn }∞
n=1 in equation (4.14). When there is a uniformity in this convergence and the extremal
clustering function is Cesàro summable we obtain the following result.
Theorem 4.3. Suppose {Xn }∞
n=1 satisfies AIM(xn ) with nF̄ (xn ) → τ > 0. Assume that
{θi }∞
is
Cesàro
summable
and
i=1
as n → ∞,

max |θi − θi,n | → 0

1≤i≤n

(4.16)

where θi,n = fn (i) is as in equation (4.14). Then P(Mn ≤ xn ) → e−τ γ where
n

1X
θi .
n→∞ n

(4.17)

γ = lim

i=1

Moreover, if {yn }∞
is a sequence of real numbers such that nF̄ (yn ) → τ 0 with τ 0 ≤ τ then
n=1
0
P(Mn ≤ yn ) → e−τ γ with γ as in (4.17).
As with the constant γ in Corollary 4.2, we may inquire as to whether the extremal clustering
function is independent of the value of τ and sequence xn used in (4.7). Although we do
not attempt to answer this in full generality, we note that, as with the conditional probability
formulation of the extremal index, for most sequences that are of practical interest, the formula
defining θi may be reduced to a form that makes no explicit reference to the sequences xn and
pn . For example, under the additional assumption due to Smith (1992) which requires that for
any xn in Theorem 4.1 we have
lim lim

p→∞ n→∞

pn
X

(4.18)

P(Xi+k > xn | Xi > xn ) = 0,

k=p

for each i, then (4.15) reduces to
(4.19)

θi = lim lim P(Mi,i+p ≤ x | Xi > x).
p→∞ x→xF

Another common assumption for statistical applications is the D(k) (xn ) condition of Chernick
et al. (1991) which we define below in a slightly modified form for our non-stationary setting.
(k) (x ) condiDefinition 4.3. A sequence {Xn }∞
n
n=1 as in Theorem 4.1 is said to satisfy the D
tion, where k ∈ N, if

n P(Xi > xn , Mi,i+k−1 ≤ xn , Mi+k−1,i+pn > xn ) → 0

as n → ∞

(4.20)

for each i ∈ N. For the case k = 1, we define Mi,i = −∞.
Note that it is assumed in Definition 4.3 that {Xn }∞
n=1 satisfies AIM(xn ) in conjunction
with (4.20). Whereas (4.5) limits the degree of long range dependence in the sequence, (4.20)
is a local mixing condition that ensures that the probability of again exceeding the threshold xn
in a block of pn observations, after dropping below it for k − 1 consecutive observations falls
to zero sufficiently rapidly as n → ∞. The case where k = 1 implies that in the limit, any
exceedances of a high threshold occur in isolation and is implied in the stationary case by the
D0 (xn ) condition of Leadbetter et al. (1983), Chapter 3. One might expect that a more natural
condition in our non-stationary setting would be to replace the constant k in (4.20) by ki to
reflect possible variations in the strength of local dependence. However, when (4.20) holds for
some particular k, then it also holds for any other k 0 with k 0 > k, and so provided that the
sequence {ki }∞
i=1 is bounded we may set k = max{ki : i ∈ N} and obtain (4.20) for each i.
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Thus the assumption of a single value of k in Definition 4.3 allows for variations in the strength
of local dependence while at the same time restricting it to not persist too strongly to an arbitrary
number of lags. If whenever xn is a sequence as in Theorem 4.1 and the D(k) (xn ) condition
holds then (4.15) reduces to
θi = lim P(Mi,i+k−1 ≤ x | Xi > x).
x→xF

(4.21)

We will assume without further comment for the rest of the chapter that the sequence
{Xn }∞
n=1 has a well-defined extremal clustering function as may arise from assumptions (4.18)
or (4.20).

4.2.3

Periodic dependence

In this section we assume that the sequence {Xn }∞
n=1 has a more refined structure than in the
previous sections, namely that of periodic dependence, under which the results of Section 4.2.2
may be simplified considerably.
Definition 4.4. A sequence {Xn }∞
n=1 with common marginal distributions is said to have peD

riodic dependence if there exists d ∈ N such that (Xt1 , . . . , Xtk ) = (Xt1 +d , . . . , Xtk +d ) for all
t1 , . . . , tk ∈ N. The smallest d with this property is called the fundamental period.
Whereas for a strictly stationary sequence an arbitrary shift in time leaves the finitedimensional distributions unchanged, for a sequence with periodic dependence only time shifts
that are a multiple of the fundamental period leave finite-dimensional distributions unchanged.
D
In particular, Ma,a+b = Mc,c+b when a ≡ c (mod d). Such sequences often mimic the dependence structure of certain environmental time series where we might expect a fundamental
period of one year.
The fact that much of extreme value theory for strictly stationary sequences can be extended
to sequences with periodic dependence is due to the following Lemma 4.3. This result shows
that Lemma 2.1 from Leadbetter (1983) also holds for sequences with periodic dependence. In
the statement of Lemma 4.3 the value of the fundamental period is suppressed as the results are
independent of the particular value of d in Definition 4.4.
Lemma 4.3. Let {Xn }∞
n=1 have periodic dependence and satisfy AIM(xn ) with xn satisfying
(4.7). Let {kn }∞
be
a
sequence of real numbers such that
n=1
kn = o(n),

kn qn = o(n),

and kn αn = o(1)

(4.22)

where αn and qn are as in Definition (4.1). Then
P(Mn ≤ xn ) − Pkn (Mln ≤ xn ) → 0

(4.23)

where ln = bn/kn c.
Lemma 4.3 shows that if we split the interval {1, 2, . . . , n} in to kn disjoint blocks of length
n
ln , i.e, Ii = {(i − 1)ln + 1, . . . , iln }, then the block maxima {M (Ii )}ki=1
are asymptotically
independent. This fact was already shown in Lemma 4.2 for more general non-stationary sequences. The new content in Lemma 4.3 is to show that P(M (Ii ) ≤ xn ) ∼ P(M (Ij ) ≤ xn ) so
that the product in (4.10) simplifies. In particular, arguments in the proof of Lemma 4.3 show
that |P(M (Ii ) ≤ xn ) − P(M (Ij ) ≤ xn )| = O(n−1 ). We may identify the block length ln
appearing in Lemma 4.3 with pn + qn from Lemma 4.2 while kn may be identified with rn .
The block Ii may be identified with Ai ∪ A∗i from (4.8).
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The following result concerning the convergence of P(Mn ≤ xn ) shows that Theorem 3.7.1
of Leadbetter et al. (1983) for stationary sequences also holds for non-stationary sequences with
periodic dependence.
Theorem 4.4. Let {Xn }∞
n=1 have periodic dependence and satisfy the conditions of Lemma
4.2, with xn satisfying (4.7) for some τ > 0. Suppose that yn = yn (τ 0 ) is a sequence of real
numbers defined for each τ 0 with 0 < τ 0 ≤ τ so that nF̄ (yn ) → τ 0 . Then there exist constants
γ and γ 0 with 0 ≤ γ ≤ γ 0 ≤ 1 such that
lim sup P{Mn ≤ yn (τ 0 )} = e−τ

0γ

lim inf P{Mn ≤ yn (τ 0 )} = e−τ

0γ0

for all 0 < τ 0 ≤ τ . Hence if P{Mn ≤ yn (τ 0 )} converges for some τ 0 with 0 < τ 0 ≤ τ , then
0
γ = γ 0 and P{Mn ≤ yn (τ 0 )} → e−τ γ for all such τ 0 .
Although Theorem 4.4 makes no reference to the extremal clustering function, when
P(Mn ≤ xn ) converges, the constant γ in Theorem 4.4 is identified by Corollary 4.2 as
γ = limn→∞ γn P
with γn as in equation (4.13). Due to periodicity we obtain the simplified
d
−1
formula γ = d
i=1 θi , and the extremal clustering function is determined by the d values
{θi }di=1 which repeat cyclically. Moreover, for sequences with periodic dependence, the convergence statement (4.16) can be strengthened to uniform convergence since supi∈N |θi −θi,n | =
max1≤i≤d |θi − θi,n |.
The following result is an immediate consequence of Theorem 4.4.
Corollary 4.5. Let {Xn }∞
n=1 have periodic dependence with common marginal distribution
function F . For each τ > 0, let xn (τ ) be a sequence such that nF̄ (xn (τ )) → τ and suppose
that {Xn }∞
n=1 satisfies AIM(xn (τ )) for each such τ . If P{Mn ≤ xn (τ )} converges for a single
τ > 0 then it converges for all τ > 0, and in particular P{Mn ≤ xn (τ )} → e−τ γ for some
γ ∈ [0, 1].
We will see that the constant γ in Corollary 4.5, which is the extremal index of the sequence
{Xn }∞
n=1 , can be interpreted as the limiting mean cluster size, just as in the stationary case. In
order to derive this result we need the following auxiliary result given in Theorem 4.6.
Theorem 4.6. Let {Xn }∞
n=1 have periodic dependence with common marginal distribution
function F . For each τ > 0, let xn (τ ) be a sequence such that nF̄ (xn (τ )) → τ and suppose
that {Xn }∞
n=1 satisfies AIM(xn (τ )) for each such τ . For some τ0 > 0, let kn → ∞ be such
that (4.22) holds for xn = xn (τ0 ). If, writing ln = bn/kn c,
kn P(Mln > xn ) → γτ0 ,

0 ≤ γ ≤ 1,

(4.24)

∞
then {Xn }∞
n=1 has extremal index γ. Conversely, if {Xn }n=1 has extremal index γ then (4.24)
holds for each τ0 > 0 and each kn → ∞ satisfying (4.22) with xn = xn (τ0 ).

The proof of Theorem 4.6 follows from Lemma 4.3 in exactly the same way, modulo changes
in notation, as the proof of Theorem 3.4 in Leadbetter (1983) and is therefore omitted. (In our
notation the block length sequence ln corresponds to Leadbetter’s rn and our sequence qn from
Definition 4.1 corresponds to Leadbetter’s ln .)
Armed with Lemma 4.3 and Theorem 4.6 we may show that the so-called point process of
cluster positions has a Poisson limit. In order to define the point process of cluster positions,
Nn , it is necessary to normalize time to the unit interval (0, 1]. Specifically, suppose that the
sequence kn → ∞ is chosen to satisfy (4.22). We define consecutive blocks of ln observations,
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where ln = bn/kn c, as Bi = {(i − 1)ln + 1, . . . , iln }, 1 ≤ i ≤ kn . If 1[M (Bi ) > xn ] = 1,
i.e., if there is at least one exceedance of the threshold xn within block Bi , then Nn has a single
event at the point iln /n. If we regard all exceedances of the threshold xn that occur within a
given block Bi as a cluster, then the point process Nn represents this cluster with a single point
at iln /n. As n → ∞ the point process Nn converges to a Poisson process whose intensity
depends on the extremal index. The formal statement of this result is given in Theorem 4.7
which is completely analogous to Theorem 4.1 in Leadbetter (1983) for stationary sequences.
Theorem 4.7. Let {Xn }∞
n=1 have periodic dependence with common marginal distribution
function F . For each τ > 0, let xn (τ ) be a sequence such that nF̄ (xn (τ )) → τ and suppose
that {Xn }∞
n=1 satisfies AIM(xn (τ )) for each such τ . Let kn → ∞ be chosen to satisfy (4.22)
and suppose {Xn }∞
n=1 has extremal index γ ∈ (0, 1]. Then the point process of cluster positions for exceedances of xn (τ ) converges in distribution to a Poisson process N on (0, 1] with
intensity parameter γτ .
The proof of Theorem 4.7 follows in the exact same way as Theorem 4.1 in Leadbetter
(1983) by using Lemma 4.3 and Theorem 4.6 and is omitted.
If Z is the random variable that counts the number of exceedances of the threshold xn in
a block of length ln , then the limiting mean cluster size is defined to be the limiting value of
E(Z | Z ≥ 1) as n → ∞. This is calculated as
E(Z)
ln F̄ (xn )
=
P(Z ≥ 1)
P(Mln > xn )
{1 + o(1)}{τ + o(1)}
=
kn P(Mln > xn )

E(Z | Z ≥ 1) =

→ γ −1
by Theorem 4.6. Thus γ retains the interpretation as the extremal index of a stationary sequence
as the limiting mean cluster size.

4.2.4

Interexceedance times

Ferro & Segers (2003) provided a method for estimating the extremal index of a stationary
sequence without the need for identifying independent clusters of extremes. This was achieved
by considering the distribution of the time between two exceedances of a threshold u, i.e.,
T (u) = min{n ≥ 1 : Xn+1 > u},

given X1 > u,

(4.25)

as u approaches xF . In particular, it was shown that the normalized interexceedance time
F̄ (xn )T (xn ) converges in distribution as n → ∞ to a mixture of a point mass at zero, with
probability 1 − θ, and an exponential random variable with mean θ−1 , with probability θ. The
mixture arises from the fact that the interexceedance times can be classified in to two categories:
within cluster and between cluster times. The mass at zero stems from the fact that the within
cluster times, which tend to be small relative to the between cluster times, are dominated by the
factor F̄ (xn ).
In the stationary case, conditioning on the event X1 > u in equation (4.25) may be replaced
with Xi > u, and Xn+1 replaced by Xn+i , for any i ∈ N, without affecting the distribution of
T (u). In the non-stationary, but not necessarily periodic case, we consider for each i ∈ N and
threshold u, the random variable Ti (u) defined by
Ti (u) = min{n ≥ 1 : Xn+i > u},
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given Xi > u,

(4.26)

whose distribution in general depends on i. We find that the distribution of F̄ (xn )Ti (xn ) converges as n → ∞ to a mixture of a mass at zero, with probability 1 − θi , and an exponential
random variable with mean γ −1 , with probability θi . As in Ferro & Segers (2003), a slightly
stronger mixing condition is required to derive this result than was needed for Theorem 4.1. We
denote by Fj1 ,j2 (u), the σ-algebra generated by the events {Xi > u : j1 ≤ i ≤ j2 }, j1 , j2 ∈ N,
and we define the mixing coefficients
∗
αn,q
(u) = max

1≤l≤n−q

sup | P(E2 | E1 ) − P(E2 ) |,

(4.27)

where the supremum is over all E1 ∈ F1,l (u) with P(E1 ) > 0 and E2 ∈ Fl+q,n (u). We
∗
will assume the existence of a sequence qn = o(n) such that αcn,q
(xn ) → 0 for all c > 0.
n
∞
This implies that {Xn }n=1 satisfies AIM(xn ) with the same choice of qn and so we may find
a sequence pn so that (4.9) is satisfied. We define θi,n to be as in equation (4.14) and assume
a slightly stronger form of convergence than in (4.16) but weaker than uniform convergence
supi∈N |θi − θi,n | → 0.
The limiting distribution of the normalized interexceedance times is given in Theorem 4.8.
Theorem 4.8. Let {Xn }∞
n=1 be a sequence of random variables with common marginal distribution F and {xn }∞
n=1 a sequence of real numbers such that nF̄ (xn ) → τ > 0. Sup∗
pose that there is a sequence of positive integers qn = o(n) such that αcn,q
(xn ) → 0 and
n
∞
max1≤i≤cn |θi − θi,n | → 0 for all c > 0. Then, if {θi }i=1 is Cesàro summable we have, for
each fixed i ∈ N and t > 0
P(F̄ (xn )Ti (xn ) > t) → θi exp(−γt).

4.3

(4.28)

Estimation with a focus on periodic sequences

In this section we consider moment and maximum likelihood estimators for θi and γ based on
the limiting distribution of normalized interexceedance times given in Theorem 4.8. We first
show that the intervals estimator of Ferro & Segers (2003) may be used to estimate θi and then
consider likelihood based estimation along the lines of Süveges (2007). For simplicity, we focus
our discussion on the case of periodic dependence as in Definition 4.4. Such an assumption
reduces estimation
P of the extremal clustering function to estimating the vector θ = (θ1 , . . . , θd )
with γ = d−1 di=1 θi where d is the fundamental period which, for simplicity, we assume to
be known a-priori. Such an assumption is important for the moment based estimators of Section
4.3.1 where one needs replications of interexceedance times in order to use the estimators, but
can easily be relaxed for likelihood based inference.

4.3.1

Moment based estimators

Theorem 4.8 implies that the first two moments of F̄ (u)Ti (u) satisfy E{F̄ (u)Ti (u)} = θi /γ +
o(1) and E[{F̄ (u)Ti (u)}2 ] = 2θi /γ 2 + o(1) as u → xF . Assuming the threshold is chosen
to be suitably large so that the o(1) terms can be neglected, these two equations can be solved
with respect to the unknown parameters to give
θi =

2{E(F̄ (u)Ti (u))}2
2{E(Ti (u))}2
2 E(F̄ (u)Ti (u)) ,
=
and γ =
2
2
E({Ti (u)} )
E({F̄ (u)Ti (u)} )
E({F̄ (u)Ti (u)}2 )

1 ≤ i ≤ d.
(4.29)

A complication that arises in the non-stationary setting is that, since θi is defined via a conditional probability given the event Xi > u, if Xi does not exceed the threshold u then there are
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no interexceedance times to estimate θi . This problem doesn’t arise in the stationary case where
every interexceedance time may be used to estimate the extremal index θ.
In order to estimate θi then, it is natural to assume that the extremal clustering function is
structured in some way, e.g., periodic or piecewise constant. Making such an assumption allows
us to use multiple interexceedance times to estimate θi . Focusing on the case where {Xn }∞
n=1
has periodic dependence with fundamental period d, all exceedances of the threshold u occuring
at points that are separated by a multiple of d give rise to interexceedance times that may be
used to estimate the same value of the extremal clustering function. More precisely, suppose
that X1 , . . . , Xn is a sample of size n of the process with exceedance times E = {1 ≤ i ≤ n :
Xi > u}, and corresponding interexceedance times I = {Ti (u) : i ∈ E \{max(E)}}, with
Ti (u) as in equation (4.26). The set of interexceedance times that may be used for estimating θi
is the subset Ii ⊆ I defined by Ii = {Tj (u) ∈ I : j ≡ i (mod d)}. If |Ii | = Ni , then we may
(j) Ni
relabel the elements of Ii as Ii = {Ti }j=1
where now the subscript remains fixed. Making
further, more refined assumptions regarding the nature of the periodicity of the process under
consideration may give rise to different sets Ii . For example, in an environmental time series
setting it may be reasonable to assume that the extremal clustering function is piecewise constant
within months or seasons, so that all interexceedance times that correspond to exceedances
within the same calendar month or season belong to the same Ii .
Equation (4.29) suggests the estimator
θ̂i =

(j) 2
j=1 Ti
,
P i
(j) 2
Ni N
(T
)
j=1 i

2

PNi

(4.30)

whose bias we now investigate. From (4.28) we have that for n ∈ N
P(Ti (xn ) > n) = θi F (xn )nγ + o(1),
which motivates consideration of the positive integer valued random variable T defined by
P(T > n) = θi pnγ ,

for n ≥ 1,

where p ∈ (0, 1) and θi , γ ∈ (0, 1] and we may identify p with F (xn ). In a similar manner to
Ferro & Segers (2003), we find that E(T ) = 1 + θi pγ (1 − pγ )−1 and E(T 2 ) = 1 + θi pγ (1 −
pγ )−1 + 2 θi pγ (1 − pγ )−2 , so that upon simplification we find that

2 E(T )
E(T 2 )

2

=

2(1 − pγ + θi pγ )2
·
(1 − pγ )2 + θi pγ (1 − pγ ) + 2 θi pγ

A Taylor expansion of the right hand side of equation (4.31) around p = 1 gives

2 E(T )
E(T 2 )

2


= θi + γ(2 − 3θi /2)(1 − p) + O (1 − p)2 ,

as p → 1,

so that the first order bias of θ̂i is γ(2 − 3θi /2)F̄ (xn ). On the other hand, since

2
2 E(T − 1)
,
θi =
E{(T − 1)(T − 2)}
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(4.31)

this motivates the estimator
P i
(j)
2 N
− 1)2
j=1 (Ti
,
θ̃i =
P i
(j)
(j)
Ni N
(T
−
1)(T
−
2)
j=1 i
i

(4.32)

whose first order bias is zero. This estimator forms the key component of the intervals estimator
of Ferro & Segers (2003), which we can use to estimate θi . We note that θ̃i may take values
greater than 1 and is not defined if max(Ii ) ≤ 2 as then the denominator in (4.32) is zero. In
order to deal with these cases, the intervals estimator θi∗ of θi is defined as
(
min{1, θ̂i } if max(Ii ) ≤ 2,
θi∗ =
min{1, θ̃i } if max(Ii ) > 2.
While equation (4.29) also suggests an estimator for γ, this is based only on the interexceedances relevant to estimating θi and also requires an estimate of F̄ (u). One possibility is to
obtain d such estimates and take the mean
P of these as the estimate of γ. However, this estimator
need not respect the relation γ = d−1 di=1 θi , a consequence of the fact that we dropped the
o(1) terms when solving the first two moment equations. In the examples that we consider in
Section 4.4, we estimate γ using the mean of the estimates for the θi values. Alternatively, the
results of Section 4.2.3 which identify γ −1 as the limiting mean cluster size suggests that we
may use classical estimators for the extremal index of a stationary sequence to estimate γ for
non-stationary sequences with periodic dependence. Thus, if we are not interested in the timevarying extremal clustering properties of a sequence, i.e., the θi , then we may simply group all
interexceedance times together and estimate γ using the intervals estimator, for example.

4.3.2

Maximum likelihood estimation

Theorem 4.8 also allows for the construction of the likelihood function for the vector of unknown
parameters. This is an attractive approach due to the modelling possibilities that become available, however, as discussed in Ferro & Segers (2003) in the stationary case, problems arise with
maximum likelihood estimation due to uncertainty in how to assign interexceedance times to
the components of the limiting mixture distribution. Since the asymptotically valid likelihood is
used as an approximation at some subasymptotic threshold u, all observed normalized interexceedance times are strictly positive. Assigning all interexceedance times to the exponential part
of the limiting mixture means that they are all being classified as between cluster times. This
is tantamount to exceedances of a large threshold occuring in isolation, and so the maximum
likelihood estimator based on this, typically misspecified, likelihood converges in probability
to 1 regardless of the true underlying value of θ.
This problem was addressed in Süveges (2007) for sequences satisfying the D(2) (xn ) condition, i.e., the case k = 2 in (4.20). For such sequences, in the limit as n → ∞, exceedances
above xn cluster into independent groups of consecutive exceedances, so that all observed interexceedance times equal to one are assigned to the zero component of the mixture likelihood.
On the other hand, all interexceedance times greater than one are assigned to the exponential component of the likelihood. It was found that, when the D(2) (xn ) condition is satisfied,
maximum likelihood estimation outperforms the intervals estimator in terms of lower root mean
squared error. The consecutive exceedances model of clusters implied by D(2) (xn ) is in contrast
to the general situation where within clusters, exceedances may be separated by observations
that fall below the threshold.
If we were to make the D(2) (xn ) assumption in our non-stationary setting, so that the con(j)
i
secutive exceedances model for clusters is accurate, then with Ii = {Ti }N
j=1 the interex77

ceedance times relevant for estimating θi as in Section 4.3.1, we obtain the likelihood function
as
d
Y
L(θ; I) =
Li (θ; Ii )
i=1

where I = ∪di=1 Ii is the set of all interexceedance times and
Li (θ; Ii ) =

Ni
Y

(1 − θi )1[Ti

(j)

=1]



(j)

θi γexp(−γ F̄ (xn )Ti )

1[Ti(j) >1]

.

j=1

The full log-likelihood is then
l(θ; I) =

d
d
d
X
X
X

(Ni − ni )log(1 − θi ) +
ni log(θi ) +
ni log(γ)
i=1

i=1

− γ F̄ (xn )

Ni
d X
X

(j)

(Ti

− 1) − γ F̄ (xn )

i=1 j=1

i=1
d
X

(4.33)

ni ,

i=1

P
P i
(j)
where γ = d−1 di=1 θi , ni = N
> 1], and in practice F̄ (xn ) must be replaced
j=1 1[Ti
with an estimate. Unlike in the stationary case, the likelihood equations don’t have a closed
form solution, essentially due to the dependence of γ on all the θi . Equation (4.33), however,
is easily optimized numerically provided d is not too large. If d is large, it is more natural to
parameterize θi in terms of a small number of parameters which we may estimate by maximum
likelihood or consider non-parametric estimation along the lines of Einmahl et al. (2016).
We may generalise this idea and assign all interexceedance times less than or equal to some
value k to the zero component of the likelihood, so that the corresponding expression for Li
becomes
Li (θ; Ii ) =

Ni
Y

(1 − θi )1[Ti

(j)

≤k]



(j)

θi γexp(−γ F̄ (xn )Ti )

1[Ti(j) >k]

.

(4.34)

j=1

This may be justified by the assumption that the sequence satisfies the D(k+1) (xn ) condition.
Selection of an appropriate value of k is equivalent to the selection of the run length for the runs
estimator, and this problem is considered in the stationary case in Süveges & Davison (2010)
and Juan Cai (2019). However, in a non-stationary setting, where the clustering characteristics
of the sequence may change in time, the appropriate value of k may also be time varying, so
that k may be replaced with ki in equation (4.34). Although, as was discussed in Section 4.3.1,
we may take a constant value of k in the definition of D(k) (xn ), for the purposes of estimating
θi , one wants to select for each i, the smallest k = ki such that (4.20) is satisfied (Hsing 1993).
If too small a value is selected for ki then some of the interexceedance times may be wrongly
assigned to the exponential component of the likelihood leading to an overestimate of θi whereas
if ki is selected to be too large then we tend to underestimate θi .

4.4

Examples

In this section we consider two simple examples of non-stationary Markov sequences with a periodic dependence structure and common marginal distributions. The first example we consider
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is the Gaussian autoregressive model
Xn+1 = ρn Xn + n+1 ,

(4.35)

n ≥ 1,

where n+1 ∼ N (0, 1−ρ2n ), |ρn | < 1 and X1 ∼ N (0, 1). In our second example, we consider a
model where (Xn , Xn+1 ) follow a bivariate logistic distribution with joint distribution function

−1/α
n
F (xn , xn+1 ) = exp − (x−1/α
+ xn+1 n )αn ,
n

n ≥ 1,

(4.36)

αn ∈ (0, 1) and X1 ∼ Fréchet(1) so that P(X1 ≤ x) = e−1/x , x ≥ 0. For the Gaussian model,
no limiting extremal clustering occurs at any point in the sequence, so that θi = 1 for each i, in
contrast to the logistic model where θi < 1 for each i.
For sufficiently well behaved stationary Markov sequences, mixing conditions much
stronger than those considered in Section 4.2 hold. For example, for the stationary Gaussian
autoregressive sequence, with ρn = ρ in (4.35) for all n ≥ 1, Theorems 1 and 2 from Athreya
& Pantula (1986) give that the mixing conditions of Theorem 4.1 and Theorem 4.8 hold for any
sequence qn such that qn → ∞, qn = o(n), for any xn . Analogous results also hold for the
non-stationary models that we consider in this section, see for example Bradley (2005) Theorem
3.3 and Davydov (1973) Theorem 4.

4.4.1

Gaussian autoregressive model

Stationary sequences {Xn }∞
n=1 where each Xi is a standard Gaussian random variable, are
extensively studied in Chapter 4 of Leadbetter et al. (1983). It is shown there that if the lag n
autocorrelation ρ(n) satisfies ρ(n) log n → 0, then the extremal index θ of the sequence equals
one and so no limiting extremal clustering occurs. Thus, the stationary autoregressive sequence
with ρn = ρ in (4.35) for all n ≥ 1 has extremal index one, provided ρ < 1. This is a special
case of the more general result that a stationary asymptotically independent Markov sequence
has an extremal index of one (Smith 1992). We say that the stationary sequence {Xn }∞
n=1 is
asymptotically independent at lag k if χ(k) = 0 where
χ(k) = lim P(Xn+k > u | Xn > u),
u→xF

k ≥ 1,

and asymptotically independent if χ(k) = 0 for all k (Ledford & Tawn 2003).
Here, we consider the non-stationary autoregressive model (4.35) and specify a periodic
lag one correlation function ρn+1 = 0.5 + 0.25 sin(2πn/7) for n ≥ 0. Applying Theorem
6.3.4 of Leadbetter et al. (1983), and comparing the non-stationary sequence to an independent
standard Gaussian sequence, we deduce that P(Mn ≤ xn ) − Φ(xn )n → 0 as n → ∞ where
Φ is the standard Gaussian distribution function, and thus conclude that γ = 1 and θi = 1
for i = 1, . . . , 7. The same conclusion may also be drawn by applying Theorem 4.1 of Hüsler
(1983), which shows that if xn satisfies (4.7) then P(Mn ≤ xn ) → e−τ .
We simulated 1000 realizations of this sequence of length 104 and, for each realization,
estimated θ1 , . . . , θ7 and γ for a range of high thresholds, using both the intervals estimator
and maximum likelihood with k in equation (4.34) equal to zero and one. We then repeated
this procedure for sequences of length 105 and 106 . We found that the maximum likelihood
estimator with k = 0 gave by far the best performance as measured by root mean squared error in γ. In fact, in this case the 0.025 and 0.975 empirical quantiles of the estimated values
of γ were both 1 to two decimal places in all simulations. This is not surprising since selecting k = 0 ensures that all interexceedance times have the correct asymptotic classification as
between cluster times. However, in a real data example such a level of prior knowledge regard79

Table 4.1: 0.025 and 0.975 empirical quantiles of the estimates of θ1 , . . . , θ7 , γ, in the Gaussian
autoregressive model using the intervals estimator. These are based on 1000 realizations of the
process for different sample sizes n and thresholds u.
n
104
104
104
105
105
105
106
106
106

u
q0.10
q0.05
q0.01
q0.10
q0.05
q0.01
q0.05
q0.01
q0.001

θ1
.53, .84
.53, .96
.54, 1.0
.62, .73
.66, .80
.69, 1.0
.71, .75
.78, .89
.77, 1.0

θ2
.39, .66
.39, .78
.41, 1.0
.46, .56
.50, .63
.55, .84
.54, .58
.63, .73
.65, .98

θ3
.34, .62
.35, .74
.39, 1.0
.42, .51
.46, .59
.52, .81
.51, .55
.60, .70
.65, .94

θ4
.46, .77
.48, .91
.51, 1.0
.55, .65
.60, .73
.65, .96
.64, .69
.74, .84
.75, 1.0

θ5
.62, .93
.61, 1.0
.61, 1.0
.71, .81
.75, .90
.76, 1.0
.80, .85
.87, .97
.82, 1.0

θ6
.69, 1.0
.70, 1.0
.62, 1.0
.78, .90
.81, .97
.80, 1.0
.87, .91
.90, 1.0
.83, 1.0

θ7
.66, 1.0
.64, 1.0
.60, 1.0
.77, .87
.79, .94
.78, 1.0
.84, .89
.88, .99
.83, 1.0

γ
.62, .74
.66, .82
.75, .97
.65, .69
.70, .75
.78, .88
.71, .73
.81, .84
.86, .95

ing asymptotic independence is not realistic and would render estimation redundant. Although
maximum likelihood estimation with k = 1 performed slightly poorer than the intervals estimator, both methods produced broadly similar results.
Table 4.1 shows the 0.025 and 0.975 empirical quantiles of the parameter estimates obtained
using the intervals estimator. In the table, u = qp corresponds to the threshold that there is
probability p of exceeding at each time point i.e., P(Xi > qp ) = p. Although the true value
of each θi is 1, so that no extremal clustering occurs in the limit as u → ∞, clustering may
occur at subasymptotic levels. Moreover, there will tend to be more subasymptotic clustering
in the sequence at points with a larger lag one autocorrelation, i.e., larger ρi . This point has
been thoroughly discussed in the context of stationary sequences and estimation of the extremal
index (Ancona-Navarrete & Tawn 2000, Eastoe & Tawn 2012) and leads to the notion of a
subasymptotic or threshold based extremal index.

4.4.2

Bivariate logistic dependence

The stationary logistic model, that is, (4.36) with αn = α for all n ≥ 1, has been thoroughly
studied (Smith et al. 1997, Ledford & Tawn 2003, Süveges 2007). The parameter α controls the
strength of dependence between adjacent terms in the sequence, with α = 1 corresponding to
independence and α → 0 giving complete dependence. Such a sequence exhibits asymptotic
dependence provided α < 1, in particular, limu→∞ P(Xn+1 > u | Xn > u) = 2 − 2α .
By exploiting the Markov structure of the sequence, precise calculation of θ can be achieved
using the numerical methods described in Smith (1992), where it is found for example that the
sequence with α = 1/2 has θ = 0.328, and moreover, equation (4.18) is shown to hold for
all α ∈ (0, 1]. The case of α = 1/2 is also considered in Süveges (2007) where, based on
diagnostic plots, it is concluded that the D(2) (xn ) condition is not satisfied for this sequence,
and moreover, the maximum likelihood estimator for θ based on a run length of k = 1 has bias
of around 20%. Süveges & Davison (2010) find that a more suitable run length is k = 5, and
in this case the maximum likelihood estimator for θ has lower root mean squared error than the
intervals estimator.
We consider the non-stationary logistic model (4.36) with αn+1 = 0.5 + 0.25 sin(2πn/7)
for n ≥ 0. Note that although we have specified the same parametric form for the dependence
parameters α as in the previous example for ρ, the two parameters are not directly comparable.
We simulated 1000 realizations of this process, of lengths 104 and 105 , and estimated θ1 , . . . , θ7
using maximum likelihood with k = 5, at a range of different thresholds. Table 4.2 shows, for
the different sample sizes and thresholds considered, the 0.025 and 0.975 empirical quantiles
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Table 4.2: 0.025 and 0.975 empirical quantiles of the estimates of θ1 , . . . , θ7 , γ, in the logistic
time series model using maximum likelihood with k = 5. These are based on 1000 realizations
of the process for different sample sizes n and thresholds u.
n
104
104
104
105
105
105

u
q0.10
q0.05
q0.01
q0.10
q0.05
q0.01

θ1
.19, .39
.21, 46
.11, .65
.22, .35
.27, .42
.27, .46

θ2
.38, .58
.41, .67
.30, .85
.42, 54
.46, .61
.48, .67

θ3
.44, .65
.46, .72
.37, .92
.48, .62
.53, .66
.53, .73

θ4
.30, .52
.30, .55
.19, .74
.32, .49
.36, .51
.35, .55

θ5
.12, .29
.11, .34
.03, .50
.16, .24
.17, .29
.15, .32

θ6
.05, .19
.05, .22
.00, .34
.08, .17
.08, .19
.07, .20

θ7
.08, .23
.08, .27
.00, .41
.11, .20
.10, .21
.11, .26

γ
.28, .35
.29, .39
.27, .48
.29, .33
.32, .37
.33, .40

0.0

0.2

0.4

θi

0.6

0.8

1.0

of the parameter estimates obtained from this simulation. Although the exact values of the parameters are unknown, making evaluation of any estimators performance impossible, an upper
bound for θi is easily obtained as limu→∞ P(Xi+1 ≤ u | Xi > u) = 2αi − 1. In our case this
gives the bounds (θ1 , . . . , θ7 ) ≤ (0.41, 0.62, 0.67, 0.52, 0.31, 0.19, 0.24) and γ ≤ 0.42 where
the relation ≤ is interpreted componentwise. It is conceivable that the methods in Smith (1992)
could be adapted to the non-stationary case to allow exact computation of θi though we do not
pursue this direction here.
We also considered estimation of θi using the intervals estimator and obtained similar results to the maximum likelihood estimates. The median value of the 1000 estimates for each
parameter using the different methods of estimation are shown in Figure 4.1 for the sample size
of 105 and threshold q0.05 . The estimators clearly recover the periodicity in the dependence
structure of the sequence and, on average, respect the upper bound for θi of 2αi − 1.

1

2

3

4

5

6

7

i

Figure 4.1: Illustration of estimators (triangles: intervals estimator, and circles: maximum likelihood with k = 5) obtained from 103 realizations from the non-stationary logistic model of
length 105 and threshold q0.05 . The marked points correspond to the median estimate from 103
realizations of the model. The grey region contains the 0.025 and 0.975 empirical quantiles of
the parameter estimates using both the intervals and maximum likelihood estimators. It is constructed by taking the pointwise maxima of the 0.975 quantiles (upper boundary) and pointwise
minima of the 0.025 quantiles (lower boundary). The solid black curve shows the upper bound
for θi of 2αi − 1.
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4.5

Different marginal distributions

In this section we show how the results of Section 4.2 may be generalized to allow for different
marginal distributions. This is possible essentially due to the fact that the results of Section 4.2
express properties of the dependence structure of a random sequence with the specific marginal
distributions playing a less important role. Nonetheless, some thought is still required as to how
we should generalize (4.7) in the absence of a common marginal distribution function F . We
defer further discussion of this point until after Lemma 4.4. Also, in the absence of common
margins it may be inappropriate to consider a single threshold sequence xn , as we may want
what is regarded as an extreme observation to be relative to the marginal distributions. Thus,
for each j ∈ N, we will consider a sequence xn,j that we may think of as the threshold sequence
for time j.
Throughout this section, we consider a sequence of random variables {Xn }∞
n=1 where Xi
has distribution function Fi , survival function F̄i = 1 − Fi and upper endpoint xFi . We first
state a generalization of the AIM mixing condition appropriate in the case of different marginal
distributions.
Definition 4.5. The sequence {Xn }∞
n=1 is said to satisfy the generalized asymptotic independence of maxima condition relative to the array xn,j of real numbers, abbreviated to “{Xn }∞
n=1
satisfies GAIM(xn,j )”, if there exists a sequence qn of positive integers with qn = o(n) such
that for any two intervals I1 = {i1 , . . . , ij } and I2 = {ij + qn + 1, . . . , ij + qn + k} separated
by qn , we have
 \

 \
  \

αn = max P
{Xj ≤ xn,j } − P
{Xj ≤ xn,j } P
{Xj ≤ xn,j } → 0,
j∈I1 ∪I2

j∈I1

j∈I2

(4.37)
where the maximum is taken over all positive integers i1 , ij and k such that |I1 | ≥ qn , |I2 | ≥ qn
and ij + qn + k ≤ n.
Lemma 4.4 below generalizes Lemma 4.1 to allow for different marginal distributions.
Lemma 4.4. Let {Xn }∞
n=1 satisfy GAIM(xn,j ) and let I1 , I2 , . . . , Ik be distinct subintervals of
{1, 2, . . . , n} where k ≥ 2 and |Ii | ≥ qn , 1 ≤ i ≤ k. Suppose that Ii and Ii+1 are separated
by qn for 1 ≤ i ≤ k − 1. Then

P

\
j∈∪ki=1 Ii


 Y
\
k
X
{Xj ≤ xn,j } −
P
{Xj ≤ xn,j } ≤ (k −1)αn +2(k −2)
F̄j (xn,j )
i=1

j∈I1∗

j∈Ii

where I1∗ is the interval of length qn separating I1 and I2 .

(4.38)

In order to generalize Theorem 4.1 to allow for different marginal distributions we must
generalize the condition (4.7) to place restrictions onP
the rate of growth of the threshold sequences. Hüsler (1986) considers the quantity Fn∗ = nj=1 F̄j (xn,j ) and generalizes (4.7) by
assuming that lim sup Fn∗ < ∞ and lim inf Fn∗ > 0. Although these conditions could be used
in our case, they afford too much flexibility in the choice of threshold sequences than would
be deemed sensible for statistical applications. For example, a valid choice for the threshold
sequences under these conditions is
(
Fj−1 (1 − τ /n), for j odd,
xn,j =
(4.39)
xFj
for j even,
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for some τ > 0. However, taking thresholds equal to the upper endpoint of marginal distributions would be absurd in applications. Moreover Hüsler (1986) shows that by defining
threshold sequences as in (4.39), one cannot define the notion of the extremal index for the sequence {Xn }∞
n=1 that is consistent with the classical notion for stationary sequences. In order to
avoid these types of pathological examples, we will maintain a stricter control on the threshold
sequences. In particular, we define
F̄max = max{F̄j (xn,j ), 1 ≤ j ≤ n}

(4.40)

F̄min = min{F̄j (xn,j ), 1 ≤ j ≤ n}

(4.41)

and
and will assume

lim sup nF̄max < ∞ and

lim inf nF̄min > 0.

(4.42)

Clearly, in the case of continuous margins, conditions (4.42) holds if we take xn,j = Fj−1 (1 −
τ /n), for some τ > 0, which amounts to imposing the same marginal quantile as a threshold at
each time point. The following result generalizes Lemma 4.2.
Lemma 4.5. Let {Xn }∞
n=1 satisfy GAIM(xn,j ) and let the sequence pn be such that
pn = o(n),

and qn = o(pn ).

nαn = o(pn )

(4.43)

Then if (4.42) holds, we have
P

\
n


 Y
rn  \
{Xj ≤ xn,j } → 0
{Xj ≤ xn,j } −
P

j=1

i=1

(4.44)

j∈Ai

n
are as in (4.8).
where the intervals {Ai }ri=1

Theorem 4.9. Under the same assumptions as in Lemma 4.5, we have
P

\
n


 X


pn
n
\
{Xj ≤ xn,j } − exp −
P Xj > xn,j ,
{Xj+k ≤ xn,j+k }
→ 0 (4.45)

j=1

j=1

and consequently

k=1

\
 Y
n
n
P
{Xj ≤ xn,j } −
Fj (xn,j )θj,n → 0
j=1

where
θj,n

(4.46)

j=1

\
pn

=P
Xj+k ≤ xn,j+k


Xj > xn,j .

(4.47)

k=1

The proof of Theorem 4.9 follows the same steps as that of Theorem 4.1, using Lemma
4.5, and isQomitted. The equivalence of (4.45) and (4.46) follows by writing the second term in
(4.45) as nj=1 exp{−F̄ (xn,j )θj,n } and noting that (4.42) implies that F̄ (xn,j ) → 0 for each j
so that exp{−F̄j (xn,j )} ∼ Fj (xn,j ).
When the limit exists, the quantity θi = limn→∞ θi,n may be regarded as the extremal index
at time i. If the obvious analogue of the D(k) condition holds, i.e.,


pn
k−1
\
[

n P Xj > xn,j ,
Xj+l ≤ xn,j+l ,
Xj+l > xn,j+l
→ 0 as n → ∞
l=1

l=k
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(4.48)

then θj is determined by the k-dimensional copula of (Xj , Xj+1 , . . . , Xj+k−1 ) as
θj = lim P
u→1

 j+k−1
\



Fi (Xi ) ≤ u


Fj (Xj ) > u .

(4.49)

i=j+1

Corollary 4.10. Let {Xn }∞
n=1 satisfy GAIM(xn,j ) for the array of thresholds
xn,j = Fj−1 (1 − τ /n)

(4.50)


T
for some τ > 0, where Fj is continuous. Then P nj=1 {Xj ≤ xn,j } converges if and only if
P
T
γn converges where γn = n−1 nj=1 θj,n and θj,n is as in (4.47), in which case P nj=1 {Xj ≤

xn,j } → e−τ γ where γ = limn→∞ γn .
The proof of Corollary 4.10 follows from the fact that nF̄j (xn,j ) = τ for each
Tn j so that
(4.42) holds. Then we may apply Theorem 4.9, in particular (4.45) to get P j=1 {Xj ≤

xn,j } − e−τ γn → 0 from which the result follows.
It is clear at this stage that the results of Section 4.2 may be generalized to allow for different
marginal distributions. Rather than reformulate all of the remaining results from Section 4.2,
we instead show how the general results of this section may be specialized to a specific form of
non-stationarity in the marginal distributions. In particular, we consider a form of marginal nonstationarity that has been the focus of recent research, namely that of heteroscedastic extremes
(de Haan 2015, Einmahl et al. 2016). The heteroscedastic extremes regime assumes independent
but non-identically distributed observations, with non-stationarity arising through changes of
scale in the tails, in a sense that will be made precise in (4.51) below. Specifically, it is assumed
that Xi and Xj have a common upper endpoint xF , i 6= j, and that there exists a sequence
{cn }∞
n=1 of positive real numbers and distribution function F in the domain of attraction of an
extreme value distribution, with upper endpoint xF , such that
lim sup

x↑ xF j≥ 1

1 − Fj (x)
− cj = 0.
1 − F (x)

(4.51)

The assumption (4.51) implies that each Fi , i ∈ N, are in the same domain of attraction, and
share the same tail index as F . The sequence {cn }∞
n=1 , known as the scedasis function, contains
information regarding the changes of scale in the tails. For example, if cj = 2 then extreme sets
have probability under Fj that is approximately twice that under F .
de Haan (2015) showed that for an independent sequence satisfying (4.51) that
P(Mn ≤ xn ) − F (xn )nχn → 0,

(4.52)

P
where χn = n−1 nj=1 cj . This results mirrors our Theorem 4.1 and Corollory 4.10, but now
the asymptotic distribution of appropriately normalized sample maxima depends on a parameter
that measures the average of the scedasis function rather than the extremal clustering function.
When both of these forms of non-stationarity are present, i.e., non-stationarity in the dependence and the margins via (4.51), Theorem 4.11 below shows that the asymptotic distribution
of appropriately normalized sample maxima depends on a parameter that measures the average
of a mixture of both the scedasis and extremal clustering functions. As in de Haan (2015), Theorem 4.11 below assumes that we may use a common threshold sequence at each time point,
i.e., xn,j = xn for each j.
Theorem 4.11. Let {Xn }∞
n=1 be a random sequence satisfying the conditions of Lemma 4.5
with xn,j = xn for all j ∈ N where xn satisfies (4.7). Suppose there exists a sequence {cn }∞
n=1
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of positive real numbers and a distribution function F such that (4.51) holds where Xi has
upper endpoint xF = sup{x : F (x) < 1} for each i. Then, if
(4.53)

sup |θj,n − θj | → 0
1≤j≤n

where θj,n is as in (4.47) and θj = limn→∞ θj,n , we have
(4.54)

P(Mn ≤ xn ) − F (xn )nδn → 0
where
δn = n

−1

n
X

(4.55)

cj θj .

j=1

Corollary 4.12 given below is an immediate consequence of Theorem 4.11. In the case of
independence, when θj = 1 for each j, we retrieve the result of de Haan (2015).
Corollary 4.12. Suppose, under the same setup as Theorem 4.11 that F is in the domain of
attraction of an extreme value distribution Gξ , i.e., there exist sequences an > 0 and bn such
that
−1/ξ
lim F n (an x + bn ) = Gξ (x) = exp{−(1 + ξ x)+ }, x ∈ R,
n→∞

for some ξ ∈ R. Then if the conditions of Theorem 4.11 are satisfied whenever xn = an x + bn ,
and limn→∞ δn = δ where δn is as in (4.55), then


Mn − bn
≤ x → Gξ (x)δ .
P
an

4.6
4.6.1

Proofs
Auxiliary results

In this section we state and prove some Lemmas that are required in the proof of Theorem 4.1.
Lemma 4.6. Let {tn }∞
n=1 be a sequence of positive integers and ai,n , i, n ∈ N, an array of
non-negative real numbers such that tn → ∞ and An = max1≤i≤tn ai,n → 0 as n → ∞.
Then,
tn
X

(4.56)

ai,n → τ ≥ 0

i=1

if and only if
tn
Y

(1 − ai,n ) → e−τ .

(4.57)

i=1
2 , for sufficiently small
Proof. Using the fact that log(1 −P
x) = −x + R(x) where |R(x)|
Ptn < CxP
tn
n
x > 0, for some C > 0, we have i=1 log(1 − ai,n ) = − i=1 ai,n + ti=1
R(ai,n ) and

|

tn
X
i=1

R(ai,n )| ≤ C

tn
X

a2i,n ≤ CAn

i=1
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tn
X
i=1

ai,n ,

(4.58)

so that

Ptn

i=1 log(1

− ai,n ) = −
log

Ptn

i=1 ai,n




1 + o(1) or equivalently

tn
tn
Y
X


(1 − ai,n ) = −
ai,n 1 + o(1) ,
i=1

(4.59)

i=1

from which the result follows.
Lemma 4.7. Let {tn }∞
an array of
n=1 be a sequence of positive integers and ai,n , i, n ∈ N,P
n
ai,n is
non-negative real numbers such that tn → ∞, An = max1≤i≤tn ai,n → 0 and ti=1
bounded above as n → ∞. Then,

 X
tn
tn
Y
(1 − ai,n ) − exp −
ai,n → 0.
i=1

(4.60)

i=1

Proof. This follows from Lemma 4.6 by considering subsequences along which
verges.

Ptn

i=1 ai,n

con-

Lemma 4.8. Let g : R → R be a bounded function. If f (x) = A(x)g(x) and limx→∞ A(x) =
1, then f (x) = g(x) + o(1) as x → ∞.
Proof. As g is bounded, ∃M > 0 such that |g(x)| < M, ∀x ∈ R. Now let  > 0. As
limx→∞ A(x) = 1, ∃x0 such that
|A(x) − 1| < /M

for x > x0 .

Then for x > x0
|f (x) − g(x)| = |g(x)||A(x) − 1| < M /M = .

Lemma 4.9. Let {Xn }∞
n=1 , xn , pn and qn be as in Lemma 4.2 such that (4.7) holds and assume P(Mn ≤ xn ) → L ∈ (0, 1). Let sn be such that pn = o(sn ), sn = o(n) and
tn = bn/(sn + qn )c. Then
tn
X

P(Msin −pn ,sn

> xn ) = o

i=1

X
tn

i
P(M0,s
n −pn

>

xn , Msin −pn ,sn


≤ xn )

(4.61)

i=1

i = max {X i , . . . , X i } and X i = X
where Mj,k
(i−1) (sn +qn )+j .
j+1
j
k

Proof. We first note that Lemma 4.2 also holds with blocks of length sn , i.e., with sn in place
of pn in the definition of Ai in equation (4.8) and tn in place
Qtnof rn . Thus from equation (4.10),
with
blocks
of
length
s
,
we
have
that
P(M
≤
x
)
−
n
n
n
i=1 P(M (Ai ) ≤ xn ) → 0 so that
Qtn
i=1 P(M (Ai ) ≤ xn ) → L ∈ (0, 1), or equivalently
tn
X


log 1 − P(M (Ai ) > xn ) → log(L).

(4.62)

i=1

Now we note that max1≤i≤tn P(M (Ai ) > xn ) → 0 since P(M (Ai ) > xn ) ≤ sn F̄ (xn ) and
sn = o(n) and F̄ (xn ) = τ n−1 + o(n−1 ). Thus, using log(1 − t) = −t + o(t) as t → 0, (4.62)
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may be written
−

tn
X

P(M (Ai ) > xn ) +

i=1

tn
X

o(P(M (Ai ) > xn )) → log(L).

(4.63)

i=1

Now it is easily seen that the second sum in (4.63) converges to zero since
tn
X

o(P(M (Ai ) > xn )) =

i=1

tn
X


o sn F̄ (xn ) ≤ tn sn F̄ (xn )o(1)

i=1

≤

sn
nF̄ (xn )o(1) → 0,
sn + qn

Pn
P(M (Ai ) > xn ) → −log(L). Now, decomposing the event
and so (4.63) implies ti=1
{M (Ai ) > xn } as a disjoint union we get
tn
X

i
P(M0,s
> xn , Msin −pn ,sn ≤ xn ) +
n −pn

i=1

tn
X

P(Msin −pn ,sn > xn ) → −log(L).

(4.64)

i=1

Again, the second sum in (4.64) goes to zero since it is bounded above by tn pn F̄ (xn ) ≤
{pn /(sn + qn )}nF̄ (xn ) → 0, from which (4.61) follows.

4.6.2

Proof of Lemma 4.1

We use induction on the number of subintervals, k. The case k = 2 is just the fact that {Xn }∞
n=1
satisfies AIM(xn ). Assuming that the result is true for k such arbitrary subintervals, we will
verify it also holds for the k + 1 intervals I1 , I2 , . . . , Ik , Ik+1 . Let I1∗ be the interval separating
I1 and I2 and let J = I1 ∪ I1∗ ∪ I2 , and we note that J is an interval with |J| > qn and since
k+1
{M (J ∪ ∪k+1
i=3 Ii ) ≤ xn } ⊆ {M (∪i=1 Ii ) ≤ xn )} we have,

k+1
∗
0 ≤ P(M (∪k+1
i=1 Ii ) ≤ xn ) − P(M J ∪ ∪i=3 Ii ≤ xn ) ≤ P(M (I1 ) > xn ) ≤ qn F̄ (xn ),
(4.65)

k+1
so we may write P(M (∪k+1
I
)
≤
x
)
=
P(M
J
∪∪
I
≤
x
)+R
where
the
remainder
i
n
i
n
1,n
i=1
i=3
R1,n satisfies R1,n ≤ qn F̄ (xn ). We then have
P(M (∪k+1
i=1 Ii ) ≤ xn ) −

k+1
Y

P(M (Ii ) ≤ xn )

(4.66)

i=1

= P(M J ∪

∪k+1
i=3 Ii



≤ xn ) −

k+1
Y

P(M (Ii ) ≤ xn ) + R1,n

(4.67)

i=1

= P(M (J) ≤ xn )

k+1
Y
i=3

P(M (Ii ) ≤ xn ) −

k+1
Y

P(M (Ii ) ≤ xn ) + R1,n + R2,n

(4.68)

i=1

≤ P(M (J) ≤ xn ) − P(M (I1 ) ≤ xn )P(M (I2 ) ≤ xn ) + |R1,n | + |R2,n |
87

(4.69)

where |R2,n | ≤ (k −1)αn +2(k −2)qn F̄ (xn ) and we have used our induction hypothesis to get
(4.68) since J ∪ ∪k+1
i=3 Ii is a union of k intervals with adjacent intervals separated by qn . Now
note that since {M (J) ≤ xn } ⊆ {M (I1 ∪ I2 ) ≤ xn } we have 0 ≤ P(M (I1 ∪ I2 ) ≤ xn ) −
P(M (J) ≤ xn ) ≤ qn F̄ (xn ) and we may write P(M (J) ≤ xn ) = P(M (I1 ∪ I2 ) ≤ xn ) + R3,n
where |R3,n | ≤ qn F̄ (xn ). Thus from (4.66) and (4.69) we have
P(M (∪k+1
i=1 Ii ) ≤ xn ) −

k+1
Y

P(M (Ii ) ≤ xn )

i=1

≤ P(M (I1 ∪ I2 ) ≤ xn ) − P(M (I1 ) ≤ xn )P(M (I2 ) ≤ xn ) + R3,n + |R1,n | + |R2,n |
≤ P(M (I1 ∪ I2 ) ≤ xn ) − P(M (I1 ) ≤ xn )P(M (I2 ) ≤ xn ) + |R1,n | + |R2,n | + |R3,n |
≤ αn + qn F̄ (xn ) + (k − 1)αn + 2(k − 2)qn F̄ (xn ) + qn F̄ (xn )
= kαn + 2(k − 1)qn F̄ (xn )
as required.

4.6.3

Proof of Lemma 4.2.

n
As {Mn ≤ xn } ⊆ ∩ri=1
{M (Ai ) ≤ xn } we have
n
n
0 ≤ P(M (∪ri=1
Ai ) ≤ xn ) − P(Mn ≤ xn ) ≤ P(M (∪ri=1
A∗i ) > xn )

≤ rn qn F̄ (xn )
≤ n(pn + qn )−1 qn {τ n−1 + o(n−1 )} → 0.
(4.70)
Also, by Lemma 4.1 we have
n
P(M (∪ri=1
Ai )

≤ xn )−

rn
Y

P(M (Ai ) ≤ xn ) ≤ (rn −1)αn +2(rn −2)qn F̄ (xn ) → 0 (4.71)

i=1

so that the triangle inequality and (4.70) and (4.71) give the result.

4.6.4

Proof of Theorem 4.1

In addition to the notation defined in Section 4.2.1, we also define
(4.72)

i
i
= max {Xj+1
, . . . , Xki }.
Xji = X(i−1) (pn +qn )+j , Mj,k

Now, for i = 1, . . . , rn , we have
P(M (Ai ) ≤ xn ) = 1 − P(M (Ai ) > xn )
=1−

pn
X

i
P(Xji > xn , Mj,p
≤ xn )
n

j=1

≤1−

pn
X

i
P(Xji > xn , Mj,j+p
≤ xn )
n

j=1



≤ exp −

pn
X
j=1
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i
P(Xji > xn , Mj,j+p
≤ xn )
n



and so
P(Mn ≤ xn ) =

rn
Y

P(M (Ai ) ≤ xn ) + o(1)

i=1

 X

pn
rn X
i
i
≤ exp −
P(Xj > xn , Mj,j+pn ≤ xn ) + o(1).

(4.73)

i=1 j=1

Now we note that
n
X

P(Xj > xn , Mj,j+pn ≤ xn ) =

pn
rn X
X

i
P(Xji > xn , Mj,j+p
≤ xn ) + o(1)
n

(4.74)

i=1 j=1

j=1

since the difference between the two sums is
n
X

P(Xj > xn , Mj,j+pn ≤ xn ) −

j=1

pn
rn X
X

i
P(Xji > xn , Mj,j+p
≤ xn )
n

i=1 j=1

=

+qn
rn p n
X
X

P(Xji > xn , Mj,j+pn ≤ xn ) + o(1)

i=1 j=pn +1

≤ rn qn F̄ (xn ) + o(1)
qn
n F̄ (xn ) + o(1) → 0
≤
p n + qn
so that (4.73) gives


n
X


≤ xn ) + o(1).

(4.75)

 X

n
P(Mn ≤ xn ) ≥ exp −
P(Xj > xn , Mj,j+pn ≤ xn ) + o(1).

(4.76)

P(Mn ≤ xn ) ≤ exp −

P(Xj > xn , Mj,j+pn

j=1

Now we prove the reverse inequality of (4.75), i.e.,

j=1

We will show that (4.76) holds under the assumption that P(Mn ≤ xn ) converges to some
L in [0, 1], with the more general case following by considering subsequences along which
P(Mn ≤ xn ) converges and repeating the following argument. By Lemma 4.2, specifically
equation (4.10), and Lemma 4.7 with ai,n = P(M (Ai ) > xn ) we see that L > 0, and since
(4.76) trivially holds when L = 1 we may assume L ∈ (0, 1). Following O’Brien (1987),
introduce a new sequence sn = o(n) which plays the role of pn such that pn = o(sn ) and let
tn = bn/(sn + qn )c which now plays the role of rn and note that tn = o(rn ) and the definitions
in (4.72) and (4.8) are modified by replacing pn with sn . Then for i = 1, . . . tn , we have
i
> xn , Msin −pn ,sn ≤ xn ) + P(Msin −pn ,sn > xn )
P(M (Ai ) > xn ) = P(M0,s
n −pn
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and consequently, since Lemma 4.2 holds with sn in place of pn and tn in place of rn ,
P(Mn ≤ xn ) =
=

tn
Y

P(M (Ai ) ≤ xn ) + o(1) =

i=1
tn 
Y

tn 
Y


1 − P(M (Ai ) > xn ) + o(1)

i=1

(4.77)

i
1 − P(M0,s
> xn , Msin −pn ,sn ≤ xn )−
n −pn

i=1

P(Msin −pn ,sn



(4.78)

> xn ) + o(1).

i
Now, with ai,n = P(M0,s
> xn , Msin −pn ,sn ≤ xn ) + P(Msin −pn ,sn > xn ) we have, for
n −pn
max1≤i≤tn ai,n ≤ sn F̄ (xn ) → 0 as sn = o(n) and F̄ (xn ) =
all i, ai,n ≤ sn F̄ (xn ) and
P so
n
ai,n ≤ tn max1≤i≤tn ai,n ≤ sn (sn + qn )−1 nF̄ (xn ) which is
τ n−1 + o(n−1 ). Also, ti=1
bounded above as n → ∞. Thus we may apply Lemma 4.7 to (4.78) to get
tn 
X
i
P(M0,s
> xn , Msin −pn ,sn ≤ xn )+
P(Mn ≤ xn ) = exp −
n −pn



(4.79)

i=1

P(Msin −pn ,sn


= exp −

X
tn


> xn )
+ o(1)

i
P(M0,s
n −pn

>

xn , Msin −pn ,sn



≤ xn ) 1 + o(1)
+ o(1)

i=1

(4.80)

with (4.80) following from Lemma 4.9. Now Lemma 4.8 reduces (4.80) to


P(Mn ≤ xn ) = exp −


≥ exp −

tn
X

i
P(M0,s
n −pn

i=1
tn X
sn
X

P(Xji

>

>

xn , Msin −pn ,sn

i
xn , Mj,j+p
n


≤ xn ) + o(1)


≤ xn ) + o(1)

(4.81)
(4.82)

i=1 j=1
i
with (4.82) following from (4.81) by the inclusions {M0,s
> xn , Msin −pn ,sn ≤ xn } ⊆
n −pn
Ssn −pn i
S
sn
i
i
i
j=1 {Xj > xn , Mj,j+pn ≤ xn } and the union bound.
j=1 {Xj > xn , Mj,j+pn ≤ xn } ⊆
A similar argument that was used to show (4.74) gives
n
X

P(Xj > xn , Mj,j+pn ≤ xn ) =

j=1

tn X
sn
X

i
P(Xji > xn , Mj,j+p
≤ xn ) + o(1)
n

(4.83)

i=1 j=1

so that (4.82) becomes


P(Mn ≤ xn ) ≥ exp −

n
X


P(Xj > xn , Mj,j+pn ≤ xn ) + o(1)

j=1
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(4.84)

and so (4.75) and (4.84) together prove (4.11). Also, since


exp −

n
X

P(Xj > xn , Mj,j+pn

γn
 

≤ xn ) = exp − nF̄ (xn )

j=1

with γn = n−1

4.6.5

Pn

j=1 P(Mj,j+pn

≤ xn | Xj > xn ), this also gives (4.12).

Proof of Theorem 4.3

Throughout we let θi,n = P(Mi,i+pn ≤ xn | XiP> xn ). From Corollary (4.2) we know that
0
P(Mn ≤ xn ) → e−τ γ with γ 0 P
= limn→∞ n−1 ni=1 θi,n which is easily seen to converge to
the same value as limn→∞ n−1 ni=1 θi since
|n−1

n
X

θi − n−1

i=1

n
X

θi,n | ≤ n−1

i=1

n
X

|θi,n − θi |

i=1

(4.85)

≤ max |θi,n − θi | → 0.
1≤i≤n

This establishes the first part of the Theorem.
0
To show that, P(Mn ≤ yn ) → e−τ γ , define n0 = b(τ 0 /τ )nc so that n0 F̄ (xn ) → τ 0 or
0
0
equivalently F (xn )n → e−τ . Then,
|P(Mn0 ≤ xn ) − P(Mn0 ≤ yn0 )| ≤ n0 |F (xn ) − F (yn0 )|
= n0 |F̄ (xn ) − F̄ (yn0 )| → 0.

(4.86)
0 0

Since n0 ≤ n we have by Theorem 4.1, P(Mn0 ≤ xn ) = F (xn )n γn where
P
P 0
γn0 = (n0 )−1 ni=1 θi,n and γn0 also has limiting value limn→∞ n−1 ni=1 θi since
P 0
P 0
0
0
|(n0 )−1 ni=1 θi,n − (n0 )−1 ni=1 θi | → 0 as in (4.85). Then, since F (xn )n → e−τ , we
0
0
have P(Mn0 ≤ xn ) → e−τ γ and so from (4.86), P(Mn ≤ yn ) → e−τ γ also with γ as in
(4.17).

4.6.6

Proof of Lemma 4.3

We define intervals Ii and Ii∗ , 1 ≤ i ≤ kn , of alternating large and small lengths as follows,
Ii = {(i − 1)ln + 1, . . . , iln − qn },

Ii∗ = {iln − qn + 1, . . . , iln }.

(4.87)

We show that
n
P(Mn ≤ xn ) − P(M (∪ki=1
Ii ) ≤ xn ) → 0,
n
P(M (∪ki=1
Ii ) ≤ xn ) −

kn
Y

P(M (Ii ) ≤ xn ) → 0,

(4.88)
(4.89)

i=1
kn
Y

P(M (Ii ) ≤ xn ) − Pkn (M (I1 ) ≤ xn ) → 0,

(4.90)

i=1

and
Pkn (M (I1 ) ≤ xn ) − Pkn (Mln ≤ xn ) → 0,
from which (4.23) follows by the triangle inequality.
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(4.91)

n
n
(4.88) follows from {Mn ≤ xn } ⊆ {M (∪ki=1
Ii ) ≤ xn } and so P(M (∪ki=1
Ii ) ≤ xn ) −
kn
∗
P(Mn ≤ xn ) ≤ P(∪i=1 {M (Ii ) > xn }) ≤ kn qn F̄ (xn ) → 0 since kn qn = o(n) and F̄ (xn ) =
τ /n + o(n−1 ).
(4.89) follows immediately from Lemma 4.1 as Ij , 1 ≤ j ≤ kn , are distinct subintervals of
{1, . . . , n}, and Ii and Ii+1 are separated by qn .
P n
P(M (Ii ) > xn ) is bounded above by kn ln F̄ (xn ) ∼
For (4.90) we first note that ki=1
nF̄ (xn ) → τ and so we may apply Lemma 4.7 to get

kn
Y

 X

kn
P(M (Ii ) ≤ xn ) = exp −
P(M (Ii ) > xn ) + o(1).

i=1

(4.92)

i=1

Since Ii , 1 ≤ i ≤ kn is an interval of length |I1 | = ln − qn = n0 say, we have by periodicity
D

that M (Ii ) = Mr,r+n0 for some r ∈ {0, 1, . . . , d − 1}. Then for 2 ≤ i ≤ kn , we have
|P(M (Ii ) ≤ xn ) − P(M (I1 ) ≤ xn )| = |P(Mr,r+n0 ≤ xn ) − P(Mn0 ≤ xn )|
≤ |P(Mr+n0 ≤ xn ) − P(Mn0 ≤ xn )| +
|P(Mr,r+n0 ≤ xn ) − P(Mr+n0 ≤ xn )|
≤ rF̄ (xn ) + rF̄ (xn )
≤ 2dF̄ (xn ) → 0.
Hence for each i, 1 ≤ i ≤ kn , we have P(M (Ii ) > xn ) = P(M (I1 ) > xn ) + Rn where
|Rn | ≤ 2dF̄ (xn ) and so kn Rn → 0 as kn = o(n). Using this in (4.92) gives
kn
Y



P(M (Ii ) ≤ xn ) = exp −

i=1

kn
X


P(M (I1 ) > xn ) + o(1)

i=1
kn

= P (M (I1 ) ≤ xn ) + o(1)

(4.93)

with (4.93) following again from Lemma 4.7, which establishes (4.90).
(4.91) follows from the inequalities 0 ≤ y k − xk ≤ k(y − x) when 0 ≤ x ≤ y ≤ 1 so that
Pkn (M (I1 ) ≤ xn ) − Pkn (Mln ≤ xn ) ≤ kn P(M (I1 ) ≤ xn ) − P(Mln ≤ xn )
≤ kn qn F̄ (xn ) → 0

(4.94)

which is (4.91).

4.6.7

Proof of Theorem 4.4

The first step in the proof is to observe that we have, for each integer k ≥ 1,
P(Mn ≤ xn ) − Pk (Mn0 ≤ xn ) → 0

(4.95)

where n0 = bn/kc. This is an immediate consequence of Lemma 4.3 by taking kn = k for all
n.
Now we note that since {Xn }∞
n=1 satisfies AIM(xn ) with nF̄ (xn ) → τ , it also satisfies
AIM(yn ) whenever nF̄ (yn ) → τ 0 ≤ τ . This follows in the exact same way as for the D(xn )
condition, see, e.g., Lemma 3.6.2. in Leadbetter et al. (1983). This fact together with (4.95)
allows the proof to proceed in exactly the same manner as the proof of Theorem 3.7.1. in Leadbetter et al. (1983).
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4.6.8

Proof of Theorem 4.8

For n, q ∈ N and u ∈ R, we define the mixing coefficients αn,q (u) by



αn,q (u) = max | P M (I1 ∪ I2 ) ≤ u − P M (I1 ) ≤ u P M (I2 ) ≤ u |
where the maximum is taken over intervals I1 and I2 that are separated by q, with
min{|I1 |, |I2 |} ≥ q, min{min(I1 ), min(I2 )} ≥ 1 and max{max(I1 ), max(I2 )} ≤ n.
∗
(xn ) → 0, we
We first note that since both qn = o(n) and 0 ≤ αn = αn,qn (xn ) ≤ αn,q
n
can find a sequence of positive integers pn = o(n) such that nαn = o(pn ) and qn = o(pn ) so
that the conditions of Theorem 4.1 are satisfied.

Let t > 0 and write kn = t/F̄ (xn ) ∼ tn/τ so that for sufficiently large n, kn > pn + qn .
Now, fix i ∈ N. For sufficiently large n we have
∗
(xn ) → 0
P(Mi+pn ,i+pn +qn > xn | Xi > xn ) ≤ qn F̄ (xn ) + αn,q
n

so that
P(Mi,i+kn ≤ xn | Xi > xn ) = P(Mi,i+pn ≤ xn , Mi+pn +qn ,i+kn ≤ xn | Xi > xn ) + o(1).
In a similar way, since {Mi+kn ≤ xn } ⊆ {Mi+pn +qn ,i+kn ≤ xn }, we have
P(Mi+pn +qn ,i+kn ≤ xn ) − P(Mi+kn ≤ xn ) = P(Mi+pn +qn > xn , Mi+pn +qn ,i+kn ≤ xn )
≤ (i + pn + qn )F̄ (xn ) → 0,
so that P(Mi+pn +qn ,i+kn ≤ xn ) = P(Mi+kn ≤ xn ) + o(1). Now we can derive the limiting
distribution of F̄ (xn )Ti (xn ). We have
P(F̄ (xn )Ti (xn ) > t) = P(Ti (xn ) > kn ) = P(Xi+1 ≤ xn , . . . Xi+kn ≤ xn | Xi > xn )
= P(Mi,i+kn ≤ xn | Xi > xn )
= P(Mi,i+pn ≤ xn , Mi+pn +qn ,i+kn ≤ xn | Xi > xn ) + o(1)
= P(Mi,i+pn ≤ xn | Xi > xn )P(Mi+pn +qn ,i+kn ≤ xn |

(4.96)

Xi > xn , Mi,i+pn ≤ xn ) + o(1)


= θi + o(1)



P(Mi+kn ≤ xn ) + o(1) + o(1).

(4.97)

Now we focus on the term P(Mi+kn ≤ xn ) appearing in (4.97). Since P(Mkn ≤ xn ) −
P(Mi+kn ≤ xn ) ≤ iF̄ (xn ) we have P(Mi+kn ≤ xn ) = P(Mkn ≤ xn ) + o(1). Since
kn = O(n) we have αk∗n ,qn (xn ) → 0 and so αkn ,qn (xn ) → 0 also. Thus we may find
a sequence
p0n = o(n) such that kn αkn,qn = o(p0n ) and qn = o(p0n ), e.g., we may take

0
pn = (kn max{qn , kn αkn ,qn (xn )})1/2 . Then applying Theorem 4.1 to the first kn terms
P n 0
0
0
we get P(Mkn ≤ xn ) = F (xn )kn γn where γn0 = kn−1 kj=1
= P(Mj,j+p0n ≤
θj,n with θj,n
xn | Xj > xn ).
P
We now verify that γn0 has limiting value γ = limn→∞ n−1 nj=1 θj . Define sequences an ,
bn and kn0 by an = max{pn , p0n }, bn = min{pn , p0n } and kn0 = kn + an and note that kn0 =
O(n). Then with the usual notation θj,n = P(Mj,j+pn ≤ xn | Xj > xn ), we have for all 1 ≤
0 − θ | ≤ P(M
j ≤ kn that, for sufficiently large n, |θj,n
j,n
j+bn ,j+an > xn | Xj > xn ) ≤ |pn −
0
∗
pn | F̄ (xn ) + αkn0 ,qn (xn ) where we have used the fact that bn > qn for sufficiently large n and
Pkn
Pkn 0
∗ (u) is non-decreasing in n for fixed q and u. Therefore, |k −1
−1
αn,q
n
j=1 θj,n −kn
j=1 θj,n | ≤
Pkn
Pkn 0
0
∗
−1
−1
|pn − pn | F̄ (xn ) + αkn0 ,qn (xn ) → 0 and so kn
j=1 θj,n and kn
j=1 θj,n have the same
Pkn
Pkn
−1
−1
limit which equals γ since |kn
j=1 θj,n − kn
j=1 θj | ≤ max1≤j≤kn |θj − θj,n | → 0.
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Finally, we have P(Mi+kn ≤ xn ) = P(Mkn ≤ xn ) + o(1) = F (xn )kn (γ+o(1)) =
[e−t + o(1)]γ+o(1) since nF̄ (xn ) → τ implies that kn F̄ (xn ) → t which in turn implies that
F (xn )kn → e−t . Substituting P(Mi+kn ≤ xn ) = e−γ t + o(1) in (4.97) then gives the result.

4.6.9

Proof of Lemma 4.4

As in the proof of Lemma 4.1 we use induction on the number of subintervals k. The case
k = 2 is the GAIM(xn,j ) condition. Assuming the result is true for the k intervals I1 , I2 , . . . Ik
we show it is also true for the k + 1 intervals I1 , I2 , . . . , Ik , Ik+1 . Let J = I1 ∪ I1∗ ∪ I2 and note
 \



 [

\
0≤P
{Xj ≤ xn,j } − P
{Xj ≤ xn,j } ≤ P
{Xj > xn,j }
j∈∪k+1
i=1 Ii

j∈I1∗

j∈J∪∪k+1
i=3 Ii

≤

X

F̄j (xn,j )

j∈I1∗

and consequently

P



{Xj ≤ xn,j } = P

\

j∈∪k+1
i=1 Ii

where |R1,n | ≤

P

\

P

j∈I1∗

(4.98)

F̄j (xn,j ). Now,


{Xj ≤ xn,j } −

\

{Xj ≤ xn,j } + R1,n

j∈J∪∪k+1
i=3 Ii

k+1
Y


\
{Xj ≤ xn,j }
P

i=1

j∈∪k+1
i=1 Ii


=P



\


{Xj ≤ xn,j } −

k+1
Y
i=1

k+1
j∈J∪∪i=3
Ii

j∈Ii


\
{Xj ≤ xn,j } + R1,n
P
j∈Ii


 k+1
\
 k+1
Y \
Y \
{Xj ≤ xn,j } −
P
{Xj ≤ xn,j } + R1,n + R2,n
=P
{Xj ≤ xn,j }
P
i=3

j∈J

i=1

j∈Ii

j∈Ii

 Y

\
\
2
{Xj ≤ xn,j } −
{Xj ≤ xn,j } + |R1,n | + |R2,n |
≤ P
P
i=1

j∈J

(4.99)

j∈Ii

P
where |R2,n | ≤ (k − 1)αn + 2(k − 2) j∈I ∗ F̄j (xn,j ) and we used the induction hypothesis
1
in the line prior to (4.99). Now we note that
 \

\
 X
0≤P
{Xj ≤ xn,j } − P
{Xj ≤ xn,j } ≤
F̄j (xn,j )
j∈I1 ∪I2

so that
P

\
j∈J

j∈I1∗

j∈J



{Xj ≤ xn,j } = P

\
j∈I1 ∪I2
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{Xj ≤ xn,j } + R3,n

(4.100)

with |R3,n | ≤

P

P

j∈I1∗

F̄ (xn,j ). Using (4.100) in (4.99) gives


\

{Xj ≤ xn,j } −

\

\

P
{Xj ≤ xn,j }

i=1

j∈∪k+1
i=1 Ii


≤ P

k+1
Y

j∈Ii

\

2
Y
{Xj ≤ xn,j } −
P
{Xj ≤ xn,j } + |R1,n | + |R2,n | + |R3,n |


j∈I1 ∪I2

i=1

≤ αn + (k − 1)αn + 2(k − 2)

X

j∈Ii

F̄j (xn,j ) + 2

X

F̄j (xn,j )

j∈I1∗

j∈I1∗

= kαn + 2(k − 1)

X

F̄j (xn,j )

j∈I1∗

as required.

4.6.10

Proof of Lemma 4.5

First we note that

\


 \
n
{Xj ≤ xn,j } − P
{Xj ≤ xn,j } ≤ P
0≤P
n A
j∈∪ri=1
i

[


{Xj > xn,j }

n A∗
j∈∪ri=1
i

j=1

≤

X

F̄j (xn,j )

n A∗
j∈∪ri=1
i

≤ rn qn F̄max
qn
nF̄max → 0.
≤
pn + qn

(4.101)

Now by Lemma 4.4 we have

P

\
n A
j∈∪ri=1
i

 Y

rn  \
X
{Xj ≤ xn,j } −
P
F̄j (xn,j )
{Xj ≤ xn,j } ≤ (rn − 1)αn + 2(rn − 2)
i=1

j∈I1∗

j∈Ai

≤

nαn
2qn
+
nF̄max → 0
p n + qn p n + qn
(4.102)

so that the triangle inequality and (4.101) and (4.102) give the result.
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4.6.11

Proof of Theorem 4.11

By (4.46) we have P(Mn ≤ xn ) −
Qn
θj,n . Taking logs,
j=1 Fj (xn )
log

n
Y

Qn

θj,n
j=1 Fj (xn )

Fj (xn )θj,n =

j=1

n
X

→ 0. We now focus on the term

θj,n log Fj (xn )

j=1

=−

=−

n
X
j=1
n
X

θj,n {F̄j (xn ) + o(F̄j (xn ))}
cj θj F̄ (xn ) + o(1)

j=1

using (4.53), (4.51) and (4.42). Thus, upon exponentiating we get
n
Y

Fj (xn )

θj,n

= exp


−

n
X

j=1


cj θj F̄ (xn ) + o(1)

j=1

= exp{−nF̄ (xn )n−1 δn } + o(1)
= F (xn )nδn + o(1)
whch gives the result.
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Chapter 5

Changes in the distribution of
observed annual maximum
temperatures in Europe
5.1

Introduction

The greenhouse effect, whereby increasing levels of greenhouse gases in the Earth’s atmosphere
leads to a warming of the climate system has been long understood (Charney et al. 1979) and recent anthropogenic emissions of greenhouse gases are the highest in history (IPCC 2014). Allen
et al. (2018) estimate that human induced warming in 2017 reached approximately 1°C above
pre-industrial levels, and is increasing at a rate of approximately 0.2°C per decade. HoeghGuldberg et al. (2018) describe the impacts of 1.5°C global warming above pre-industrial levels on natural and human systems, where global warming is defined as an increase in combined
surface air and sea surface temperatures, averaged over the globe and over a 30-year period.
These impacts include an increase in the frequency and intensity of heavy precipitation events,
more frequent marine heatwaves and reduced crop production and yields.
Temperature extremes which may manifest in more intense heatwaves and enhance the risk
of fires, pose a risk to human health (IPCC 2014, Section 2.3.2) with the elderly being particularly vulnerable to heat-related mortality (Basu & Samet 2002). An estimated 40,000-70,000
heat-related deaths were recorded as a result of the summer of 2003 European heatwave (Fischer & Schär 2010, Robine et al. 2008) with associated economic losses in excess of e13 billion
(de Bono et al. 2004). Due to the potentially devastating consequences, it is clearly important to
understand how the frequency and intensity of temperature extremes may change in a warming
climate.
Several previous studies consider changes in the probability distribution of daily temperature and infer that similar changes should also hold for extremes. Donat & Alexander (2012)
consider the distribution of daily maximum and minimum temperature on a global scale using
observational data and find significant shifts in temperature towards higher values in almost all
regions but less evidence for changes in variability. Similar conclusions are reported in Weaver
et al. (2014) who analyse data from several hundred climate model runs. Schär et al. (2004)
on the other hand argues that an increase in variability in the daily temperature distribution is
required to explain the European heatwave of 2003.
Kiktev et al. (2003) and Morak et al. (2013) both find there has been a decrease in the frequency of cold extremes and increase in the frequency of hot extremes, concluding that humaninduced forcing has played an important role. Stott et al. (2004) consider human influence on
the summer heatwave of 2003 and find that “it is very likely (confidence level > 90%) that hu97

man influence has at least doubled the risk of a heatwave exceeding this threshold magnitude.”
Zwiers et al. (2011) use observational data together with climate model output in a detection and
attribution study of changes in temperature extremes. They consider several variables, including
annual maximum daily maximum (TXx) and minimum temperatures (TNx), and find evidence
for anthropogenic forcing for all variables they consider, with the biggest changes being detected
in TNx. More recently, the IPPC report (IPCC 2021) concluded that “human-induced climate
change is the main driver” of the increase in intensity and frequency of hot extremes.
In this chapter we consider statistical models for the variable TXx at approximately 12,000
locations of a gridded data set in a large subset of Europe. We consider the question of whether,
over various large subregions of Europe, there is evidence for changes in the distributions of
TXx and if so how are such changes best described. Our approach can, informally, be viewed
as macroscopic, since we are interested in detecting changes in TXx on a large scale rather than
at any one specific geographic location. We fit statistical models that allow for changes in both
the location and scale of the TXx distributions. A change in the location of the TXx distribution
corresponds to a horizontal shift of the distribution with the mean and all quantiles being shifted
by the same amount. A change in scale corresponds to a horizontal stretching or compression
of the distribution, which in turn changes measures of variability, such as the variance of TXx.
Figure 5.1 illustrates both of these effects for a hypothetical TXx distribution.
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Figure 5.1: (a) The solid black curve shows a hypothetical probability density function of TXx.
The dashed curve illustrates the effect of a shift in the location of the distribution. (b) The solid
black curve is as in (a) but the dashed curve illustrates a change in the scale of the distribution.
Most of the studies mentioned above treat the data occurring at different geographic locations in an independent manner, fitting separate statistical models to the data at each location.
One difficulty with this approach in the context of extremes is that, as extreme observations are
by definition rare, we will only have a small sample at each location, making precise estimation
of trends problematic. Although it may be unreasonable to assume a common trend at every
geographic location of a large spatial domain, we would nonetheless expect nearby regions to
be similarly affected by climate change. There are several classes of models, such as varying
coefficient models (Hastie & Tibshirani 1993) or geographically weighted regression models
(Brunsdon et al. 1998) that allow us to borrow strength from neighbouring locations to obtain
spatially coherent estimates of trends. Varying coefficient models allow for regression coefficients, e.g., trends, to vary smoothly over a spatial domain, and may be formulated under the
generalized additive model (GAM) framework of Wood (2017) and consequently fit with the R
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(R Core Team 2021) package mgcv. As we work with a gridded domain, we consider a discrete
analogue of varying coefficient models that are based on Gaussian Markov random fields (Rue
& Held 2005) and fall under the general smooth modelling framework of Wood et al. (2016).
Previous studies that make use of GAMs or smooth models for modelling environmental extremes include Chavez-Demoulin & Davison (2005) and Youngman (2019).
The structure of this chapter is as follows. Section 5.2 describes the data that is used for
fitting statistical models. Section 5.3 describes the models that are considered and the methods
used to score them. Section 5.4 presents the results which are summarized in Section 5.5.
Appendix 5.A shows some model diagnostic plots.

5.2

Data

We use the daily E-OBS data, publicly available through the European Climate Assessment
and Dataset (ECA & D) project. The E-OBS datasets are based on observational data from an
underlying network of weather stations interpolated on to a regular 0.25°×0.25° grid. Although
the data set covers all of Europe as well as North Africa and the Middle East, the spatial density
of the underlying weather station network that is used to estimate the gridded areal averages is
highly variable over the domain.
As explained in Hofstra et al. (2012), when the station density is low, the estimates of the
areal averages are over-smoothed which leads to a negative bias of the true areal average. Although this bias applies to the whole distribution, the effect is more pronounced for higher
quantiles, so that the weather extremes are disproportionately affected. This effect is more of a
concern for precipitation than temperature due to its discontinuous nature. Similar comments
are found in Hofstra et al. (2009) who remark that “overall extreme temperature events will
be quite well represented” although “E-OBS is fundamentally limited by its underlying station
network.”
Both Hofstra et al. (2009) and Hofstra et al. (2012) express reservations about using E-OBS
for the detection of trends in extremes, mainly due to inhomogeneities that may be present in the
underlying station data, i.e., non-climatic factors such as changes in instruments or observing
practices, as well as the fact that the network density is not homogenous in time. The documentation accompanying the release of E-OBS v18.0 also comes with a similar warning: “it
remains the case that many of the input station series have not been homogenized and at present
we caution against the use of E-OBS for evaluating trends” (Cornes et al. 2018). For this reason
we use the E-OBS v19.0e data which is a version of E-OBS that has been homogenized by the
ECA & D in collaboration with the Horizon 2020 EUSTACE Project. The method by which
the data was homogenized is described in Squintu et al. (2019).
A plot of the station network density used in E-OBS can be found in Schrier et al. (2013)
which shows that the highest density is in Central Europe and is particularly low in North Africa,
the Middle East and Eastern Europe. The data set covers the years 1950 to 2018. There is some
missing data which is mainly in the early years although there is also little data for Russia in the
last ten years. We consider a large subset of the full domain covered by E-OBS, shown in Figure
5.2, that has reasonable station density. The values displayed in Figure 5.2 are the maximum
value of TXx recorded during our study period, 1950-2018, and thus correspond to the absolute
maximum observed temperature at each location that we consider. With the exception of the
United Kingdom and the Republic of Ireland, small islands off the mainland are excluded. We
set the value of TXx at a given location in a given year as missing if there are more than 10
missing observations in that year. This is a slightly stricter criterion than is typically applied in
other studies, e.g., Zwiers et al. (2011) allow for 15 missing observations.
For atmospheric CO2 concentration, we use data from Meinshausen et al. (2020). The
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historical, observation based data, is only available until the year 2015 after which projections
are provided until the year 2500 under different socio-economic scenarios. For the years 2016
to 2018, we took values from a mid-range scenario, namely SSP2-4.5, which are similar to the
values recorded at the Mauna Loa Observatory (Keeling et al. 1976).
Maximum temperature
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Figure 5.2: The spatial domain considered, showing the maximum value of the variable TXx
(annual maximum daily maximum temperature) at each grid box during the period 1950-2018.

5.3
5.3.1

Methods
Generalized extreme value distribution

Our approach is based on fitting generalized extreme value (GEV) distributions to the TXx values at each grid box. Another possible, and theoretically well-founded approach to modelling
extremes is the peaks over threshold method (Davison & Smith 1990), which models the distribution of exceedances above some large threshold rather than the maximum over large blocks
of observations. We prefer the block maxima approach in our setting due to the difficulty in
making a principled choice of appropriate large thresholds at such a large number of spatial
locations as well as the sensitivity of inference to the choice of thresholds which is exacerbated
by the presence of trends (Northrop & Jonathan 2011).
Just as variations in the mean of a large number of independent and identically distributed
random variables are naturally modelled by a normal (Gaussian) random variable, variations in
the sample maximum are most naturally modelled by a GEV random variable with distribution
function
 

−1/ξ 
y−µ
G(y; Ψ) = exp − 1 + ξ
(5.1)
σ
+
where Ψ = (µ, σ, ξ) is a vector of parameters that relate to the location, scale and shape of the
distribution respectively and x+ = max(x, 0). The scale parameter σ is strictly positive whereas
µ and ξ may be any real number. The case where ξ = 0 in (5.1) should be interpreted as the limit
as ξ → 0, which gives rise to the distribution function G(y) = exp[−exp{−(y−µ)/σ}], y ∈ R.
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The formal justification for using the GEV distribution to model TXx comes from the extremal types theorem (Coles 2001, Theorem 3.1.1). This theorem says that if X1 , X2 , . . . , Xn
are independent and identically distributed random variables with distribution function F
and Mn = max{X1 , X2 , . . . , Xn }, then if there exist sequences an > 0 and bn such that
P(a−1
n (Mn − bn ) ≤ y) → G(y) as n → ∞, y ∈ R, then G(y) must be of the form (5.1).
Chapter 3 of Leadbetter et al. (1983) shows that the same conclusion may be drawn for certain
dependent sequences, which is important for environmental applications since, e.g., we would
expect temperatures on consecutive days to be correlated.
The GEV family of distributions encompasses three distinct types of distribution according
to the sign of the shape parameter ξ. The cases ξ > 0, ξ = 0 and ξ < 0 are known as the
Fréchet, Gumbel and Weibull classes respectively, which fundamentally differ from each other
in the behaviour in their upper (right) tail. For the Fréchet class, the right tail decays according
to a power law and for larger values of ξ, extremes take on an increasingly volatile nature such as
might be expected in financial (Resnick 2007) or hydrological (Katz et al. 2002) applications.
The Weibull class has an upper bounded right tail, with µ − σ/ξ the theoretical maximum
possible value, whereas the Gumbel class is an intermediate case with a light upper tail that
decays exponentially. Typically, when modelling annual maximum temperatures, we expect to
be in either the Weibull or Gumbel class, i.e., ξ ≤ 0.
Suppose that, in grid box i of the E-OBS data, we observe the annual maximum temperature in a total of ni years, say ti1 , ti2 , . . . , tini , which for most grid boxes is each year
from 1950 to 2018 inclusive so that ni = 69. Let yitj denote the annual maximum temperature in grid box i in year tij , 1 ≤ j ≤ ni . If we assume that yit1 , yit2 , . . . , yitni are
independent realizations of a GEV random variable with distribution function (5.1) and parameters Ψi = (µi , σi , ξi ), then one way to estimate Ψi is to find the parameter configuration
Ψ̂i = (µ̂i , σ̂i , ξˆi ) that maximizes the log-likelihood function l(Ψi ), i.e., Ψ̂i = argmaxΨi l(Ψi )
P i
where l(Ψi ) = nj=1
log g(yitj ; Ψi ) and g(y) = dG
dy , with G as in (5.1), is the GEV density
function. The explicit expression for the log-likelihood function is
l(Ψi ) =

−log σi − (1 + ξi−1 )

ni
X
j=1






ni 
X
yitj − µi −1/ξi
yitj − µi
−
1 + ξi
,
log 1 + ξi
σi
σi
+
+
j=1

(5.2)
with the case ξi = 0 being defined by continuity. Although the annual maximum temperatures
may not be independent, it is assumed that the dependence between maxima from different years
is sufficiently weak that the log-likelihood (5.2) may be used as a reasonable approximation
of the true likelihood. The resulting maximum likelihood estimator Ψ̂i is a consistent and
asymptotically normal estimator of the true parameter vector provided that ξ > −1/2 (Smith
1985, Bücher & Segers 2017). Hosking (1985) gives details for implementing the NewtonRaphson method to find the parameters Ψ that maximize (5.2) and several R (R Core Team
2021) packages, e.g., ismev (Heffernan & Stephenson 2018) or extRemes (Gilleland & Katz
2016), provide routines for estimating the GEV parameters using maximum likelihood.
Having estimated Ψi , we may estimate the temperature yp that is exceeded in grid box i in
a given year with probability p by solving the equation G(yp ) = 1 − p for yp , with G as in (5.1).
This yields the estimate ŷp of yp
ŷp =

(
µ̂i −

σ̂i
[1
ξ̂i

− {−log(1 − p)}−ξ̂i ],

µ̂i − σ̂i log{−log(1 − p)},

ξˆi =
6 0,
ξˆi = 0.

(5.3)

The quantity yp is known as the return level with associated return period 1/p. This definition of
return period in terms of the reciprocal of an annual maxima quantile is not universally adopted
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and other definitions may be found in the literature, see Cooley (2013) for a discussion.
From (5.3) we see that errors in the estimated value of ξ may be magnified in the estimate of
yp , e.g., due to the dependence of yp on 1/ξ and the fact that in most environmental applications,
ξ is close to zero. When the sample size is small, the maximum likelihood estimator of ξ can
have high bias, leading to absurd estimated return levels that are orders of magnitude beyond
what would be deemed physically possible, and several authors (Coles & Dixon 1999, Martins
& Steidinger 2000) have proposed adjustments to the log-likelihood function (5.2) to overcome
this difficulty.
An alternative to maximum likelihood estimation that produces good results with small sample sizes is the method of L-moments, or equivalently, probability weighted moments (Hosking
et al. 1985, Hosking 1990). The L-moment estimates of the three GEV parameters at each grid
box of the E-OBS data are shown in Figure 5.3, which were calculated using the R (R Core Team
2021) package extRemes (Gilleland & Katz 2016). Unfortunately, this method of estimation
is not well suited to statistical modelling due to the difficulty in allowing the GEV parameters
to depend on the values of covariates and in such cases likelihood based methods are preferred.
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Figure 5.3: Point estimates of the GEV parameters, fitted to the TXx values (°C) separately at
each grid box, using the method of L-moments.

5.3.2

Statistical models

In this section we describe the statistical models that we fit to the E-OBS data. For computational convenience, and also to allow for the possibility that different models may be better
suited to different regions, we partition our spatial domain in to eight subregions, which are
defined in Table 5.1. The abbreviations used for the regions are meant to be informative and
correspond, roughly, to South-Western Europe and France (SWFR), Central and South-Central
Europe (CESC), Central Europe 2 (CE2), South-Eastern Europe (SE), Eastern Europe (EAST),
Norway and Sweden (NRSW), Finland (FIN) and the United Kingdom and Republic of Ireland
(UKRI).
For statistical modelling of TXx, the log-likelihood function (5.2) may be considered too
simple in at least two respects. Firstly, it assumes that the GEV parameters at a given grid box
remain fixed from year to year, whereas a potentially more realistic model would allow them
to change over time. Secondly, we expect that the parameters of neighbouring grid boxes are
more likely to be similar than those of grid boxes that are far apart and (5.2) does not allow us
to incorporate this belief. Moreover, maximizing (5.2) separately for each grid box i may lead
102

Table 5.1: The various subregions of the domain that the models from Table 5.3 are separately
fit to.
Abbreviation
SWFR
CESC
CE2
SE
EAST
NRSW
FIN
UKRI

Countries included
Portugal, Spain, Andorra, France & Monaco
Germany, Netherlands, Luxembourg, Belgium,
Italy, Switzerland, Austria & Denmark
Poland, Czech Republic, Slovakia, Hungary & Slovenia
Croatia, Kosovo, Montenegro, Bosnia and Herzegovina,
Serbia, Macedonia, Albania, Greece & Moldova
Ukraine, Belarus, Lithuania, Latvia & Estonia
Norway & Sweden
Finland
United Kingdom & Republic of Ireland

to highly uncertain or unrealistic parameter estimates due to the small sample available at each
grid box and for the purposes of statistical inference we also run in to problems with multiple
comparisons (Farcomeni 2008, Chen et al. 2017).
The dependency of the GEV parameters on time can be linked to that of a climatological
covariate, and for this purpose we will use the atmospheric concentration of CO2 , which is
the dominant greenhouse gas that affects temperature (Stips et al. 2016). Let CO2,t denote the
atmospheric concentration, in parts per million (ppm), of CO2 in year t of our study period,
1 ≤ t ≤ 69, with t = 1 corresponding to the year 1950. We will use the derived covariate xt = log (CO2,t /280), where 280 ppm is, approximately, the pre-industrial atmospheric
concentration of CO2 . The reason for using the log-transformed covariate xt rather than the
raw CO2,t values is due to the approximate logarithmic effect of CO2 on temperature (Jones &
Hegerl 1998).
We assume that the the annual maximum temperature in grid box i in year t, 1 ≤ t ≤ 69,
follows a GEV distribution with time varying parameter vector Ψit = (µit , σit , ξit ). A simple
model we may consider, to which we will add further structure and covariates later, is
(0)

(1)

µit = µi + µi xt

(5.4)

σit = σi

(5.5)

ξit = ξi .

(5.6)
(0)

For this model, only the GEV location parameter is time varying. The intercept parameter µi
can be interpreted as the value of the GEV location parameter in grid box i if atmospheric CO2
(1)
were at its pre-industrial level, whereas the slope parameter µi is the change in the location
parameter that would occur if xt increased by 1 unit, i.e., if atmospheric CO2 increased by
a factor of e ≈ 2.718. Over the course of our study period, atmospheric CO2 has increased
by a factor of 1.31, i.e., CO2,69 = 1.31CO2,1 . As in Section 5.3.1, if in grid box i, we have
(0) (1)
observations in years ti1 , ti2 , . . . , tini , then writing θi = (µi , µi , σi , ξi ), the log-likelihood
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function for θi is
li (θi ) = − ni logσi − (1 +

ξi−1 )

ni
X



log 1 + ξi

j=1

−

ni 
X

1 + ξi

j=1



yitj −

(0)
µi

−

(1)
µi xtj

σi



(0)

(1)

yitj − µi − µi xtj
σi

−1/ξi
.


+

(5.7)

+

If there are n grid boxes in total, then maximizing (5.7)
Pn separately for each i, 1 ≤ i ≤ n, is
equivalent to jointly maximizing the function l(θ) = i=1 li (θi ) where θ = (θ1 , θ2 , . . . , θn )
is the vector containing the parameters for all grid boxes. This is because the j-th term in the
summation defining l(θ) contains only the parameters of grid box j which occur at no other
terms in the summation and so the maximization problem is separable. Rather than fitting a
model where every grid box is forced to “learn for itself”, one way to obtain parameter estimates
for all grid boxes that are spatially coherent is to add a term to the objective function l(θ) that
will penalize model fits where there is too much local variation in the parameters. As we are
working on a discrete gridded domain, it is natural to use a penalty that is based on Gaussian
Markov random fields (Rue & Held 2005).
The Gaussian Markov random field (GMRF) penalty allows us to formalise the belief that
grid boxes that are near to each other are more likely to have parameter values that are similar
than those that are far apart. In order to define the GMRF penalty we are required to specify
a neighbourhood structure for our domain. Specifically, for each grid box i we are required to
specify the set of neighbours of i, which we denote by N(i), and define to be those grid boxes
that share a common (grid box) edge with i. Thus, for most grid boxes, N(i) will consist of four
neighbours, but in some cases there may be less than four, e.g., if i lies on the boundary of the
domain. Now, if we define N(i) to be the set of neighbours j of i with j > i, then placing a
GMRF penalty on the GEV shape parameters ξ = (ξ1 , ξ2 , . . . , ξn )T for example, amounts to
the penalty term
n X
X
PGMRF (ξ) =
(ξi − ξj )2 = ξ T S ξ
(5.8)
i=1 j∈N(i)

where the penalty matrix S satisfies Sij = −1 if i ∈ N(j) and Sii = ni where ni is
the number of neighbouring regions of i, not including i. Clearly PGMRF (ξ) takes larger values when there is more local variability in the ξi , 1 ≤ i ≤ n. If we also impose a
GMRF penalty on each of the location intercept, slope, scale and shape parameters, then writ(0) (0)
(0)
(1) (1)
(1)
ing µ0 = (µ1 , µ2 , . . . , µn )T , µ1 = (µ1 , µ2 , . . . , µn )T , σ = (σ1 , σ2 , . . . , σn )T and
ξ = (ξ1 , ξ2 , . . . , ξn )T , the objective function that we seek to maximize is the penalized loglikelihood
n
X
li (θi ) − (λ1 µT0 S µ0 + λ2 µT1 S µ1 + λ3 σ T S σ + λ4 ξ T S ξ)
(5.9)
i=1

with li (θi ) is as in (5.7) and λi > 0, 1 ≤ i ≤ 4 are constants. The constants λi , 1 ≤ i ≤ 4,
are smoothing, or regularization, parameters that specify the relative priorities given to the
competing goals of smoothness and fitting a model that closely matches the observed data. If,
for example, λ4 is extremely large, then we would obtain a fit with a low amount of variability in
ξ. Rather than subjectively choosing a value for the smoothing parameters, they may be selected
in a more objective manner, either by generalized cross-validation or by marginal likelihood
maximization (Wood 2017). All of the models we discuss are fit in the R (R Core Team 2021)
package evgam (Youngman 2020) which estimates the smoothing parameters via marginal
likelihood maximization prior to model fitting using the methods of Wood et al. (2016).
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The objective function in (5.9) is the same as the log posterior obtained from a Bayesian
model specification where the observations from grid boxes i and j, i 6= j, are conditionally independent given (θi , θj ), and independent intrinsic Gaussian Markov random field priors (Rue
& Held 2005, Chapter 3) are placed on each of the parameter vectors µ0 , µ1 , σ and ξ. The
conditional independence assumption is standard in Bayesian spatial (Banerjee et al. 2004) and
latent Gaussian (Rue et al. 2009) modelling, but note that this is not the same as assuming that
the observations from grid boxes i and j, i 6= j, are independent. The fact that the smoothing
parameters, which correspond to hyperparameters in a Bayesian analysis, are found by maximizing a marginal likelihood means that the fitting approach may be regarded as empirical
Bayes. The fitted value, θ̂, of θ that maximizes (5.9) is then the mode of the posterior distribution, also known as the maximum a posteriori probability (MAP) estimate. Credible intervals
for any component of θ, or linear combination of components, can be computed based on the
asymptotic normality of θ̂ (Wood et al. 2016, Section 2).
Although commonplace, the conditional independence assumption implied by (5.9) is still
something of an idealization that should not be expected to hold exactly. For example, adjacent
grid boxes may both be affected by the same heatwave event leading to the annual maxima of
these grid boxes occuring on the same day. The consequence of basing inference on (5.9) when
the conditional independence assumption is not satisfied is that credible intervals of model parameters will be narrower than those obtained from the true model. One possible way to correct
this false assumption is to include a magnitude adjustment to the independence likelihood, using the methods
of Ribatet et al. (2012)
Pn and Varin et al. (2011). This amounts to replacing
Pn
the term i=1 li (θi ) in (5.9) with k i=1 li (θi ), for some k ∈ (0, 1]. The constant k may be
interpreted as the effective proportion of locations with independent data and may estimated as
the reciprocal of the mean of the eigenvalues of the Godambe information matrix. Inference
based on the adjusted log-posterior leads to credible intervals whose widths are increased by a
factor of approximately k −1/2 . In a Bayesian hierarchical model of daily precipitation extremes
in Great Britain, Sharkey & Winter (2018) use this magnitude adjustment and estimate k ≈ 0.8
so that credible intervals they calculate are approximately 12% wider than if the conditional
independence assumption was used. It is reasonable to expect a smaller value of k would be
appropriate when modelling temperature extremes due to its smooth nature relative to precipitation, although this is somewhat counteracted by the fact that we only model a single day of
the year in comparison to Sharkey & Winter (2018) who use all values within a year exceeding
a large threshold. As we base our inference on (5.9), it should be borne in mind that the uncertainties reported in Section 5.4 may be underestimated, athough we do not expect the overall
conclusions drawn to be affected. Other methods to deal with the possible conditional independence misspecification such as bootstrapping or modelling the dependence in the data explicitly
using copulas do not seem feasible due to the already large computational costs of the models
we fit, e.g., approximately 12 hours for the most complex model on the largest regions.
The model that has been described so far in this section, contains only a single covariate in
the GEV location parameter, and we have seen how the effect of this covariate on the annual
maximum temperature can be modelled as smoothly varying over space by using the GMRF
penalty. The value, xt , of the covariate in year t is taken to be the same at each grid box in
year t, so that the covariate is spatially homogenous. We may also include spatially varying
covariates in our model, and for this purpose we will include elevation (km) as a covariate in
the GEV location parameter. From Figure 5.3, it is clear that larger values of elevation tend
to be associated with smaller values of the GEV location parameter. The framework of Wood
et al. (2016) allows us to model covariates as having a general smooth, rather than simply linear,
effect on the location parameter. However, based on exploratory model fits we find it adequate to
specify elevation as having a linear effect on the GEV location term. We also consider models
that have trends in the GEV scale parameter. In total, we consider five different models that
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Table 5.2: The five different model specifications for µit , σit and ξit where xt
log(CO2,t /280).
Model
Mod1
Mod2
Mod3
Mod4
Mod5

µit
(0)
µi + β elevationi
(0)
(1)
µi + µi xt + β elevationi
(0)
µi + β elevationi
(0)
(1)
µi + µi xt + β elevationi
(0)
µi + µ1 xt + β elevationi

log σit
(0)
σi
(0)
σi
(0)
(1)
σi + σi xt
(0)
(1)
σi + σi xt
(0)
σi

=

ξit
ξi
ξi
ξi
ξi
ξi

Table 5.3: Comparison of Mod1-Mod5 according to the inclusion of a trend in xt =
log(CO2,t /280) in GEV location (µ) and log scale (log σ) parameters and whether these trends
are assumed to vary over space (spatially varying) or are constant over space (spatially homogenous).
Model
Mod1
Mod2
Mod3
Mod4
Mod5

Trend in µ
7
3
(spatially varying)
7
3
(spatially varying)
3
(spatially homogenous)

Trend in log σ
7
7
3
(spatially varying)
3
(spatially varying)
7

differ from each other with regards to the inclusion of the covariate xt = log(CO2,t /280). For
each model, it is assumed that Yit ∼ GEV(µit , σit , ξit ). The formulas used for µit , σit and
ξit in our five different models are shown in Table 5.2 and the differences between models are
summarized in Table 5.3.
Mod1 has no time-varying parameters and corresponds to the situation where there is no
climate change signal detectable in TXx. Mod2 has only a trend in the GEV location parameter,
Mod3 has only a trend in the log-scale parameter, and Mod4 allows for trends in both the location
and log-scale. For Mod3 and Mod4, the trend in scale parameter is modelled using the log
link to ensure that the scale remains positive. Mod5 has only a trend in the GEV location
parameter but this is modelled as a fixed effect, i.e., the same trend is assumed at each geographic
location. Each model places a GMRF penalty on µ0 , σ0 , and ξ where µ0 and ξ are as before
(0)
(0)
(0)
and σ0 = (σ1 , σ2 , . . . , σn ). Similarly, Mod2 and Mod4 place a GMRF penalty on µ1 and
(1)
(1)
(1)
Mod3 and Mod4 place a GMRF penalty on σ1 = (σ1 , σ2 , . . . , σn ). The terms elevationi
appearing in the GEV location formulas correspond to the elevation (km) of grid box i minus
the mean elevation across all grid boxes. The fixed effect β gives the change in the GEV location
parameter for a one km increase in elevation.

5.3.3

Model scoring

A common method for model selection is to choose the model which minimizes the Akaike
information criterion (AIC). A version of AIC for general smooth models that allows for model
selection and accounts for the uncertainty in the smoothness parameters is developed in Wood
et al. (2016). Alternatively we may perform hypothesis tests of individual model terms (Wood
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et al. 2016, Wood 2017) to see whether their inclusion in the model is necessary.
While we do report model AIC values and perform hypothesis tests, we also consider another method of model comparison that does not depend on asymptotic theory. We use several
scoring rules that evaluate the performance of models based on their ability to predict unseen
data, i.e., data that was held out from the model fitting procedure. A scoring rule is a function,
S, that assigns a real number value S(F, y), to the pair (F, y) where F is a predictive distribution and y is an observed value. In our case F will be the cumulative distribution function
of a fitted GEV distribution and y will be some observation, held out from the model fitting
procedure, that under our model is assumed to be drawn from F .
All of the scoring rules that we consider are negatively oriented so that smaller scores correspond to better predictions. A negatively oriented scoring rule S is called proper (Gneiting
& Raftery 2007) if
E{S(G, Y )} ≤ E{S(F, Y )} when Y ∼ G,
(5.10)
i.e., on average, the true distribution G will not give a worse score than any other distribution
F , so that forecasters are incentivized to report the truth. All the scores that we consider are
proper. If equality in (5.10) holds only if F = G then S is called strictly proper.
One of the simplest, and most common scoring rules is the squared error score, SSE defined
by
SSE (F, y) = (y − µF )2
(5.11)
where µF is the expected value of a random variable with distribution F . The squared error
score gives higher penalties the further an observation is from the mean of the predictive distribution, but may be regarded as rather simplistic in that the whole predictive distribution F is
represented in the score only through it’s mean µF . When the variance of the predictive distribution F is large, we may wish to give a smaller penalty to observations y that are far from the
mean µF . One score that does this is the Dawid-Sebastiani score, SDS , defined by

SDS (F, y) =

y − µF
σF

2

+ log σF2

(5.12)

where σF2 is the variance of F .
Another commonly used scoring rule is the continuous ranked probability score (CRPS)
defined by
Z ∞
2
SCRP (F, y) =
F (x) − 1[y ≤ x] dx.
(5.13)
−∞

Unlike the squared error and Dawid-Sebastiani scores, the CRPS takes into account the full
predictive distribution and compares it with the empirical distribution based on the single observation y. A closed form expression for the CRPS when F is the distribution function of a
GEV random variable is given in Friederichs & Thorarinsdottir (2012) and implemented in the
R package scoringRules (Jordan et al. 2019).
For an extreme value analysis, it may be desirable to consider a scoring rule that gives
a higher penalty for poor prediction in the tails of the distribution. One way to do this is to
use a weighted version of the CRPS (Gneiting & Ranjan 2011). First we note an alternative
representation of the CRPS in terms of quantiles is
Z 1


SCRP (F, y) = 2
1[y ≤ F −1 (p)] − p F −1 (p) − y dp.
(5.14)
0

The equality of (5.13) and (5.14) is shown in Laio & Tamea (2006). The weighted continuous
ranked probability score (WCRPS) is obtained from (5.14) by adding an extra factor, w(p), to
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the integrand, which determines the weight given to the p-th quantile giving
Z 1


SW CRP (F, Y ) = 2
1[y ≤ F −1 (p)] − p F −1 (p) − y w(p)dp.

(5.15)

0

In our application we use the weighting function w(p) = p2 . As the integral (5.15) does not
have a closed form solution when F is the distribution function of a GEV random variable, we
approximate it with the summation
ŜW CRP (F, Y ) =

N
2 X
N

1[y ≤ F −1 (pi )] − pi F −1 (pi ) − y w(pi )




(5.16)

i=1

for large N and 0 ≤ p1 < p2 < . . . < pn ≤ 1 a partition of the interval [0, 1]. In our case we
take the evenly spaced partition pi = i/N with N = 1000 and i = 1, 2, 3, . . . , 999.
We use each of the scoring rules described above as part of a cross-validation scheme to
evaluate a models performance. This is described in Section 5.3.4.

5.3.4

Cross-validation and score comparisons

For each of the regions in Table 5.1, we evaluate the performance of each of the models in
Table 5.2 using 5-fold cross-validation (Stone 1974, Hastie et al. 2009). Specifically, for a fixed
region, we randomly assign each observation of the region to one of five subsets, or splits, of
approximately equal size. The same splits are used in each model evaluation. Suppose there
(j) (j)
(j)
are Nj observations in split j, 1 ≤ j ≤ 5, which we denote by y1 , y2 , . . . , yNj . We fix
one of the splits, k say, 1 ≤ k ≤ 5, to be used as test data and fit the model of interest to
(k)
the data from the remaining four splits. For each observation yi , 1 ≤ i ≤ Nk , from the test
(k) (k)
(k)
data, we evaluate S(Fi , yi ) for each of the scores defined in Section 5.3.3 where Fi is
(k)
the GEV distribution function that under the fitted model, yi is assumed to be drawn from.
This procedure is carried out for each k, 1 ≤ k ≤ 5, so that each split gets used as test data.
P5
P
P k
(k) (k)
The mean score, N1 5k=1 N
k=1 Nk is the total number of
i=1 S(Fi , yi ), where N =
observations in the region, gives an overall measure of model performance according to score
S. For the scores defined in Section 5.3.3, which are all negatively oriented, models with lower
mean score are preferred.
Suppose that in the cross-validation procedure described above, model B, produces a lower
mean score than another model, A. If the observed difference in the mean scores is very small,
we may wish to test whether this really provides evidence that model B is better than A. Suppose
for each model, we have the N scores S(FiA , yi ) and S(FiB , yi ), 1 ≤ i ≤ N , where FiA and FiB
are the distribution functions that under models A and B respectively, observation yi is assumed
to be drawn from. We will construct a test for the null hypothesis that the scores S(FiA , yi ) and
S(FiB , yi ) are pairwise exchangeable, for 1 ≤ i ≤ N . Two random variables X1 and X2 are
said to be exchangeable if P(X1 ≤ x1 , X2 ≤ x2 ) = P(X1 ≤ x2 , X2 ≤ x1 ). In particular, this
implies that X1 and X2 are identically distributed. If the scores S(FiA , yi ) and S(FiB , yi ) are
pairwise exchangeable, then the score S(FiA , yi ) would be equally likely to have been produced
by model B and similarly S(FiB , yi ) equally likely to have been produced by model A. Thus for
the observed score difference Si− = S(FiA , yi ) − S(FiB , yi ), we would have been equally likely
to have observed −Si− under the null hypothesis. This motivates the following test procedure
defined in Algorithm 3 below.
The value of p computed in Algorithm 3 is an unbiased estimate of the one sided p-value for
the test with null hypothesis that the scores S(FiA , yi ) and S(FiB , yi ) are pairwise exchangeable,
1 ≤ i ≤ N . The value of the observed test statistic Tobs is strictly positive since, it is assumed
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1
2
3
4
5
6
7
8

input : Positive integer J and model scores S(FiA , yi ), S(FiB , yi ), 1 ≤ i ≤ N .
output p, an estimate of the p-value of the test.
:
for i ← 1 to N do
compute the score difference;
Si− = S(FiA , yi ) − S(FiB , yi ) ;
end
P
−
compute the observed test statistic Tobs = N1 N
i=1 Si ;
for j ← 1 to J do
for i ← 1 to N do
compute the randomized score difference;

9

(
Si−
Si− (j) =
−Si−
10
11
12
13

with probability 0.5
with probability 0.5

end
P
−
compute Tj = N1 N
i=1 Si (j) ;
end
P
return p = J1 Jj=1 1[Tj ≥ Tobs ].

Algorithm 3: Hypothesis testing procedure for testing pairwise exchangeability of
model scores.
that model B has the lower observed mean score. Small values of p give evidence against the
null hypothesis in favour of model B. In our applications of Algorithm 3 we take J = 106 .

5.3.5

Changes in return levels and risk ratios

In Section 5.3.1 we defined the return level with return period 1/p to be the temperature that, in
a stationary climate, is exceeded in a given year with probability p. In a non-stationary climate,
this quantity will typically vary from year to year. For grid box i in year t, 1 ≤ t ≤ 69, we
modify (5.3), and define yit (p) by
(
µit − σξitit [1 − {−log(1 − p)}−ξit ], ξit 6= 0,
yit (p) =
(5.17)
µit − σit log{−log(1 − p)},
ξit = 0.
The quantity yit (p) may be interpreted as the return level with return period 1/p if the climate
were stationary in the same state as in year t. We consider, for each grid box i the difference
yi69 (0.01) − yi1 (0.01), which tells us the difference in the 100-year return levels in grid box i
based on the 2018 and 1950 climates. We quantify the uncertainty in the return level differences
via simulation. In particular, at each grid box, we simulate 2000 values of µit , σit and ξit for
t = 1 and t = 69 from their posterior distributions and calculate the corresponding differences
yi69 (0.01) − yi1 (0.01). We then calculate the 0.025 and 0.975 quantiles of these 2000 values
to give us approximate 95% credible interval for the return level differences.
Another way that we quantify changes in the distribution of the annual maximum temperatures is via risk ratios (Titley et al. 2016). If Yit denotes a random variable having the same
distribution as the annual maximum temperature in grid box i in year t, i.e., GEV with parameter
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vector Ψit = (µit , σit , ξit ), we consider the risk ratio
P{Yi69 > yi1 (0.01)}
P{Yi69 > yi1 (0.01)}
=
.
P{Yi1 > yi1 (0.01)}
0.01

(5.18)

The value of the ratio (5.18) then tells us, in grid box i, how many times more likely the 100year return level based on the 1950 climate is to be exceeded in the 2018 climate. We quantify
the uncertainty in the estimated risk ratio in the same way as the return level difference, via
simulation.

5.4

Results

All models were fit using R (R Core Team 2021) package evgam (Youngman 2020) on a Dell
PowerEdge R430 computer running Scientific Linux 7 with four Intel Xeon E5-2680 v3 processors. As this is a shared departmental cluster, our access was restricted to 10 cores. For a
given fixed subregion in Table 5.1, we performed the cross-validation described in Section 5.3.4
for each of the five models in Table 5.2 in parallel using the R package parallel. The total
compute time for the full cross-validation was between 2 and 3 weeks.
Table 5.5 shows the mean scores of each model by region from 5-fold cross-validation.
Recall that all the scores defined in Section 5.3.3 are negatively oriented so that a smaller score
indicates better performance. For all regions, Mod4, which includes a spatially varying trend in
both the GEV location and log-scale parameters, is the best performing model, closely followed
by Mod2 which only contains the spatially varying trend in the GEV location parameter. Mod5
which has a fixed effect of the covariate xt = log (CO2,t /280) in the location parameter, i.e., a
constant trend at all grid boxes, is generally the next best performing model. Mod1 which has
all of the GEV parameters fixed in time is the worst performing model in all regions according
to all scores, followed by Mod3 which has only a spatially varying trend in the GEV log-scale
parameter.
Table 5.6 shows the p-values, by region, of the hypothesis test that the CRP scores for Mod4
and Mod2 (the two best performing models) are pairwise exchangeable, as described in Section
5.3.4. In all regions the null hypothesis of pairwise exchangeability is rejected at the 0.05 and
0.01 levels of significance, after adjusting the raw p-values in Table 5.6 using the Bonferroni
correction for multiple comparisons, giving evidence in favour of the better performing Mod4.
We also perform the same test for the WCRP scores of Mod4 and Mod2. For all regions the null
hypothesis of pairwise exchangeability of WCRP scores is rejected at the 0.05 and 0.01 level of
significance giving evidence in favour of Mod4.
Figure 5.4 shows the difference in 100-year return-levels based on 2018 and 1950 climates,
for both Mod4 and Mod2, along with approximate 95% credible intervals, calculated using
Monte Carlo simulation, as described in Section 5.3.5. The corresponding risk ratio plots are
shown in Figure 5.5. Mod2, which only has a trend in the GEV location parameter, tends to find
slightly larger increases in the 100-year return levels return levels based on the 2018 climate
compared to 1950, but the spatial pattern broadly agrees with that produced by Mod4, and
similar comments apply for the risk ratios. All regions show, on average, significant increases in
return levels and risk ratios greater than one, as shown in Table 5.5. Region NRSW, comprising
Norway and Sweden, stands out as having relatively moderate changes compared to the other
regions, with the mean increase over the region, in the 100-year return level being around 0.6°C.
There are several locations within this region where negative changes are detected although upon
inspecting the approximate 95% credible intervals in Figures 5.4 and 5.5, most of these changes
do not appear significant. Even in this region of relatively modest changes, the 100-year return
level based on the 1950 climate is estimated to be, on average, between 4 and 5 times more likely
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to be exceeded in the 2018 climate. The region EAST, comprising Eastern European countries
shows the most dramatic increases, with the mean 100-year return level difference of around
2.8°C and mean risk ratio in excess of 26. Averaging over the entire spatial domain, we find that
under Mod4, the mean difference between the 100-year return levels based on 2018 and 1950
climates is 2.075°C, with 95% credible interval of [2.05, 2.10]. For Mod2 the mean difference
is 2.320°C, with 95% credible interval of [2.30, 2.34]. Similary, under Mod4, the mean risk
ratio over the entire spatial domain is 17.09, with 95% credible interval [16.86, 17.33], so that
on average a 100-year return level in the 1950 climate corresponds approximately to a 6-year
return level in the 2018 climate. For Mod2, the mean risk ratio is increased to 18.77 with 95%
credible interval of [18.57, 18.96].
Although of less interest to us than the return level differences and risk ratios, the fitted
slopes, i.e., the trends, in the GEV location parameters for both Mod4 and Mod2, as well as the
trend in the log-scale parameters for Mod4 are shown in Figure 5.6. These show the estimated
changes in the GEV parameters that would occur if the covariate xt = log(CO2,t /280) increased
by one unit, i.e., if atmospheric CO2 were to increase by a factor of e ≈ 2.718. The fitted slopes
should not be interpreted too literally however since, as noted in Section 5.3.2, during our study
period CO2 only increased by a factor of approximately 1.31. It is unreasonable to think that we
can extrapolate the observed relationship between TXx and CO2 to values of CO2 so far beyond
that encountered in our study. The slopes in the GEV location parameters for both Mod4 and
Mod2 broadly agree in their spatial distribution. For Mod4, approximately 95% of the grid
boxes have a positive fitted slope for the location parameter and after calculating approximate
95% credible intervals for each slope, 92% of these have a lower limit greater than zero. We
cannot however conclude that warming is detected in TXx in 92% of grid boxes as we make
no attempt to correct for multiple comparisons. The fitted log-scale slopes for Mod4 show
rather more variability with 39% positive and 61% negative fitted values. After calculating
approximate 95% credible intervals for the log-scale slopes, 29% of these slopes contain 0. For
Mod4, the estimators for the GEV location and scale trends are correlated making it difficult
to estimate both the location and scale trends simultaneously with precision. Thus, although
we obtain better predictions from Mod4 than Mod2 on average, this is at the expense of poorer
interpretability of the fitted trends. Reparameterizing the GEV distribution along the lines of
that considered in Johannesson et al. (2021) could help achieve more precise estimates of any
changes in the scale of TXx in future studies.
In the same notation as Section 5.3.2, for Mod4, a test of the null hypothesis µ1 = 0, i.e.,
all location slopes are zero, has for each region a p-value less than 2 × 10−16 . The same result
is found for the location slopes from Mod2 and log-scale slopes for Mod4. Together with the
results in Table 5.5, the hypothesis of no temporal variation in the GEV parameters is strongly
rejected in all regions.

5.5

Summary

We have considered the problem of detecting large scale changes in the distributions of the
annual maximum daily maximum temperature (TXx) in a large subset of Europe during the
years 1950-2018. Our approach was to divide the full domain in to 8 subregions over which
several statistical models were fit. In each of the models considered, TXx at each grid box
was modelled using a generalized extreme value (GEV) distribution with the GEV location and
scale parameters allowed to vary in time using atmospheric CO2 as a covariate. We modelled the
GEV parameters as varying smoothly over space, where the appropriate degree of smoothness
was determined objectively using the methods of Wood et al. (2016). Changes were detected
most strongly in the GEV location parameter with the distributions of TXx shifting towards
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Table 5.4: Comparison of model scores by regions as defined in Table 5.1. The smallest, i.e.,
best, scores for each region are in bold.
Region
SWFR

CESC

CE2

SE

EAST

NRSW

FIN

UKRI

Model
Mod1
Mod2
Mod3
Mod4
Mod5
Mod1
Mod2
Mod3
Mod4
Mod5
Mod1
Mod2
Mod3
Mod4
Mod5
Mod1
Mod2
Mod3
Mod4
Mod5
Mod1
Mod2
Mod3
Mod4
Mod5
Mod1
Mod2
Mod3
Mod4
Mod5
Mod1
Mod2
Mod3
Mod4
Mod5
Mod1
Mod2
Mod3
Mod4
Mod5

SE
3.8357
3.0011
3.7451
2.9925
3.0612
3.9895
3.1275
3.8982
3.1284
3.2606
3.9107
3.1112
3.8199
3.1084
3.1197
4.3495
3.8561
4.2567
3.8560
3.9081
4.0814
3.4370
3.9377
3.4310
3.4499
4.3202
4.1793
4.3163
4.1789
4.2745
4.2185
3.8567
4.1635
3.8564
3.9453
4.8823
4.0867
4.8413
4.0813
4.1584

DS
2.2769
2.0374
2.2538
2.0257
2.0583
2.3430
2.1097
2.3157
2.0959
2.1510
2.3593
2.1293
2.3348
2.1196
2.1321
2.4603
2.3336
2.4290
2.3299
2.3470
2.4005
2.2228
2.3404
2.2140
2.2269
2.4486
2.4148
2.4436
2.4111
2.4369
2.4237
2.3377
2.4116
2.3226
2.3589
2.5763
2.3989
2.5652
2.3827
2.4141
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CRP
1.0868
0.9582
1.0722
0.9557
0.9696
1.1231
0.9876
1.1061
0.9868
1.0101
1.1163
0.9865
1.1025
0.9858
0.9877
1.1690
1.1028
1.1555
1.1025
1.1109
1.1429
1.0502
1.1142
1.0475
1.0527
1.1719
1.1525
1.1707
1.1520
1.1664
1.1524
1.1060
1.1435
1.1035
1.1175
1.2464
1.1400
1.2399
1.1353
1.1479

WCRP
0.3358
0.3005
0.3231
0.2995
0.3032
0.3470
0.3090
0.3341
0.3081
0.3146
0.3504
0.3138
0.3396
0.3133
0.3142
0.3660
0.3446
0.3542
0.3445
0.3473
0.3521
0.3189
0.3305
0.3179
0.3195
0.3555
0.3492
0.3546
0.3491
0.3532
0.3488
0.3337
0.3404
0.3331
0.3353
0.3862
0.3599
0.3816
0.3580
0.3595

AIC
559915.2
525032.2
556665.9
523671.7
529017.3
455694.1
429074.8
452628.2
427694.2
433790.1
323433.1
304560.4
322131
303760.9
304705.4
390091.8
377784.1
387405.2
377420.2
379074.1
568594.9
544041.1
557883.2
542028.1
544577.9
620146
615169.8
619132.8
614354.3
618132.7
287681.3
281865.8
286201.7
280744
283438.9
186346.2
178130.3
185814.7
177302.5
179283

Table 5.5: Approximate 95% credible intervals for the spatially averaged 100-year return level
differences, in °C, based on 2018 and 1950 climates (2018 return level subtract 1950 return
level) and risk ratios by region. The results are based on Mod4, which includes a trend in
the GEV location and log-scale parameters using the covariate log(CO2,t /280). The endpoints
of the intervals were calculated using Monte Carlo simulation. We simulated values of the
GEV parameters from their posterior distributions at each grid box based on the 2018 and 1950
climates. We then calculated the return level differences and risk ratios at each grid box and
calculated the mean across the region. This procedure was repeated 2000 times. The α/(2 × 8)
and 1−α/(2× 8), with α = 0.05, empirical quantiles of the 2000 estimated means give the left
and right endpoints respectively of the intervals shown, where we have corrected for multiple
comparisons using the Bonferroni correction.
Region
SWFR
CESC
CE2
SE
EAST
NRSW
FIN
UKRI

Spatially averaged
return level difference
[2.25, 2.41]
[1.88, 2.08]
[2.15, 2.39]
[2.32, 2.56]
[2.72, 2.85]
[0.51, 0.66]
[2.39, 2.59]
[2.25, 2.69]

Spatially averaged
risk ratio
[20.57, 22.36]
[17.63, 19.48]
[14.73, 17.21]
[15.22, 16.85]
[25.61, 27.31]
[4.20, 4.91]
[18.81, 20.73]
[11.48, 14.10]

Table 5.6: P-values from test of pairwise exchangeability of CRP/WCRP scores for the two best
models, Mod4 and Mod2, by region.
Region
SWFR
CESC
CE2
SE
EAST
NRSW
FIN
UKRI

CRP p-value
< 10−6
< 10−6
< 10−6
3 × 10−6
< 10−6
< 10−6
< 10−6
< 10−6
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WCRP p-value
< 10−6
< 10−6
< 10−6
8.4 × 10−5
< 10−6
4.3 × 10−5
< 10−6
< 10−6

Return level differences (Mod4)
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Return level differences (Mod2)
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Figure 5.4: The difference, in °C, in the 100 year return levels based on 2018 and 1950 climates
(2018 return level subtract 1950 return level) and approximate 95% credible interval limits for
Mod4 (top row) and Mod2 (bottom row). Mod4 includes a trend in the GEV location and logscale parameters using the covariate log(CO2,t /280), whereas Mod2 only includes a trend in
the GEV location parameter.
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Risk ratios (Mod4)
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Figure 5.5: Risk ratios and approximate 95% credible interval limits for Mod4 (top row) and
Mod2 (bottom row). Light blue corresponds to a risk ratio of less than one. Mod4 includes a
trend in the GEV location and log-scale parameters using the covariate log(CO2,t /280), whereas
Mod2 only includes a trend in the GEV location parameter.
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Location slopes (Mod4)
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Figure 5.6: Fitted location slopes for Mod4 and Mod2 and log-scale slopes for Mod4. Mod4 includes a trend in the GEV location and log-scale parameters using the covariate log(CO2,t /280),
whereas Mod2 only includes a trend in the GEV location parameter.

hotter temperatures at most grid boxes. Although the best performing model in all regions has
both the GEV location and scale parameters changing in time, the signal for changes in the
scale parameters is noisier than that for the location parameters. The second best performing
model in all regions has only the GEV location parameter changing in time. Regardless of
whether our best or second best models were used, our main findings regarding changes in
return levels based on the 2018 and 1950 climates as well as risk ratios broadly agree. Using
our best performing model and averaging across our entire spatial domain, the 100-year return
level of TXx based on the 2018 climate is approximately 2°C hotter than that based on the 1950
climate. Also averaging across our spatial domain, the 100-year return level of TXx based on
the 1950 climate corresponds approximately to a 6-year return level in the 2018 climate. Our
findings are most robust in Central Europe where the underlying network of weather stations
used to construct our gridded dataset has the highest density.
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Appendix
5.A

Diagnostic plots

In this Appendix we perform some visual checks for Mod4, to see whether this model provides
a reasonable fit to the data and is not merely the best of a bad bunch of models. As it is not
feasible to provide plots for every grid box, we consider the performance as a whole over the
subregions as defined in Table 5.1.
One simple way to check for any systematic discrepancies between a fitted model and the
observed data is to use the probability integral transform (PIT). The PIT states that if Y is a
random variable with continuous distribution function F then the random variable F (Y ) is
uniformly distributed between 0 and 1. Suppose that, given a sample of size n with observed
response variables, yi , 1 ≤ i ≤ n, a statistical model fits distribution function Fi to yi . Then if
the model is correct the values Fi (yi ), 1 ≤ i ≤ n, are a sample of size n from a uniform distribution on [0, 1]. The plausibility of this may be checked visually, e.g., by plotting a histogram of
the n PIT values Fi (yi ), 1 ≤ i ≤ n. A U-shaped histogram would indicate that the fitted model
is underdispersive, i.e., it is not adequately accounting for the variability in the data, whereas a
histogram that is too peaked in the middle indicates the model is overdispersive. Histograms of
the PIT values, by region, are shown for Mod4 in Figure 5.7 and do not show any serious cause
for concern.
Another standard method for checking a non-stationary extreme value model fit is via probability or quantile plots (Coles 2001, Section 6.2.3). Both of these plots are based on the fact
that if Yit is a GEV random variable with parameters Ψit = (µit , σit , ξit ) then the variable Zit
defined by



1
Yit − µit
Zit =
log 1 + ξit
(5.19)
ξit
σit
has a standard Gumbel distribution with distribution function F (z) = exp{−exp(−z)}, z ∈ R.
If we fix a specific region in Table 5.1, and suppose that as in Section 5.3.1, in grid box i we
have observed annual maxima, yitj , 1 ≤ j ≤ ni , then from a given fitted model, we may
obtain the values zitj , 1 ≤ j ≤ ni , by applying the transformation (5.19). If there are N
grid boxes inPthe region in total then we may apply this transformation to all grid boxes and
obtain m = N
i=1 ni transformed z values. If the model were correct, then the ordered values
z(1) , z(2) , . . . z(m) where z(k) ≤ z(l) when k ≤ l, would be a sample from a standard Gumbel
distribution. The probability plot tests the plausibility of this by comparing empirical and fitted
model probabilities and plots the pairs


k
, exp{−exp(−z(k) )} , 1 ≤ k ≤ m.
m+1
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The quantile plot compares fitted model and empirical quantiles and plots the pairs




k
z(k) , −log − log
, 1 ≤ k ≤ m.
m+1
The further these plots deviate from a diagonal line, the greater the discrepancy between the
fitted model and the observations. Probability and quantile plots are shown by region in Figures
5.8 and 5.9. The probability plots stay very close to the diagonal line indicating a good quality
of fit for each subregion. The quantile plots show to a varying extent in each region, some
discrepancy in the upper tail. For sake of reference, the values 5,6,7 and 8 correspond to the
0.9933, 0.9975, 0.9991 and 0.9997 theoretical quantiles of the standard Gumbel distribution
respectively. Thus we can see that Mod4 is giving a good fit in all regions at least up to the
0.9933 regional quantile and in several regions beyond this but fails to explain approximately
the largest 0.05% of observations in each region.
Finally, we may inspect the spatial distribution of the Pearson residuals obtained from a
model fit. For grid box i we obtain the ni residuals rij , 1 ≤ j ≤ ni defined by
rij =

yitj − Ê(yitj )
c it )}1/2
{Var(y

(5.20)

j

c it )}1/2 denote the model fitted expected value and standard deviation
where Ê(yitj ) and {Var(y
j
respectively. When the fitted distribution is GEV with parameter vector Ψit = (µit , σit , ξit ),
then these expressions become

σit

µit + ξit {Γ (1 − ξit ) − 1}, 0 < ξit < 1,
Ê(yitj ) = µit + σit γ,
(5.21)
ξit = 0,


∞,
ξit ≥ 1
and
 2
σ

 ξ2it {Γ (1 − 2ξit ) − Γ2 (1 − ξit )}, 0 < ξit < 1/2,


it


c it ) = π2 σit2 ,
Var(y
ξit = 0,
j
6





∞,
ξit ≥ 1/2,

(5.22)

R∞
where γ ≈ 0.5772 is Euler’s constant and Γ(t) = 0 xt−1 e−x dx. If the fitted model were
correct then the Pearson residuals are realizations of a random variable with mean 0 and standard
deviation 1. The mean and standard deviation of the Pearson residuals for each grid box for both
Mod4 and Mod2 are shown in Figure 5.10. The spatial distributions look similar for both models
and don’t display any worryingly large deviations from the zero mean, unit standard deviation
assumption.
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Figure 5.7: Histograms of probability integral transform values by region for Mod4.
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Chapter 6

Towards a compound-event-oriented
climate model evaluation: a
decomposition of the underlying biases
in multivariate fire and heat stress
hazards
6.1

Introduction

Understanding and assessing the risk of high-impact events induced by the combination of multiple climate drivers and/or hazards, referred to as compound events, is challenging (Bevacqua
et al. 2017, Manning et al. 2018, Zscheischler et al. 2020). One of the reasons is that many
high-impact events are caused by multiple variables that may not be extreme themselves, but
their combination leads to an extreme impact (Zscheischler et al. 2018). For example, the risks
associated with combined high temperature and high/low relative humidity such as heat stress
and fires can manifest in heat-related human fatalities (Raymond et al. 2020) and fire-induced
tree mortality (Brando et al. 2014) even if the two contributing variables are not necessarily
extreme in a statistical sense. In the future, combinations of climate variables leading to disproportionate impacts will be affected by global warming, and reliable risk assessments are
required (Fischer & Knutti 2013, Russo et al. 2017, Schär 2015, Raymond et al. 2020, Jézéquel
et al. 2020). Therefore, a better understanding of how climate models represent the joint behaviour of variables behind compound events, such as temperature and relative humidity, is
crucial to correctly quantify their associated hazards today and in the future (Zscheischler et al.
2018).
Typically, the raw climate model data contain biases, which lead to biased estimates of climate risks (Maraun et al. 2017). Evaluating, i.e., assessing and understanding, such biases is
a crucial step towards impact modelling and thus assessment of future climate risks. Climate
model evaluation is very often univariate, i.e., it does not take into account the multivariate nature of many hazards that are driven by the interplay of multiple contributing variables (Vezzoli
et al. 2017, Zscheischler et al. 2018, François et al. 2020). However, evaluating the model representation of the individual contributing variables individually, and hence disregarding both the
biases in the dependence between the contributing variables and how the biases in the drivers
combine to influence the hazard, cannot provide direct information regarding the biases in the
resulting hazard indicator. Furthermore, evaluating the hazard indicator only, e.g., heat stress
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regardless of the contributing variables temperature and relative humidity, may hide compensating biases in the contributing variables, even if the hazard indicator appears to be well represented. An evaluation of climate models that considers the underlying multivariate nature of
the hazards can provide a better physical understanding of the relevant model skills. In turn,
a better understanding of model skills can serve as a basis for better adjustment of the biases
and/or selection of best performing models, which are crucial for hazard assessment both in the
present and future climate. However, studies evaluating the climate model multivariate representation of hazard indicator are still rare (Bevacqua et al. 2019, Zscheischler et al. 2021) and
little is known on the effects of those biases on multivariate hazards (Fischer & Knutti 2013,
Zscheischler et al. 2018).
In this chapter we propose a copula-based multivariate bias-assessment framework, which
allows for decomposing the sources of bias in hazard indicators. We employ global climate
model outputs from the fifth phase of the Coupled Model Intercomparison Project (CMIP5) and
consider two simplified hazard indices, the Chandler burning index (CBI) for fire hazard and the
wet-bulb globe temperature (WBGT) index for heat stress, both driven solely by temperature (T )
and relative humidity (RH). Figure 6.1 illustrates the main rationale of the multivariate biasassessment framework. Both hazard indices, CBI and WBGT, are influenced by the bivariate
distribution of temperature and relative humidity (Figure 6.1c). Based on copula theory, such a
bivariate distribution can be decomposed in terms of the marginal distributions of temperature
and relative humidity (Figure 6.1a and d), as well as their statistical dependence (Figure 6.1b).
Hence, such a copula-based decomposition allows for understanding the biases in the hazard
estimates in terms of the contribution from the marginal distributions individually (Figure 6.1a
and d; see difference between grey and black lines) and from their statistical dependence (Figure
6.1b) (Vezzoli et al. 2017, Bevacqua et al. 2019). We present a methodology to quantify the role
played by the biases in temperature, relative humidity, and their dependence in the final bias in
the fire and heat stress indices as simulated by climate models.

6.2
6.2.1

Data
Pre-processing

We employ 6-hourly data of 2 m air temperature (T ) and relative humidity (RH) during the
period 1979–2005 from ERA-Interim reanalysis (Berrisford et al. 2011, Dee et al. 2011) and 12
models from the CMIP5 multimodel ensemble (Taylor et al. 2012): ACCESS1-0, ACCESS13, BCC-CSM1.1-m, BNU-ESM, CNRM-CM5, GFDL-ESM2G, GFDL-ESM2M, INM-CM4,
IPSL-CM5A-LR, NorESM1-M, GFDL-CM3, and IPSL-CM5A-MR; leap days were removed.
To allow for an intermodel comparison, data were bilinearly interpolated to a 2.5° by 2.5° regular
latitude–longitude grid. All oceanic grid cells as well as those beneath 60°S were removed from
all analyses, given that arguably no heat stress and fire risk exists in these areas.
Following Zscheischler et al. (2019), we restrict our analysis to the hottest calendar month
of the year, which is selected based on the climatology of ERA-Interim data at each grid point.
This choice was made because arguably heat stress and fire hazards tend to be more frequent
during the warmest period of the year, and it avoids dealing with seasonality; however we note
that this assumes that CMIP5 models correctly reproduce the seasonality observed in ERAInterim. Finally, for each model and location, we consider the T and RH values at the daily
6-hourly time steps corresponding to the daily maximum temperature within the hottest month.
The above results in a time series for each location and model, with daily values of the pair
(T, RH).
The resulting time series data are autocorrelated, which can compromise the interpretation
of the statistical tests that we apply in the analysis (Yue et al. 2002, Dale & Fortin 2009). There124

Figure 6.1: Copula-based conceptual framework employed in this study to evaluate biases in
CBI and WBGT indices. The framework is illustrated for a representative location in Brazil
(Amazonia, 5°S and 56.5°W; indicated via X markers in the next figures). Panel (c) shows the
bivariate distribution of T and RH based on ERA-Interim (grey) and IPSL-CM5A-LR data
(black) during 1979–2005. Isolines indicate equal levels of CBI (orange) and WBGT (green).
The decomposition of biases from the marginals (a, d) and the copula (b) are illustrated as the
discrepancies between the black (IPSL-CM5A-LR model) and grey features (ERA-Interim).
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fore, we carry out the analysis on the decorrelated time series, which are obtained from the
original series through subsampling every N = 9 d where N is the lag required to remove the
autocorrelation in T and RH time series data everywhere (at 95% confidence level). The value
of N was determined as follows: for all individual grid points and years in ERA-Interim and
the CMIP5 models, the sample autocorrelation function was calculated; then, the minimum lag
for which the autocorrelation was non-significant at the 95% confidence level was determined.
Finally, the maximum of all the minimum lags was selected, resulting in N = 9 d. The time
series for all models and locations are sampled with the frequency of N . This is done N times
using different start epochs, where the first sampled time series starts with time epoch one, the
second sampled time series with time epoch two, and so on up to nine. The decorrelated time
series of T and RH will henceforth be simply referred to as samples in the following sections.
In Appendix 6.A, Figure 6.9 illustrates for a representative location in Brazil, one of the
nine resulting samples of T and RH for ERA-Interim and for a selection of CMIP5 models.
The figure also shows how the bivariate interaction of these variables drives the fire and heat
stress indices (coloured isolines) introduced in the next section.

6.2.2

Fire hazard and heat stress indices

We quantify fire and heat stress hazards based on two indices, namely, CBI and WBGT, respectively. While more advanced and sophisticated indices exist for both of these hazards (Van Wagner 1987, Fiala et al. 2011), here we employ these two simplified indices. Our aim is to provide
a methodological framework for a compound-event-oriented evaluation of hazard indicators.
Hence, employing simplified indices allows for the development of a test case of the methodological framework. We do not aim at providing an accurate assessment of the hazard. Nevertheless, our results will provide indications that can serve as a basis for follow-up studies of
more complex fire and heat stress hazards.
The CBI index was employed, for example, for studying fire risk in the United States (McCutchan & Main 1989) and globally (Roads et al. 2008). The index is based on air T (°C) and
RH (%):
CBI =

{(110 − 1.73RH) − 0.54(10.20 − T )} × 1.24 × 10−0.0142RH
60

(6.1)

The “simplified WBGT” (from now on WBGT for the sake of brevity) index was developed
by the American College of Sports Medicine (ACSM 1984) as an indicator of heat stress for
average daytime conditions outdoors. The index is defined as
WBGT = 0.56T + 0.393E + 3.94

(6.2)

where E = (RH/100) × 6.105 exp{17.27T /(237.7 + T )} is water vapour pressure (expressed
in hPa), which depends on air temperature and relative humidity.

6.3

Methods

This section presents the conceptual framework and a bias decomposition methodology used
to analyse the multivariate indices described above. We then present an overview of the data
processing before detailing the conventional statistical tests we have incorporated into our test
suite.
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6.3.1

Copula-based conceptual framework

As both CBI and WBGT are functions of T and RH, it follows that their distributions are
determined by the joint distribution of T and RH. Copula theory provides us with a natural
way to decompose the joint distribution of T and RH in terms of the marginal distributions of T
and RH (the distributions of the individual variables considered in isolation) and a term, known
as the copula, that describes the dependence between T and RH (Figure 6.1). This allows us
to understand how bias in each of these components contributes to the bias in CBI and WBGT.
A copula is a function that completely characterizes the dependence structure between random variables, in our case T and RH. Sklar’s theorem (Sklar 1959) is a fundamental result
in copula theory, which states that the joint distribution of the random variables is determined
by the marginal distributions and their copula. Mathematically, in our bivariate case, given the
two variables T and RH, with marginal cumulative distribution functions (CDFs) FT and FRH ,
and marginal probability density functions (PDFs) fT and fRH , following Sklar’s theorem, the
joint PDF fT,RH can be decomposed as
fT,RH (T, RH) = fT (T )fRH (RH)c(UT , URH ),

(6.3)

where UT = FT (T ), URH = FRH (RH) and c is the copula density, which describes the dependence of the joint distribution fT,RH independently from the marginal distributions fT and fRH .
Equation (6.3) naturally extends to the case of an arbitrary number of random variables, however
here we focus on the bivariate case. Copulas allow for great flexibility in modelling complex
dependence structures between several variables, and there are a huge variety of parametric copula families available for statistical modelling purposes (Nelson 2006). However, following the
methodologies developed by Rémillard & Scaillet (2009) and Vezzoli et al. (2017), here we will
consider a non-parametric framework, i.e., we will consider empirical, rather than parametric
distributions within our testing procedures. This choice avoids unnecessary parametric-based
assumptions on the distributions that could bias the results about both univariate and multivariate features.
A characteristic of copulas is the invariance property (Salvadori & Michele 2007, Proposition 3.2); if g1 and g2 are monotonic (increasing) functions, then the transformed variables
g1 (T ) and g2 (RH) have the same copula as T and RH. This property is crucial to the methodology described in the following section, where the monotonic functions are the marginal CDFs
(or their inverses) of T and RH.

6.3.2

Contribution of the bias in the drivers to the bias of CBI and WBGT

We assess how biases in each of the marginal distributions of Tmod and RHmod , and Cmod (the
copula of Tmod and RHmod ), contribute to the bias in the representation of the extreme values
of CBI and WBGT (extremes are defined based on 95th percentiles (Q95)). This is achieved
based on a methodology originally introduced by Bevacqua et al. (2019) to attribute changes in
compound flooding to its underlying drivers, and is also employed by, for example, Manning
et al. (2019).
We carried out three experiments. In experiment i, we obtained, via a data transformation,
a bivariate pair (Ti , RHi ) with copula Ci , where one component of the triple (Ti , RHi , Ci ) has
the same distribution (or copula in the case of Ci ) as that of a given CMIP5 model, and the other
two components are the same as ERA-Interim. We then perform the quantile tests described in
Section 6.3.3.3 for CBI (or WBGT) using values based on (Ti , RHi ) and (Terai , RHerai ). The
specific experiments carried out are described below.
Experiment (a) assesses the bias contribution of Tmod . From the variable Terai we calculated the uniformly distributed transformed random variable UT,erai = FT,erai (Terai ).
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From the variable Tmod we calculated the empirical CDF, FT,mod , through which we defined
−1
Ta = FT,mod
(UT,erai ). The variable Ta has the same distribution as Tmod , while the pair
(Ta , RHerai ) has the copula of ERA-Interim.
Experiment (b) assesses the bias contribution of RHmod . This experiment follows the same
structure as Experiment (a) but with the roles of Terai and RHerai reversed, from which we get
the pairs (Terai , RHb ).
Experiment (c) assesses the bias contribution of Cmod . From the variables Tmod and RHmod
we calculated the associated marginal empirical cumulative distributions (UT,mod , URH,mod ).
From the variables Terai and RHerai , we defined the empirical CDFs FT,erai and FRH,erai ,
−1
−1
through which we defined Tc = FT,erai
(UT,mod ) and RHc = FRH,erai
(URH,mod ). The pair
of variables (Tc , RHc ) have the same marginal distributions as the pair (Terai , RHerai ), but
the copula of the model, i.e., Cmod , since (Tc , RHc ) was obtained from (Tmod , RHmod ) by
monotonic transformations of the margins.

6.3.3

Description of the testing procedure

The full data processing procedure is shown in Figure 6.10 of Appendix 6.A. We began with the
ERA-Interim and CMIP5 data and obtained T and RH samples (see Section 6.2.1). The CMIP5
samples were then subject to the transformation procedure described in Section 6.3.2. This
results in five sets of T and RH data corresponding to the ERA-Interim reference, the original
model sample, and the three experiments (a, b, and c) used to assess the bias contributions of
biases in CMIP5 model T, RH, and their copula. At this stage, the CBI and WBGT indices are
calculated on all five sets.
We execute univariate and multivariate non-parametric statistical tests to evaluate the properties of CBI, WBGT, and their driver variables (i.e., T, RH, and their dependence) prior to
proceeding with our bias decomposition approach. Details for each of the tests are provided
below, but, in general, we follow a non-parametric approach similar to Vezzoli et al. (2017).
Each of the nine de-correlated ERA-Interim samples was independently tested on a cell-by-cell
basis against a different CMIP5 model sample, therefore each statistical test is repeated nine
times per model. To adjust for multiple testing, we use the conservative Bonferroni correction
method, which penalises the significance level α using the number of repeated tests m = 9, so
that the individual hypothesis tests are evaluated at an α/m significance level (Jafari M 2019).
A 5% significance level is used, which after Bonferroni correction was adjusted to 0.0056 for
use in each individual hypothesis test. All of our analysis was carried out in R (R Core Team
2021), and the functions used for each test are detailed in their corresponding section below.
Graphically, the statistical test results are presented as a percentage of all 108 CMIP5 model
samples (9 samples times 12 models) where the null hypothesis is rejected. The percentage
we consider is calculated at each grid cell, and stippling is added where the null hypothesis is
rejected in at least 75% (81/108) of all CMIP5 model samples.

6.3.3.1

Univariate evaluation of T, RH, CBI, and WBGT

In order to understand how faithfully the marginal distributions of T, RH, CBI and WBGT from
the ERA-Interim data are represented in a given CMIP5 model, we perform the two-sample
Anderson-Darling (AD) test via the ad.test function from the R package kSamples (Scholz
& Zhu 2019). This is a non-parametric procedure that considers the null hypothesis: “the two
samples are from the same distribution”.
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6.3.3.2

Dependence between T and RH

A simple way to test how well the dependence between the variables T and RH in ERA-Interim
is represented in a given CMIP5 model, is to compare the calculated values of some statistical
measure of association. Here we use Kendall’s τ rank correlation. The cor.test function of the
core stats R package (R Core Team 2021) was used to perform all τ calculations. To test whether
the values of τ obtained from a given model sample differ in a statistically significant way from
the corresponding ERA-Interim values, we begin by considering the approximate 100(1 − α)%
confidence interval (τL , τU ) for τ associated with the point estimator τ̂ given by:
τL = τ̂ − zα/2 σ̂, τU = τ̂ + zα/2 σ̂,

(6.4)

where σ̂ 2 is an estimator of var(τ̂ ) and zα/2 is the 1 − α/2 percentile of the standard normal
distribution. For our testing we calculate σ̂ 2 , τ̂ , and the confidence interval (τL , τU ) for each
grid cell in all ERA-Interim samples, the kendall.ci function included in the R package NSM3
(Schneider et al. 2021). The CMIP5 model samples are then evaluated in two ways. Firstly, if
the model sample value of τ lies within the confidence interval calculated for its corresponding
ERA-Interim sample, the model sample is judged to not significantly differ from ERA-Interim
in terms of the rank correlation between T and RH. Secondly, we calculated the zα/2 and hence
the α or p-value for each sample, these were tested for significance using the same Bonferroniadjusted value of 0.0056 used in the univariate testing. The results from both testing methodologies are consistent with each other, we present the ad-hoc p-value test results in the main text
and the confidence interval tests are included in Appendix 6.A.
Note that different copulas may give rise to the same value of τ , therefore we cannot conclude that a model that faithfully reproduces the ERA-Interim values of τ is accurately representing the full dependence structure between T and RH. Therefore, we account for differences
in the dependence structure by also carrying out hypothesis tests which are based on the full
copula function, this serves as a complement to the marginal distribution tests carried out using
the AD. We perform the non-parametric test of copula equality based on the Cramer-von-Mises
test statistic proposed by Rémillard & Scaillet (2009), used in Vezzoli et al. (2017) for testing
the capability of a climate-hydrology model to reproduce the dependence between temperature,
precipitation and discharge for the Po river basin in Italy, and recently employed by Zscheischler
& Fischer (2020) for evaluating the ability of climate models to represent the dependence between temperature and precipitation in Germany. The copula equality test has a null hypothesis
of H0 : Cerai = Cmod where Cerai and Cmod are the copulas of T and RH represented in
ERA-Interim and a given model respectively, with the alternative hypothesis being that these
copulas differ. Unlike the AD test, which can evaluate CMIP5 model performance in reproducing a single marginal distribution, the copula equality test evaluates the capacity of models to
reproduce the full dependency structure of T and RH. We used the TwoCop function from the
R package TwoCop (Remillard & Plante 2012) to run the test.
6.3.3.3

Bias in the representation of extreme events of CBI and WBGT

To evaluate how well CMIP5 models simulate extreme values of CBI and WBGT, we compare
high quantiles, specifically the 95th percentile (Q95), of these indices from each model with
those of ERA-Interim. To assess whether the observed differences in the quantiles are statistically significant, we calculate the 95% confidence intervals for the Q95 of CBI and WBGT
at each location for ERA-Interim based on 1000 bootstrap samples. Like our evaluation of
Kendall’s τ , if the model index lies outside the confidence interval we consider the model has a
significantly different representation of extreme values of CBI and WBGT from ERA-Interim.
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6.4
6.4.1
6.4.1.1

Results
Univariate evaluation of T , RH, CBI, and WBGT
CBI and WBGT

We began our analysis by visualising the multimodel mean of the mean values of CBI and
WBGT during the hottest months. According to reanalysis, the mean CBI is highest in regions
with dry and warm weather during the hottest month, such as the Sahara, most of Australia, and
the western USA and Mexico (Figure6.2a). In contrast, CBI tends to be low in humid and warm
regions such as the Amazon and Congo basins. We move to evaluating the CMIP5 model biases
in mean CBI, which appear large in magnitude (compare Figure6.2b and a); most landmass
covered in dark red or blue colours, indicating CMIP5 multimodel mean bias of over 10°C from
the ERA-Interim. In addition, AD test results show that 59% of global land mass has significant
differences between ERA-Interim and CMIP5 distributions of CBI in at least 75% of model
samples. Despite such biases in the representation of the mean CBI magnitude, the overall
spatial patterns in mean CBI are well reproduced by the models. In fact, the area weighted
pattern correlation (Pfahl et al. 2017), from now on pattern correlation, between models and
reanalysis of mean CBI is high for all CMIP5 models, with a minimum value of 0.77 for the
BCC CSM1.1.M model (Figure 6.11 in Appendix 6.A shows the multimodel mean of mean
CBI).
In the reanalysis data, mean WBGT values over 30°C are reached over most tropical land
masses during each location’s hottest month, with lower values in higher latitudes and the highest values near the Equator (Figure 6.2c). For WBGT, the pattern correlation between models
and ERA-Interim is higher than for CBI, with a minimum value of 0.89 for the BCC CSM1.1.M
model (Figure 6.11b in Appendix 6.A shows the multimodel mean of mean WBGT). Mean multimodel bias in WBGT shows large parts of the continents are within the ± 0.5°C range relative
to ERA-Interim. The AD test results indicate that the WBGT distributions in CMIP models are
typically better than those of CBI; only 35% of grid cells fail our performance criterion (Figure
6.2d).
Overall, CMIP5 models underperform in key regions associated with high fire and heat
stress hazards. CBI’s distribution is not well represented by most CMIP5 models in regions
characterized by high fire hazard levels such as the western USA and the Mediterranean basin,
while CMIP5 WBGT results are significantly different to reanalysis in regions of high heat stress
such as the Indian subcontinent and equatorial Africa.
6.4.1.2

T and RH

Following the evaluation of CBI and WBGT, we move towards evaluating how well CMIP5
models represent the driving variables of the hazard indicators, i.e., T, RH, and their statistical
dependence. We first confirm that the expected latitudinal variation in T is present in ERAInterim reanalysis (Figure 6.3a), and that RH is low over known desertic areas (Figure 6.3c).
The spatial pattern of mean T is well represented by CMIP5 models (Figure 6.11c in Appendix 6.A), with all models showing a pattern correlation over land with ERA-Interim above
0.93, consistent with an acceptable representation of the first-order global-scale atmospheric
circulation. However, significant differences in the representation of the distributions (based on
the AD test) are found over the Amazon basin, where the multimodel mean bias in mean T is
positive, and over Northern Africa and the Middle East, where the bias in mean T is negative
(Figure 6.3b). Overall, we found that the area weighted multimodel mean of absolute value of
the T bias is 1.6°C. The AD test results show that CMIP5 models fail to reproduce the observed
ERA-Interim distribution of T at over 40% of global land mass.
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Figure 6.2: Mean fire hazard index (CBI) value for ERA-Interim (a), and mean multimodel bias
in mean CBI (b). Note that the palette is non-linear, as it follows typical defined ranges of fire
hazard levels based on the CBI, i.e. very low, low, moderate, high, very high, and extreme.
Mean heat stress index (WBGT) value for ERA-Interim (c), and mean multimodel bias in mean
WBGT (d). Stippling indicates locations where at least 75% of CMIP5 models failed the AD
two-sample test between the CMIP5 and ERA-Interim distributions of CBI and WBGT. Bias
was calculated as (CMIP5 minus ERA-Interim).
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Figure 6.3: Mean temperature (T ) of the hottest month in ERA-Interim reanalysis (a), mean
CMIP5 multimodel bias in mean temperature (b), mean relative humidity (RH) of ERA-Interim
reanalysis (c), and mean CMIP5 multimodel bias in mean RH (d). Stippling indicates locations
where at least 75% of models failed the AD two-sample test between the CMIP5 and ERAInterim marginal distributions of T and RH. Bias was calculated as (CMIP5 minus ERAInterim).
We find worse model skills in representing the RH distribution; in fact, models failed the
AD test over 59% of the global land mass (Figure 6.3d). The spatial pattern of RH is not as
well represented as that of T , with minimum and maximum pattern correlations of 0.75 and 0.90
respectively (Figure 6.11d in Appendix 6.A). The mean multimodel bias in RH is particularly
large in the Amazon basin. Nevertheless, there are areas where the bias is relatively small, e.g.,
in Australia, Sahara, and eastern Asia. Notably, there is a clear resemblance between the bias
patterns of mean RH (Figure 6.3d) and CBI (Figure 6.2b), with regions with high positive bias
in RH corresponding to regions with strong negative bias in CBI, and an identical percentage
of land mass showing significant differences. No similar behaviour is found for WBGT, i.e., the
WBGT bias spatial pattern is similar neither to that of T nor RH bias. We will investigate this
behaviour in CBI and WBGT in further detail in Section 6.4.3.

6.4.2

Dependence between T and RH

The results for our tests on the dependency structure of T and RH in CMIP5 models are shown
in Figure 6.4. Figures 6.4a and 6.4b show Kendall’s τ correlation between T and RH based on
ERA-Interim reanalysis and the mean multimodel bias of this correlation, respectively. T and
RH are strongly negatively correlated (Figure 6.4a), with an area weighted mean value of -0.50
(virtually all landmass has a significant correlation; not shown - results based on the indepTest
function of the R package copula (Hofert et al. 2020). The presence of a negative correlation
is illustrated in Figure 6.1 (and Figure 6.9 in Appendix 6.A for a representative location). The
area weighted absolute mean multimodel bias in τ is 0.095. The bias in τ is not significant for
most of the global landmass for most of the models, i.e., the modelled correlations lie within the
95% confidence interval of τ of ERA-Interim (see infrequent stippling over 5.3% and 9.3% of
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land masses in Figures 6.4b and 6.12 respectively). Results are similar for the copula equality
test (Figure 6.4c), with an over 80% agreement in copula structure between ERA-Interim and
models for 52% of landmasses, and 60-80% agreement in 33% of landmasses. Overall, the
regions where we detect the highest amount of statistically significant differences in the copula
structure and τ include parts of the Horn of Africa, India, and Amazon basin (see also Figure
6.9c and Figure 6.9d in Appendix 6.A where the model values have different distributions to
ERA-Interim).

6.4.3
6.4.3.1

Contribution of the bias in the drivers to the bias in CBI and WBGT extremes
Drivers of the biases in CBI extremes

We now assess the biases in the representation of extreme events (95th quantile, Q95) in the
CBI index, and the associated drivers of the biases (Figure 6.5). The spatial pattern of the
CMIP5 multimodel mean of Q95 (Figure 6.5b) is very similar to that of ERA-Interim (Figure
6.5a). Figure 6.5c shows the biases in extreme CBI, whose highest values are in South America,
central North America, and parts of central Asia; which is in line with the biases in mean CBI
(Figure 6.2b). The area weighted mean of absolute bias in CMIP5 model CBI is 21°C, which
is large compared to the area weighted mean CBI in ERA-Interim of 84°C (i.e. corresponding
to 25%). In fact, the stippling over 75% of land masses in Figure 6.5c indicates that the models
differ significantly from ERA-Interim.
The bias in RH is the main contributor to total mean bias in extreme CBI values (Figures
6.6d-f). The relevance of RH for the bias in CBI is visible from the similarities in magnitude and
spatial distribution of bias between Figure 6.5c and 6.5e. Furthermore, while the area weighted
mean of absolute bias in CBI is 21°C, the corresponding mean biases due to T, RH, and the
dependency between them are 3°C, 20°C and 3°C respectively. The relevant contribution of
RH to the CBI index bias is in consistent with the definition of the index, which is mainly
influenced by RH and to a lesser extent by T (see nearly horizontal CBI isolines in Figure
6.1); hence, also the dependency between T and RH plays a negligible role. As a result, while
RH bias contributions drive significant biases in CBI about everywhere but in the Sahara and
Australia (see stippling over 73% of land masses in Figure 6.5c), T and dependence do not drive
significant biases in CBI (see near-complete absence of stippling in Figure 6.5d and 6.5f).
A closer examination of the bias decomposition results shows, for a site with large positive
bias in Brazil, that the results shown in the multimodal mean bias plots (Figure 6.5c and 6.5e)
reflect intermodel model behaviour at the local level. That is, CMIP5 models with high RH bias
contributions also show high overall CBI bias (Figure 6.6a). At this location, there is a positive
intermodel correlation between the biases driven by T and RH (τ = 0.82; Figure 6.6b). Such
behaviour is due to the combination of the following two reasons: (1) a negative intermodel
correlation between the biases in T and RH, i.e., CMIP5 models simulating temperatures that
are too high also tend to simulate relative humidity that is too low (as discussed by Fischer
& Knutti (2013)); and (2) the fact that CBI is high for low RH and high T . This feature is
discussed in more detail in Section 6.5. Similar results to those discussed above for the site in
Brazil are also observed for another representative location in South Africa with large negative
bias in CBI (Figure 6.13a in Appendix 6.A). These locations are indicated throughout map plots
with X markers.
6.4.3.2

Drivers of the biases in WBGT extremes

The spatial pattern of Q95 in ERA-Interim (Figure 6.7a) and in the CMIP5 multimodel mean
(Figure 6.7b) is similar, with low values concentrated along mountain ranges such as the Andes
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Figure 6.4: Mean ERA-Interim correlation (τ ) between T and RH (a), mean CMIP5 multimodel bias in τ (b), and the proportion of CMIP5 samples where the copula equality was
rejected (c). Stippling in panel (b) indicates locations where the correlations of more than
75% of CMIP5 model samples have significantly different values compared to ERA-Interim, as
calculated using Bonferroni-corrected p-values. Bias was calculated as (CMIP5 minus ERAInterim).
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Figure 6.5: ERA-Interim (a) and CMIP5 multimodel mean (b) 95th quantile CBI values. Note
that the palette is non-linear, as it follows typical defined ranges of fire hazard levels based on
the CBI, i.e., very low, low, moderate, high, very high, and extreme. Mean CMIP5 multimodel
bias in Q95 CBI (c), and its decomposition into bias due to the T (d), RH (e), and copula
(f) components of the models. Stippling indicates locations where more than 75 % of CMIP5
model sample values lie outside the 95 % confidence interval for ERA-Interim estimated based
on bootstrap samples. Bias was calculated as (CMIP5 or transformation minus ERA-Interim).
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Figure 6.6: Spread of mean total bias in the 95th quantile (Q95) of CBI and its contribution
from T, RH, and their copula for individual CMIP5 models (a), and a scatter plot of the T and
RH contributions to Q95 CBI bias, with their Kendall rank correlation coefficient (p-value <
0.001) (b). Shown are the results for a grid point in Brazil (Amazonia, 5°S and 56.5°W). Bias
was calculated as (CMIP5 or transformation minus ERA-Interim). Equal axes are used in panel
(b) to highlight the differences in spread between both bias components.
and Himalayas and in high latitudes, and the highest values located in South America and the
Indian subcontinent. In several regions worldwide, CMIP5 models tend to underestimate Q95
values of WBGT (global area weighted mean bias of -0.35°C) and show significant biases relative to ERA-Interim along the tropics and subtropics (Figure 6.7c). However, in terms of values
of the bias, the CMIP5 representation of the WBGT appears better than that of CBI. The area
weighted mean of absolute bias in the index is 1.1°C (Figure 6.7c), which is small compared to
the area weighted mean WBGT in ERA-Interim, i.e., 29°C (Figure 6.7a).
The decomposition of the bias shows that unlike CBI there is no single dominating source
of bias in extreme values of WBGT (Figure 6.7d-f); all three possible sources contribute to the
overall bias. Importantly, a degree of compensating biases is evident when comparing the multimodel mean biases driven by T (Figure 6.7d) and RH (Figure 6.7e). Large biases of opposite
signs are evident over South America, central Asia, and other landmasses; hence, in these areas,
the resulting biases in WBGT tend to be small (Figure 6.7c). Significant but opposite biases in
T and RH (see stippling in Figures 6.7d and 6.7e) result in nonsignificant biases in WBGT (Figure 6.7c) over regions such as North America’s Mississippi basin and around Zaire in central
Africa. Globally, this compensating behaviour can be observed in the percentages of land mass
where each bias component is significant. T and RH driven biases are significant over 69% and
48% of global land mass respectively, while copula biases are significant over 12%; however,
the total bias in WBGT is only significant over 39% of land masses. Further evidence for these
compensating biases can be found by observing that the area weighted average of absolute bias
in Q95 WBGT, i.e., 1.1°C, is smaller than the contributions from T and RH, i.e. 1.9°C and
1.4°C, respectively. In addition, we observe a tendency towards a lower bias, on average, driven
by the copula component (global area weighted average of absolute bias equal to 0.85°C); note
that, however, some relevant positive bias contributions exist over eastern Brazil and central
Africa where the copula test shows higher frequencies of rejection (Figure 6.4c), and negative
contributions over northern Russia, Central United States, and eastern Europe (Figure 6.7f).
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The compensating bias in T and RH found above is in line with the findings of Fischer &
Knutti (2013). Their results indicate that, at the local scale and for individual models, the biases
in WBGT driven by T and RH tend to cancel each other out, resulting in small biases in the
heat stress index. We find that this behaviour in individual models is reflected in the multimodel
mean result (Figure 6.7c) in regions where most models have similar behaviours, e.g., where
most models show a positive WBGT bias contribution from T (Figure 6.7d) and a negative one
from RH (Figure 6.7e). We confirm the behaviour in individual models for two representative
locations. In Brazil, the small mean bias in WBGT Q95 for all CMIP5 models results from
mostly positive and negative biases driven by T and RH, respectively, across models (Figure
6.8a; the figure also indicates that the bias driven by the dependence is small and positive). In
particular, models affected by a positive T bias contribution in WBGT because of too high T
tend also to be affected by a negative RH bias contribution because of too low RH (Figure
6.8b). The compensation of the biases in individual models arises from (1) opposite biases
in T and RH (models simulating temperatures that are too high also tend to simulate relative
humidity that is too low; Fischer & Knutti (2013)), and (2) the WBGT tendency to be high (low)
for humid and warm (dry and cold) conditions. Figure 6.14 in Appendix 6.A illustrates such a
cancellation of the bias in WBGT for a location in South Africa, where the negative dependency
between T and RH leads to a small bias in WBGT. In this location, the model biases driven by
T are negative, therefore those driven by RH are positive.

6.5

Discussion

Our results underline the importance of understanding the sources of the biases in hazard indicators through multivariate procedures. In fact, hazard indicators can have biases resulting
from a complex combination of biases in the driving variables of the indicator and in biases in
the dependence between the variables. We find that biases in CBI extremes are mainly driven
by biases in relative humidity, while biases in WBGT extremes are often driven by biases in
temperature, relative humidity, and their statistical dependence.
Biases in WBGT are smaller than the bias contributions from T and RH, i.e., the biases
in the two variables compensate. In particular, in line with Fischer & Knutti (2013), models
which tend to simulate T that is too high also tend to simulate RH that is too low (and vice
versa), which results in relatively smaller absolute biases in the WBGT of individual models.
A negative intermodel correlation between the contributions of T and RH to WBGT biases
reduces the biases in WBGT in the CMIP5 average. For the fire hazard, despite that fact that a
positive intermodel correlation between the bias driven by T and RH exists, no enhancement
of the CBI bias occurs because the index is mainly controlled by RH (see isolines in Figure
6.8c), which also controls the bias of the index. The WBGT index shows additional complexity
due to the contribution of the biases in the copula between T and RH in areas such as eastern
Brazil, Africa, and parts of central North America and India.
These findings exemplify the need for multivariate bias adjustment methods, which can adjust climate model biases in the dependencies between multiple drivers of hazards (François
et al. 2020, Vrac 2018). Furthermore, relying on climate models that plausibly represent largescale atmospheric circulation (Maraun 2016, Maraun et al. 2017) would improve our confidence
in the simulation of multivariate hazards. The relevance of multivariate bias adjustment methods is also supported by the fact that adjusting biases variable by variable may even increase
biases in impact-relevant indicators (Zscheischler et al. 2019). Nevertheless, in line with our
findings, Zscheischler et al. (2019) found that univariate bias adjustment is relatively efficient
in the case of CBI, while multivariate methods lead to much stronger reductions in the case of
WBGT. It should be noted, however, that the considered fire indicator CBI is overly simplistic.
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Figure 6.7: ERA-Interim (a) and CMIP multimodel mean (b) 95th quantile WBGT values.
Mean CMIP5 multimodel bias in Q95 WBGT (c) and its decomposition into bias due to the T
(d), RH (e), and copula (f) components of the models. Stippling indicates locations where more
than 75 % of CMIP5 model sample values lie outside the 95 % confidence interval for ERAInterim estimated based on bootstrap samples. Bias was calculated as (CMIP5 or transformation
minus ERA-Interim).
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Figure 6.8: Spread of mean total bias in the 95th quantile (Q95) of WBGT and its contribution
from T , RH, and their copula for individual CMIP5 models (a), and a scatter plot of the T and
RH contributions to Q95 WBGT bias, with their respective Kendall rank correlation coefficient
(p value < 0.001). Shown are results for a grid point in Brazil (Amazonia, 5°S and 56.5°W).
Bias was calculated as (CMIP5 or transformation minus ERA-Interim). Equal axes are used in
panel (b) to highlight the differences in spread between both bias components.
In practice, weather conditions that promote fires are also related to wind speed and previous
rainfall, which are for instance included in the Forest Fire Weather Index (Van Wagner 1987)
as well as fuel availability and aridity.
The presented bias decomposition method would potentially become even more relevant
when considering more complex hazard indicators driven by more than two variables, such as
the case of fire hazard as outlined above. This would require an extension of the bivariate copula
framework. For example, in the case of three variables – X1 , X2 , and X3 – we would have to
investigate the behaviour of marginals, the dependence between X1 and X2 (with the twodimensional copula C12 ), X2 and X3 (C23 ), and X1 and X3 (C13 ), and then the joint behaviour
of the three variables with the three-dimensional copula (C123 ). Alternatively, vine copula
decompositions could be employed (Hobæk Haff et al. 2015). Similar considerations apply for
the consideration of temporal dependencies. The analysis can be done using both a parametric
or non-parametric approach. For instance, in Vezzoli et al. (2017), a non-parametric approach
has been used to analyse the behaviour of the three variables precipitation, temperature, and
runoff.
Given the critical importance of addressing compound/multivariate events that are often
associated with extreme impacts (Leonard et al. 2014, Zscheischler et al. 2018), we assessed
the bias decomposition for high quantiles of CBI and WBGT. The extremes of the considered
indicators are not necessarily caused by extreme values of the drivers. Hence, the characterization of the dependence structure between their climate drivers (i.e., T and RH) was performed
in terms of their full joint distribution to capture all the events; i.e. we did not only consider
the combination of simultaneous T and RH extremes. However, depending on the type of hazard considered, investigating biases in the tail dependence between the drivers may be relevant
to understanding the biases in the hazard. For example, the tail dependence between storm
surge and precipitation, which is relevant for compound coastal flooding, may be slightly underestimated in CMIP5 models (Bevacqua et al. 2019). Similarly, there is evidence that the tail
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dependence between hot and dry conditions may be underestimated by climate models in some
cases (Zscheischler & Fischer 2020).
The present methodology can be used for assessing the sources of bias in other types of
compound events (Zscheischler et al. 2020), caused by other sets of dependent drivers, such
as compound drought and heat (Zscheischler & Seneviratne 2017). Other types of compound
events, e.g., temporal clustering of storms (Bevacqua et al. 2020, Priestley et al. 2017) and
simultaneous extreme events in distant regions (Kornhuber et al. 2020) can also lead to large
impacts and are therefore relevant for the impact community. A compound-event-oriented evaluation of impacts similar to that proposed here, i.e., disentangling the biases in the individual
physical drivers, could be adopted in future studies to aid present and future impact assessments.

6.6

Conclusions

Climate model data contain biases that need to be evaluated and ultimately adjusted to avoid
misleading risk assessments. However, while many climate-related extreme impacts are caused
by the combination of multiple variables, climate model evaluation methods typically do not
consider the multivariate nature of the hazards. In this chapter, we took a compound event
perspective and, based on copula theory, introduced a multivariate bias-assessment framework,
which allows for disentangling and better understanding the multiple sources of biases in hazard indicators. Through a non-parametric procedure, here we investigated how the biases in
temperature, relative humidity, and their dependence affect the overall biases in fire and heat
stress indicators (CBI and WBGT, respectively). We found that biases in CBI are mainly driven
by biases in relative humidity, in line with the fact that the index is only marginally affected by
temperature. Consequently, future studies that use climate model output to assess future risks
involving CBI should be careful to ensure that the distribution of relative humidity is well represented, i.e., does not depart significantly from some reference data that is used as the ground
truth, whereas some bias in the distribution of temperature and the dependence between relative
humidity and temperature is less important. In contrast, the biases in WBGT are often driven by
biases in temperature, relative humidity, and their statistical dependence (e.g. in areas including
eastern Brazil, Africa, and parts of central North America and India). Opposing biases in temperature and relative humidity tend to compensate for each other, resulting in relatively small
biases in WBGT. The results highlight areas where a careful interpretation of these indicators
is required and where multivariate bias corrections of temperature and relative humidity should
be considered in future risk assessments.
Given the relevance of compound weather and climate events for societal impacts, the presented framework could be useful in further studies aiming at disentangling and better understanding the drivers of the biases in the representations of other impacts. The framework could
also be useful to assess biases among drivers of hazards when data for the hazard indicators are
not available. A compound-event-oriented model evaluation of modelled impacts and associated drivers would be beneficial for disaster risk reduction and, ultimately, could feed back into
climate model development processes and stimulate the design of new bias adjustment methods.
Author contributions. This chapter is from a paper of the same name published in the
journal Natural Hazards and Earth System Sciences. EB and CDM conceived the study and
supervised the project. RVH carried out the analysis of the biases based on the data prepared
by EB, AFSR, LC, GA, BM, and MH. RVH prepared all the figures except Figures 6.1 and 6.9,
which were prepared by EB and AR. The paper was written by GA, EB, CDM, AR, and RVH.
JZ contributed to the development of the idea of the work and helped with final edits. All the
authors discussed the results of the paper.
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Appendix
6.A

Additional figures
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Figure 6.9: Samples of hourly 2 m air T ( °C) vs. RH (%) during the period 1979–2005 for ERAInterim reanalysis (grey points) and four models (black points) from the CMIP5 multimodel
ensemble (BNU-ESM (a), GFDL-CM3 CNRM-CM5 (b), GFDL-CM3 (c), and IPSLCM5ALR (d)) for a grid point in Brazil (Amazonia, 5◦ S and 56.5◦ W) indicated throughout map
plots in the Results section (Sect. 4) with X markers. The isolines illustrate equal levels of
the hazard indices of fire (orange) and heat stress (green), corresponding to CBI and WBGT
indices, respectively, which are both functions of T and RH.
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Figure 6.10: Block diagram showing the data and methods used. Temperature (T ) and relative
humidity (RH) decorrelated samples from CMIP5 models’ biases are analysed using univariate
and multivariate statistical tests using ERA-Interim as reference dataset. We also create transformed CMIP5 model samples, which allow for assessing the bias in the extreme values of the
hazard indicator (CBI and WBGT) driven by biases in T , RH, and their statistical dependence.

Figure 6.11: CMIP5 multimodel mean fire hazard index (CBI) value (a), heat stress index
(WBGT) value (b), temperature (T ) value (c), and relative humidity (RH) (d)
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Figure 6.12: As Figure 6.4b but where stippling indicates locations where more than 75% of
CMIP5 model sample values lie outside the 95% confidence interval for ERA-Interim.

Figure 6.13: As Figure 6.6 for a grid point in South Africa (32.5°S and 23.5°E), with Kendall
rank correlation p-value = 0.12.
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Figure 6.14: As Figure 6.8 for a grid point in South Africa (32.5°S and 23.5°E) with Kendall
rank correlation p-value = 0.063.

145

Chapter 7

Discussion
In this thesis we have developed new theory and methodology to aid in the statistical analysis of
environmental extremes. In this chapter we first recapitulate, in Section 7.1, the main findings
and contributions from the research chapters before discussing some natural avenues for future
work in Section 7.2.

7.1

Thesis summary

In Chapter 3 we proposed a flexible modelling framework that allows for the simulation of a
stationary time series when in an extreme state, i.e., when a large threshold value is exceeded.
Our approach is sufficiently general to be able to deal with either asymptotically independent
or dependent time series and does not require detailed assumptions regarding the nature of the
dependence structure, e.g., whether or not the time series is Markovian. Nonetheless, we also
showed that Markovian structures may be naturally accommodated within our framework by
utilizing results from Papastathopoulos et al. (2017) and Papastathopoulos & Tawn (2020). The
main novelty in our approach was to impose structure on the regression coefficients of the conditional extremes model of Heffernan & Tawn (2004) as well as considering parametric models
for the residual vector. We considered forward simulation as well as importance sampling algorithms that may be used for the estimation of various cluster functionals, and we proved the
consistency of the importance sampling estimator. Our methodology was illustrated on several simulated asymptotically independent Markov time series as well as a time series of daily
maximum temperatures from Orleans, France.
Chapter 4 also considered time series extremes, but the focus was on the effect of nonstationarity on extremal clustering, i.e, the potential for several extreme values to be observed
over a short time period. We initially considered random sequences with common marginal distributions so that non-stationarity arises through changes in the dependence structure. Whereas
for stationary sequences, extremal dependence is well summarized by a parameter θ ∈ [0, 1],
in our more general setting, the extremal clustering potential of the sequence is described by
a function, θ : N → [0, 1], known as the extremal clustering function, which, in the case of a
stationary sequence is a constant function that equals the extremal index. In the case that the
local mixing condition D(k) (xn ) holds (Chernick et al. 1991) for some k ∈ N, the value of θi
is determined by the k-dimensional copula of (Xi , Xi+1 , . . . , Xi+k−1 ) as
θi = lim P(F (Xi+1 ) ≤ u, . . . , F (Xi+k−1 ) ≤ u | F (Xi ) > u).
u→1

(7.1)

The function 1−θ may be easier to interpret than θ, as the value 1−θi may be thought of as giving
a measure of the risk of extremal clustering at time i, with larger values being associated with
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higher risk. The extremal index in the non-stationary case was shown to be the Cesàro mean
of the extremal clustering function, and in the case of sequences with periodic dependence,
retains the interpretation as the limiting mean cluster size. The methods of Ferro & Segers
(2003), Süveges (2007) and Süveges & Davison (2010) were shown to be applicable in our
non-stationary setting to allow estimation of the extremal clustering function. We illustrated our
results by estimating the extremal clustering function for two Markov sequences with periodic
dependence. Finally, we showed how the results derived under the assumption of common
margins may be generalised to allow for different marginal distributions.
In Chapter 5 we considered the problem of detecting changes in the distribution of annual
maximum daily maximum temperature (TXx) over a large subset of Europe. Most previous
studies in the geoscientific literature fit multiple independent statistical models, one for each
spatial location, and thus run in to problems with multiple comparisons which are usually ignored and may also lead to spatially incoherent parameter estimates. Our approach was to
encourage spatial coherence in parameter estimates through the use of Gaussian Markov random field priors placed on the parameters of the generalized extreme value (GEV) distribution.
We considered several statistical models each of which modelled TXx using a GEV distribution
and differed from each other in the way that the atmospheric level of CO2 was included as a
covariate. The best fitting model included CO2 trends in both the GEV location and scale although the model with only a trend in the location was a close second. All regions showed, on
average, significant shifts in the distribution of TXx towards hotter temperatures. For example,
using our best model and averaging across our spatial domain, the 100-year return level of TXx
based on the 2018 climate was found to be approximately 2° C hotter than that based on the
1950 climate. Moreover, also averaging across our spatial domain the 100-year return level of
TXx based on the 1950 climate was found to correspond to approximately a 6-year return level
in the 2018 climate.
In Chapter 6, we provided a methodology that may be used to evaluate how biases in climate
model output contribute to biases in hazard indices. Based on copula theory, our multivariate
bias-assessment framework can be used to disentangle the biases in hazard indices in terms of
biases in the underlying univariate drivers and their statistical dependence. We illustrated our
methodology by dissecting biases in the Chandler burning index (CBI) and the wet-bulb globe
temperature (WBGT) from multiple climate models. Both indices are functions of temperature
and relative humidity. We found that biases in CBI were mostly driven by biases in relative
humidity. In contrast, the biases in WBGT were often driven by biases in temperature and
relative humidity as well as their statistical dependence. However, the biases in temperature and
relative humidity were often self-compensating, resulting in relatively small biases in WBGT.

7.2

Future work

While Chapter 3 provides a flexible framework for modelling time series extremes, the key
assumption of strictly stationary data may be too prohibitive for environmental data. Even if
one filters a daily time series by working only with observations from a single season, as we did
in Section 3.6, non-stationarity in the margins may still arise in the form of a long term trend,
e.g., due to a warming climate. Such marginal non-stationarity may be dealt with by assuming
a more general data generating mechanism such as Xt = at + Xt0 where at is a deterministic
component and Xt0 is stationary. The term at could be further decomposed, e.g., as the sum
of seasonal and trend components, and estimated on the basis of a parametric model or nonparametrically as discussed in Chapter 1 of Brockwell & Davis (1991). Assuming that at has
been estimated, we may fit a conditional extremes model to Xt0 as in Chapter 3 and translate
probability statements regarding {Xt } in to statements in terms of {Xt0 }, e.g., in the case of the
147

subasymptotic extremal index,
θ(v, m) = P(X2 < v, . . . , Xm < v | X1 > v)
0
= P(X20 < v − a2 , . . . , Xm
< v − am | X10 > v − a1 )

(7.2)

and (7.2) may be estimated using the methods of Section 3.4.
Another natural extension of the methodology of Chapter 3 would be to consider more
complex forms of data, e.g., multiple time series or spatio-temporal data. Latent Gaussian
models provide one possible framework for accommodating such data structures by allowing
parameters from an observational model, i.e., the likelihood, to be linked via the specification
of a latent process. The general specification of a latent Gaussian model takes the form
y ∼ π(y | x, θ),

(Observation/data layer)

(7.3)

x ∼ π(x | θ),

(Latent/process layer)

(7.4)

θ ∼ π(θ),

(Prior layer).

(7.5)

Here the vector y contains all the observed data relevant for fitting the time series conditional
extremes model and may consist of data from multiple time series. The vector x contains all
the parameters of the conditional model relating to the Heffernan & Tawn (2004) regression
parameters α and β as well as any parameters relating to the residual component. In the case
of multiple asymptotically independent Markov time series, as in Section 3.5.1, the parameters
α and β may be replaced by {(αi , βi )}N
i=1 if there are N time series, where αi and βi relate to
the i-th time series. The distribution of x specified in the latent layer is multivariate Gaussian,
typically with a sparse precision matrix, allowing for efficient computation, and depends on a
small number of hyperparameters θ, which may contain parameters such as variances of random
effects. The final, prior layer, of the model specifies the distribution of the hyperparameters,
which is typically a collection of independent zero mean Gaussian random variables with large
variances. The distribution of the observational layer typically simplifies to π(y | x), i.e., the
observations y are assumed conditionally independent of θ given x. Our main interest is in the
vector x. One possible way to perform inference is to use the empirical Bayes method. This
would involve estimating the hyperparameters θ that maximize the marginal posterior π(θ | y)
where
π(θ)π(x | θ)π(y | x)
π(θ | y) ∝
.
(7.6)
π(x | θ, y)
All terms in the numerator of (7.6) may be obtained from the model specification (7.3)-(7.5),
however the denominator in (7.6) is typically of a non-standard form. A standard way to deal
with the denominator is to use a Laplace approximation. That is, for a fixed proposed value of
θ, for which we wish to evaluate the marginal posterior, we find the mode x∗ := x(θ) which
maximizes π(x | θ, y). Rather than directly maximizing (7.6) for θ we instead maximize the
approximate marginal posterior π̂(θ | y) defined by
π̂(θ | y) ∝

π(θ)π(x∗ | θ)π(y | x∗ )
,
πG (x∗ | θ, y)

(7.7)

where πG (x∗ | θ, y) is a multivariate Gaussian approximation to π(x | θ, y). Having obtained
the configuration of the hyperparameters, θ̂ say, that maximize π̂(θ | y), inference on x may
be based on the Gaussian approximation πG (x∗ | θ̂, y). Preliminary experiments suggest that
this approach works well in moderate sample sizes, e.g., 50-100 time series of 50 years of
daily data and independent and identically distributed Gaussian random effects specified on the
latent layer. It is of interest to know to what extent this approach may be scaled up, particularly
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with more complex specifications on the latent layer, and this is something that we intend to
consider in future work. It would be interesting to test this approach in a spatial setting with
gridded data, as in Chapter 5, where Gaussian Markov random field priors may be used to pull
strength for estimation of the Heffernan & Tawn (2004) regression parameters. In order for
this methodology to be computationally tractable for large scale models, it would be necessary
to make a Gaussian assumption for the components of the residual vector as opposed to the
delta-Laplace assumption that was used in Chapter 3. An alternative methodology that could
be used for fitting the model (7.3)-(7.5) is the integrated nested Laplace approximation (INLA)
approach of Rue et al. (2009). This approach is considered in a spatial setting in Simpson et al.
(2020) where, again, a Gaussian assumption on the residuals is required in order for the models
they fit to be computationally tractable.
Although the results of Chapter 4 provide a blueprint for modelling non-stationarity in the
extremal dependence structure of a time series, our development nonetheless remains at a theoretical level and it would be useful to develop the ideas in the chapter more explicitly as a
statistical methodology. As discussed in Section 4.3.1, when estimating the extremal clustering
function for time series with periodic dependence, if the fundamental period is large, then estimating the extremal clustering function using the intervals estimator may be inefficient, due to
the lack of interexceedance times available for estimating a particular value of θi . In such cases,
it may be more natural to consider parametric modelling of the extremal clustering function
based on the likelihood. In order for likelihood inference to be feasible, it is necessary to decide
how to assign interexceedance times to components of the mixture distribution of Theorem 4.8.
One possibility we discussed was to find a positive integer k such that the local mixing condition D(k) (xn ) of (Chernick et al. 1991) is satisfied. The methods of Juan Cai (2019) should
be applicable, with minor modifications, in our non-stationary setting and provide a consistent
estimator of k although this requires investigation. In practical applications, as selection of k
is equivalent to the selection of a run length, knowledge of the process under investigation may
suggest a sensible choice of k, e.g., based on typical propagation of weather systems. Assuming that such a choice of k has been made, a simple parametric periodic model for the extremal
clustering function is
logit θi = β0 +

l 
X
i=1

(1)
βi sin



2π i
d


+

(2)
βi cos



2π i
d


,

(7.8)

for some fixed positive integer l, where d is the fundamental period. Selection of l may be based
on minimizing the AIC, or via a likelihood ratio test. For this model, there are 2l + 1 parameters
(1)
(2)
(1)
(2)
to fit, namely, β = (β0 , β1 , β1 , . . . , βl , βl ). Preliminary experiments suggests that fitting
parametric models such as (7.8) is straightforward in the case of a known period but further
experiments are required to assess our ability to estimate the periodicity. In many environmental
processes, it is reasonable to assume that the period d is known a priori. If this were not the case
then one natural way to estimate d would be to maximize the profile likelihood. We expect it to
be much more straightforward to estimate d first, via profile likelihood maximization, and then
estimate any remaining parameters such as β in (7.8), than jointly estimating all parameters at
once. The effect of having to estimate d, rather than assuming it is known, is that the sampling
variability in estimates of θi will increase, and moreover, incorrect identification of d would
lead to increased bias in estimates of θi . This can be seen clearly in the case of the moment
based estimators from Section 4.3.1. For example, in the case of the estimator (4.30), if d
(j)
i
is wrongly identified, then the set {Ti }N
j=1 of interexceedance times used for estimating θi
P i (j)
will include values that are not identically distributed as Ti (u), and hence Ni−1 N
and
i=1 Ti
(j) 2
−1 PNi
2
Ni
i=1 (Ti ) will typically not provide unbiased estimates of E(Ti (u)) and E(Ti (u) ).
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An assumption of periodicity, with known period, in the extremal clustering function may
be reasonable for many environmental processes, but it would be useful develop a more flexible
framework that does not require detailed a priori knowledge. One possible approach would be to
consider a time normalization, so that the domain of the extremal clustering function becomes
[0, 1] rather than N, i.e., we consider the mapping i/n :→ θi , where n is the sample size and
let n → ∞. This is similar to the approach taken in Einmahl et al. (2016) when estimating the
scedasis function. By making smoothness assumptions about the resulting function on [0, 1],
we open up the possibility of using flexible techniques such as regression splines to estimate
the extremal clustering function.
From a theoretical point of view, it would be interesting to study the point process of exceedances for random sequences that fall under the framework of Chapter 4. In Section 4.2.3
we considered the much simpler point process of cluster positions for sequences with periodic
dependence, and showed that the Poisson process limit holds, as in the stationary case. It is clear
that proving compound process limits for the point process of exceedances, along the lines of
Hsing et al. (1988) would involve much greater technical challenges.
Section 4.5 sketched out how the theory from Section 4.2 may be generalized to allow for different marginal distributions. However, the results of Section 4.2 which work under the assumption of common marginal distributions may still be of use in the case of differing margins. For
example, as noted earlier in this section when discussing ways to deal with non-stationary margins in the conditional time series methodology of Chapter 3, we may pre-process the raw data
and simply work with filtered data that has approximately common margins. This, in essence, is
what the theory of Section 4.5 points to, since it requires us to estimate a time varying quantile to
be used as thresholds. Alternatively, we may use an estimator such as in Harvey & Oryshchenko
(2012), to estimate the time varying margins and then work on a common marginal scale by applying the probability integral transform.
In Chapter 5 we found strong evidence in favour of shifts in the distribution of the annual
maximum temperature throughout most of Europe. It would be interesting to compare our results with those obtained using different data sources. For example, the recently available EUSTACE (Brugnara et al. 2019) global temperature data covers the period 1850-2015 and thus
would allow for more robust estimation of changes in the distribution of annual maximum temperatures. Similarly, fitting models such as those considered in Chapter 5 using climate model
output, e.g., from the Coupled Model Intercomparison Project Phase 6 (CMIP6) (Eyring et al.
2016), would allow us to better understand the relationship between greenhouse gases and temperature extremes, as well as allowing us to consider the more difficult problem of attribution
(Titley et al. 2016) as opposed to the more straightforward task of detecting changes. It would
also be of interest to apply the methodology of Chapter 5 to other climatological variables such
as precipitation. Trenberth (2011) describes a mechanism whereby a warming climate would be
expected to lead to more intense precipitation events and our methodology provides a relatively
simple and efficient way to detect and quantify such changes.
The non-parametric methodology of Chapter 6 which allows us to understand how biases in
several climatological variables and their dependence structure contribute to biases in a hazard
indicator (which is a function of the climatological variables), could be modified to make a more
efficient use of the data. In particular, a key step in the methodology involves transforming one
of the climatological variables from the reference data so that it is identically distributed as the
same variable from the climate model. Our approach was to apply the probability integral transform using empirical distribution functions. An alternative approach to using empirical distributions would be to use the semi-parametric marginal model of Coles & Tawn (1991) which
we used in Chapter 3. This involves fitting a generalized Pareto distribution to the marginal
tail, above some high threshold u, and using the empirical distribution below u. This approach
would allow us to better understand how biases in the tail of a climatological variable contribute
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to the bias in extreme quantities such as return levels of a hazard index. Moreover, when fitting
the generalized Pareto distribution to the marginal tails, it would be natural to pull strength from
neighbouring grid boxes as was done in Chapter 5 as opposed the independent grid box analysis
as was done in Chapter 6. Finally, it would be interesting to apply the methodology of Chapter
6 to quantities more frequently encountered in extreme value analyses. For example, it could
be used to understand how biases in the tail indices of two univariate drivers as well as their tail
dependence, as measured by χ (Ledford & Tawn 2003) say, contribute to bias in estimates of
extremal quantities such as return levels of a hazard index which is a function of the univariate
drivers.
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global land station daily air temperature dataset’, Geoscience Data Journal 6, 189–204.
Brunsdon, C., Fotheringham, S. & Charlton, M. (1998), ‘Geographically weighted regression-modelling
spatial non-stationarity’, Journal of the Royal Statistical Society. Series D (The Statistician) 47, 431–
443.
Carlstein, E. (1986), ‘The use of subseries values for estimating the variance of a general statistic from
a stationary sequence’, The Annals of Statistics 14, 1171 – 1179.
Charney, J., Arakawa, A., Baker, D., Bolin, B. Dickinson, R., Goody, R., Leith, C., Stommel, H. &
Wunsch, C. (1979), Carbon Dioxide and Climate: A Scientific Assessment, The National Academies
Press, Washington, DC.
Chavez-Demoulin, V. & Davison, A. C. (2005), ‘Generalized additive modelling of sample extremes’,
Journal of the Royal Statistical Society: Series C (Applied Statistics) 54, 207–222.
Chen, S.-Y., Feng, Z. & Yi, X. (2017), ‘A general introduction to adjustment for multiple comparisons’,
J Thorac Dis. 9, 1725–1729.
Chernick, M., Hsing, T. & McCormick, W. (1991), ‘Calculating the extremal index for a class of stationary sequences’, Advances in Applied Probability 23, 835–850.
Coles, S. & Dixon, M. (1999), ‘Likelihood-based inference for extreme value models’, Extremes 2, 5–23.
Coles, S. G. (2001), An Introduction to Statistical Modeling of Extreme Values, Springer–Verlag, London.
Coles, S. G. & Tawn, J. A. (1991), ‘Modelling extreme multivariate events’, Journal of the Royal Statistical Society: Series B (Methodological) 53, 377–392.
Coles, S. G., Tawn, J. A. & Smith, R. L. (1994), ‘A seasonal Markov model for extremely low temperatures’, Environmetrics 5, 221–239.
Cooley, D. (2013), Return periods and return levels under climate change, in A. AghaKouchak, D. Easterling, K. Hsu, S. Schubert & S. Sorooshian, eds, ‘Extremes in a Changing Climate: Detection, Analysis
and Uncertainty’, Springer Netherlands, Dordrecht, pp. 97–114.
Cornes, R., Schrier, G., Van den Besselaar, E. & Jones, P. (2018), ‘An ensemble version of the E-OBS
temperature and precipitation data sets’, Journal of Geophysical Research: Atmospheres 123, 9391–
9409.
Dale, M. & Fortin, M.-J. (2009), ‘Spatial autocorrelation and statistical tests: some solutions’, Journal
of Agricultural, Biological, and Environmental Statistics 14, 188–206.

153

Davison, A. C. & Smith, R. L. (1990), ‘Models for exceedances over high thresholds’, Journal of the
Royal Statistical Society: Series B (Methodological) 52, 393–442.
Davydov, Y. A. (1973), ‘Mixing conditions for Markov chains’, Theory of Probability and its Applications 18, 312–328.
de Bono, A., Giuliani, G., Kluser, S. & Peduzzi, P. (2004), ‘Impacts of summer 2003 heat wave in
Europe’, UNEP/DEWA/GRID Eur. Environ. Alert Bull. 2, 1–4.
de Haan, L. (2015), ‘Convergence of heteroscedastic extremes’, Statistics & Probability Letters 101, 38–
39.
de Haan, L. & Ferreira, A. (2006), Extreme Value Theory: An Introduction, Springer Series in Operations
Research and Statistics, Springer.
Dee, D. P., Uppala, S. M., Simmons, A. J., Berrisford, P., Poli, P., Kobayashi, S., Andrae, U., Balmaseda,
M. A., Balsamo, G., Bauer, P., Bechtold, P., Beljaars, A. C. M., van de Berg, L., Bidlot, J., Bormann,
N., Delsol, C., Dragani, R., Fuentes, M., Geer, A. J., Haimberger, L., Healy, S. B., Hersbach, H.,
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Schär, C., Vidale, P., Lüthi, D., Frei, C., Häberli, C., Liniger, M. & Appenzeller, C. (2004), ‘The role of
increasing temperature variability in European summer heatwaves’, Nature 427, 332–6.
Schrier, G., Van den Besselaar, E., Tank, A. & Verver, G. (2013), ‘Monitoring European average temperature based on the E-OBS gridded data set’, Journal of Geophysical Research: Atmospheres 118, 5120–
5135.
Sharkey, P. & Winter, H. (2018), ‘A bayesian spatial hierarchical model for extreme precipitation in great
britain’, Environmetrics 30, e2529.

159

Shooter, R., Ross, E., Ribal, A., Young, I. R. & Jonathan, P. (2021), ‘Spatial dependence of extreme seas
in the North East Atlantic from satellite altimeter measurements’, Environmetrics 32, e2674.
Shooter, R., Ross, E., Tawn, J. & Jonathan, P. (2019), ‘On spatial conditional extremes for ocean storm
severity’, Environmetrics 30, e2562.
Sibuya, M. (1960), ‘Bivariate extreme statistics. I’, Ann. Inst. Statist. Math. Tokyo 11, 195–210.
Simpson, E., Opitz, T. & Wadsworth, J. (2020), ‘High-dimensional modeling of spatial and spatiotemporal conditional extremes using INLA and the SPDE approach’, arXiv:2011.04486 .
Sklar, M. J. (1959), Fonctions de repartition a n dimensions et leurs marges, Vol. 8, de l’Institut Statistique
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Wood, S., Pya, N. & Säfken, B. (2016), ‘Smoothing parameter and model selection for general smooth
models’, Journal of the American Statistical Association 111, 1548–1575.
Youngman, B. (2020), evgam: Generalised Additive Extreme Value Models. R package version 0.1.2.
Youngman, B. D. (2019), ‘Generalized additive models for exceedances of high thresholds with an application to return level estimation for U.S. wind gusts’, Journal of the American Statistical Association
114, 1865–1879.
Yue, S., Pilon, P., Phinney, B. & Cavadias, G. (2002), ‘The influence of autocorrelation on the ability to
detect trend in hydrological series’, Hydrological Processes 16, 1807–1829.
Zscheischler, J. & Fischer, E. M. (2020), ‘The record-breaking compound hot and dry 2018 growing
season in Germany’, Weather and Climate Extremes 29, 100270.
Zscheischler, J., Fischer, E. M. & Lange, S. (2019), ‘The effect of univariate bias adjustment on multivariate hazard estimates’, Earth System Dynamics 10, 31–43.
Zscheischler, J., Martius, O., Westra, S., Bevacqua, E., Raymond, C., Horton, R., Hurk, B., AghaKouchak, A., Jézéquel, A., Mahecha, M., Maraun, D., Ramos, A., Ridder, N., Thiery, W. & Vignotto,
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