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Abstract

Given a dataset of examples, distribution estimation is the task of approximating the
assumed underlying probability distribution from which those samples were drawn.
Neural distribution estimation relies on the powerful function approximation capabilities
of deep neural networks to build models for this purpose, and excels when data is
high-dimensional and exhibits complex, nonlinear dependencies. In this thesis, we
explore several approaches to neural distribution estimation, and present a unified
perspective for these methods based on a two-part design principle. In particular, we
examine how many models iteratively break down the task of distribution estimation
into a series of tractable sub-tasks, before fitting a multi-step generative process which
combines solutions to these sub-tasks in order to approximate the data distribution
of interest. Framing distribution estimation as a two-part problem provides a shared
language in which to compare and contrast prevalent models in the literature, and also
allows for discussion of alternative approaches which do not follow this structure.

We first present the Autoregressive Energy Machine, an energy-based model which is
trained by approximate maximum likelihood through an autoregressive decomposition.
The method demonstrates the flexibility of an energy-based model over an explicitly
normalized model, and the novel application of autoregressive importance sampling
highlights the benefit of an autoregressive approach to distribution estimation which
recursively transforms the problem into a series of univariate tasks.

Next, we present Neural Spline Flows, a class of normalizing flow models based on
monotonic spline transformations which admit both an explicit inverse and a tractable
Jacobian determinant. Normalizing flows tackle distribution estimation by searching for
an invertible map between the data distribution and a more tractable base distribution,
and this map is typically constructed as the composition of a series of invertible building
blocks. We demonstrate that spline flows can be used to enhance density estimation of
tabular data, variational inference in latent variable models, and generative modeling of
natural images.

The third chapter presents Maximum Likelihood Training of Score-Based Diffusion
Models. Generative models based on estimation of the gradient of the logarithm of
the probability density—or score function—have recently gained traction as a powerful
modeling paradigm, in which the data distribution is gradually transformed toward
a tractable base distribution by means of a stochastic process. The paper illustrates
how this class of models can be trained by maximum likelihood, resulting in a model
which is functionally equivalent to a continuous normalizing flow, and which bridges the
gap between two branches of the literature. We also discuss latent-variable generative
models more broadly, of which diffusion models are a structured special case.

Finally, we present On Contrastive Learning for Likelihood-Free Inference, a unifying
perspective for likelihood-free inference methods which perform Bayesian inference
using either density estimation or density-ratio estimation. Likelihood-free inference
focuses on inference in stochastic simulator models where the likelihood of parameters
given observations is computationally intractable, and traditional inference methods
fall short. In addition to illustrating the power of normalizing flows as generic tools for
density estimation, this chapter also gives us the opportunity to discuss likelihood-free
models more broadly. These so-called implicit generative models form a large part of the
distribution estimation literature under the umbrella of generative adversarial networks,
and are distinct in how they treat distribution estimation as a one-part problem.
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Lay Summary

Imagine a guessing game where you are shown a set of numbers, and asked to provide
more examples consistent with those you have been shown. For example, a candidate
set of numbers might be {2, 2, 4, 8, 3}. Before responding, you are likely to make a few
assumptions, even if you do not make these consciously. For instance, you are less
likely to guess negative, non-whole numbers like −11/7, because the numbers you have
been shown are positive, whole numbers. You might also be more likely to guess even
numbers, or powers of two, because they make up the majority of the set you have been
shown, even though you know odd numbers are also plausible. There are also limits
to this line of reasoning, though, because extremely large powers of two, like 232, are
also atypical for the examples you have seen. You are also unlikely to guess the word
‘panda’, because all the examples provided are digits.

In making these assumptions, you have distributed degrees of belief, or probability,
across the collection of things you feel might be consistent with the observed examples;
in other words, you have constructed a basic model. Indeed, a natural model to choose
would be one which makes the dataset you saw highly probable. Although there is no
right answer when making a guess, you can nevertheless use such a model to make an
informed choice derived from data. In addition to making new guesses, you might also
be able to roughly grade others’ guesses under your model. For example, you would
likely assign zero probability to the guess ‘goose’, little probability to the guess ‘17’,
and high probability to the guess ‘2’.

In this example, the set of numbers serves as a dataset of observations from some unknown
underlying probability distribution in the world. Moreover, we have no information
about this distribution other than the observations we are given. Distribution estimation
is the task of constructing a model for the underlying distribution from which these
examples have been drawn, and we are particularly interested in how machines can
be used to build distribution models. Such models should be able to produce new
examples which are consistent with the set we have been shown, and should also provide
a numerical grade or score quantifying the relative probability of that example relative
to the reference set.

In this thesis, we present a number of approaches to distribution estimation based
on neural networks, which are powerful tools capable of processing and extracting
patterns from large amounts of data. Neural networks are especially useful for building
distribution models which can handle datasets of rich media, such as sequences of text
or the pixels of a digital image. We present a two-part design principle for distribution
models which can be used to discuss a number of existing approaches in the literature,
and which sheds some light on the success of certain models relative to others. Finally,
we consider an application of distribution estimation to updating probabilistic beliefs
given evidence, a task known as Bayesian inference.
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Chapter 1

Introduction

Building models with the ability to capture the rich structure of high-dimensional data
is a core challenge in machine learning. Such models allow machines to uncover patterns
in large datasets without explicit human annotation. Viewed from a probabilistic
perspective, these models constitute probability distributions estimated from the observed
data. They enable machines to synthesize new examples in the style of the observed
data, quantify how probable newly observed data is under their learned model, perform
compression, and potentially even plan and make decisions about how they should act
in a particular environment.

Distribution estimation in high-dimensions is difficult, however. Often, the amount
of data needed to fit a useful model can increase exponentially with dimensionality,
one of many examples of the curse of dimensionality. Non-parametric methods, or
methods whose complexity increases with the number of data points, are one class of
models which suffer noticeably from this phenomenon. As an example, kernel density
estimation, once a popular non-parametric approach for distribution estimation, has
in many cases been replaced and surpassed by parametric methods based on neural
networks, the subject of this thesis.

Neural networks have contributed significantly to the rapid progress in machine learn-
ing over the past decade. They act as generic function approximation tools, and are
constructed by stacking blocks of alternating linear and elementwise nonlinear trans-
formations, leading to the term deep learning being used to describe their broad area
of application. Neural networks are data-hungry, and often require a suitable differen-
tiable scalar objective so that their parameters can be fit by gradient-based stochastic
optimization. However, neural networks are also powerful and flexible tools which have
continually proven effective across a range of challenging high-dimensional tasks.

Naturally, deep learning has been combined with probabilistic methods for distribution
estimation. Recently, a considerable literature has sprung up around this topic. Rather
than abiding by a single approach, the community has explored multiple ways in which
neural networks can be used to parameterize distributions. While these models are
not a panacea, they have allowed us to push distribution estimation far beyond what
was possible in the past. These advances have allowed practitioners to model the
complex non-linear dependencies in diverse media such as images, audio, and text with
unprecedented fidelity and scale.

The demands placed on such models are ever-increasing, however. Modern state-of-the-
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Chapter 1. Introduction 2

art natural-language models produce long-range coherent prose and perform complex
multistep reasoning tasks, while state-of-the-art models for natural images are capable
of generating high-resolution output given just a text description. Nevertheless, much
remains out-of-reach, such as convincing synthesis of book-length text or film-length
video. These challenges require us to build ever-more efficient distribution models, which
make the most of the finite data available. Proposed approaches vary considerably in
how they frame distribution estimation, and each one ultimately has its shortcomings.
It is thus useful to discuss these approaches in a common language, and make explicit
the ways in which these shortcomings manifest.

This thesis examines several methods for distribution estimation with neural networks,
as well as an application of neural distribution estimation to the problem of likelihood-
free inference, which we explain in chapter 6. This thesis also presents a unified view
on neural distribution estimation by examining how distribution models iteratively
break down the task of distribution estimation into tractable sub-tasks, before fitting a
multistep generative process which combines solutions to these sub-tasks to approximate
the data distribution of interest. Framing distribution estimation as a two-part problem
provides a shared language in which to compare and contrast prevalent models in the
literature, and also allows for discussion of alternative approaches which do not follow
this structure.

Primary contributions and structure of the thesis

This thesis consists of four main chapters, each of which is structured around a central
publication. These publications constitute the primary contributions of the thesis.
Outside the publications themselves, this thesis presents a unifying view of distribution
estimation that places the major contributions of the papers in context. Chapter 2
first outlines some background, and then presents a simple framework for distribution
estimation, which we will use to discuss the methods introduced later. Although the
various approaches presented in each chapter may initially appear distinct, we will
unravel the common thread between the works, and present a core design principle and
learning paradigm which underpins many of the commonly used models in the literature.
Each publication-based chapter includes the associated paper as it appeared in its
respective venue proceedings. I contextualize the paper in the surrounding literature
and outline the explicit contributions. Where relevant, I also relate the chosen class of
models to the two-part design principle introduced in chapter 2.

Chapter 3 discusses autoregressive and energy-based models, and is based on the paper

Nash, C. and Durkan, C. (2019). Autoregressive Energy Machines. In
Proceedings of the 36th International Conference on Machine Learning.

Energy-based models are a flexible class of methods for distribution estimation that
can often be unwieldy to train. This is because the associated normalizing constant
for the energy-function is difficult to compute in high-dimensions, and the normalizing
constant, or an approximation, is required for training by maximum-likelihood. The
paper proposes a method to approximately compute the normalizing constant using
parallelized importance sampling in an autoregressive decomposition.

Chapter 4 focuses on normalizing flows, a class of models which offer both exact
evaluation and sampling, and is based on the paper
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Durkan, C., Bekasov, A., Murray, I., and Papamakarios, G. (2019b). Neural
Spline Flows. In Advances in Neural Information Processing Systems 32.

Normalizing flows rely on the careful design of tractable building blocks which are
composed to increase flexibility of the flow. To this end, the paper proposes a novel
flow transformation based on parameterized monotonic splines, enriching a wide range
of normalizing flow models.

Chapter 5 discusses diffusion models, and is based on the paper

Song, Y., Durkan, C., Murray, I., and Ermon, S. (2021b). Maximum Like-
lihood Training of Score-Based Diffusion Models. In Advances in Neural
Information Processing Systems 35.

Diffusion models are a recently proposed class of models which construct a bridge
between the data distribution and a tractable base distribution using a diffusion process.
The paper shows how these models can be trained by maximum-likelihood, completing
the equivalence between these models and continuous-time normalizing flows. This
chapter also discusses latent-variable models more broadly, of which diffusion models
are a structured special case. In particular, we compare and contrast the popular class
of latent-variable models known as variational autoencoders with diffusion models in
the two-part framework.

Chapter 6 discusses likelihood-free inference and implicit models, and is based on the
paper

Durkan, C., Murray, I., and Papamakarios, G. (2020). On Contrastive Learn-
ing for Likelihood-free Inference. In Proceedings of the 37th International
Conference on Machine Learning.

The paper considers recent work in likelihood-free inference at the crossroads of density
estimation and density-ratio estimation, providing an explicit framework in which these
approaches can be compared and demonstrating a practical use-case for distribution
estimation methods. Likelihood-free inference often arises as a result of parameterized
simulator models, which are commonly used in science and engineering to describe the
generative process of some natural phenomenon. Simulators define a likelihood function
implicitly through their generative process, and so we also give a brief overview of how
these so-called implicit models can be used for distribution estimation, referring to the
large body of work related to generative adversarial networks.



Chapter 2

Distribution Estimation as a
Two-Part Problem

This chapter presents the problem of distribution estimation. We define what we
mean by a distribution for the purposes of this thesis, what we mean by a model for
distribution estimation, and how the parameters of such a model can be fit in practice.
Finally, we describe a two-part design principle which will serve as a central framework
for discussion of the methods proposed in this thesis, as well as a range of alternative
approaches in the literature.

2.1 The problem of distribution estimation

What is a distribution? Measure theory (Tao, 2013) is the branch of mathematics
which formalizes the notion of the ‘size’ of a set, and it is upon these foundations that
probability theory is built. Probability theory limits itself to sets with total size one
to model the collection of possible outcomes which may occur in some random event.
Probability theory takes great care in defining its key objects, and for certain areas of
study, meticulous definition of these objects is crucial. In this thesis, however, we take
a much more practical view of probability, and we are much less careful in our use of
language. We wish to build probabilistic models of data encountered in the real-world,
and while the models we consider are indeed subject to the rules set out by probability
theory, we are primarily interested in the practical design, construction, and fitting of
these models. Embracing probabilistic thinking will serve us well in pursuit of this goal,
but a rigorous discussion of probability theory is not required.

For our purposes, we will consider a probability distribution as an object p with the
following characteristics:

• We suppose there is some set of vector-valued possible outcomes X, which may be
countable or uncountable. Through evaluation of p(·), the distribution assigns non-
negative scalar values to subsets of this total set of outcomes, with the constraint
that the sum of values assigned by the distribution to any partition of X is equal
to 1. If the set X is countable, this constraint can be formalized using the sum

∑

x∈X
p(x) = 1,

4



Chapter 2. Distribution Estimation as a Two-Part Problem 5

and p(·) is known as the probability mass function for the distribution. If the set
X is uncountable, this constraint can be formalized using the integral

∫

X
p(x) dx = 1,

and p(·) is known as the probability density function for the distribution. In an
abuse of terminology, we use the term ‘probability’ to describe the output of both
mass and density functions, even though this usage is only formally correct for a
probability mass function.

• We also suppose there is a method for sampling which produces random draws
x ∼ p from the distribution which occur with relative probability given by the
distribution’s mass or density function.

A distribution model. We now turn to what it means to build a model for a
distribution. Suppose we are given a dataset D =

{
x(n)

}
N
n=1, which we assume consists

of independent and identically distributed data points from some unknown distribution
of interest p. We wish to build a probabilistic model pθ for this data, with parameters θ
which will be fit from the data, and with no other information about the data-generating
process beyond these observations.1 To this end, we introduce a model as an object pθ
with the following two methods based on the distribution object outlined above:

(i) We assume the model allows for approximate or exact evaluation of the logarithm
of the probability density or mass function log pθ(·) defined by the model, or a
bound thereof. This functionality serves a dual purpose: on the one hand as a
method for model criticism, but primarily as a criterion for learning, as we will
soon discuss.

(ii) We assume the model allows for approximate or exact sampling of the probability
density or mass function defined by the model so that we can draw samples x ∼ pθ.
For a well-chosen model, these samples should closely resemble examples from the
reference dataset we have been given.

If the focus of the learning task is synthesizing novel examples in the style of the
data, the task is often termed generative modeling, and pθ the associated generative
model ; if the focus of the learning task is estimation of log pθ(·), the task is often
termed mass/density estimation, and pθ the associated mass/density estimator. We use
distribution estimation as an umbrella term under which to gather these models, which
may offer sampling, log-probability evaluation, or both.

Furthermore, when the parameters θ correspond to the parameters of some underlying
neural network fθ upon which the model is built, we call pθ a neural distribution estimator.
For our purposes, we treat a neural network as a parameterized function approximator fθ
which is differentiable with respect to its parameters θ, making it amenable to gradient-
based optimization. We make no assumptions about the dimensionality or cardinality
of the network’s inputs and outputs, nor do we specify any particular architectural
constraints. For instance, conditional distributions p(x |y) can be easily modeled by

1The term ‘distribution estimation’ may also be used to refer to the problem where we can evaluate
the mass or density function of some unknown distribution up to a constant, and we wish to construct
a model which matches this distribution under evaluation but can also be used to perform sampling
and other operations. In this thesis, we focus only on the problem of distribution estimation where we
have independent and identically distributed data from an unknown distribution of interest.
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passing extra input y to the network parameterizing the distribution. This decoupling
of specific neural network architecture and probabilistic model construction means that
we can often benefit from developments in deep learning as they occur. For background
material in deep learning, we refer the reader to Goodfellow et al. (2016) and Murphy
(2022, Section III).

2.2 Maximum likelihood estimation

The ability to evaluate the log-probability of an input data point under a given model is
invaluable. If we interpret the log-probability of a given input data point as a function
of the current model parameters, we obtain a way to quantify how well those parameters
explain that data point. When viewed as a function of the model parameters, the
log-probability log pθ(x) is termed the log-likelihood function. To quantify how well
model parameters explain our dataset as a whole, we can rely on the independent and
identically distribution nature of the data:

L(θ;D) := log pθ(D) = log
N∏

n=1

pθ(x(n)) =
N∑

n=1

log pθ(x(n)). (2.1)

Maximum likelihood estimation is the process of maximizing this (log)-likelihood function
with respect to the model parameters θ, which selects the parameters which make the
observed data most probable.2 Because of the i.i.d. assumption, we often focus on how
to compute the single-datum log-likelihood log pθ(x), since the log-likelihood for the
entire dataset, or a minibatch, follows in a straightforward manner. In some cases, the
single-datum log-likelihood may be available exactly, but in other cases we will only
be able to approximate this quantity, or compute a bound. Nevertheless, if a tractable
approximation or bound is available, we can often use these as surrogates with which
to optimize the likelihood itself. Models for which we can derive the likelihood or a
suitable surrogate are sometimes called prescribed models (Diggle and Gratton, 1984),
in contrast to implicit (likelihood) models, (Mohamed and Lakshminarayanan, 2017)
which we will discuss in Chapter 6.

Most of the models considered in this thesis are trained by maximum-likelihood, since
it provides a simple and principled objective. As discussed in the previous section, the
parameters θ often correspond to the parameters of some underlying neural network
fθ used to construct the distribution model. We can use the log-likelihood averaged
across mini-batches of data as a scalar training objective, and maximize this objective
with respect to the model parameters using gradient ascent. For models not trained by
maximum likelihood, another scalar objective will take its place, and we will discuss
these alternate methods as they arise. Nevertheless, the optimization procedure of
gradient ascent on the underlying parameters of the neural network and model will
remain the same.

Connection to Kullback–Leibler divergence minimization Maximum likeli-
hood can also be motivated in terms of the Kullback–Leibler divergence (KL divergence,
Kullback and Leibler, 1951), a commonly used measure of discrepancy between proba-
bility distributions. For two distributions p(x) and q(x), the KL divergence is defined

2Note that maxθ f(θ) = maxθ log f(θ) since the logarithm is monotonic; we primarily operate in
log-space for numerical convenience.
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as

DKL(p(x) ‖ q(x)) = Ep(x)

[
log

p(x)

q(x)

]
. (2.2)

The KL divergence is always non-negative, but it is not symmetric and does not satisfy
the triangle inequality. If we take q to be our model pθ, and then consider which
parameters minimize the KL divergence DKL(p(x) ‖ pθ(x)), we have

arg min
θ

DKL(p(x) ‖ pθ(x)) = arg min
θ

Ep(x)

[
log

p(x)

pθ(x)

]
(2.3)

= arg max
θ

Ep(x)[log pθ(x)] (2.4)

= arg max
θ

L(θ;D). (2.5)

Thus minimizing DKL(p(x) ‖ pθ(x)) with respect to parameters θ is equivalent to
maximum likelihood. We introduce the equivalence between maximum likelihood and
KL divergence minimization here as precursor to the discussion in the next section.

2.3 Tractable building blocks for distribution models

There is often a trade-off between tractability and flexibility in distribution estimation.
Distributions which offer exact evaluation and sampling and which can be easily fit to
data tend not to offer much in terms of complexity, while flexible models able to capture
the rich dependencies of high-dimensional data tend not to facilitate straightforward
evaluation, sampling, or training. Striking a middle-ground between tractability and
flexibility is therefore vital. Indeed, this thesis will examine a common design principle
for distribution estimation, which breaks down complex models into simpler parts with
tractable subcomponents.

Perhaps the simplest building block which might be considered the starting point for
more elaborate models is the uniform distribution on the unit interval, whose density
function is constant. Samples from this distribution can be used as an entropy source to
seed sampling procedures for other distributions. For example, binning uniform random
samples naturally allows sampling categorical variates, and any distribution with known
closed-form cumulative distribution function (CDF) admits samples through the inverse
transform method.

A canonical example of a tractable distribution for real-valued data is the Gaussian or
normal distribution, which will be a key building block throughout this thesis. Gaussians
offer closed-form expression for their moments and density function, among other
desirable properties. While their CDF cannot be written in closed form, the inverse
CDF can nevertheless be computed to machine precision, and used to draw a sample
from a zero-mean, unit-variance Gaussian. Other methods for drawing samples using
uniform variates include the Box–Muller transform (Box and Muller, 1958). With a
zero-mean and unit-variance sample ε, it is straightforward to develop this into a sample
from a Gaussian with mean µ and variance σ2 using a scale and shift x = µ+ σε.

To sample from a D-dimensional multivariate Gaussian with mean µ and covariance Σ,
we can instead generate a vectorD independent standard normal variates ε = (ε1, . . . , εD)
and then perform a linear transformation x = µ + Lε, where L is the (lower-triangular)
Cholesky decomposition of the covariance Σ = LL>. Additional model complexity
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can be added by forming mixture distributions, which retain tractable evaluation and
sampling through the tractability of their mixture components.

Unfortunately, approaches based on analytical distributions and mixtures thereof can
only take us so far. While efforts have been made to model, for example, statistics
of natural image patches with mixture distributions (Zoran and Weiss, 2011, 2012),
modern methods can take us beyond the capabilities of these methods, even though such
mixtures are universal distribution approximators given enough components (Nguyen
and McLachlan, 2019). The idea of gradually building model complexity through a series
of tractable steps is one which we can extend though, especially when combined with
the powerful function approximation capabilities of deep neural networks. Rich model
classes can be constructed by reducing a generative process to a series of univariate
tasks, or to sampling from a uniform distribution or Gaussian. Examining various
approaches to distribution estimation through this lens also allows us to explore why
certain approaches have seen more success than others, and which principles of the
successful approaches might be desirable to retain in future work.

2.4 Distribution estimation as a two-part problem

We now describe a two-part design principle for building distribution models based on a
deep latent-variable model which factorizes as a Markov chain. The data distribution
will form the starting point of a process which ends at a tractable base distribution,
and the role of this process will be to gradually simplify the structure present in the
data until little of the original signal of interest remains. At each intermediate step,
we can pause and use the remaining signal in the data to guess where we came from
at the previous step. In other words, the destructive process naturally induces a series
of probabilistic tasks which when chained together form a generative process which
reverses the gradual removal of structure.

For concrete examples, we can think of adding increasing amounts of random noise
to the data, reducing the resolution of high-fidelity images or audio, or masking out
dimensions one-at-a-time when modeling discrete sequences such as natural language.
Each of these processes simplifies the joint dependencies in the associated data, and
splits the original modeling task into two new components; first learning the simplified
data distribution, and then learning the original data distribution conditioned on a
solution to the first.

Crucially, structure in the data is refined gradually over the course of the generative
process, and it is this ‘reparameterization’ of a complex task into a series of subtasks
that underpins this approach to distribution estimation. The framework we present is
not novel per se (for example, Kingma and Welling (2019, Section 2.7) present the idea
for a vanilla latent-variable model known as a variational autoencoder (Rezende et al.,
2014; Kingma and Welling, 2014) which we will discuss in chapter 5), and is also not
described in full-generality, but it will nevertheless serve as a useful starting point from
which we can develop extensions in a straightforward way.

2.4.1 Gradually removing structure from data

As before, suppose we are given a dataset D = {x(n)
0 }Nn=1 of i.i.d. samples from some

unknown distribution p(x0), and that we wish to build a parameterized model pθ for
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this D-dimensional data.3 The random variable x0, which may be continuous in RD or
discrete in {1, . . . ,K}D, is generally high-dimensional, and exhibits complex nonlinear
dependencies which often arise due to rich spatial or temporal structure. We follow a
learning principle which seeks to reverse a process that gradually removes or simplifies
the original structure of the data.

Formally, we consider an extended state-space x0:T = {xt}t∈T , where T is a finite index
set and t can be thought of as time (we will later discuss models where t is continuous,
but for now we will restrict discussion to the discrete case). We introduce a joint
distribution qφ(x1:T |x0) which factorizes as a Markov chain over the state-space so that

qφ(x1:T |x0) =
T∏

t=1

qφ(xt |xt−1). (2.6)

We identify the marginal distribution over x0 with the data distribution so that qφ(x0) =
p(x). We include parameters φ for completeness, but q can also be fixed without any
learnable parameters. We use the terms ‘reverse’ and ‘inference’ interchangeably to
describe the path starting at x0 and ending at xT .

2.4.2 Gradually adding structure

For our generative model, we propose a joint distribution pθ(x0:T ) which also factorizes
as a Markov chain, but in the reverse direction, so that

pθ(x0:T ) = pθ(xT )
T∏

t=1

pθ(xt−1 |xt). (2.7)

In some cases, the base distribution pθ(xT ) may not have learnable parameters, and
a common choice will be a standard normal distribution. Otherwise, we make no
assumptions regarding how the parameters θ are assigned to each conditional component;
they may be shared in full, in part, or separate for each component. We use the terms
‘forward’ and ‘generative’ interchangeably to describe the path starting at xT and ending
at x0.

Sampling x0 according to eq. (2.7) is straightforward; we first draw xT ∼ pθ(xT )
from the base distribution, and then move sequentially through the generative process,
drawing xt−1 ∼ pθ(xt−1 |xt) at each step, before finally arriving at x0 ∼ pθ(x0 |x1).
On the other hand, computing the marginal probability of a data point x0 for a given
parameter setting θ requires reasoning about all the possible paths through the extended
state space which end in x0. This makes maximum likelihood learning of the generative
parameters difficult, and it is here that the inference distribution qφ becomes important.

2.4.3 Distribution matching in data space

Firstly, we can view eq. (2.6) as an importance sampler for the intractable marginal
probability of data under our model:

pθ(x0) =

∫
pθ(x0:T ) dx1:T = Eqφ(x1:T |x0)

[
pθ(x0:T )

qφ(x1:T |x0)

]
. (2.8)

3We use p(x0) to refer to both the unknown true distribution and the empirical distribution

p(x0) =
∑N

n=1 δ(x0 − x
(n)
0 ), so that expectations under p(x0) can represent either integrals or sums

depending on the context.
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. . .

Figure 2.1: A graphical representation of the two-part distribution model around which
we base our discussion, assuming a finite extended state-space. The generative process
begins at the final variable xT and ends at data x0, and is illustrated with solid lines
along the bottom. Conversely, the destructive process begins at data x0 and ends at
the final variable xT , and is illustrated using dashed lines along the top.

The intuition here is that qφ suggests plausible paths through the state-space which
can be used to approximate the integral. Taking logarithms on both sides, applying
Jensen’s inequality to swap the expectation and logarithm on the right-hand side, and
finally averaging both sides over the data distribution, we recover the standard evidence
lower bound (ELBO, Wainwright and Jordan, 2008):

Ep(x0)[log pθ(x0)] ≥ Ep(x0)qφ(x1:T |x0)

[
log

pθ(x0:T )

qφ(x1:T |x0)

]
. (2.9)

If we exploit the Markov structure of eqs. (2.6) and (2.7), this expression simplifies to

Ep(x0)[log pθ(x0)] ≥ Eqφ(xT )[log pθ(xT )] +

T∑

t=1

Eqφ(xt−1,xt)

[
log

pθ(xt−1 |xt)

qφ(xt |xt−1)

]
. (2.10)

Gradients of this bound with respect to θ can be approximated using Monte Carlo
sampling. On the other hand, gradients of this bound with respect to φ relate to a
more general problem in machine learning (Monte Carlo gradient estimation, Mohamed
et al., 2020, eq. 2). Approaches to this problem include the score-function estimator
and the pathwise gradient estimator, of which the pathwise gradient estimator is the
more common for deep latent-variable models in recent years (Rezende et al., 2014;
Kingma and Welling, 2014).

There is more to be said here though—although the generative parameters θ appear
on both sides of eqs. (2.9) and (2.10), the inference parameters φ appear only on the
right. In this way, the evidence lower bound emphasizes matching the marginal of our
model pθ(x0) to the data distribution p(x0), but does not paint a full picture of the
interaction between the generative and inference processes. Discussion beyond marginal
matching in data space is important because our generative model eq. (2.7) involves the
entire state space x0:T , not just the observation x0.

2.4.4 Distribution matching in extended state space

Suppose we combine the inference distribution qφ(x1:T |x0) and the data distribution
p(x0) to define a data-augmented inference distribution qφ(x0:T ) = p(x0)qφ(x1:T |x0).
Matching this joint distribution to the generative process pθ(x0:T ) by minimizing KL
divergence is equivalent to maximizing the lower bound in eq. (2.9), since

DKL(qφ(x0:T ) ‖ pθ(x0:T )) = Eqφ(x0:T )

[
log

qφ(x0:T )

pθ(x0:T )

]

= Ep(x0)[log p(x0)]− Eqφ(x0:T )

[
log

pθ(x0:T )

qφ(x1:T |x0)

]
. (2.11)
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The first term on the right-hand side above is the negative entropy of the data distribu-
tion, which is constant with respect to both θ and φ. The second term is the negative
evidence lower bound, as in eq. (2.9). Thus, maximization of the evidence lower bound
is equivalent to KL divergence minimization in an extended state space (Kingma and
Welling, 2019, sec. 2.7).

To make clear the manner in which the forward process and reverse process are matched
by KL divergence minimization, we can once again exploit the Markov structure
of eqs. (2.6) and (2.7). Firstly, although the generative process is defined to start at xT

and end at x0, it also implicitly defines a reverse path in the opposite direction, since

pθ(xT )
T∏

t=1

pθ(xt−1 |xt) = pθ(xT )
T∏

t=1

pθ(xt |xt−1)pθ(xt−1)

pθ(xt)
= pθ(x0)

T∏

t=1

pθ(xt |xt−1).

(2.12)

Intuitively, this expression exploits the fact that we can stop at any forward step
pθ(xt−1 |xt) of the generative process and ask where we might have come from at the
previous step, and this is formally characterized by pθ(xt |xt−1). Chaining this reasoning
together across the entire process means we can define a ‘posterior’ over forward paths
which starts at data x0 and ends at xt. Analogously, there is also an implicitly defined
‘posterior’ for the data-augmented inference process qφ(x0:T ) = p(x0)qφ(x1:T |x0), since

p(x0)

T∏

t=1

qφ(xt |xt−1) = p(x0)

T∏

t=1

qφ(xt−1 |xt)qφ(xt)

qφ(xt−1)
= qφ(xt)

T∏

t=1

qφ(xt−1 |xt). (2.13)

Similarly to the generative process, the intuition here is that we can pause at any step
qφ(xt |xt−1) of the inference process and reason about where we think we came from at
the previous step, and this is formally characterized by qφ(xt−1 |xt).

With eq. (2.13), we can now decompose the KL divergence DKL(qφ(x0:T ) ‖ pθ(x0:T ))
between the joint distributions qφ(x0:T ) and pθ(x0:T ) in the following way (see ap-
pendix A.1.1 for derivation):

DKL(qφ(x0:T ) ‖ pθ(x0:T )) = DKL(qφ(xT ) ‖ pθ(xT ))

+
T∑

t=1

Eqφ(xt)[DKL(qφ(xt−1 |xt) ‖ pθ(xt−1 |xt))]. (2.14)

This is an intuitive result; in addition to matching the marginals over the final latent
xT , each reverse step qφ(xt |xt−1) of the inference process defines a ‘reverse posterior’
qφ(xt−1 |xt) which must be matched by each corresponding forward step pθ(xt−1|xt)
of the generative process when averaged under qφ(xt). In this way, the generative
process learns to reverse the trajectories defined by the inference process, starting at
xT . Equivalently, we can use eq. (2.12) to adopt the dual view (see appendix A.1.2 for
derivation):

DKL(qφ(x0:T ) ‖ pθ(x0:T )) = DKL(p(x0) ‖ pθ(x0))

+
T∑

t=1

Eqφ(xt−1)[DKL(qφ(xt |xt−1) ‖ pθ(xt |xt−1))].

(2.15)
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This expression tells us that each reverse step qφ(xt |xt−1) of the inference process must
match the ‘forward posterior’ pθ(xt|xt−1) defined by each forward step pθ(xt−1|xt) of
the generative process when averaged under qφ(xt−1), and that the observation marginal
pθ(x0) must match the data distribution. In this way, the inference process learns to
reverse the trajectories defined by the forward process, starting at x0.

To summarize, we have formulated a two-part model consisting of both a generative
component pθ(x0:T ) and an inference component qφ(x1:T |x0), each of which factorizes as
a Markov chain. We can interpret the generative process and data-augmented inference
process as two joint distributions over the same graphical model. Learning amounts
to searching for generative parameters θ and inference parameters φ which match
these joint distributions, and this is formally achieved through minimization of the
KL divergence DKL(qφ(x0:T ) ‖ pθ(x0:T )). At optimality, the forward process matches
the ‘posterior’ of the reverse process, or equivalently, the reverse process matches the
‘posterior’ of the forward process, and both generative and inference processes are
correctly aligned.

2.4.5 A necessary criterion for matching the data distribution

One important property for our model is that the generative process should start where
the inference process ends. In other words, we should have

pθ(xT ) ≈ qφ(xT ), (2.16)

at least approximately. Intuitively, this asks the inference process to remove structure
in such a way that the end-point of the extended state-space is sufficiently ‘simple’. If
this is not the case, and samples from pθ(xT ) deviate significantly from qφ(xT ), the
generative process is effectively seeded incorrectly, and there is no reason why the
remainder of the learned model should perform well during sampling. This is because
the inference process has not removed the full joint-dependency structure from the
original data, or enough so that what remains is well modeled by the base distribution
pθ(xT ).

On the other hand, this criterion alone is not sufficient for the model to recover the
data distribution. To see why, consider an inference process which replaces the data
distribution with Gaussian noise in a single step, so that

q(x1 |x0) = q(x1) = N (x1; 0, I). (2.17)

Here we can choose p(x1) = q(x1), but x1 is independent of x0, so fitting pθ(x0 |x1)
just reduces to the original problem of fitting the data distribution p(x). Striking a
balance is therefore necessary; we should simplify joint dependency structure gradually
to ensure intermediate learning tasks are well-graded, but also ensure this process is
sufficient to reduce the base problem to an almost-trivial task.

Throughout this thesis, we will examine the degree to which various model classes satisfy
this criterion, and how this criterion can be used as a diagnostic tool for model design.
In some cases, the model class will be set up to enforce matching the base distribution,
such as with diffusion models (section 5.1), which involve a noising process that bridges
the data distribution to a fixed Gaussian. Autoregressive models (section 3.1), which
don’t strictly enforce adherence to a base distribution, nevertheless reduce distribution
estimation to a first-step which involves modeling a single one-dimensional marginal.
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In other cases, the model class can struggle to match the base distribution, and this
is often a key drawback, as we will see with both normalizing flows (section 4.1) and
latent-variable models in the variational autoencoding framework section 5.3. Finally,
we will briefly discuss implicit generative models in this context (section 6.4), which
fit a generative process without any inference component, and face other difficulties in
both training and evaluation because of this.



Chapter 3

Autoregressive and Energy-Based
Models

Two major approaches to distribution estimation are autoregressive and energy-based
models. Autoregressive models are known for their simplicity and have become the
dominant paradigm for modeling discrete data, while energy-based models are notorious
for their intractability, and are often difficult to train, evaluate, and sample from. First,
this chapter presents a brief overview of both classes of models, and discusses how
autoregressive models can be viewed in the two-part framework. The main contribution
of the chapter is then the paper ‘Autoregressive Energy Machines’, which explores how
an autoregressive decomposition allows training energy-based models by approximate
maximum-likelihood.

3.1 Autoregressive models

The chain rule of probability conveniently allows us to decompose any joint distribution
over aD-dimensional random variable into the product ofD one-dimensional conditionals
as follows:

pθ(x) =

D∏

d=1

pθ(xd |x<d). (3.1)

This decomposition requires the choice of a specific ordering for the dimensions, and
the marginal pθ(x1 |x<1) = pθ(x1) is defined as the starting point of the generative
process. A model in which the joint distribution is decomposed in this way is known as
an autoregressive model, and the univariate conditionals are often parameterized and
learned. Autoregressive models make no independence assumptions a priori, and their
tractability and simplicity make them a popular modeling paradigm.

Complexity in autoregressive models can be built gradually. Consider a simple autoregres-
sive model for D-dimensional binary-valued data. If each conditional is parameterized
using a linear function of the input, so that

pθ(xd |x<d) = σ(θ>d x<d), (3.2)

where σ(·) is the logistic sigmoid, then such a model is really a series of D logistic
classifiers. Each parameter vector θd can be arranged in a lower-triangular matrix so

14
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that features can be computed in a single matrix multiplication. This model can then
be readily extended to softmax regression for categorical data, and, with some careful
accounting to make sure autoregressive dependencies are satisfied, the probabilities can
be computed using a nonlinear function of the input so that

pθ(xd |x<d) = C(xd; fθ(x<d)), (3.3)

where C(·;θ′) indicates a categorical distribution with parameters θ′. Such a model
is really a series of D nonlinear softmax classifiers. For real-valued data, the feature-
extractor fθ can output the parameters of an appropriate analytic distribution such as
a Gaussian, or some mixture thereof. When fθ is a deep neural network, autoregressive
models like these can be quite formidable.

A brief history of neural autoregressive models

Modeling conditional distributions using (mixtures) of closed-form distributions pa-
rameterized by neural networks can be traced at least as far back as Mixture Density
Networks (MDNs, Bishop, 1994). Bengio and Bengio (1999) investigated perhaps the
first explicit instance of neural autoregressive distribution estimation using a network
with a single-hidden layer. The Neural Autoregressive Distribution Estimator (NADE,
Larochelle and Murray, 2011) was proposed concurrently with (Gregor and LeCun,
2011) for modeling binary data, and exploited a weight-sharing scheme to reduce the
complexity of likelihood computation compared to (Bengio and Bengio, 1999).

A flurry of activity in neural autoregressive distribution followed quickly after. The
Real-Valued Neural Autoregressive Distribution Estimator (RNADE, Uria et al., 2013)
extended NADE to real-valued data, and Uria et al. (2014) simultaneously trained
a NADE for each ordering through parameter sharing, meaning the model could be
applied to any chosen ordering of the data. Deep Autoregressive Networks (DARN,
Gregor et al., 2014) proposed an encoder-decoder model whose components were each
autoregressive, but computing exact marginal likelihoods required an intractable sum
over latent variables. The Masked Autoencoder for Distribution Estimation (MADE,
Germain et al., 2015) again exploited weight sharing in a deep, masked, feed-forward
network to efficiently parameterize autoregressive conditionals, and also benefitted from
training simultaneously on multiple orderings of the data. For a thorough discussion of
this line of research into neural autoregressive distribution estimation, Uria et al. (2016)
serves as an excellent reference.

Autoregressive models were also adapted for modeling various media. Graves (2014)
used a recurrent network to effectively model both text and handwriting. Later, van den
Oord et al. (2016c) introduced both recurrent (PixelRNN) and masked convolutional
(PixelCNN) architectures for autoregressive modeling of natural images. The masked
convolutional approach was expanded to depend on relevant conditioning information
by van den Oord et al. (2016b), and PixelCNN++ (Salimans et al., 2017) further achieved
state-of-the-art test log-likelihood through parameterizing the univariate conditionals
using a discretized mixture of logistic distributions, as well as various architectural
improvements. Autoregressive approaches also saw use in the audio domain, modeling
acoustic features conditioned on phonetic labels (Uria et al., 2015) as well as modeling the
raw waveform itself (WaveNet, van den Oord et al., 2016a). Finally, hybrid approaches
combining autoregressive models with self-attention mechanisms (outlined below) further
improved performance for natural-image generation (PixelSNAIL, Chen et al., 2018b).
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Over the past few years, the transformer architecture (Vaswani et al., 2017) and its
variants have become the de facto standard in autoregressive modeling tasks (Radford
et al., 2018, 2019), and they have seen particular success in modeling natural language.
Indeed, the term ‘language modeling’ is now often synonymous with ‘autoregressive
modeling of discrete sequences with transformers’. Transformers form the backbone
of the largest and most popular language models in existence today (Brown et al.,
2020; Smith et al., 2022; Hoffmann et al., 2022; Chowdhery et al., 2022). Transformers
have also been adapted for autoregressive modeling of images (Parmar et al., 2018;
Chen et al., 2020a), but the all-to-all comparison required by transformers’ attention-
mechanism have made it difficult to scale these models to high-resolution examples
with lengthy pixel-sequences. Attempts have been made to modify attention using
sparsity (Child et al., 2019) and locality-sensitive hashing (Kitaev et al., 2020), as well
as by compressing long-range inputs to a smaller set of summary statistics to which the
model can then attend (Hawthorne et al., 2022), but sequence-length remains a sticking
point for autoregressive generative models.

Sampling from autoregressive models

In autoregressive models, parameter-sharing and masking can facilitate parallelized
likelihood computation using a single forward pass of a neural network. Parameter-
sharing means we do not need a separate model for each conditional in the autoregressive
decomposition, and masking is a convenient way to ensure the correct ordering of
dependencies is preserved by zeroing out the appropriate dimensions with a binary mask.
In contrast, sampling from autoregressive models cannot easily be parallelized. Each
dimension is sampled one-at-a-time conditioned on previous dimensions, starting with
the first dimension of the chosen ordering. Sampling in autoregressive models is thus
expensive for high-dimensional data, and this is a major drawback of autoregressive
approaches. However, there are ways to alleviate some of this difficulty.

When the conditionals of an autoregressive model are parameterized using a network
with shared weights, sampling can be made more efficient by caching intermediate
activations (Ramachandran et al., 2017). This is possible because once a dimension is
sampled it remains fixed for the remainder of the sampling procedure, meaning any
intermediate representations related to this value need not be recomputed with each
forward pass of the network. Another approach to improve sampling efficiency is model
distillation, where a learned autoregressive model is distilled into a second feed-forward
network, which requires a single forward-pass to generate a sample (van den Oord et al.,
2018). It is also possible to exploit the parallel evaluation offered by many autoregressive
models to make forecasts of yet-to-be-sampled dimensions, which are gradually refined
over time (Wiggers and Hoogeboom, 2020). Finally, if the dimensions of an intermediate
representation to be modeled can be ordered in some semantically meaningful way,
autoregressive sampling can be truncated, and the partial sample decoded to yield an
approximate sample in the original data space (Xu et al., 2021).

Autoregressive models as two-part models

We now discuss autoregressive models in the two-part framework. Viewed from a
two-part perspective, autoregressive models begin by removing signal in the data one-
dimension-at-a-time until we are left with the one-dimensional marginal distribution
corresponding to the first dimension of the chosen ordering. Fitting this one-dimensional
distribution is a straightforward task—in the case of discrete data, the maximum
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likelihood estimate simply amounts to counting, and for continuous data, a mixture
distribution can provide a suitable approximation. Learning then involves reversing this
destructive process one-dimension-at-a-time, resulting in a model for the full distribution.
In this way, autoregressive models explicitly tie the number of steps in the generative
process to the dimensionality of the data.

Formally, and following the connection made by Ho et al. (2020), suppose we choose each
reverse step q(xt |xt−1) to deterministically zero the tth coordinate of x0, which couples
the length of the reverse path and the dimensionality of the data. With this choice, the
KL terms in eq. (2.14) force the forward process pθ(xt−1 |xt) to copy coordinates xt:T ,
while simultaneously predicting the next coordinate. In this case, eq. (2.10) becomes

Ep(x0)[log pθ(x0)] = Ep(x0)

[
log pθ(x0,D) +

D∑

d=1

log pθ(x0,d |x0,>d)

]
. (3.4)

This is the standard chain rule decomposition of the joint distribution pθ(x0) used by
autoregressive models. In this case, all ‘latent’ variables are fully observed, and the
bound becomes tight.

Autoregressive models are usually derived directly from the chain rule, and it may
initially seem odd to view autoregressive models from this perspective. Conversely,
though, this view highlights how using an autoregressive decomposition can indeed
be an odd modeling choice. Autoregressive models are rigid in their coupling of the
length of the generative process to the dimensionality of the data, and rely heavily on
sufficient model capacity to handle increasingly long context. This drawback severely
limits the sequence length consumable by autoregressive models, and state-of-the-art
attention-based architectures are limited to low-resolution image data (Child et al.,
2019), for example. There is also evidence in the literature of autoregressive models’
sensitivity to ordering (Uria et al., 2016; Menick and Kalchbrenner, 2019).

3.2 Energy-based models

Energy-based models rely on the fact that a non-positive function Eθ(x) can be used to
uniquely define a probability distribution by setting

pθ(x) =
e−Eθ(x)

Zθ
(3.5)

where e−Eθ(x) is the unnormalized probability, and Zθ is the normalizing constant. In
statistical mechanics, distributions of the form eq. (3.5) are known as Boltzmann (Boltz-
mann, 1877) or Gibbs (Gibbs, 1902) distributions, where Eθ(x) is the energy of a physical
system in state x, and pθ(x) is correspondingly the probability that the system is in
state x. In machine learning, energy-based models are sometimes presented as distinct
from probabilistic models (LeCun et al., 2006), but the one-to-one mapping between an
energy function and an unnormalized density function often means that a probabilistic
framing is often a useful way to treat them. Of all the models discussed in this thesis,
energy-based models are arguably the most flexible and place the fewest restrictions on
model design.

In some ways, energy-based models are intuitive; a model with an unconstrained
architecture which must only output a single scalar value is quite appealing. Such a
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model is also naturally suited for adaption to various domains, since the architecture
can be chosen to encode suitable symmetries specific to the problem-at-hand. However,
the desire to remove as many constraints as possible for an energy-based model incurs a
cost: although flexible, the resulting model is often intractable to train, evaluate, or
sample from, which leads to significant challenges.

Computing the likelihood of energy-based models

Apart from the inability to evaluate the likelihood function itself, a fundamental issue
with energy-based models is the difficulty of gradient-based maximum-likelihood learning.
Consider the gradient of the model log-likelihood with respect to parameters:

∂ log pθ(x)

∂θ
=

∂

∂θ
log

exp(−Eθ(x))

Zθ
(3.6)

= −
[
∂Eθ(x)

∂θ
+
∂ logZθ

∂θ

]
. (3.7)

Manipulating the second term gives

∂ logZθ

∂θ
=

1

Zθ

∂Zθ

∂θ
(derivative of logarithm) (3.8)

=
1

Zθ

∂

∂θ

∫
exp(−Eθ(x)) dx (definition of Zθ) (3.9)

=
1

Zθ

∫
∂

∂θ
exp(−Eθ(x)) dx (dominated convergence thm) (3.10)

=
1

Zθ

∫
exp(−Eθ(x))

[
−∂Eθ(x)

∂θ

]
dx (derivative of exponent) (3.11)

= −
∫
pθ(x)

∂Eθ(x)

∂θ
dx (definition of pθ) (3.12)

= Epθ(x)

[
∂Eθ(x)

∂θ

]
. (3.13)

Thus gradient-based maximum-likelihood learning of the parameters of an energy-based
model requires computing expectations not just under the empirical data distribution,
which can be approximated using mini-batches as discussed in section 2.2, but also
computing expectations under the distribution defined by the model itself. This means
that sampling from the model must be both tractable and fast enough to draw samples
for each gradient update; in practice, sampling from energy-based models is neither.

Methods for training energy-based models

Because maximum-likelihood is difficult, methods for training energy-based models
require some creativity. We include a brief overview of some common methods here,
and we refer the reader to Song and Kingma (2021) for a more thorough discussion.

Contrastive divergence Although MCMC schemes (Neal, 1993; Murray, 2007)
can be used to draw samples and thus approximate eq. (3.13), contrastive divergence
algorithms (Hinton, 2002; Welling and Hinton, 2002; Carreira-Perpiñán and Hinton, 2005)
look for a more efficient approximation without running MCMC to convergence. Vanilla
contrastive divergence uses a single MCMC move initialized at data, but maintaining a
persistent chain across training steps (Tieleman, 2008; Tieleman and Hinton, 2009) or a
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buffer (Du and Mordatch, 2019) can improve performance. Naturally, truncating MCMC
can lead to errors, and contrastive divergence algorithms have known convergence issues
because of this (Sutskever and Tieleman, 2010).

Noise-contrastive estimation Noise-contrastive estimation, introduced by Gut-
mann and Hyvärinen (2010), relies on the fact that supervised learning can be used to
recover density ratios between the data distribution and a suitable noise distribution.
To see why, consider a binary labeling scheme for the data distribution and a standard
normal noise distribution such that

p(x |y = 1) = p(x), p(x |y = 0) = N (x; 0, I). (3.14)

Then, assuming data and noise are equally likely a priori, we can use Bayes’ rule to
show that the optimal classifier which distinguishes data from noise is given by

p(y = 1 |x) = σ(log p(x |y = 1)− log p(x |y = 0)), (3.15)

where σ(·) is the logistic sigmoid. Now if we parameterize the classifier using an
energy-based model

pθ(y = 1 |x) = σ(−Eθ(x)− Zθ − log p(x |y = 0)), (3.16)

then at optimality the energy function will recover the unnormalized data density and
Zθ will recover the normalizing constant. However, careful selection of a suitable noise
distribution is key for NCE. When the noise distribution differs sufficiently from the
data distribution, the classification task becomes trivial, and the accuracy of the learned
density ratio is poor. Gao et al. (2020) tackle this problem by constrasting with a
learned normalizing flow, while Rhodes et al. (2020) propose an annealing scheme where
ratios are learned between neighbouring pairs of perturbed distributions. Nevertheless,
accurate density-ratio estimation in high-dimensions is still a challenging problem. We
will discuss density-ratio estimation further in the context of contrastive models in
chapter 6.

Score-matching In an effort to sidestep the difficulties introduced by the unknown
normalizing constant, score-matching (Hyvärinen, 2005) proposes an objective which
does not depend on this quantity. The score is defined as the derivative of the log-
likelihood with respect to data1

sθ(x) =
∂ log pθ(x)

∂x
= −∂Eθ(x)

∂x
. (3.17)

The goal is then to match the model score sθ(x) to the ground-truth score s(x).
Hyvärinen (2005) showed that although the ground-truth score is unknown, the objective
can be rewritten in terms of the model score and its derivatives. Derivatives of the
score correspond to second derivatives of the energy, meaning vanilla score-matching
can quickly become expensive for high-dimensional problems. To sidestep this issue,
Vincent (2011) proposed denoising score-matching, an efficient method for matching
the score of the data distribution perturbed by Gaussian noise, and Song et al. (2019)
proposed sliced score-matching, which matches the model and ground-truth scores under
random projection. Score-matching will be further discussed in chapter 5 in the context
of diffusion models.

1In statistics, the score function classically refers to the derivative of the log-likelihood with respect
to parameters, whereas the derivative with respect to data is sometimes called the Stein score. As noted
by Hyvärinen (2005), the gradient with respect to data can be equivalently understood as the gradient
with respect to a hypothetical location parameter, since ∇x log p(x + θ) = ∇θ log p(x + θ).
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Comparison to other models

The largely unrestricted design of energy-based models makes it difficult to draw close
comparison with other approaches to distribution estimation. Energy-based models do
not lend themselves well to analysis using the two-part design principle discussed in this
thesis, and their intractability makes them notoriously difficult to train, evaluate, and
use. Indeed, even if we had an oracle which returned a ‘ground-truth’ energy function
for a distribution, there would still be no straightforward way to use the distribution
for other purposes such as drawing samples. Overall, although energy-based models
offer flexibility in principle, in practice they often compound the already considerable
difficulties of high-dimensional distribution estimation. Nevertheless, work on this topic
remains worthwhile since successful energy-based models can potentially serve as a
benchmark for performance of more tractable models, as well as drive fundamental
research into novel training and inference methods for distribution models.

3.3 The paper ‘Autoregressive Energy Machines’

Background

We now present ‘Autoregressive Energy Machines’, a hybrid autoregressive-and-energy-
based model. The paper presents a novel way to fit a neural energy-based model by
approximate maximum-likelihood. The key to this approach is an autoregressive decom-
position, which transforms approximation of the normalizing constant to a sequence of
one-dimensional problems.

The project was originally conceived from a desire to train a model based on an energy
function parameterized directly by a neural network. Although importance sampling
was enough to approximately normalize the energy in low-dimensions and facilitate
training by maximum likelihood, the high variance of the procedure quickly degraded
performance as the dimensionality of the problem increased. Reframing the model
autoregressively allowed us to perform univariate importance sampling in parallel for
each conditional distribution in the autoregressive decomposition.

Discussion

Normalizing each conditional separately meant we could sidestep the difficulties intro-
duced with naive importance sampling, and successfully train the model with approxi-
mate maximum likelihood. Furthermore, examining the resulting model as a density
estimator and comparing to the literature showed there was indeed a gap in flexibility
between the proposed energy-based model and previous approaches. Finally, we also
proposed the residual MADE, or ResMADE architecture, which showed how commonly
used residual connections could be added to MADE under certain conditions—we used
the ResMADE for most of our experiments and found it improved over MADE variants
without residual connections.

Despite its flexibility, the proposed model required careful treatment for training,
sampling, and log-probability evaluation; indeed, a central contribution of the paper
was identifying the components necessary for these functionalities to work at all. The
fact that all three procedures could only be accomplished approximately even after
this careful treatment demonstrates the often-encountered difficulty in working with
energy-based models. In this way, the purpose of the paper was to show that such
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a neural energy function could be trained by approximate maximum likelihood, to
investigate what might be involved in doing so, and to explore the capabilities such a
model might have, rather than to propose a robust and easy-to-use distribution model.
Moreover, the results served as a target for future research into more tractable models,
and in the next chapter, we will see a class of normalizing flows which achieve similar
results on a suite of density estimation problems without needing to sacrifice tractability.

Publication and impact

The paper first appeared as an arXiv pre-print on 11th April 2019, and was subsequently
accepted for publication as a conference paper at the 2019 International Conference on
Machine Learning, and selected for a short oral presentation. As of August 16th 2022,
the paper has received 38 citations according to Google Scholar.

Author contributions

The paper was conceived jointly between myself and Charlie Nash. Charlie initially
proposed the idea of a neural energy function normalized post-hoc through importance
sampling, and I suggested exploring an autoregressive approach. I performed the
experiments in Sections 4.1 and 4.2, while Charlie performed the experiments in Sections
4.3 and 4.4, and the paper was written jointly.
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Abstract
Neural density estimators are flexible families of
parametric models which have seen widespread
use in unsupervised machine learning in recent
years. Maximum-likelihood training typically dic-
tates that these models be constrained to specify
an explicit density. However, this limitation can
be overcome by instead using a neural network
to specify an energy function, or unnormalized
density, which can subsequently be normalized
to obtain a valid distribution. The challenge with
this approach lies in accurately estimating the
normalizing constant of the high-dimensional en-
ergy function. We propose the Autoregressive
Energy Machine, an energy-based model which
simultaneously learns an unnormalized density
and computes an importance-sampling estimate
of the normalizing constant for each conditional
in an autoregressive decomposition. The Autore-
gressive Energy Machine achieves state-of-the-
art performance on a suite of density-estimation
tasks.

1. Introduction
Modeling the joint distribution of high-dimensional random
variables is a key task in unsupervised machine learning.
In contrast to other unsupervised approaches such as vari-
ational autoencoders (Kingma & Welling, 2013; Rezende
et al., 2014) or generative adversarial networks (Goodfel-
low et al., 2014), neural density estimators allow for exact
density evaluation, and have enjoyed success in modeling
natural images (van den Oord et al., 2016b; Dinh et al.,
2017; Salimans et al., 2017; Kingma & Dhariwal, 2018),
audio data (van den Oord et al., 2016a; Prenger et al., 2018;
Kim et al., 2018), and also in variational inference (Rezende
& Mohamed, 2015; Kingma et al., 2016). Neural density
estimators are particularly useful where the focus is on ac-
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curate density estimation rather than sampling, and these
models have seen use as surrogate likelihoods (Papamakar-
ios et al., 2019) and approximate posterior distributions
(Papamakarios & Murray, 2016; Lueckmann et al., 2017)
for likelihood-free inference.

(a) Data

(b) ResMADE (c) AEM

Figure 1: Accurately modeling a distribution with sharp
transitions and high-frequency components, such as the
distribution of light in a image (a), is a challenging task. We
find that an autoregressive energy-based model (c) is able
to preserve fine detail lost by an alternative model (b) with
explicit conditionals.

Neural networks are flexible function approximators, and
promising candidates to learn a probability density func-
tion. Typically, neural density models are normalized a
priori, but this can hinder flexibility and expressiveness. For
instance, many flow-based density estimators (Dinh et al.,
2017; Papamakarios et al., 2017; Huang et al., 2018) rely
on invertible transformations with tractable Jacobian which
map data to a simple base density, so that the log probability
of an input point can be evaluated using a change of vari-
ables. Autoregressive density estimators (Uria et al., 2013;
Germain et al., 2015) often rely on mixtures of parametric
distributions to model each conditional. Such families can
make it difficult to model the low-density regions or sharp
transitions characterized by multi-modal or discontinuous
densities, respectively.

The contributions of this work are shaped by two main
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Figure 2: Importance sampling estimates of log normalizing
constants deteriorate with increasing dimension. The target
and proposal distributions are spherical Gaussians with σ =
1 and σ = 1.25, respectively. The true log normalizing
constant is logZ = 0. We plot the distribution of estimates
over 50 trials, with each trial using 20 importance samples.

observations.

• An energy function, or unnormalized density, fully
characterizes a probability distribution, and neural net-
works may be better suited to learning such an energy
function rather than an explicit density.

• Decomposing the density estimation task in an autore-
gressive manner makes it possible to train such an
energy-based model by maximum likelihood, since it
is easier to obtain reliable estimates of normalizing
constants in low dimensions.

Based on these observations, we present a scalable and
efficient learning algorithm for an autoregressive energy-
based model, which we term the Autoregressive Energy
Machine (AEM). Figure 3 provides a condensed overview
of how an AEM approximates the density of an input point.

2. Background
2.1. Autoregressive neural density estimation

A probability density function assigns a non-negative scalar
value p(x) to each vector-valued input x, with the prop-
erty that

∫
p(x) dx = 1 over its support. Given a dataset

D =
{
x(n)

}
N
n=1 of N i.i.d. samples drawn from some

unknown D-dimensional distribution p?(x), the density
estimation task is to determine a model p(x) such that
p(x) ≈ p?(x). Neural density estimators are parametric
models that make use of neural network components to
increase their capacity to fit complex distributions, and au-
toregressive neural models are among the best performing

of these.

The product rule of probability allows us to decompose
any joint distribution p(x) into a product of conditional
distributions:

p(x) =
D∏

d=1

p(xd|x<d). (1)

Autoregressive density estimators model each conditional
using parameters which are computed as a function of the
preceding variables in a given ordering. In this paper, we
use the term ARNN to describe any autoregressive neural
network which computes an autoregressive function of a D-
dimensional input x, where the dth output is denoted f(x<d).
The vector f(x<d) is often interpreted as the parameters of a
tractable parametric density for the dth conditional, such as
a mixture of location-scale distributions or the probabilities
of a categorical distribution, but it is not restricted to this
typical use-case.

Certain architectures, such as those found in recurrent mod-
els, perform the autoregressive computation sequentially,
but more recent architectures exploit masking or causal
convolution in order to output each conditional in a single
pass of the network. Both types of architecture have found
domain-specific (Sundermeyer et al., 2012; Theis & Bethge,
2015; Parmar et al., 2018), as well as general-purpose (Uria
et al., 2013; Germain et al., 2015) use. In particular we
highlight MADE (Germain et al., 2015), an architecture that
masks weight matrices in fully connected layers to achieve
causal structure. It is a building block in many models
with autoregressive components (Kingma et al., 2016; Papa-
makarios et al., 2017; Huang et al., 2018), and we make use
of a similar architecture in this work.

2.2. Energy-based models

In addition to an autoregressive decomposition, we may also
write any density p(x) as

p(x) =
e−E(x)

Z
, (2)

where e−E(x) is the unnormalized density, E(x) is known
as the energy function, and Z =

∫
e−E(x) dx is the nor-

malizing constant. Assuming Z is finite, specifying an
energy function is equivalent to specifying a probability
distribution, since the normalizing constant is also defined
in terms of E(x). Models described in this way are known
as energy-based models. Classic examples include Boltz-
mann machines (Hinton, 2002; Salakhutdinov & Hinton,
2009; Hinton, 2012), products of experts (Hinton, 2002) and
Markov random fields (Osindero & Hinton, 2007; Köster
et al., 2009).

In order to do maximum-likelihood estimation of the pa-
rameters of an energy-based model, we must be able to
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(a) Autoregressive network

xd γd
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−E(xd;γd)

(b) Energy network

{
x
(s)
d

}
S
s=1 ∼ q(xd;φd)

Ẑd =
1

S

S∑

s=1

e−E(x
(s)
d ;γd)

q(x
(s)
d ;φd)

log p(x) ≈
D∑

d=1

−E(xd;γd)− log Ẑd

(c) Density estimation

Figure 3: Overview of an AEM. (a) An autoregressive neural network computes an autoregressive function of an input x,
such that the dth output depends only on x<d. The dth output is a pair of vectors (φd,γd) which correspond to the proposal
parameters and context vector, respectively, for the dth conditional distribution. (b) The context vector γd and input xd are
passed through the energy network to compute an unnormalized log probability for the dth conditional. (c) The parameters
φd define a tractable proposal distribution, such as a mixture of location-scale family distributions, which can be used to
compute an estimate of the normalizing constant Ẑd for the dth conditional by importance sampling.

evaluate or estimate the normalizing constant Z. This is
problematic, as it requires the estimation of a potentially
high-dimensional integral. As such, a number of methods
have been proposed to train energy-based models, which ei-
ther use cheap approximations of the normalizing constant,
or side-step the issue entirely. These include contrastive di-
vergence (Hinton, 2002), noise-contrastive estimation (Gut-
mann & Hyvärinen, 2010; Ceylan & Gutmann, 2018), and
score matching (Hyvärinen, 2005). In our case, phrasing
the density estimation problem in an autoregressive manner
allows us to make productive use of importance sampling, a
stochastic approximation method for integrals.

Importance sampling. Given a proposal distribution q(x)
which is non-zero whenever the target p(x) ∝ e−E(x) is
non-zero, we can approximate the normalizing constant Z
by

Z =

∫
e−E(x) dx =

∫
e−E(x)

q(x)
q(x) dx (3)

≈ 1

S

S∑

s=1

e−E(x
(s))

q(x(s))
, x(s) ∼ q(x), (4)

and this expression is an unbiased estimate of the normal-
izing constant for p(x). The quotients in the summand
are known as the importance weights. When q(x) does
not closely match p(x), the importance weights will have
high variance, and the importance sampling estimate will be
dominated by those terms with largest weight. Additionally,
when q(x) does not adequately cover regions of high density
under p(x), importance sampling underestimates the nor-
malizing constant (Salakhutdinov & Murray, 2008). Finding
a suitable distribution q(x) which closely matches p(x) is
problematic, since estimating the potentially complex dis-
tribution p(x) is the original problem under consideration.
This issue is exacerbated in higher dimensions, and impor-
tance sampling estimates may be unreliable in such cases.

Figure 2 demonstrates how the accuracy of an importance
sampling estimate of the normalizing constant for a standard
normal distribution deteriorates as dimensionality increases.

3. Autoregressive Energy Machines
The ability to specify a probability distribution using an
energy function is enticing, since now a neural network can
take on the more general role of an energy function in a
neural density estimator. Further decomposing the task in
an autoregressive manner means that importance sampling
offers a viable method for maximum likelihood training,
generally yielding reliable normalizing constant estimates
in the one-dimensional case when the proposal distribution
is reasonably well matched to the target (fig. 2). As such,
the main contribution of this paper is to combine eq. (1)
and eq. (2) in the context of a neural density estimator. We
model a density function p(x) as a product of D energy
terms

p(x) =
D∏

d=1

p(xd|x<d) =
D∏

d=1

e−E(xd;x<d)

Zd
, (5)

where Zd =
∫
e−E(xd;x<d) dxd is the normalizing constant

for the dth conditional. If we also specify an autoregressive
proposal distribution q(x) =

∏
d q(xd|x<d), we can esti-

mate the normalizing constant for each of the D terms in
the product by importance sampling:

Zd =

∫
e−E(xd;x<d) dxd (6)

≈ 1

S

S∑

s=1

e
−E

(
x
(s)
d ;x<d

)

q(x
(s)
d ;x<d)

, x
(s)
d ∼ q(xd;x<d). (7)

This setup allows us to make use of arbitrarily complex en-
ergy functions, while relying on importance sampling to esti-
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mate normalizing constants in one dimension; a much more
tractable problem than estimation of the full D-dimensional
integral.

3.1. A neural energy function

We implement the energy function as a neural network ENN
that takes as input a scalar xd as well as a context vector γd
that summarizes the dependence of xd on the preceding vari-
ables x<d. The ENN directly outputs the negative energy,
so that −E(xd;x<d) = −E(xd;γd) = ENN(xd;γd). In
our experiments, the ENN is a fully-connected network with
residual connections (He et al., 2016a). To incorporate the
context vector γd, we found concatenation to the input xd
to work well in practice. We share ENN parameters across
dimensions, which reduces the total number of parameters,
and allows us to learn features of densities which are com-
mon across dimensions. We also constrain the output of the
ENN to be non-positive using a softplus non-linearity, so
that the unnormalized density is bounded by one, since this
improved training stability.

3.2. Learning in an AEM

We denote by φd the vector of parameters for the dth pro-
posal conditional, which, like the context vector γd, is com-
puted as a function of x<d. In our case, this quantity con-
sists of the mixture coefficients, locations, and scales of a
tractable parametric distribution, and we find that a mix-
ture of Gaussians works well across a range of tasks. The
normalizing constant for the dth conditional can thus be
approximated by

Ẑd =
1

S

S∑

s=1

e
−E

(
x
(s)
d ;γd

)

q(x
(s)
d ;φd)

, x
(s)
d ∼ q(xd;φd), (8)

leading to an expression for the approximate log density of
an input data point x

log p(x) ≈
D∑

d=1

−E(xd;γd)− log Ẑd. (9)

Estimation of log densities therefore requires the energy
network to be evaluated S + 1 times for each conditional;
S times for the importance samples, and once for the data
point xd. In practice, we perform these evaluations in par-
allel, by passing large batches consisting of input data and
importance samples for all conditionals to the energy net
along with the relevant context vectors, and found S = 20 to
be sufficient. Although the importance sampling estimates
of the normalizing constants are unbiased, by taking the
logarithm of Ẑd in eq. (9) we bias our estimates of log p(x).
However, as we will show in Section 4.2, our estimates are
well-calibrated, and can be made more accurate by increas-
ing the number of importance samples. For the purposes of
training, we did not find this bias to be an issue.

As illustrated in fig. 3a, we obtain both context vectors and
proposal parameters in parallel using an autoregressive net-
work ARNN. The ARNN outputs proposal parameters φd
and context vectors γd for each of the D dimensions in a
single forward pass. These quantities are used both to esti-
mate log p(x) as in eq. (9), as well as to evaluate log q(x),
and we form a maximum-likelihood training objective

L(θ;x) = log p(x) + log q(x), (10)

where θ refers collectively to the trainable parameters in
both the ARNN and the ENN. We fit the AEM by maximiz-
ing eq. (10) across a training set using stochastic gradient
ascent, and find that a warm-up period where the proposal
is initially optimized without the energy model can improve
stability, allowing the proposal to cover the data sufficiently
before importance sampling begins.

It is important to note that we do not optimize the pro-
posal distribution parameters φ with respect to the impor-
tance sampling estimate. This means that the proposal is
trained independently of the energy-model, and estimates
of log p(x) treat the proposal samples and proposal density
evaluations as constant values for the purposes of optimiza-
tion. In practice, this is implemented by stopping gradients
on variables connected to the proposal distribution in the
computational graph. We find maximum-likelihood training
of q to be effective as a means to obtain a useful proposal
distribution, but other objectives, such as minimization of
the variance of the importance sampling estimate (Kuleshov
& Ermon, 2017; Müller et al., 2018), might also be con-
sidered, although we do not investigate this avenue in our
work.

3.3. Sampling

Although it is not possible to sample analytically from our
model, we can obtain approximate samples by first drawing
samples from the proposal distribution and then resampling
from this collection using importance weights computed
by the energy model (eq. (4)). This method is known as
sampling importance resampling (Rubin, 1988), and is con-
sistent in the limit of infinite proposal samples, but we found
results to be satisfactory using just 100 proposal samples.

3.4. ResMADE

For general purpose density estimation of tabular data, we
present a modified version of the MADE architecture (Ger-
main et al., 2015) that incorporates residual connections (He
et al., 2016a). In the standard MADE architecture, causal
structure is maintained by masking certain weights in the
network layers. We observe that in consecutive hidden lay-
ers with the same number of units and shared masks, the
connectivity of the hidden units with respect to the inputs
is preserved. As such, incorporating skip connections will
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(a)

Einstein conditionals ∝ p(x2|x1)

Image Proposal AEM

(b)

Figure 4: (a) Estimated densities and samples for both the proposal distribution and AEM on a range of synthetic two-
dimensional densities. For the checkerboard grid (row 2), we used fixed uniform conditionals for the proposal distribution.
AEM densities are evaluated with a normalizing constant estimated using 1000 importance samples. We present histograms
of 106 samples from each trained model, for comparison with each training dataset of the same cardinality. (b) Unnormalized
conditional distributions proportional to p(x2|x1) for a selection of vertical slices on the Einstein task. An energy-based
approach allows for a better fit to the true pixel intensities in the image, which feature high-frequency components ill-suited
for a finite mixture of Gaussians.

maintain the architecture’s autoregressive structure.

Following the documented success of residual blocks (He
et al., 2016a;b) as a component in deep network architec-
tures, we implement a basic residual block for MADE-style
models that can be used as a drop-in replacement for typical
masked layers. Each block consists of two masked-dense
layers per residual block, and uses pre-activations following
He et al. (2016b). We use the term ResMADE to describe an
autoregressive architecture featuring these blocks, and make
use of the ResMADE as an ARNN component across our
experiments. For a more detailed description see Appendix
A.

4. Experiments
For our experiments, we use a ResMADE with four residual
blocks for the ARNN, as well as a fully-connected residual
architecture for the ENN, also with four residual blocks.
The number of hidden units in the ResMADE is varied per
task. We use the Adam optimizer (Kingma & Ba, 2014),
and anneal the learning rate to zero over the course of
training using a cosine schedule (Loshchilov & Hutter,

2016). For some tasks, we find regularization by dropout
(Srivastava et al., 2014) to be beneficial. Full experimental
details are available in Appendix B, and code is avail-
able at https://github.com/conormdurkan/
autoregressive-energy-machines.

4.1. Synthetic datasets

We first demonstrate that an AEM is capable of fitting com-
plex two-dimensional densities. For each task, we generate
106 data points for training. Results are displayed in fig. 4a.
We plot each AEM density by estimating the normalizing
constant with 1000 importance samples for each conditional.
AEM samples are obtained by resampling 100 proposal sam-
ples as described in section 3.3.

Spirals The spirals dataset is adapted from Grathwohl et al.
(2019). Though capable of representing the spiral density,
the ResMADE proposal fails to achieve the same quality of
fit as an AEM, with notable regions of non-uniform density.

Checkerboard The checkerboard dataset is also adapted
from Grathwohl et al. (2019). This task illustrates that in
some cases a learned proposal distribution is not required;
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with a fixed, uniform proposal, an AEM is capable of accu-
rately modeling the data, including the discontinuities at the
boundary of each square.

Diamond The diamond task is adapted from the 100-mode
square Gaussian grid of Huang et al. (2018), by expanding
to 225 modes, and rotating 45 degrees. Although the Res-
MADE proposal does not have the capacity to represent all
modes of the target data, an AEM is able to recover these
lost modes.

Einstein We generate the Einstein data by sampling co-
ordinates proportional to the pixel intensities in an image of
Albert Einstein (Müller et al., 2018), before adding uniform
noise, and re-scaling the resulting points to [0, 1]2. This
task in particular highlights the benefits of an energy-based
approach. The distribution of light in an image features
sharp transitions and edges, high-frequency components,
and broad regions of near-constant density. Where a Res-
MADE proposal struggles with these challenges, an AEM
is able to retain much more fine detail. In addition, samples
generated by the AEM are difficult to distinguish from the
original dataset.

Finally, fig. 4b presents an alternative visualization of the
Einstein task. Each row corresponds to an unnormalized
conditional proportional to p(x2|x1) for a fixed value of x1.
While the ResMADE proposal, consisting of a mixture of
10 Gaussians for each conditional, achieves a good overall
fit to the true pixel intensities, it is ultimately constrained by
the smoothness of its mixture components.

4.2. Normalizing constant estimation

Though importance sampling in one dimension is much less
unwieldy than in high-dimensional space, it may still be
the case that the proposal distributions do not adequately
cover the support of the conditionals being modeled, lead-
ing to underestimates of the normalizing constants. Here
we demonstrate that the normalizing constants learned by
an AEM are well-calibrated by comparing to ‘true’ values
computed with explicit numerical integration. In particular,
we use a log-modified trapezoidal rule (Pitkin, 2017) to in-
tegrate the unnormalized log density output by the energy
network over each dimension. This approach exploits the
fast parallel computation of the energy net, allowing us to
saturate the domain of integration, and compensate for the
shortcomings of the trapezoidal rule compared to more ad-
vanced adaptive quadrature methods (Gander & Gautschi,
2000). We increase the number of integrand evaluations
until the integral converges to seven significant figures.

For each trained model on the Einstein, Power, Hepmass,
and BSDS300 tasks, we first randomly select 1000 dimen-
sions with replacement according to the data dimensionality,
disregarding the marginal p(x1) so as to not repeatedly com-

Figure 5: Accuracy of log normalizing constant estimates
increases with number of importance samples for each task.
Whiskers delineate the 5th and 95th percentiles of the rela-
tive error. The Einstein conditionals, as illustrated in fig. 4b,
prove particularly difficult, while BSDS300 conditionals are
in contrast much simpler to approximate.

pute the same value. Then, we compute the integral of
the log unnormalized density corresponding to that one-
dimensional conditional, using a log-trapezoidal rule and
context vectors generated from a held out-validation set of
1000 samples. This procedure results in 1000 ‘true’ integrals
for each task. We then test the AEM by comparing this true
value with estimates generated using increasing numbers
of importance samples. Note that in each task, the AEM
has never estimated the log normalizing constant for the
conditional densities under consideration, since these con-
ditionals are specified using the validation set, and not the
training set. Figure 5 visualizes the results of our calibration
experiments.

4.3. Density estimation on tabular data

We follow the experimental setup of Papamakarios et al.
(2017) in using a selection of pre-processed datasets
from the UCI machine learning repository (Dheeru &
Karra Taniskidou, 2017), and BSDS300 datasets of natural
images (Martin et al., 2001). AEM log likelihoods are esti-
mated using 20000 importance samples from the proposal
distribution.

As a normalized approximation to the AEM, we use a kernel
density estimate in which Gaussian kernels are centered at
proposal samples and weighted by the importance weights.
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Table 1: Test log likelihood (in nats) for UCI datasets and BSDS300, with error bars corresponding to two standard
deviations. AEM∗ results are estimated with 20,000 importance samples. The best performing model for each dataset is
shown in bold, as well the best performing model for which the exact log likelihood can be obtained. Results for non-AEM
models taken from existing literature. MAF-DDSF† report error bars across five repeated runs rather than across the test set.

MODEL POWER GAS HEPMASS MINIBOONE BSDS300

MADE-MOG 0.40± 0.01 8.47± 0.02 −15.15± 0.02 −12.27± 0.47 153.71± 0.28
MAF 0.30± 0.01 10.08± 0.02 −17.39± 0.02 −11.68± 0.44 156.36± 0.28
MAF-DDSF† 0.62± 0.01 11.96± 0.33 −15.09± 0.40 −8.86± 0.15 157.73± 0.04
TAN (VARIOUS) 0.60± 0.01 12.06± 0.02 −13.78± 0.02 −11.01± 0.48 159.80± 0.07

RESMADE-MOG (PROPOSAL) 0.61± 0.01 12.80± 0.01 −13.42± 0.01 −11.01± 0.23 157.41± 0.14
AEM-KDE 0.65± 0.01 12.89± 0.01 −12.87± 0.01 −10.33± 0.22 158.44± 0.14
AEM∗ 0.70± 0.01 13.03± 0.01 −12.85± 0.01 −10.17± 0.26 158.71± 0.14

Table 2: Latent variable modeling results with AEM priors.
AEM-VAE? results obtained with 1000 importance samples
and log p(x) lower-bounded using the method of Burda et al.
(2016) with 50 samples. IAF-DSF† report error bars across
five repeated runs rather than across the test set.

MODEL ELBO log p(x)

IAF-DSF† −81.92± 0.04 −79.86± 0.01
VAE −84.43± 0.23 −81.23± 0.21
RESMADE-VAE −82.96± 0.23 −79.89± 0.21
AEM-KDE-VAE −82.95± 0.23 −79.88± 0.21
AEM-VAE? −82.92± 0.23 −79.87± 0.21

We include the proposal itself as a mixture component in
order to provide probability density in regions not well-
covered by the samples. The KDE bandwidth and proposal
distribution mixture weighting are optimized on the valida-
tion set. We call the model under this evaluation scheme
AEM-KDE. KDE estimates also use 20000 samples from
the proposal distribution for each conditional.

Table 1 shows the test-set log likelihoods obtained by our
models and by other state-of-the-art models. We first note
that the AEM proposal distribution (ResMADE-MoG) pro-
vides a strong baseline relative to previous work. In particu-
lar, it improves substantially on the the MADE-MoG results
reported by Papamakarios et al. (2017), and improves on the
state-of-the-art results reported by NAF (Huang et al., 2018)
and TAN (Oliva et al., 2018). This demonstrates the benefits
of adding residual connections to the MADE architecture.
As such, practitioners may find ResMADE a useful com-
ponent in many applications which require autoregressive
computation.

AEM and AEM-KDE outperform both the proposal distribu-
tion and existing state-of-the-art methods on the Power, Gas
and Hepmass datasets, demonstrating the potential benefit of
flexible energy-based conditionals. Despite regularization,
overfitting was an issue for Miniboone due to the size of

the training set (n = 29, 556) relative to the data dimension
(D = 43). This highlights the challenges associated with
using very expressive models on domains with limited data,
and the need for stronger regularization methods in these
cases. On BSDS300, our models achieve the second highest
scores relative to previous work. On this dataset we found
that the validation scores (∼ 174) were substantially higher
than test-set scores (∼ 158), indicating differences between
their empirical distributions. Overall, the AEM-KDE ob-
tains improved scores relative to the proposal distribution,
and these scores are close to those of the AEM.

4.4. Latent variable modeling

We evaluate the AEM in the context of deep latent-variable
models, where it can be used as an expressive prior. We train
a convolutional variational autoencoder (VAE) (Kingma &
Welling, 2013; Rezende et al., 2014), making use of residual
blocks in the encoder and decoder in a similar architecture
to previous work (Huang et al., 2018; Kingma et al., 2016).
We initially train the encoder and decoder with a standard
Gaussian prior, and then train an AEM post-hoc to maximize
the likelihood of samples from the aggregate approximate
posterior

qagg(z) = Ex∼p?(x)[q(z|x)]. (11)

This training method avoids an issue where maximum-
likelihood training of the proposal distribution interferes
with the lower bound objective. During pre-training, we set
β = 0.9 in the modified variational objective

Lβ = Eq(z|x)[log p(x|z)]− βDKL(q(z|x) ‖ p(z)). (12)

This weighting of the KL-divergence term has the effect of
boosting the reconstruction log probability at the expense
of an aggregate posterior that is less well-matched to the
standard Gaussian prior. This provides an opportunity for
the AEM to improve on the original prior as a model of
the aggregate posterior. Weighting of the KL-divergence
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has been used in previous work to reduce the occurrence
of unused latent variables (Sønderby et al., 2016), and to
control the types of representations encoded by the latent
variables (Higgins et al., 2017).

(a) Data (b) AEM-VAE

Figure 6: Binarized MNIST data examples and uncondi-
tional samples for AEM-VAE obtained by resampling from
100 proposal samples.

Table 2 shows that the AEM-VAE improves substantially
on the standard Gaussian prior, and that the results are com-
petitive with existing approaches on dynamically-binarized
MNIST (Burda et al., 2016). The AEM does not improve
on the proposal distribution scores, possibly because the
aggregate latent posterior is a mixture of Gaussians, which
is well-modeled by the ResMADE-MoG. Figure 6 shows
data examples and samples from the trained model.

5. Related Work
Flow-based neural density estimation Together with au-
toregressive approaches, flow-based models have also seen
widespread use in neural density estimation. Flow-based
models consist of invertible transformations for which Ja-
cobian determinants can be efficiently computed, allowing
exact density evaluation through the change-of-variables for-
mula. Multiple transformations are often stacked to enable
more complex models.

Efficiently invertible flows Flows exploiting a particular
type of transformation, known as a coupling layer, not only
allow for one-pass density evaluation, but also one-pass
sampling. Examples of such models include NICE (Dinh
et al., 2014) and RealNVP (Dinh et al., 2017), and the ap-
proach has recently been extended to image (Kingma &
Dhariwal, 2018) and audio (Prenger et al., 2018; Kim et al.,
2018) data. The case of continuous flows based on ordi-
nary differential equations has also recently been explored
by FFJORD (Grathwohl et al., 2019). However, efficient
sampling for this class of models comes at the cost of den-
sity estimation performance, with autoregressive models
generally achieving better log likelihood scores.

Autoregressive flows Originally proposed by Kingma et al.
(2016) for variational inference, autoregressive flows were
adapted for efficient density estimation by Papamakarios
et al. (2017) with MAF. Subsequent models such as NAF
(Huang et al., 2018) and TAN (Oliva et al., 2018) have de-
veloped on this idea, reporting state-of-the-art results for
density estimation. Sampling in these models is expensive,
since autoregressive flow inversion is inherently sequential.
In some cases, such as Huang et al. (2018), the flows do
not have an analytic inverse, and must be inverted numer-
ically for sampling. Despite these caveats, autoregressive
density estimators remain the best performing neural density
estimators for general density estimation tasks.

Energy-based models In this work we describe energy-
based models as unnormalized densities that define a prob-
ability distribution over random variables. However, there
exist multiple notions of energy-based learning in the ma-
chine learning literature, including non-probabilistic inter-
pretations (LeCun et al., 2006; Zhao et al., 2017). We focus
here on recent work which includes applications to den-
sity estimation with neural energy functions. Deep energy
estimator networks (Saremi et al., 2018) use an energy func-
tion implemented as a neural network, and train using the
score-matching framework. This objective avoids the need
to estimate the normalizing constant, but also makes it chal-
lenging to compare log-likelihood scores with other density
estimators. Bauer & Mnih (2018) propose an energy-based
approach for increasing the flexibility of VAE priors, in
which a neural network energy function is used to mask a
pre-specified proposal function. As in our work, training is
performed using importance sampling, but due to the larger
dimensionality of the problem, 210 samples were used in
the estimates during training.

Other related work Müller et al. (2018) propose neural
importance sampling, in which a flow-based neural sampler
is optimized in order to perform low-variance Monte Carlo
integration of a given target function. This is similar to the
goal of the proposal distribution in the AEM, but in our case
the proposal is trained jointly with an energy model, and we
do not assume that the target function is known a priori.

6. Conclusion
We proposed the Autoregressive Energy Machine, a neural
density estimator that addresses the challenges of energy-
based modeling in high dimensions through a scalable and
efficient autoregressive estimate of the normalizing constant.
While exact density evaluation is intractable for an AEM,
we have demonstrated that the flexibility of an energy-based
model enables us to model challenging synthetic data, as
well as achieve state-of-the-art results on a suite of bench-
mark datasets.
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A. ResMADE
Residual connections (He et al., 2016a) are widely used in
deep neural networks, and have demonstrated favourable
performance relative to standard networks. Residual net-
works typically consist of many stacked transformations of
the form

hl+1 = hl + f(hl), (13)

where f is a residual block. In this work, we observe that
it is possible to equip a MADE (Germain et al., 2015) with
residual connections when certain conditions on its masking
structure are met.

At initialization, each unit in each hidden layer of a MADE
is assigned a positive integer, termed its degree. The degree
specifies the number of input dimensions to which that
particular unit is connected. For example, writing dlk for unit
k of layer l, a value dlk = m means that the unit depends
only on the first m dimensions of the input, when the input
is prescribed a particular ordering (we always assume the
ordering given by the data). In successive layers, this means
that a unit may only be connected to units in the previous
layer whose degrees strictly do not exceed its own. In other
words, the degree assignment defines a binary mask matrix
which multiplies the weight matrix of each layer in a MADE
elementwise, maintaining autoregressive structure. Indeed,
the mask M for layer l is given in terms of the degrees for
layer l − 1 and layer l:

M l
ij =

{
1 if dli ≥ dl−1j

0 otherwise.
(14)

Through this masking process, it can be guaranteed that out-
put units associated with data dimension d only depend on
the previous inputs x<d. Though the original MADE paper
considered a number of ways in which to assign degrees,
we focus here on fixed sequential degree assignment, used
also by MAF (Papamakarios et al., 2017). For an input of
dimension D, we define the degree

dlk = (k − 1) (mod (D − 1)) + 1. (15)

We also assume the dimension H of each hidden layer is
at least D, so that no input information is lost. The result
of sequential degree assignment for D = 3 and H = 4 is
illustrated in fig. 7.

If all hidden layers in the MADE are of the same dimen-
sionality H , sequential degree assignment means that each
layer will also have the same degree structure. In this way,
two vectors of hidden units in the MADE may be com-
bined using any binary element-wise operation, also shown
in Figure fig. 7. In particular, a vector computed from a
fully-connected block with masked layers can be added

to the input to that block while maintaining the same au-
toregressive structure, allowing for the traditional residual
connection to be added to the MADE architecture.

Not only do residual connections enhance a MADE in its
own right, but the resulting ResMADE architecture can be
used as a drop-in replacement wherever a MADE is used as
a building block, such as IAF, MAF, or NAF (Kingma et al.,
2016; Papamakarios et al., 2017; Huang et al., 2018).

B. Experimental settings
In all experiments, we use the same ResMADE and ENN
architectures, each with 4 pre-activation residual blocks
(He et al., 2016b). The number of hidden units and the
dimensionality of the context vector for the ENN are fixed
across all tasks at 128 and 64 respectively. The number of
hidden units in the ResMADE is tuned per experiment. For
the exact experimental settings used in each experiment, see
Tables 3 and 4.

For the proposal distributions, we use a mixture of Gaus-
sians in all cases except for the checkerboard experiment,
where we use a fixed uniform distribution. We use 10 mix-
ture components for the synthetic experiments, and 20 com-
ponents for all other experiments. We use a minimum scale
of 10−3 for the Gaussian distributions in order to prevent
numerical issues.

For optimization we use Adam (Kingma & Ba, 2014) with
a cosine annealing schedule (Loshchilov & Hutter, 2016)
and an initial learning rate of 5 × 10−4. The number of
training steps is adjusted per task. For Miniboone, we use
only 6000 training updates, as we found overfitting to be a
significant problem for this dataset. Early-stopping is used
to select models, although in most cases the best models
are obtained at the end of training. Normalizing constants
are estimated using 20 importance samples, and dropout is
applied to counter overfitting, with a rate that is tuned per
task. Dropout is applied between the two layers of each
residual block in both the ENN and ResMADE.

For the VAE, we use an architecture similar to those used in
IAF and NAF (Kingma et al., 2016; Huang et al., 2018). For
the encoder, we alternate between residual blocks that pre-
serve spatial resolution, and downsampling residual blocks
with strided convolutions. The input is projected to 16 chan-
nels using a 1× 1 convolution, and the number of channels
is doubled at each downsampling layer. After three down-
sampling layers we flatten the feature maps and use a linear
layer to regress the means and log-variances of the approx-
imate posterior with 32 latent units. The decoder mirrors
the encoder, with the input latents being linearly projected
and reshaped to a [4, 4, 128] spatial block, which is then
upsampled using transpose-convolutions in order to output
pixel-wise Bernoulli logits.
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Figure 7: ResMADE architecture with D = 3 input data dimensions and H = 4 hidden units. The degree of each hidden
unit and output is indicated with an integer label. Sequential degree assignment results in each hidden layer having the
same masking structure, here alternating between dependence on the first input, or the first two inputs. These layers can
be combined using any binary elementwise operation, while preserving autoregressive structure. In particular, residual
connections can be added in a straightforward manner.The ResMADE architecture consists of an initial masked projection to
the target hidden dimensionality, a sequence of masked residual blocks, and finally a masked linear layer to the output units.

Table 3: Experimental setting for synthetic data and VAE experiments.

HYPERPARAMETER SPIRALS CHECKERBOARD DIAMOND EINSTEIN VAE

BATCH SIZE 256 256 256 256 256
RESMADE HIDDEN DIM. 256 256 256 256 512
RESMADE ACTIVATION RELU RELU RELU RELU RELU
RESMADE DROPOUT 0 0 0 0 0.5
CONTEXT DIM. 64 64 64 64 64
ENN HIDDEN DIM. 128 128 128 128 128
ENN ACTIVATION RELU RELU RELU RELU RELU
ENN DROPOUT 0 0 0 0 0.5
MIXTURE COMPS. 10 - 10 10 20
MIXTURE COMP. SCALE MIN. 1E-3 - 1E-3 1E-3 1E-3
LEARNING RATE 5E-4 5E-4 5E-4 5E-4 5E-4
TOTAL STEPS 400000 400000 400000 3000000 100000
WARM-UP STEPS 5000 0 0 0 0

Table 4: Experimental settings for UCI and BSDS300 datasets.

HYPERPARAMETER POWER GAS HEPMASS MINIBOONE BSDS300

BATCH SIZE 512 512 512 512 512
RESMADE HIDDEN DIM. 512 512 512 512 1024
RESMADE ACTIVATION RELU RELU RELU RELU RELU
RESMADE DROPOUT 0.1 0 0.2 0.5 0.2
CONTEXT DIM. 64 64 64 64 64
ENN HIDDEN DIM. 128 128 128 128 128
ENN ACTIVATION RELU TANH RELU RELU RELU
ENN DROPOUT 0.1 0 0.2 0.5 0.2
MIXTURE COMPS. 20 20 20 20 20
MIXTURE COMP. SCALE MIN. 1E-3 1E-3 1E-3 1E-3 1E-3
LEARNING RATE 5E-4 5E-4 5E-4 5E-4 5E-4
TOTAL STEPS 800000 400000 400000 6000 400000
WARM-UP STEPS 5000 5000 5000 0 5000



Chapter 4

Normalizing Flows

In this chapter, we discuss normalizing flows, an appealing class of models for distribu-
tion estimation which often offer exact likelihood computation and sampling. Flows
achieve this by carefully designing transformations whose effect on a distribution can
be quantified using the change-of-variables formula, and whose inverse can often be
computed explicitly. Research into flows therefore involves making these transformations
as flexible as possible while maintaining tractability. The main contribution of this chap-
ter, ‘Neural Spline Flows’, proposes a class of transformations based on parameterized
monotonic splines for this purpose.

4.1 Normalizing flows

Normalizing flows use an invertible transformation fθ and a tractable base distribution
p(z) to model data x as

x = fθ(z), where z ∼ p(z). (4.1)

Both the transformation fθ and its inverse f−1θ must also be differentiable so that the
probability density for x is well-defined and can be written using a change of variables:

pθ(x) = p(f−1θ (x))

∣∣∣∣∣det

(
∂f−1θ

∂x

)∣∣∣∣∣. (4.2)

An invertible, differentiable transformation with differentiable inverse is known as a
diffeomorphism. Intuitively, the Jacobian determinant tracks how the transformation
squeezes and expands the probability density. To enhance the expressiveness of the flow,
the transformation fθ is often implemented as the composition of a number of simpler
building blocks, and may also be defined as the inverse of an explicitly parameterized
f−1θ .

Näıve computation of the determinant of the D ×D Jacobian matrix is cubic in the
dimensionality D, but we can choose transformations f−1θ whose Jacobian matrices are
diagonal, for example. This means eq. (4.2) can be computed with linear complexity,
and we can perform efficient and exact maximum-likelihood training. Moreover, if the
invertible function fθ = (f−1θ )−1 can also be computed efficiently, sampling proceeds by
first drawing z ∼ p(z), and then computing x = fθ(z).

34
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To develop intuition, consider how we might interpret the construction of the D-
dimensional multivariate Gaussian p(x) = N (x;µ,Σ) as a flow. Beginning with uniform
random samples on the interval [0, 1], we can generate standard normal samples z using
inverse transform sampling:

z = (z1, . . . , zD) = (Φ−1(u1), . . .Φ
−1(uD)), u ∼ U [0, 1], (4.3)

where Φ(·) is the Gaussian cumulative distribution function which is applied elementwise.
Then we must shift these samples so that they have the correct mean, and couple them
with a linear transformation so that they have the correct covariance. The shift is a
simple additive transformation using the mean µ, and the coupling can be achieved
by taking the Cholesky decomposition of the covariance Σ, giving a lower triangular
matrix A such that AA> = Σ:

x = µ + Az. (4.4)

Then using the change-of-variables formula from eq. (4.2) we have

p(x) = U(u; [0, 1])
D∏

d=1

dΦ(zd)

dzd
(det A)−1 (4.5)

= (det A)−1N (z; 0, I) (4.6)

= N (x;µ,Σ). (4.7)

Although this example is simple, we will see how stacking repeated instances of blocks
consisting of learned invertible linear transformations and parameterized elementwise
monotonic transformations can lead to powerful models. For a thorough discussion of
normalizing flows, their design, and their many applications, Papamakarios et al. (2021)
serves as an excellent reference.

A brief history

The notion of isolating independent components in data using deterministic transfor-
mations is long-standing in machine learning ((Nonlinear) Independent Components
Analysis, Comon, 1994; Hyvärinen and Pajunen, 1999). By applying this idea to density
estimation, Gaussianization (Chen and Gopinath, 2001) is perhaps the clearest precursor
to modern-day flows. Following an initial exploration of Gaussianization using diffusion
processes (Tabak and Vanden-Eijnden, 2010), Tabak and Turner (2013) coined the
term ‘normalizing flow’ and were the first to describe flow models as they are broadly
understood today. Rippel and Adams (Deep Density Models, 2013) demonstrated the
effectiveness of combining neural networks and flow-based models, and (NICE, Dinh
et al., 2014) introduced the (additive) coupling layer, a tractable elementwise transfor-
mation and fundamental building block in deep flow-based models whose inverse can be
computed with the same cost as the forward pass, and which was later expanded by Dinh
et al. (Real NVP, 2017). In contrast to the coupling layer which relies on a bipartite
split of data to structure its transformation, elementwise transformations parameterized
by autoregressive layers are also suitable for use in flow-based models (Inverse and
Masked Autoregressive Flow, Kingma et al., 2016; Papamakarios et al., 2017), though
their inverse can only be computed one-dimension-at-a-time. Like autoregressive models,
the emergence of flows has seen them applied to generative modeling of various media,
including audio (Kim et al., 2019; Ping et al., 2020), images (Kingma and Dhariwal,
2018; Ho et al., 2019), and video (Kumar et al., 2020).
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Continuous-time flows Normalizing flows can also be treated in continuous-time.
In this case, the flow’s dynamics are given by an ordinary differential equation whose
vector field can be parameterized by a neural network (Chen et al., 2018a; Grathwohl
et al., 2019):

dxt

dt
= fθ(xt, t). (4.8)

Transforming data under the flow amounts to integrating these dynamics in time. The
change-of-variables formula has a continuous-time analog which quantifies the change
in log-density under the flow, meaning such models can also be trained by maximum-
likelihood. In practice, computing the change in log-density requires computing the
trace of the Jacobian of the vector field, which is an operation linear in the dimen-
sionality of the data. This can be efficiently approximated using Hutchinson’s trace
estimator (Hutchinson, 1989) which provides an unbiased trace estimate, and then
the dynamics can be integrated in time to give the change in log-density. Integrating
the trace also requires a choice of solver, whose discretization error also contributes to
approximation error for the likelihood. Alternatively, exact computation of the trace
can be made a constant-time operation by careful design of the parameterized vector
field (Chen and Duvenaud, 2019).

Fitting flows using the reverse KL Another core problem in machine learning
involves distribution estimation when the target distribution can be evaluated up to an
unknown constant, and ground-truth samples from the distribution are not available.
In this scenario, a common approach is to approximate the target distribution with a
model pθ using the so-called ‘reverse’ KL-divergence:

DKL(pθ(x) ‖ p(x)) = Epθ(x)[log pθ(x)− log p(x)] (4.9)

= Epθ(x)[log pθ(x) + E(x)] + C, (4.10)

where log p(x) = −[E(x)− C], exp(−E(x)) is the unnormalized target density, and C is a
constant independent of θ. This approach is known as variational inference (Wainwright
and Jordan, 2008). Minimizing the reverse KL requires the ability to draw samples
from the model at each step, and evaluate these samples under both the target function
and the model itself. Among modern models for distribution estimation, normalizing
flows are particularly suited to variational inference, due to their efficient and exact
sampling and evaluation. As such, flows have been used for variational inference in
multiple settings, including cases where the target function corresponds to a posterior
distribution (Rezende and Mohamed, 2015; Kingma et al., 2016; Tomczak and Welling,
2016; van den Berg et al., 2018), and where the target corresponds to a physical energy
function (Noé et al., 2019; Wirnsberger et al., 2022).

Normalizing flows as two-part models

Recall from the two-part formulation in chapter 2 that the optimal generative model
exactly reverses the inference procedure. That is, the posterior distribution pθ(xt |xt−1)
for each generative step pθ(xt−1 |xt) matches each inference step q(xt |xt−1). Suppose
we define this posterior distribution to match each inference step, so that

pθ(xt |xt−1) = qφ(xt |xt−1), (4.11)
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and choose a deterministic step

pθt(xt |xt−1) = δ(xt − f−1θt
(xt−1)), (4.12)

where fθt is an invertible function for each t, and δ(·) is the Dirac delta. This couples the
generative and inference models. Then the lower-bound on the marginal log-likelihood
eq. (2.10) becomes (see appendix A.1.3 for derivation)

Ep(x0)[log pθ(x0)] = Ep(x0)

[
log p(xT ) +

T∑

t=1

log

∣∣∣∣∣det
df−1θt

(xt−1)

dxt−1

∣∣∣∣∣

]
. (4.13)

This is the marginal log-likelihood of the model given the data, expressed in terms of
the change-of-variables formula. Choosing an invertible map between data and the base
distribution means all paths collapse to a single trajectory, the ‘latent’ variables x1:T

are now fully observed, and the bound becomes tight so that we can compute the exact
marginal likelihood.

Normalizing flows are usually formulated directly from the change-of-variables formula,
or its continuous-time analog. Similarly to autoregressive models, it might initially seem
odd to view flows as two-part models, especially since the ‘generative’ and ‘inference’
components are tied and constitute exact inverses of one another. However, this
perspective allows us to highlight some key failure modes of flow-based models.

Recall section 2.4.5, which outlined a necessary but not sufficient condition for a two-
part model to match the target distribution. Now consider the distribution defined by
transforming the data using a learned flow

xT = f−1θ (x0), x0 ∼ p(x0). (4.14)

The first term on the right-hand side of the change-of-variables formula for the marginal
log-likelihood in eq. (4.13) encourages this distribution to match the chosen base
distribution p(xT ). However, there is no guarantee that a trained flow successfully
transforms the input data to the base distribution—that is, the constraint on the
transformed data is only softly enforced.

Moreover, there is no easy way to quantify how short the model has fallen of this goal.
In this way, sampling from a normalizing flow can be arbitrarily misspecified—there
is an assumption that seeding the generative process with a sample from the base
distribution is valid, when the correct procedure would sample from the image of the
data distribution under the flow. If the image of the data distribution is close to the
base distribution, then a sample from the base distribution is enough, but this is often
not the case.

On the other hand, if the image of the data under the flow does match the chosen base
distribution, this is both a necessary and sufficient condition for a normalizing flow to
recover the data distribution. Figure 4.1 illustrates this point, and demonstrates both
the advantages and disadvantages of flow-based models. When a flow lacks the capacity
to map the data distribution to the base distribution, the true ‘base’ distribution for the
model is the image of the data under the flow (right-hand side of fig. 4.1). This figure is
reproduced from Papamakarios et al. (2017), who also show that the KL divergence
between the target and the distribution defined by the flow is equal to the KL divergence
between the distribution given by transforming the data under the flow and the base
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(a) Target density (b) MADE w/ Gaussian conditionals (c) MAF w/ 5 layers

Figure 4.1: Figure reused from Papamakarios et al. (2017) with permission. (a) The
density to be learned, defined as p(x1, x2) = N (x2; 0, 4) N (x1; 1

4x
2
2, 1). (b) The density

learned by a MADE with order (x1, x2) and Gaussian conditionals. The scatter plot
shows the train data transformed into random numbers u; the non-Gaussian distribution
indicates that the model is a poor fit. (c) Learned density and transformed train data
of a 5 layer MAF with the same order (x1, x2).

distribution. This formalizes the notion that matching the base distribution is both a
necessary and sufficient condition for the flow to recover the target.

Imposing invertibility constraints can also lead to other issues with normalizing flows.
An invertible model implicitly assumes that the data and the base distribution have
homeomorphic support, which a priori is a strong assumption that can lead the model
towards pathological behaviour if it does not hold. This issue is highlighted by Cornish
et al. (2020), who sidestep this issue by re-introducing unobserved latent variables.
There are also concerns that although normalizing flows may be invertible in principle,
numerical issues can cause issues in practice (Behrmann et al., 2021).

4.2 The paper ‘Neural Spline Flows’

Background

‘Neural Spline Flows’ presents an invertible transformation based on monotonic rational-
quadratic splines, which can be used to enhance flows based on both coupling and
autoregressive layers. From my perspective, I was keen to investigate whether a
fully tractable model like a normalizing flow could compete with the distribution
estimation capabilities of the AEM model described in the previous chapter. Initial
explorations for a flow-based project tested the flexibility of an exactly and analytically
invertible neural network, whose weight matrices were guaranteed to be invertible using a
suitable decomposition, and whose activation functions were also chosen to be invertible.
Poor performance in these experiments suggested it was important for the nonlinear
transformations in the network to depend on the other dimensions, i.e. in the style
of coupling (Dinh et al., 2014, 2017) or autoregressive transformations (Papamakarios
et al., 2017).

This led to our focus on parameterized, invertible, one-dimensional nonlinear functions.
We began with evaluating the work of (Müller et al., 2019) for distribution estimation,
which proposed parameterizing these one-dimensional parameterized functions using
linear or quadratic splines in an effort to enhance flow-based models for importance
sampling. We then expanded on this work, initially with cubic-splines, and then
later with rational-quadratic splines, which increased model flexibility while being no
more difficult to analytically invert than the previously proposed quadratic splines. In
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particular, the family of rational-quadratic splines contains the quadratic splines, but
rational quadratic-splines can also have infinite Taylor expansion.

Discussion

The paper produced several useful contributions. Firstly, it presented a flexible class of
monotonic functions whose parameters could be fit by gradient descent, and demon-
strated that such functions could be used to enhance flows based on both coupling and
autoregressive transformations. The flows were thoroughly tested on toy problems and
the UCI suite of density estimation tasks, yielding state-of-the-art performance, and
also served as image-generation models and components in variational autoencoders.
Importantly, the flows did not sacrifice either exact evaluation or invertibility to achieve
these results. Since publication, spline flows have served as a generally useful tool for the
machine learning community, seeing use in several projects as a robust and performant
off-the-shelf solution for distribution estimation.

Publication and impact

The paper first appeared as an arXiv pre-print on 10th June 2019, and was then accepted
for publication as a conference paper at Neural Information Processing Systems 2019.
As of August 16th 2022, the paper has received 302 citations according to Google
Scholar. A preliminary version of the work (Durkan et al., 2019a) appeared at the 1st
Invertible Neural Networks and Normalizing Flows workshop at the 2019 International
Conference on Machine Learning, and was presented as an invited talk. As of August
16th 2022, this workshop paper has received 44 citations according to Google Scholar.

Over the course of the project, the experimental code base evolved into a standalone
library for normalizing flows, with contributions from myself, Artur, and George. The
library uses the PyTorch framework for neural networks and automatic differentiaion,
and allows for the construction of popular flows from the literature, including generic
coupling architectures in the RealNVP (Dinh et al., 2017) and Glow (Kingma and
Dhariwal, 2018) styles, generic autoregressive architectures in the style of Masked
Autoregressive Flow (Papamakarios et al., 2017), as well as versions of these models
with spline transformations from (Müller et al., 2019) and the paper itself.

Author contributions

The paper was conceived jointly between myself, Artur Bekasov, George Papamakarios,
and Iain Murray, and based on the linear and quadratic spline flows first proposed
by Müller et al. (2019). Artur and I worked closely to implement much of the code for
the models and experiments, and George also contributed to the overall library design.
The paper was written jointly.



Neural Spline Flows

Conor Durkan∗ Artur Bekasov∗ Iain Murray George Papamakarios
School of Informatics, University of Edinburgh

{conor.durkan, artur.bekasov, i.murray, g.papamakarios}@ed.ac.uk

Abstract

A normalizing flow models a complex probability density as an invertible transfor-
mation of a simple base density. Flows based on either coupling or autoregressive
transforms both offer exact density evaluation and sampling, but rely on the pa-
rameterization of an easily invertible elementwise transformation, whose choice
determines the flexibility of these models. Building upon recent work, we pro-
pose a fully-differentiable module based on monotonic rational-quadratic splines,
which enhances the flexibility of both coupling and autoregressive transforms while
retaining analytic invertibility. We demonstrate that neural spline flows improve
density estimation, variational inference, and generative modeling of images.

1 Introduction

Models that can reason about the joint distribution of high-dimensional random variables are central
to modern unsupervised machine learning. Explicit density evaluation is required in many statis-
tical procedures, while synthesis of novel examples can enable agents to imagine and plan in an
environment prior to choosing a action. In recent years, the variational autoencoder [VAE, 29, 48]
and generative adversarial network [GAN, 15] have received particular attention in the generative-
modeling community, and both are capable of sampling with a single forward pass of a neural network.
However, these models do not offer exact density evaluation, and can be difficult to train. On the
other hand, autoregressive density estimators [13, 50, 56, 58, 59, 60] can be trained by maximum
likelihood, but sampling requires a sequential loop over the output dimensions.

Flow-based models present an alternative approach to the above methods, and in some cases provide
both exact density evaluation and sampling in a single neural-network pass. A normalizing flow
models data x as the output of an invertible, differentiable transformation f of noise u:

x = f(u) where u ∼ π(u). (1)

The probability density of x under the flow is obtained by a change of variables:

p(x) = π
(
f−1(x)

) ∣∣∣∣det

(
∂f−1

∂x

)∣∣∣∣. (2)

Intuitively, the function f compresses and expands the density of the noise distribution π(u), and this
change is quantified by the determinant of the Jacobian of the transformation. The noise distribution
π(u) is typically chosen to be simple, such as a standard normal, whereas the transformation f
and its inverse f−1 are often implemented by composing a series of invertible neural-network
modules. Given a dataset D =

{
x(n)

}
N
n=1, the flow is trained by maximizing the total log likelihood∑

n log p
(
x(n)

)
with respect to the parameters of the transformation f . In recent years, normalizing

flows have received widespread attention in the machine-learning literature, seeing successful use in
density estimation [10, 43], variational inference [30, 36, 46, 57], image, audio and video generation
[26, 28, 32, 45], likelihood-free inference [44], and learning maximum-entropy distributions [34].
∗Equal contribution

33rd Conference on Neural Information Processing Systems (NeurIPS 2019), Vancouver, Canada.
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Figure 1: Monotonic rational-quadratic transforms are drop-in replacements for additive or affine
transformations in coupling or autoregressive layers, greatly enhancing their flexibility while retaining
exact invertibility. Left: A random monotonic rational-quadratic transform with K = 10 bins and
linear tails is parameterized by a series of K + 1 ‘knot’ points in the plane, and the K − 1 derivatives
at the internal knots. Right: Derivative of the transform on the left with respect to x. Monotonic
rational-quadratic splines naturally induce multi-modality when used to transform random variables.

A flow is defined by specifying the bijective function f or its inverse f−1, usually with a neural
network. Depending on the flow’s intended use cases, there are practical constraints in addition to
formal invertibility:

• To train a density estimator, we need to be able to evaluate the Jacobian determinant and the inverse
function f−1 quickly. We don’t evaluate f , so the flow is usually defined by specifying f−1.

• If we wish to draw samples using eq. (1), we would like f to be available analytically, rather than
having to invert f−1 with iterative or approximate methods.

• Ideally, we would like both f and f−1 to require only a single pass of a neural network to compute,
so that both density evaluation and sampling can be performed quickly.

Autoregressive flows such as inverse autoregressive flow [IAF, 30] or masked autoregressive flow
[MAF, 43] are D times slower to invert than to evaluate, where D is the dimensionality of x.
Subsequent work which enhances their flexibility has resulted in models which do not have an
analytic inverse, and require numerical optimization to invert [22]. Flows based on coupling layers
[NICE, RealNVP, 9, 10] have an analytic one-pass inverse, but are often less flexible than their
autoregressive counterparts.

In this work, we propose a fully-differentiable module based on monotonic rational-quadratic splines
which has an analytic inverse. The module acts as a drop-in replacement for the affine or additive
transformations commonly found in coupling and autoregressive transforms. We demonstrate that
this module significantly enhances the flexibility of both classes of flows, and in some cases brings the
performance of coupling transforms on par with the best-known autoregressive flows. An illustration
of our proposed transform is shown in fig. 1.

2 Background

2.1 Coupling transforms

A coupling transform φ [9] maps an input x to an output y in the following way:

1. Split the input x into two parts, x = [x1:d−1,xd:D].
2. Compute parameters θ = NN(x1:d−1), where NN is an arbitrary neural network.
3. Compute yi = gθi

(xi) for i = d, . . . ,D in parallel, where gθi
is an invertible function

parameterized by θi.
4. Set y1:d−1 = x1:d−1, and return y = [y1:d−1,yd:D].

The Jacobian matrix of a coupling transform is lower triangular, since yd:D is given by transforming
xd:D elementwise as a function of x1:d−1, and y1:d−1 is equal to x1:d−1. Thus, the Jacobian
determinant of the coupling transform φ is given by det

(
∂φ
∂x

)
=
∏D
i=d

∂gθi
∂xi

, the product of the
diagonal elements of the Jacobian.
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Coupling transforms solve two important problems for normalizing flows: they have a tractable
Jacobian determinant, and they can be inverted exactly in a single pass. The inverse of a coupling
transform can be easily computed by running steps 1–4 above, this time inputting y, and using g−1θi

to
compute xd:D in step 3. Multiple coupling layers can also be composed in a natural way to construct
a normalizing flow with increased flexibility. A coupling transform can also be viewed as a special
case of an autoregressive transform where we perform two splits of the input data instead of D, as
noted by Papamakarios et al. [43]. In this way, advances in flows based on coupling transforms can
be applied to autoregressive flows, and vice versa.

2.2 Invertible elementwise transformations

Affine/additive Typically, the function gθi
takes the form of an additive [9] or affine [10] transfor-

mation for computational ease. The affine transformation is given by:
gθi

(xi) = αixi + βi, where θi = {αi, βi}, (3)
and αi is usually constrained to be positive. The additive transformation corresponds to the special
case αi=1. Both the affine and additive transformations are easy to invert, but they lack flexibility.
Recalling that the base distribution of a flow is typically simple, flow-based models may struggle
to model multi-modal or discontinuous densities using just affine or additive transformations, since
they may find it difficult to compress and expand the density in a suitably nonlinear fashion (for an
illustration, see appendix C.1). We aim to choose a more flexible gθi

, that is still differentiable and
easy to invert.

Polynomial splines Recently, Müller et al. [39] proposed a powerful generalization of the above
affine transformations, based on monotonic piecewise polynomials. The idea is to restrict the input
domain of gθi

to the interval [0, 1], partition the input domain into K bins, and define gθi
to be a

simple polynomial segment within each bin. Müller et al. [39] restrict themselves to monotonically-
increasing linear and quadratic polynomial segments, whose coefficients are parameterized by θi.
Moreover, the polynomial segments are restricted to match at the bin boundaries so that gθi

is
continuous. Functions of this form, which interpolate between data using piecewise polynomials, are
known as polynomial splines.

Cubic splines In a previous iteration of this work [11], we explored the cubic-spline flow, a natural
extension to the framework of Müller et al. [39]. We proposed to implement gθi as a monotonic cubic
spline [54], where gθi is defined to be a monotonically-increasing cubic polynomial in each bin. By
composing coupling layers featuring elementwise monotonic cubic-spline transforms with invertible
linear transformations, we found flows of this type to be much more flexible than the standard
coupling-layer models in the style of RealNVP [10], achieving similar results to autoregressive
models on a suite of density-estimation tasks.

Like Müller et al. [39], our spline transform and its inverse were defined only on the interval [0, 1].
To ensure that the input is always between 0 and 1, we placed a sigmoid transformation before each
coupling layer, and a logit transformation after each coupling layer. These transformations allow the
spline transform to be composed with linear layers, which have an unconstrained domain. However,
the limitations of 32-bit floating point precision mean that in practice the sigmoid saturates for inputs
outside the approximate range of [−13, 13], which results in numerical difficulties. In addition,
computing the inverse of the transform requires inverting a cubic polynomial, which is prone to
numerical instability if not carefully treated [1]. In section 3.1 we propose a modified method based
on rational-quadratic splines which overcomes these difficulties.

2.3 Invertible linear transformations

To ensure all input variables can interact with each other, it is common to randomly permute
the dimensions of intermediate layers in a normalizing flow. Permutation is an invertible linear
transformation, with absolute determinant equal to 1. Oliva et al. [41] generalized permutations
to a more general class of linear transformations, and Kingma and Dhariwal [28] demonstrated
improvements on a range of image tasks. In particular, a linear transformation with matrix W is
parameterized in terms of its LU-decomposition W = PLU, where P is a fixed permutation matrix,
L is lower triangular with ones on the diagonal, and U is upper triangular. By restricting the diagonal
elements of U to be positive, W is guaranteed to be invertible.
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By making use of the LU-decomposition, both the determinant and the inverse of the linear trans-
formation can be computed efficiently. First, the determinant of W can be calculated in O(D) time
as the product of the diagonal elements of U. Second, inverting the linear transformation can be
done by solving two triangular systems, one for U and one for L, each of which costs O(D2M) time
where M is the batch size. Alternatively, we can pay a one-time cost of O(D3) to explicitly compute
W−1, which can then be cached for re-use.

3 Method

3.1 Monotonic rational-quadratic transforms

We propose to implement the function gθi
using monotonic rational-quadratic splines as a building

block, where each bin is defined by a monotonically-increasing rational-quadratic function. A
rational-quadratic function takes the form of a quotient of two quadratic polynomials. Rational-
quadratic functions are easily differentiable, and since we consider only monotonic segments of
these functions, they are also analytically invertible. Nevertheless, they are strictly more flexible
than quadratic functions, and allow direct parameterization of the derivatives and heights at each
knot. In our implementation, we use the method of Gregory and Delbourgo [17] to parameterize
a monotonic rational-quadratic spline. The spline itself maps an interval [−B,B] to [−B,B]. We
define the transformation outside this range as the identity, resulting in linear ‘tails’, so that the overall
transformation can take unconstrained inputs.

The spline uses K different rational-quadratic functions, with boundaries set by K+1 coordi-
nates

{
(x(k), y(k))

}
K
k=0 known as knots. The knots monotonically increase between (x(0), y(0))=

(−B,−B) and (x(K), y(K))=(B,B). We give the spline K−1 arbitrary positive values
{
δ(k)

}
K−1
k=1

for the derivatives at the internal points, and set the boundary derivatives δ(0) = δ(K) = 1 to match
the linear tails. If the derivatives are not matched in this way, the transformation is still continuous,
but its derivative can have jump discontinuities at the boundary points. This in turn makes the log-
likelihood training objective discontinuous, which in our experience manifested itself in numerical
issues and failed optimization.

The method constructs a monotonic, continuously-differentiable, rational-quadratic spline
which passes through the knots, with the given derivatives at the knots. Defining sk =(
yk+1 − yk

)
/
(
xk+1 − xk

)
and ξ(x) = (x − xk)/(xk+1 − xk), the expression for the rational-

quadratic α(k)(ξ)/β(k)(ξ) in the kth bin can be written

α(k)(ξ)

β(k)(ξ)
= y(k) +

(y(k+1) − y(k))
[
s(k)ξ2 + δ(k)ξ(1− ξ)

]

s(k) +
[
δ(k+1) + δ(k) − 2s(k)

]
ξ(1− ξ) . (4)

Since the rational-quadratic transformation acts elementwise on an input vector and is monotonic, the
logarithm of the absolute value of the determinant of its Jacobian can be computed as the sum of the
logarithm of the derivatives of eq. (4) with respect to each of the transformed x values in the input
vector. It can be shown that

d

dx

[
α(k)(ξ)

β(k)(ξ)

]
=

(
s(k)

)
2
[
δ(k+1)ξ2 + 2s(k)ξ(1− ξ) + δ(k)(1− ξ)2

]
[
s(k) +

[
δ(k+1) + δ(k) − 2s(k)

]
ξ(1− ξ)

]
2

. (5)

Finally, the inverse of a rational-quadratic function can be computed analytically by inverting eq. (4),
which amounts to solving for the roots of a quadratic equation. Because the transformation is
monotonic, we can always determine which of the two quadratic roots is correct, and that the solution
is given by ξ(x) = 2c/

(
−b−

√
b2 − 4ac

)
, where

a =
(
y(k+1) − y(k)

)[
s(k) − δ(k)

]
+
(
y − y(k)

)[
δ(k+1) + δ(k) − 2s(k)

]
, (6)

b =
(
y(k+1) − y(k)

)
δ(k) −

(
y − y(k)

)[
δ(k+1) + δ(k) − 2s(k)

]
, (7)

c = −s(k)
(
y − y(k)

)
, (8)

which can the be used to determine x. An instance of the rational-quadratic transform is illustrated in
fig. 1, and appendix A.1 gives full details of the above expressions.
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Implementation The practical implementation of the monotonic rational-quadratic coupling trans-
form is as follows:

1. A neural network NN takes x1:d−1 as input and outputs an unconstrained parameter vector
θi of length 3K − 1 for each i = d, . . . ,D.

2. Vector θi is partitioned as θi =
[
θwi ,θ

h
i ,θ

d
i

]
, where θwi and θhi have length K, and θdi has

length K − 1.
3. Vectors θwi and θhi are each passed through a softmax and multiplied by 2B; the outputs are

interpreted as the widths and heights of the K bins, which must be positive and span the
[−B,B] interval. Cumulative sums of the K bin widths and heights, each starting at −B,
yield the K+1 knots

{
(x(k), y(k))

}
K
k=0.

4. The vector θdi is passed through a softplus function and is interpreted as the values of the
derivatives

{
δ(k)

}
K−1
k=1 at the internal knots.

Evaluating a rational-quadratic spline transform at location x requires finding the bin in which x lies,
which can be done efficiently with binary search, since the bins are sorted. The Jacobian determinant
can be computed in closed-form as a product of quotient derivatives, while the inverse requires solving
a quadratic equation whose coefficients depend on the value to invert; we provide details of these
procedures in appendix A.2 and appendix A.3. Unlike the additive and affine transformations, which
have limited flexibility, a differentiable monotonic spline with sufficiently many bins can approximate
any differentiable monotonic function on the specified interval [−B,B]2, yet has a closed-form,
tractable Jacobian determinant, and can be inverted analytically. Finally, our parameterization is
fully-differentiable, which allows for training by gradient methods.

The above formulation can also easily be adapted for autoregressive transforms; each θi can be
computed as a function of x1:i−1 using an autoregressive neural network, and then all elements of x
can be transformed at once. Inspired by this, we also introduce a set of splines for our coupling layers
which act elementwise on x1:d−1 (the typically non-transformed variables), and whose parameters
are optimized directly by stochastic gradient descent. This means that our coupling layer transforms

Training data Flow density Flow samples

Figure 2: Qualitative results for two-dimensional
synthetic datasets using RQ-NSF with two cou-
pling layers.

all elements of x at once as follows:

θ1:d−1 = Trainable parameters (9)
θd:D = NN(x1:d−1) (10)
yi = gθi

(xi) for i = 1, . . . , D. (11)

Figure 2 demonstrates the flexibility of our
rational-quadratic coupling transform on syn-
thetic two-dimensional datasets. Using just two
coupling layers, each with K = 128 bins, the
monotonic rational-quadratic spline transforms
have no issue fitting complex, discontinuous
densities with potentially hundreds of modes.
In contrast, a coupling layer with affine trans-
formations has significant difficulty with these
tasks (see appendix C.1).

3.2 Neural spline flows

The monotonic rational-quadratic spline transforms described in the previous section act as drop-in
replacements for affine or additive transformations in both coupling and autoregressive transforms.
When combined with alternating invertible linear transformations, we refer to the resulting class of
normalizing flows as rational-quadratic neural spline flows (RQ-NSF), which may feature coupling
layers, RQ-NSF (C), or autoregressive layers, RQ-NSF (AR). RQ-NSF (C) corresponds to Glow [28]
with affine or additive transformations replaced with monotonic rational-quadratic transforms, where
Glow itself is exactly RealNVP with permutations replaced by invertible linear transformations.

2By definition of the derivative, a differentiable monotonic function is locally linear everywhere, and can
thus be approximated by a piecewise linear function arbitrarily well given sufficiently many bins. For a fixed and
finite number of bins such universality does not hold, but this limit argument is similar in spirit to the universality
proof of Huang et al. [22], and the universal approximation capabilities of neural networks in general.
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RQ-NSF (AR) corresponds to either IAF or MAF, depending on whether the flow parameterizes
f or f−1, again with affine transformations replaced by monotonic rational-quadratic transforms,
and also with permutations replaced with invertible linear layers. Overall, RQ-NSF resembles a
traditional feed-forward neural network architecture, alternating between linear transformations and
elementwise non-linearities, while retaining an exact, analytic inverse. In the case of RQ-NSF (C),
the inverse is available in a single neural-network pass.

4 Related Work

Invertible linear transformations Invertible linear transformations have found significant use
in normalizing flows. Glow [28] replaces the permutation operation of RealNVP with an LU-
decomposed linear transformation interpreted as a 1×1 convolution, yielding superior performance
for image modeling. WaveGlow [45] and FloWaveNet [26] have also successfully adapted Glow
for generative modeling of audio. Expanding on the invertible 1× 1 convolution presented in
Glow, Hoogeboom et al. [21] propose the emerging convolution, based on composing autoregressive
convolutions in a manner analogous to an LU-decomposition, and the periodic convolution, which
uses multiplication in the Fourier domain to perform convolution. Hoogeboom et al. [21] also
introduce linear transformations based on the QR-decomposition, where the orthogonal matrix is
parameterized by a sequence of Householder transformations [55].

Invertible elementwise transformations Outside of those discussed in section 2.2, there has
been much recent work in developing more flexible invertible elementwise transformations for
normalizing flows. Flow++ [20] uses the CDF of a mixture of logistic distributions as a monotonic
transformation in coupling layers, but requires bisection search to compute an inverse, since a closed
form is not available. Non-linear squared flow [61] adds an inverse-quadratic perturbation to an
affine transformation in an autoregressive flow, which is invertible under certain restrictions of
the parameterization. Computing this inverse requires solving a cubic polynomial, and the overall
transform is less flexible than a monotonic rational-quadratic spline. Sum-of-squares polynomial flow
[SOS, 25] parameterizes a monotonic transformation by specifying the coefficients of a polynomial
of some chosen degree which can be written as a sum of squares. For low-degree polynomials, an
analytic inverse may be available, but the method would require an iterative solution in general.

Neural autoregressive flow [NAF, 22] replaces the affine transformation in MAF by parameterizing
a monotonic neural network for each dimension. This greatly enhances the flexibility of the trans-
formation, but the resulting model is again not analytically invertible. Block neural autoregressive
flow [Block-NAF, 6] directly fits an autoregressive monotonic neural network end-to-end rather than
parameterizing a sequence for each dimension as in NAF, but is also not analytically invertible.

Continuous-time flows Rather than constructing a normalizing flow as a series of discrete steps,
it is also possible to use a continuous-time flow, where the transformation from noise u to data
x is described by an ordinary differential equation. Deep diffeomorphic flow [51] is one such
instance, where the model is trained by backpropagation through an Euler integrator, and the Jacobian
is computed approximately using a truncated power series and Hutchinson’s trace estimator [23].
Neural ordinary differential equations [Neural ODEs, 3] define an additional ODE which describes
the trajectory of the flow’s gradient, avoiding the need to backpropagate through an ODE solver. A
third ODE can be used to track the evolution of the log density, and the entire system can be solved
with a suitable integrator. The resulting continuous-time flow is known as FFJORD [16]. Like flows
based on coupling layers, FFJORD is also invertible in ‘one pass’, but here this term refers to solving
a system of ODEs, rather than performing a single neural-network pass.

5 Experiments

In our experiments, the neural network NN which computes the parameters of the elementwise
transformations is a residual network [18] with pre-activation residual blocks [19]. For autoregressive
transformations, the layers must be masked so as to preserve autoregressive structure, and so we use
the ResMADE architecture outlined by Nash and Durkan [40]. Preliminary results indicated only
minor differences in setting the tail bound B within the range [1, 5], and so we fix a value B = 3
across experiments, and find this to work robustly. We also fix the number of bins K = 8 across
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Table 1: Test log likelihood (in nats) for UCI datasets and BSDS300, with error bars corresponding to
two standard deviations. FFJORD†, NAF†, Block-NAF†, and SOS† report error bars across repeated
runs rather than across the test set. Superscript? indicates results are taken from the existing literature.
For validation results which can be used for comparison during model development, see table 6 in
appendix B.1.

MODEL POWER GAS HEPMASS MINIBOONE BSDS300

FFJORD?† 0.46± 0.01 8.59± 0.12 −14.92± 0.08 −10.43± 0.04 157.40± 0.19
GLOW 0.42± 0.01 12.24± 0.03 −16.99± 0.02 −10.55± 0.45 156.95± 0.28
Q-NSF (C) 0.64± 0.01 12.80± 0.02 −15.35± 0.02 −9.35± 0.44 157.65± 0.28
RQ-NSF (C) 0.64± 0.01 13.09± 0.02 −14.75± 0.03 −9.67± 0.47 157.54± 0.28

MAF 0.45± 0.01 12.35± 0.02 −17.03± 0.02 −10.92± 0.46 156.95± 0.28
Q-NSF (AR) 0.66± 0.01 12.91± 0.02 −14.67± 0.03 −9.72± 0.47 157.42± 0.28
NAF?† 0.62± 0.01 11.96± 0.33 −15.09± 0.40 −8.86± 0.15 157.73± 0.04
BLOCK-NAF?† 0.61± 0.01 12.06± 0.09 −14.71± 0.38 −8.95± 0.07 157.36± 0.03
SOS?† 0.60± 0.01 11.99± 0.41 −15.15± 0.10 −8.90± 0.11 157.48± 0.41
RQ-NSF (AR) 0.66± 0.01 13.09± 0.02 −14.01± 0.03 −9.22± 0.48 157.31± 0.28

our experiments, unless otherwise noted. We implement all invertible linear transformations using
the LU-decomposition, where the permutation matrix P is fixed at the beginning of training, and
the product LU is initialized to the identity. For all non-image experiments, we define a flow ‘step’
as the composition of an invertible linear transformation with either a coupling or autoregressive
transform, and we use 10 steps per flow in all our experiments, unless otherwise noted. All flows use
a standard-normal noise distribution. We use the Adam optimizer [27], and anneal the learning rate
according to a cosine schedule [35]. In some cases, we find applying dropout [53] in the residual
blocks beneficial for regularization. Full experimental details are provided in appendix B. Code is
available online at https://github.com/bayesiains/nsf.

5.1 Density estimation of tabular data

We first evaluate our proposed flows using a selection of datasets from the UCI machine-learning
repository [7] and BSDS300 collection of natural images [38]. We follow the experimental setup
and pre-processing of Papamakarios et al. [43], who make their data available online [42]. We also
update their MAF results using our codebase with ResMADE and invertible linear layers instead
of permutations, providing a stronger baseline. For comparison, we modify the quadratic splines
of Müller et al. [39] to match the rational-quadratic transforms, by defining them on the range
[−B,B] instead of [0, 1], and adding linear tails, also matching the boundary derivatives as in the
rational-quadratic case. We denote this model Q-NSF. Our results are shown in table 1, where the
mid-rule separates flows with one-pass inverse from autoregressive flows. We also include validation
results for comparison during model development in table 6 in appendix B.1.

Both RQ-NSF (C) and RQ-NSF (AR) achieve state-of-the-art results for a normalizing flow on the
Power, Gas, and Hepmass datasets, tied with Q-NSF (C) and Q-NSF (AR) on the Power dataset.
Moreover, RQ-NSF (C) significantly outperforms both Glow and FFJORD, achieving scores compet-
itive with the best autoregressive models. These results close the gap between autoregressive flows
and flows based on coupling layers, and demonstrate that, in some cases, it may not be necessary to
sacrifice one-pass sampling for density-estimation performance.

5.2 Improving the variational autoencoder

Next, we examine our proposed flows in the context of the variational autoencoder [VAE, 29, 48],
where they can act as both flexible prior and approximate posterior distributions. For our experiments,
we use dynamically binarized versions of the MNIST dataset of handwritten digits [33], and the
EMNIST dataset variant featuring handwritten letters [5]. We measure the capacity of our flows
to improve over the commonly used baseline of a standard-normal prior and diagonal-normal
approximate posterior, as well as over either coupling or autoregressive distributions with affine
transformations. Quantitative results are shown in table 2, and image samples in appendix C.
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Table 2: Variational autoencoder test-set results (in nats) for the evidence lower bound (ELBO) and
importance-weighted estimate of the log likelihood (computed as by Burda et al. [2] using 1000
importance samples). Error bars correspond to two standard deviations.

MNIST EMNIST

POSTERIOR/PRIOR ELBO log p(x) ELBO log p(x)

BASELINE −85.61± 0.51 −81.31± 0.43 −125.89± 0.41 −120.88± 0.38

GLOW −82.25± 0.46 −79.72± 0.42 −120.04± 0.40 −117.54± 0.38
RQ-NSF (C) −82.08± 0.46 −79.63± 0.42 −119.74± 0.40 −117.35± 0.38

IAF/MAF −82.56± 0.48 −79.95± 0.43 −119.85± 0.40 −117.47± 0.38
RQ-NSF (AR) −82.14± 0.47 −79.71± 0.43 −119.49± 0.40 −117.28± 0.38

All models improve significantly over the baseline, but perform very similarly otherwise, with most
featuring overlapping error bars. Considering the disparity in density-estimation performance in the
previous section, this is likely due to flows with affine transformations being sufficient to model the
latent space for these datasets, with little scope for RQ-NSF flows to demonstrate their increased
flexibility. Nevertheless, it is worthwhile to highlight that RQ-NSF (C) is the first class of model which
can potentially match the flexibility of autoregressive models, and which requires no modification for
use as either a prior or approximate posterior, due to its one-pass invertibility.

5.3 Generative modeling of images

Finally, we evaluate neural spline flows as generative models of images, measuring their capacity
to improve upon baseline models with affine transforms. In this section, we focus solely on flows
with a one-pass inverse in the style of RealNVP [10] and Glow [28]. We use the CIFAR-10 [31]
and downsampled 64 × 64 ImageNet [49, 60] datasets, with original 8-bit colour depth and with
reduced 5-bit colour depth. We use Glow-like architectures with either affine (in the baseline
model) or rational-quadratic coupling transforms, and provide full experimental detail in appendix B.
Quantitative results are shown in table 3, and samples are shown in fig. 3 and appendix C.

RQ-NSF (C) improves upon the affine baseline in three out of four tasks, and the improvement is most
significant on the 8-bit version of ImageNet64. At the same time, RQ-NSF (C) achieves scores that
are competitive with the original Glow model, while significantly reducing the number of parameters
required, in some cases by almost an order of magnitude. Figure 3 demonstrates that the model is
capable of producing diverse, globally coherent samples which closely resemble real data. There
is potential to further improve our results by replacing the uniform dequantization used in Glow
with variational dequantization, and using more powerful networks with gating and self-attention
mechanisms to parameterize the coupling transforms, both of which are explored by Ho et al. [20].

6 Discussion

Long-standing probabilistic models such as copulas [12] and Gaussianization [4] can simply represent
complex marginal distributions that would require many layers of transformations in flow-based
models like RealNVP and Glow. Differentiable spline-based coupling layers allow these flows,
which are powerful ways to represent high-dimensional dependencies, to model distributions with
complex shapes more quickly. Our results show that when we have enough data, the extra flexibility
of spline-based layers leads to better generalization.

For tabular density estimation, both RQ-NSF (C) and RQ-NSF (AR) excel on Power, Gas, and
Hepmass, the datasets with the highest ratio of data points to dimensionality from the five considered.
In image experiments, RQ-NSF (C) achieves the best results on the ImageNet dataset, which has over
an order of magnitude more data points than CIFAR-10. When the dimension is increased without a
corresponding increase in dataset size, RQ-NSF still performs competitively with other approaches,
but does not outperform them.

Overall, neural spline flows demonstrate that there is significant performance to be gained by
upgrading the commonly-used affine transformations in coupling and autoregressive layers, without
the need to sacrifice analytic invertibility. Monotonic spline transforms enable models based on
coupling layers to achieve density-estimation performance on par with the best autoregressive flows,
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Table 3: Test-set bits per dimension (BPD, lower is better) and parameter count for CIFAR-10 and
ImageNet64 models. Superscript? indicates results are taken from the existing literature.

CIFAR-10 5-BIT CIFAR-10 8-BIT IMAGENET64 5-BIT IMAGENET64 8-BIT

MODEL BPD PARAMS BPD PARAMS BPD PARAMS BPD PARAMS

BASELINE 1.70 5.2M 3.41 11.1M 1.81 14.3M 3.91 14.3M
RQ-NSF (C) 1.70 5.3M 3.38 11.8M 1.77 15.6M 3.82 15.6M

GLOW? 1.67 44.0M 3.35 44.0M 1.76 110.9M 3.81 110.9M

Figure 3: Samples from image models for 5-bit (top) and 8-bit (bottom) datasets. Left: CIFAR-10.
Right: ImageNet64.

while retaining exact one-pass sampling. These models strike a novel middle ground between
flexibility and practicality, providing a useful off-the-shelf tool for the enhancement of architectures
like the variational autoencoder, while also improving parameter efficiency in generative modeling.

The proposed transforms scale to high-dimensional problems, as demonstrated empirically. The only
non-constant operation added is the binning of the inputs according to the knot locations, which can
be efficiently performed in O(log2K) time for K bins with binary search, since the knot locations
are sorted. Moreover, due to the increased flexibility of the spline transforms, we find that we require
fewer steps to build flexible flows, reducing the computational cost. In our experiments, which employ
a linear O(K) search, we found rational-quadratic splines added approximately 30-40% to the wall-
clock time for a single traning update compared to the same model with affine transformations. A
potential drawback of the proposed method is a more involved implementation; we alleviate this by
providing an extensive appendix with technical details, and a reference implementation in PyTorch.
A third-party implementation has also been added to TensorFlow Probability [8].

Rational-quadratic transforms are also a useful differentiable and invertible module in their own right,
which could be included in many models that can be trained end-to-end. For instance, monotonic
warping functions with a tractable Jacobian determinant are useful for supervised learning [52].
More generally, invertibility can be useful for training very large networks, since activations can be
recomputed on-the-fly for backpropagation, meaning gradient computation requires memory which
is constant instead of linear in the depth of the network [14, 37]. Monotonic splines are one way of
constructing invertible elementwise transformations, but there may be others. The benefits of research
in this direction are clear, and so we look forward to future work in this area.
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A Monotonic rational-quadratic transforms

A.1 Parameterization of the spline

We here include an outline of the method of Gregory and Delbourgo [17] which closely matches the
original paper. Let

{(
x(k), y(k)

)}
K
k=0 be a given set of knot points in the plane which satisfy

(x(0), y(0)) = (−B,−B), (12)

(x(K), y(K)) = (B,B), (13)

x(k) < x(k+1) and y(k) < y(k+1) for all k = 0, . . . ,K − 1. (14)

Let
{
δ(k)

}
K
k=0 be the non-negative derivative values at these knot points (we take δ(0) = δ(K) = 1

so that the spline matches the derivative of the linear tails). Given these quantities, the algorithm
of Gregory and Delbourgo [17] defines a monotonic rational-quadratic spline which passes through
each knot and has the given derivative value at each knot as follows:

1. Let w(k) = x(k+1)−x(k) be the bin widths, and s(k) =
(
y(k+1) − y(k)

)
/w(k) be the slopes

of the lines joining the co-ordinates.

2. For x ∈
[
x(k), x(k+1)

]
, let ξ =

(
x− x(k)

)
/w(k), so that ξ ∈ [0, 1].

3. Then, for x ∈
[
x(k), x(k+1)

]
, k = 0, . . . ,K − 1, define

g(x) =
α(k)(ξ)

β(k)(ξ)
, (15)

where

α(k)(ξ) = s(k)y(k+1)ξ2 +
[
y(k)δ(k+1) + y(k+1)δ(k)

]
ξ(1− ξ) + s(k)y(k)(1− ξ)2, (16)

β(k)(ξ) = s(k)ξ2 +
[
δ(k+1) + δ(k)

]
ξ(1− ξ) + s(k)(1− ξ)2. (17)

Gregory and Delbourgo [17] note that β(k)(ξ) can be rewritten as

β(k)(ξ) = s(k) +
[
δ(k+1) + δ(k) − 2s(k)

]
ξ(1− ξ), (18)

so that the quotient can be written as

α(k)(ξ)

β(k)(ξ)
= y(k) +

(y(k+1) − y(k))
[
s(k)ξ2 + δ(k)ξ(1− ξ)

]

s(k) +
[
δ(k+1) + δ(k) − 2s(k)

]
ξ(1− ξ) , (19)

which is less prone to numerical issues, especially for small values of s(k). Gregory and Delbourgo
[17] show that the spline defined by eq. (15) interpolates between the given knots, satisfies the
derivative constraints at the knot points, and is monotonic on each bin. Rational-quadratic functions
also provide flexibility over previous approaches: it is not possible to match arbitrary values and
derivatives of a function at two boundary knots with a quadratic polynomial, or a monotonic segment
of a cubic polynomial.

A.2 Computing the derivative

The derivative of eq. (15) is given by the quotient rule:

d

dx

[
α(k)(ξ)

β(k)(ξ)

]
=

d

dξ

[
α(k)(ξ)

β(k)(ξ)

]
dξ

dx
=

1

w(k)

β(k)(ξ) d
dξ

[
α(k)(ξ)

]
− α(k)(ξ) d

dξ

[
β(k)(ξ)

]
[
β(k)(ξ)

]
2

. (20)

It can be shown that

β(k)(ξ)
dα(k)(ξ)

dξ
− α(k)(ξ)

dβ(k)(ξ)

dξ
= w(k)

(
s(k)

)
2
[
δ(k+1)ξ2 + 2s(k)ξ(1− ξ) + δ(k)(1− ξ)2

]
,

(21)
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so that

d

dx

[
α(k)(ξ)

β(k)(ξ)

]
=

(
s(k)

)
2
[
δ(k+1)ξ2 + 2s(k)ξ(1− ξ) + δ(k)(1− ξ)2

]
[
s(k) +

[
δ(k+1) + δ(k) − 2s(k)

]
ξ(1− ξ)

]
2

. (22)

Since the rational-quadratic transform is monotonic and acts elementwise, the logarithm of the
absolute value of the determinant of its Jacobian is given by a sum of the logarithm of eq. (22) for
each transformed x.

A.3 Computing the inverse

Computing the inverse of a monotonic rational-quadratic transformation when the value to invert
lies in the tails is trivial. The problem of inversion is thus reduced to computing the inverse of the
monotonic rational-quadratic spline. Consider a rational-quadratic function

y =
α(ξ(x))

β(ξ(x))
=
α0 + α1ξ(x) + α2ξ(x)2

β0 + β1ξ(x) + β2ξ(x)2
, (23)

which arises as the result of the algorithm outlined in appendix A.1. The coefficients are such that the
function is monotonically-increasing in its associated bin. Inverting the function involves solving a
quadratic equation:

q(x) = α(ξ(x))− yβ(ξ(x)) (24)

= aξ(x)2 + bξ(x) + c = 0, (25)

where the coefficients depend on the target output y:

a = α2 − β2y, b = α1 − β1y, c = α0 − β0y. (26)

Only one of the two solutions lies in the function’s associated bin. To identify the solution in general,
we identify that along the line of corresponding (x, y) values, q(x)=0 and so dq

dx =0, where

dq

dx
=
∂q

∂x
+
∂q

∂y

∂y

∂x
(27)

=
∂q

∂x
− β(ξ(x))︸ ︷︷ ︸

>0

∂y

∂x︸︷︷︸
>0

= 0. (28)

We substituted a partial derivative of eq. (24), noted eq. (17) is positive, and noted that the spline
y(x) is monotonic and increasing. To satisfy eq. (28), ∂q∂x>0, which corresponds to this solution to
eq. (25):

ξ(x) =
−b+

√
b2 − 4ac

2a
=

2c

−b−
√
b2 − 4ac

, (29)

where the first form is more commonly quoted, but the second form is numerically more precise
when 4ac is small.

We can rearrange eq. (19) to show

a =
(
y(k+1) − y(k)

)[
s(k) − δ(k)

]
+
(
y − y(k)

)[
δ(k+1) + δ(k) − 2s(k)

]
, (30)

b =
(
y(k+1) − y(k)

)
δ(k) −

(
y − y(k)

)[
δ(k+1) + δ(k) − 2s(k)

]
, (31)

c = −s(k)
(
y − y(k)

)
, (32)

which yields ξ(x), which we can then use to determine the inverse x.

B Experimental details

B.1 Tabular density estimation

Model selection is performed using the standard validation splits for these datasets. We clip the norm
of gradients to the range [−5, 5], and find this helps stabilize training. We modify MAF by replacing
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permutations with invertible linear layers. Hyperparameter settings are shown for coupling flows in
table 4 and autoregressive flows in table 5. We include the dimensionality and number of training data
points in each table for reference. For higher dimensional datasets such as Hepmass and BSDS300,
we found increasing the number of coupling layers beneficial. This was not necessary for Miniboone,
where overfitting was an issue due to the low number of data points.

Table 4: Hyperparameters for density-estimation results using coupling layers in section 5.1.

POWER GAS HEPMASS MINIBOONE BSDS300

DIMENSION 6 8 21 43 63
TRAIN DATA POINTS 1,615,917 852,174 315,123 29,556 1,000,000

BATCH SIZE 512 512 256 128 512
TRAINING STEPS 400,000 400,000 400,000 200,000 400,000
LEARNING RATE 0.0005 0.0005 0.0005 0.0003 0.0005
FLOW STEPS 10 10 20 10 20
RESIDUAL BLOCKS 2 2 1 1 1
HIDDEN FEATURES 256 256 128 32 128
BINS 8 8 8 4 8
DROPOUT 0.0 0.1 0.2 0.2 0.2

Table 5: Hyperparameters for density-estimation results using autoregressive layers in section 5.1.

POWER GAS HEPMASS MINIBOONE BSDS300

DIMENSION 6 8 21 43 63
TRAIN DATA POINTS 1,615,917 852,174 315,123 29,556 1,000,000

BATCH SIZE 512 512 512 64 512
TRAINING STEPS 400,000 400,000 400,000 250,000 400,000
LEARNING RATE 0.0005 0.0005 0.0005 0.0003 0.0005
FLOW STEPS 10 10 10 10 10
RESIDUAL BLOCKS 2 2 2 1 2
HIDDEN FEATURES 256 256 256 64 512
BINS 8 8 8 4 8
DROPOUT 0.0 0.1 0.2 0.2 0.2

Table 6: Validation log likelihood (in nats) for UCI datasets and BSDS300, with error bars corre-
sponding to two standard deviations.

MODEL POWER GAS HEPMASS MINIBOONE BSDS300

RQ-NSF (C) 0.65± 0.01 13.08± 0.02 −14.75± 0.06 −9.03± 0.43 172.51± 0.60
RQ-NSF (AR) 0.67± 0.01 13.08± 0.02 −13.82± 0.05 −8.63± 0.41 172.5± 0.59

B.2 Improving the variational autoencoder

We use the Adam optimizer [27] with default hyperparameters, annealing an initial learning rate
of 0.0005 to 0 using a cosine schedule [35] over 150,000 training steps with batch size 256. We
use a ‘warm-up’ phase for the KL divergence term of the loss, where the multiplier for this term is
initialized to 0.5 and linearly increased to 1 over the first 10% of training. This modification initially
reduces the penalty incurred by the approximate posterior in deviating from the prior, and similar
schemes have been shown to improve VAE training dynamics [47]. Model selection is performed
using a held-out validation set of 10,000 samples for MNIST, and 20,000 samples for EMNIST.

We use 32 latent features, and residual nets use 2 blocks, with 64 latent features for coupling layers,
and 128 latent features for autoregressive layers. Both coupling and autoregressive flows use 10 steps.
As with the tabular density-estimation experiments, we modify IAF [30] and MAF [43] by replacing
permutations with invertible linear layers using an LU-decomposition. All NSF models use 8 bins.
The encoder and decoder architectures are set up exactly as described by Nash and Durkan [40], and
are similar to those used in IAF [30] and NAF [22].
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Conditioning the approximate posterior distribution q(z |x) follows a multi-stage procedure. First,
the encoder computes a context vector h of dimension 64 as a function of the input x. This vector
is then mapped to the mean and diagonal covariance of a Gaussian distribution in the latent space.
Then, h is also given as input to the residual nets in each of the flow’s coupling or autoregressive
layers, where it is concatenated with the input z, mapped to the required number of hidden features,
and also used to modulate the additive update of each residual block with a sigmoid gate. We found
this scheme to work well across experiments.

B.3 Generative modeling of images

For image-modeling experiments we use a Glow-like model architecture introduced by Kingma
and Dhariwal [28, Section 3]. This involves stacking multiple steps for each level in the multi-
scale architecture of Dinh et al. [10], where each step consists of an actnorm layer, an invertible
1 × 1 convolution and a coupling transform. For our RQ-NSF (C) model, we make the following
modifications to the original Glow model: we replace affine coupling transforms with rational-
quadratic coupling transforms, we go back to residual convolutional networks as used in RealNVP
[10], and we use an additional 1× 1 convolution at the end of each level of transforms. The basline
model is the same as RQ-NSF (C), except that it uses affine coupling transforms instead of rational-
quadratic ones. For CIFAR-10 experiments we do not factor out dimensions at the end of each level,
but still use the squeezing operation to trade spatial resolution for depth.

For all experiments we use 3 residual blocks and batch normalization [24] in the residual networks
which parameterize the coupling transforms. We use 7 steps per level for all experiments, resulting in
a total of 21 coupling transforms for CIFAR-10, and 28 coupling transform for ImageNet64 (Glow
models used by Kingma and Dhariwal [28] use 96 and 192 affine coupling transforms for CIFAR-10
and ImageNet64 respectively).

We use the Adam [27] optimizer with default β1 and β2 values. An initial learning rate of 0.0005 is
annealed to 0 following a cosine schedule [35]. We train for 100,000 steps for 5-bit experiments, and
for 200,000 steps for 8-bit experiments. To track the performance of our models, we split off 1% of
the training data to use as a development set. Due to the resource requirements of the experiments,
we perform a limited manual hyper-parameter exploration. Final values are reported in table 7.

We use a single NVIDIA Tesla P100 GPU card per CIFAR-10 experiment, and two such cards per
ImageNet64 experiment. Training for 200,000 steps takes about 5 days with this setup.

Table 7: Hyperparameters for generative image-modeling results in section 5.3.

DATASET BATCH SIZE LEVELS HIDDEN CHANNELS BINS DROPOUT

CIFAR-10 5-BIT 512 3 64 2 0.2
8-BIT 512 3 96 4 0.2

IMAGENET64 5-BIT 256 4 96 8 0.1
8-BIT 256 4 96 8 0.0

C Additional experimental results

C.1 Affine coupling transforms for 2D datasets

Densities fit by a model with two affine coupling layers on synthetic two-dimensional datasets are
shown in fig. 4.

C.2 Samples

Image samples for VAE experiments are shown in fig. 5. Additional samples for generative image-
modeling experiments are shown in fig. 6.
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Training data Flow density Flow samples

Figure 4: Qualitative results for two-dimensional synthetic datasets using two affine coupling layers.

(a) MNIST (b) EMNIST-letters

Figure 5: VAE samples. Top to bottom: training data, RQ-NSF (C), RQ-NSF (AR).
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(a) CIFAR-10 5-bit (b) ImageNet64 5-bit

(c) CIFAR-10 8-bit (d) ImageNet64 8-bit

Figure 6: Additional image samples for generative image-modeling experiments.
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Chapter 5

Diffusion Models

This chapter discusses diffusion models, which have garnered significant attention due
to their strong empirical results, appealing test-time capabilities, and compelling design.
Diffusion models gradually convert the data distribution to a chosen base distribution
using a carefully chosen stochastic process, and then learn to reverse these dynamics to
construct a generative model. We provide a brief overview of the multiple formulations
available for these models, their relation to other approaches in the literature, and
how they can be naturally viewed as two-part models. The main contribution of this
chapter, ‘Maximum-Likelihood Training of Score-Based Diffusion Models’ then develops
the connection between diffusion models and continuous-time normalizing flows, showing
how diffusion models can be trained by maximum likelihood. Finally, we discuss latent-
variable models more generally, of which diffusion models are a structured special case.
We use the variational autoencoder as a canonical example, and offer comparison to
diffusion models and other autoencoder-based approaches.

5.1 Diffusion models

Diffusion models can be formulated either as latent-variable models or as score-based
models, and it is useful to examine both perspectives. We include a visualization of the
process which gradually adds noise to a toy mixture-of-Gaussian dataset in fig. 5.1 using
the score-based framework, but the figure is also representative of the latent-variable
formulation.

Formulation as deep latent-variable models

Sohl-Dickstein et al. (2015) first introduced diffusion models as deep latent-variable
models, which gradually removed structure from data by replacing the original signal
with Gaussian or Bernoulli noise. The idea remained dormant for several years, and
it was not until Ho et al. (2020) showed compelling results for image-generation that
interest in these models began in earnest. Formally, discrete-time Gaussian diffusion
models are presented as Markov Chains with prescribed latent variables which are
increasingly noisy versions of the data that do not change over the course of training:

q(x0:T ) = p(x0)
T∏

t=1

q(xt |xt−1) = p(x0)
T∏

t=1

N (xt |
√

1− βtxt−1, βtI). (5.1)
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Here, {βt}Tt=1 defines a schedule such that the distribution of the latent variables at the
final time step is approximately standard normal. The transition distribution for this
process is also Gaussian, with mean and variance depending on the schedule. Intuitively,
this process gradually scales down the original signal and replaces it with Gaussian
noise of increasing variance.

Similarly to the two-part model outlined in chapter 2, the generative model here also
factorizes as a Markov chain, but in the reverse direction:

pθ(x0:T ) = p(xT )
T∏

t=1

pθ(xt−1 |xt) = N (xT ; 0, I)
T∏

t=1

N (xt−1;µθ(xt, t),σ
2
θ(xt, t)I).

(5.2)

Here, the mean µθ and (scalar) variance σ2
θ are the central quantities typically parame-

terized by deep neural networks It is common to share the parameters of these networks
across time by conditioning on the time step as an extra input. The training objective
for these models begins with formulating the standard variational lower bound on the
marginal-likelihood

log pθ(x) ≥ Eq(x1:T )

[
log

pθ(x0:T )

q(x1:T |x0)

]
. (5.3)

Using the fact that both the generative and inference processes factorize as Markov
chains, this bound can be rewritten as a sum of KL-divergence terms across time (Ho
et al., 2020). The standard approach is to then sub-sample single terms from this bound
during training. This sub-sampling approach combined with parameter-sharing across
time effectively makes it possible to train an extremely deep model efficiently. In practice,
a popular alternative to the standard variational lower bound involves manipulating
the bound into a weighted sum of square-norm error terms. Ho et al. (2020) adopted a
different choice of weighting, which resulted in improved image fidelity. Ho et al. (2020)
also remarked on the similarity between this objective and a weighted sum of denoising
score-matching objectives, highlighting the close connection and ultimate equivalence of
these formulations.

Formulation as score-based models

Independently of Sohl-Dickstein et al. (2015) and Ho et al. (2020), Song and Er-
mon (2019) proposed a framework for generative modeling by score-matching across a
stochastic process which gradually added Gaussian noise to data:

q(xt|x0) = N (xt; x0, σ(t)2I). (5.4)

In this case, time is no longer guaranteed For large enough σ(T ), the magnitude of
the noise overwhelms any signal in the data and the marginal distribution can be
approximated by a Gaussian with mean zero and variance σ(T ). It is then possible
to fit the time-dependent score function1 for this process using a weighted mixture of
denoising score-matching objectives (see Vincent (2011) for the formulation of denoising
score-matching):

L(θ) =
T∑

t=1

λ(t)‖∇xt log q(xt |x0)− sθ(xt, t)‖2. (5.5)

1Again, as mentioned in chapter 3, the typical use of the term ‘score’ refers to the gradient of the
log-likelihood with respect to parameters instead of data, unlike the usage here.
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(a) t = 0 (b) t = 0.25 (c) t = 0.45 (d) t = 1

Figure 5.1: Visualization of a Gaussian diffusion process, transforming a mixture of
Gaussians to a standard normal distribution. For t ∈ [0, 1), the marginal distribution
is also a mixture of Gaussians, and the arrows show the ground-truth time-dependent
scores. These scores constitute the targets for learning in a diffusion model. Notably,
a diffusion model successfully transforms the data distribution to the chosen base
distribution even before a model is trained, and retains this property throughout the
fitting procedure.

Here, the model sθ(xt, t) matches the time-dependent score and is parameterized by a
deep neural network whose parameters are again shared across time. The learned time-
dependent score can then be used to simulate annealed Langevin dynamics (Langevin,
1908; Neal, 2001) in reverse to sample from the model. The main motivation for
introducing this noise process is due to potentially separated modes of the target
distribution. Without adding noise and gradually annealing over time, Langevin
dynamics struggle to traverse low-density regions of the target distribution. Song and
Ermon (2020) expanded on this work, introducing a collection of tricks for extracting
improved performance from these models. In contrast to the latent-variable formulation,
this line of work focused primarily on the score function as the key object of interest, and
viewed sampling as gradient-based MCMC along a path which was gradually annealed
towards the data distribution.

A unified perspective

(Song et al., 2021c) provided a unified language for both the latent-variable and score-
based approaches using stochastic differential equations (SDEs). In this setup, the
noising dynamics are governed by an SDE whose transition kernels are Gaussian, and
the reverse SDE required for sampling is analytically available and features the time-
dependent score function for the process. This formulation naturally allows discussion
of both the latent-variable and score-matching approaches, and training again amounts
to minimizing a weighted denoising score-matching objective across time.

Importantly, (Song et al., 2021c) also showed that the stochastic dynamics had a
corresponding discrete dynamic described by a continuous-time normalizing flow, whose
vector field involved the unknown time-dependent score function, and whose marginal
distributions at any time matched that of the stochastic process. The core contribution
of the paper in this chapter is to expand on this deep connection between diffusion models
and flows, by showing that SDE-based diffusion models can also be trained by maximum
likelihood, which effectively enables the treatment of SDE-based diffusion models as
continuous-time normalizing flows. Finally, (Kingma et al., 2021) also provides a unified
and equivalent perspective between the latent-variable and score-based formulations,
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but eschews the language of SDEs and instead considers an infinitely deep generalization
of the latent-variable approach.

Test-time flexibility Although diffusion models require repeated evaluation of the
time-dependent score for sampling, the dynamics can be discretized as coarsely as
possible as long as sample quality is sufficient. This test-time flexibility is a property
so far unique to diffusion models in generative modeling. An important aspect of
research into diffusion models is therefore determining sampling schemes which use the
fewest function evaluations. Numerous approaches have been proposed, including an
ODE-scheme which improves over a vanilla Euler discretization (Song et al., 2021a),
an analytically optimal ancestral-sampling scheme (Bao et al., 2022), and a family of
diffusion processes with ODE dynamics amenable to coarse discretization (Karras et al.,
2022).

Guidance Generative models are often most useful when users have fine-grained
control over their output. Examples include generating images which match a particular
description, or audio which matches a given video. The term ‘guidance’ has been adopted
to describe conditional sampling in diffusion models, which can be applied at test-time
once the model is trained. This procedure ultimately amounts to clever application of
Bayes’ rule, since computing scores for a desired posterior distribution only requires
a sum of the corresponding terms for the likelihood and prior. The prior term often
corresponds to an unconditional diffusion model, and the choice is usually in how the
likelihood term is defined. Some approaches take gradients through an explicit model
such a classifier to define a time-dependent likelihood term (Dhariwal and Nichol, 2021),
while others train a single diffusion model both conditionally and unconditionally, and
combine the conditional and unconditional scores to define an implicit likelihood (Ho
and Salimans, 2021). There is some evidence that guidance can help smaller models
achieve similar performance to models an order of magnitude larger (Nichol et al., 2022),
and guidance is key to the success of state-of-the-art diffusion models today (Ramesh
et al., 2022; Saharia et al., 2022).

Diffusion models as two-part models

Viewed as two-part models, there is a stark contrast between the generative and inference
components of a diffusion model. Indeed, a hallmark of diffusion models is that their
inference component is chosen in advance and remained fixed throughout training. This
means there is no need to additionally compute a complicated distribution over the
latent variable given a particular image; instead, the latent variable is immediately
available as a noisy version of the data. The latent variables here are not intended to
compress the data or serve as semantically meaningful representations, as is often the
case with latent-variable models, and as we will discuss in the context of the variational
autoencoder later in this chapter.

An important consequence of this fixed inference process means we can closely align
the end of this process with the chosen base distribution, and guarantee this remains
fixed. For a Gaussian diffusion, the marginal distribution at the final time is a mixture
of Gaussians with a number of components equal to the number of data points, and the
diffusion can be chosen so that each mixture component, as well as the mixture as a
whole, are arbitrarily close to an isotropic Gaussian as quantified by, for example, the
KL divergence. Diffusion models therefore have perhaps the most natural interpretation
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as two-part models, where the noising process exists only as a means by which to cleanly
bridge the target distribution with an analytically tractable base distribution. Figure 5.1
illustrates the noising process for mixture of Gaussians under a Gaussian diffusion. The
dynamics define a fixed process which serves as a target for learning, and the regression
targets are the time-dependent score functions, visualized as vector fields in the figure.

Diffusion models also naturally extend the two-part model perspective to continuous-
time. In other words, the set of latent variables originally outlined for the two-part
model in chapter 2 need no longer be finite and indexed by an integer time step, and
instead both inference and generative components of the model can now correspond
to continuous-time stochastic processes. This perspective, along with the contribution
of the paper presented in this chapter, allow continuous-time diffusion models to be
treated as functionally equivalent to continuous-time normalizing flows. In this way,
diffusion models can also be seen as structured normalizing flows which solve one of
the major drawbacks of flows presented in chapter 4, namely that the data distribution
transformed under the flow does not match the chosen base distribution.

5.2 The paper ‘Maximum Likelihood Training of Score-
Based Diffusion Models’

Background

The paper shows how choosing the correct weighting for denoising score-matching
across time bounds the likelihood for a diffusion model, meaning these models can
be trained to maximize likelihood. The core result of the paper came about after
noticing similarities between the formulation of diffusion models as deep latent-variable
models (Sohl-Dickstein et al., 2015; Ho et al., 2020) and their formulation as score-based
models (Song and Ermon, 2019, 2020), as well as the result provided by Lyu (2009)
which relates the score-matching objective to the rate of change of the KL divergence
under an additive Gaussian noise channel. Following the unified presentation of diffusion
models in the stochastic differential equation framework by Song et al. (2021c), I reached
out to Yang with some notes regarding the connection that could be made between
maximum likelihood and score-matching across a diffusion process, and together we
worked out a short technical note with an initial statement of the result. Following
this, Yang verified the theory empirically by showing that diffusion models trained to
maximize likelihood indeed achieved better bits-per-dimension on image modeling tasks.

Discussion

The core contribution of this work was to identify a fundamental link between maximum
likelihood and score-matching across a diffusion process. Multiple results in the same
vein were already known in the information theory literature as generalized versions of de
Bruijn’s identity (Stam, 1959; Valero-Toranzo et al., 2018), but these had not yet been
appreciated by the machine learning community. In particular, the implications of these
results for training generative models were not known. A key consequence of this explicit
connection was that diffusion models could now be both trained and used as continuous-
time normalizing flows efficiently, expanding on the initial connection between the two
classes of model made by (Song et al., 2021c). This contextualized diffusion models in
the existing literature, and demonstrated that continuous-time normalizing flows could
challenge the best autoregressive models in terms of log-likelihood.
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In practice, the paper outlines a method to maximize a lower bound on the KL divergence
between a target distribution and the end point of a diffusion process reversed by means
of a learned score function. The bound is given by a weighted-score matching objective
integrated across the diffusion process. The bound is tight only when the score model
corresponds to the gradient of the logarithm of some probability density function, which
is generally not the case for the parameterized score models commonly used. Nevertheless,
the experiments demonstrate that maximizing this bound using an approximate model
does indeed lead to better likelihood estimates when the diffusion model is evaluated as
a continuous-time normalizing flow. These continuous-time likelihood estimates also
inherit the approximations of likelihood evaluation for continuous-time flows, namely
the use Hutchinson’s trace estimator for the estimate of the Jacobian trace, and the
solver used to integrate the dynamics which track the change in volume under the flow.

The theoretical results given in the paper require the various distributions involved
to satisfy certain criteria. These criteria generally ask for the distributions to be
well-behaved, and can be assumed to hold in practice. In particular, the assumptions
are given explicitly in Appendix A, and are used to guarantee uniqueness of the path
measures defined by the SDEs corresponding to the diffusion process and the learned
model; the existence of a reverse-time SDE for the diffusion process; the existence of the
KL divergence between the path measures; and finally that the log density functions for
the distributions are smooth with at most polynomial growth at infinity.

Publication and impact

The paper first appeared as a short technical note submitted to arXiv on 22nd June
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Abstract

Score-based diffusion models synthesize samples by reversing a stochastic process
that diffuses data to noise, and are trained by minimizing a weighted combination
of score matching losses. The log-likelihood of score-based diffusion models can
be tractably computed through a connection to continuous normalizing flows, but
log-likelihood is not directly optimized by the weighted combination of score
matching losses. We show that for a specific weighting scheme, the objective upper
bounds the negative log-likelihood, thus enabling approximate maximum likelihood
training of score-based diffusion models. We empirically observe that maximum
likelihood training consistently improves the likelihood of score-based diffusion
models across multiple datasets, stochastic processes, and model architectures.
Our best models achieve negative log-likelihoods of 2.83 and 3.76 bits/dim on
CIFAR-10 and ImageNet 32ˆ 32 without any data augmentation, on a par with
state-of-the-art autoregressive models on these tasks.

1 Introduction

Score-based generative models [44, 45, 48] and diffusion probabilistic models [43, 19] have recently
achieved state-of-the-art sample quality in a number of tasks, including image generation [48, 11],
audio synthesis [5, 27, 37], and shape generation [3]. Both families of models perturb data with a
sequence of noise distributions, and generate samples by learning to reverse this path from noise
to data. Through stochastic calculus, these approaches can be unified into a single framework [48]
which we refer to as score-based diffusion models in this paper.

The framework of score-based diffusion models [48] involves gradually diffusing the data distribution
towards a given noise distribution using a stochastic differential equation (SDE), and learning the
time reversal of this SDE for sample generation. Crucially, the reverse-time SDE has a closed-form
expression which depends solely on the time-dependent gradient field (a.k.a., score) of the perturbed
data distribution. This gradient field can be efficiently estimated by training a neural network (called
a score-based model [44, 45]) with a weighted combination of score matching losses [23, 56, 46] as
the objective. A key advantage of score-based diffusion models is that they can be transformed into
continuous normalizing flows (CNFs) [6, 15], thus allowing tractable likelihood computation with
numerical ODE solvers.
˚Equal contribution.
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Compared to vanilla CNFs, score-based diffusion models are much more efficient to train. This is
because the maximum likelihood objective for training CNFs requires running an expensive ODE
solver for every optimization step, while the weighted combination of score matching losses for
training score-based models does not. However, unlike maximum likelihood training, minimizing a
combination of score matching losses does not necessarily lead to better likelihood values. Since
better likelihoods are useful for applications including compression [21, 20, 51], semi-supervised
learning [10], adversarial purification [47], and comparing against likelihood-based generative models,
we seek a training objective for score-based diffusion models that is as efficient as score matching but
also promotes higher likelihoods.

We show that such an objective can be readily obtained through slight modification of the weighted
combination of score matching losses. Our theory reveals that with a specific choice of weighting,
which we term the likelihood weighting, the combination of score matching losses actually upper
bounds the negative log-likelihood. We further prove that this upper bound becomes tight when our
score-based model corresponds to the true time-dependent gradient field of a certain reverse-time
SDE. Using likelihood weighting increases the variance of our objective, which we counteract by
introducing a variance reduction technique based on importance sampling. Our bound is analogous
to the classic evidence lower bound used for training latent-variable models in the variational
autoencoding framework [26, 39], and can be viewed as a continuous-time generalization of [43].

With our likelihood weighting, we can minimize the weighted combination of score matching losses
for approximate maximum likelihood training of score-based diffusion models. Compared to weight-
ings in previous work [48], we consistently improve likelihood values across multiple datasets, model
architectures, and SDEs, with only slight degradation of Fréchet Inception distances [17]. Moreover,
our upper bound on negative log-likelihood allows training with variational dequantization [18],
with which we reach negative log-likelihood of 2.83 bits/dim on CIFAR-10 [28] and 3.76 bits/dim
on ImageNet 32ˆ32 [55] with no data augmentation. Our models present the first instances of
normalizing flows which achieve comparable likelihood to cutting-edge autoregressive models.

2 Score-based diffusion models

Score-based diffusion models are deep generative models that smoothly transform data to noise
using a diffusion process, and synthesize samples by learning and simulating the time-reversal of this
diffusion. The overall approach is illustrated in Fig. 1.

2.1 Diffusing data to noise with an SDE

Let ppxq denote the unknown distribution of a dataset consisting of D-dimensional i.i.d. samples.
Score-based diffusion models [48] employ a stochastic differential equation (SDE) to diffuse ppxq
towards a noise distribution. The SDEs are of the form

dx “ fpx, tqdt` gptqdw, (1)

where fp¨, tq : RD Ñ RD is the drift coefficient, gptq P R is the diffusion coefficient, and w P RD
denotes a standard Wiener process (a.k.a., Brownian motion). Intuitively, we can interpret dw as
infinitesimal Gaussian noise. The solution of an SDE is a diffusion process txptqutPr0,T s, where
r0, T s is a fixed time horizon. We let ptpxq denote the marginal distribution of xptq, and p0tpx1 | xq
denote the transition distribution from xp0q to xptq. Note that by definition we always have p0 “ p
when using an SDE to perturb the data distribution.

The role of the SDE is to smooth the data distribution by adding noise, gradually removing structure
until little of the original signal remains. In the framework of score-based diffusion models, we
choose fpx, tq, gptq, and T such that the diffusion process txptqutPr0,T s approaches some analytically
tractable prior distribution πpxq at t “ T , meaning pT pxq « πpxq. Three families of SDEs suitable
for this task are outlined in [48], namely Variance Exploding (VE) SDEs, Variance Preserving (VP)
SDEs, and subVP SDEs.

2.2 Generating samples with the reverse SDE

Sample generation in score-based diffusion models relies on time-reversal of the diffusion process.
For well-behaved drift and diffusion coefficients, the forward diffusion described in Eq. (1) has an

2
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Figure 1: We can use an SDE to diffuse data to a simple noise distribution. This SDE can be reversed
once we know the score of the marginal distribution at each intermediate time step, ∇x log ptpxq.

associated reverse-time diffusion process [1, 16] given by the following SDE

dx “ “
fpx, tq ´ gptq2∇x log ptpxq

‰
dt` gptqdw̄, (2)

where w̄ is now a standard Wiener process in the reverse-time direction. Here dt represents an
infinitesimal negative time step, meaning that the above SDE must be solved from t “ T to t “ 0.
This reverse-time SDE results in exactly the same diffusion process txptqutPr0,T s as Eq. (1), assuming
it is initialized with xpT q „ pT pxq. This result allows for the construction of diffusion-based
generative models, and its functional form reveals the key target for learning: the time-dependent
score function ∇x log ptpxq. Again, see Fig. 1 for a helpful visualization of this two-part formulation.

In order to estimate ∇x log ptpxq from a given dataset, we fit the parameters of a neural network
sθpx, tq, termed a score-based model, such that sθpx, tq « ∇x log ptpxq for almost all x P RD and
t P r0, T s. Unlike many likelihood-based generative models, a score-based model does not need to
satisfy the integral constraints of a density function, and is therefore much easier to parameterize.
Good score-based models should keep the following least squares loss small

JSMpθ;λp¨qq :“ 1

2

ż T

0

Eptpxqrλptq ‖∇x log ptpxq ´ sθpx, tq‖22sdt, (3)

where λ : r0, T s Ñ Rą0 is a positive weighting function. The integrand features the well-known
score matching [23] objective Eptpxqr‖∇x log ptpxq ´ sθpx, tq‖22s. We therefore refer to Eq. (3) as a
weighted combination of score matching losses.

With score matching techniques [56, 46], we can compute Eq. (3) up to an additive constant and
minimize it for training score-based models. For example, we can use denoising score matching [56]
to transform JSMpθ;λp¨qq into the following, which is equivalent up to a constant independent of θ:

JDSMpθ;λp¨qq :“ 1

2

ż T

0

Eppxqp0tpx1|xqrλptq
∥∥∇x1 log p0tpx1 | xq ´ sθpx1, tq

∥∥2
2
sdt. (4)

Whenever the drift coefficient fθpx, tq is linear in x (which is true for all SDEs in [48]), the transition
density p0tpx1 | xq is a tractable Gaussian distribution. We can form a Monte Carlo estimate of
both the time integral and expectation in JDSMpθ;λp¨qq with a sample pt,x,x1q, where t is uniformly
drawn from r0, T s, x „ ppxq is a sample from the dataset, and x1 „ p0tpx1 | xq. The gradient
∇x1 log p0tpx1 | xq can also be computed in closed form since p0tpx1 | xq is Gaussian.

After training a score-based model sθpx, tq with JDSMpθ;λp¨qq, we can plug it into the reverse-time
SDE in Eq. (2). Samples are then generated by solving this reverse-time SDE with numerical SDE
solvers, given an initial sample from πpxq at t “ T . Since the forward SDE Eq. (1) is designed such
that pT pxq « πpxq, the reverse-time SDE will closely trace the diffusion process given by Eq. (1) in
the reverse time direction, and yield an approximate data sample at t “ 0 (as visualized in Fig. 1).

3 Likelihood of score-based diffusion models

The forward and backward diffusion processes in score-based diffusion models induce two probabilis-
tic models for which we can define a likelihood. The first probabilistic model, denoted as pSDE

θ pxq,
is given by the approximate reverse-time SDE constructed from our score-based model sθpx, tq. In
particular, suppose tx̂θptqutPr0,T s is a stochastic process given by

dx̂ “ “
fpx̂, tq ´ gptq2sθpx̂, tq

‰
dt` gptqdw̄, x̂θpT q „ π. (5)
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We define pSDE
θ as the marginal distribution of x̂θp0q. The probabilistic model pSDE

θ is jointly defined
by the score-based model sθpx, tq, the prior π, plus the drift and diffusion coefficients of the forward
SDE in Eq. (1). We can obtain a sample x̂θp0q „ pSDE

θ by numerically solving the reverse-time SDE
in Eq. (5) with an initial noise vector x̂θpT q „ π.

The other probabilistic model, denoted pODE
θ pxq, is derived from the SDE’s associated probability flow

ODE [32, 48]. Every SDE has a corresponding probability flow ODE whose marginal distribution at
each time t matches that of the SDE, so that they share the same ptpxq for all time. In particular, the
ODE corresponding to the SDE in Eq. (1) is given by

dx

dt
“ fpx, tq ´ 1

2
gptq2∇x log ptpxq. (6)

Unlike the SDEs in Eq. (1) and Eq. (2), this ODE describes fully deterministic dynamics for
the process. Notably, it still features the same time-dependent score function ∇x log ptpxq. By
approximating this score function with our model sθpx, tq, the probability flow ODE becomes

dx̃

dt
“ fpx̃, tq ´ 1

2
gptq2sθpx̃, tq. (7)

In fact, this ODE is an instance of a continuous normalizing flow (CNF) [15], and we can quantify
how the ODE dynamics transform volumes across time in exactly the same way as these traditional
flow-based models [6]. Given a prior distribution πpxq, and a trajectory function x̃θ : r0, T s Ñ RD
satisfying the ODE in Eq. (7), we define pODE

θ as the marginal distribution of x̃θp0q when x̃θpT q „ π.
Similarly to pSDE

θ , the model pODE
θ is jointly defined by the score-based model sθpx, tq, the prior π,

and the forward SDE in Eq. (1). Leveraging the instantaneous change-of-variables formula [6], we
can evaluate log pODE

θ pxq exactly with numerical ODE solvers. Since pODE
θ is a CNF, we can generate

a sample x̃θp0q „ pODE
θ by numerically solving the ODE in Eq. (7) with an initial value x̃θpT q „ π.

Although computing log pODE
θ pxq is tractable, training pODE

θ with maximum likelihood will require
calling an ODE solver for every optimization step [6, 15], which can be prohibitively expensive for
large-scale score-based models. Unlike pODE

θ , we cannot evaluate log pSDE
θ pxq exactly for an arbitrary

data point x. However, we have a lower bound on log pSDE
θ pxq which allows both efficient evaluation

and optimization, as will be shown in Section 4.2.

4 Bounding the likelihood of score-based diffusion models

Many applications benefit from models which achieve high likelihood. One example is lossless
compression, where log-likelihood directly corresponds to the minimum expected number of bits
needed to encode a message. Indeed, popular likelihood-based models such as variational autoen-
coders and normalizing flows have already found success in image compression [51, 20, 21]. Despite
some known drawbacks [50], likelihood is still one of the most popular metrics for evaluating and
comparing generative models.

Maximizing the likelihood of score-based diffusion models can be accomplished by either maximizing
the likelihood of pSDE

θ or pODE
θ . Although pODE

θ is a continuous normalizing flow (CNF) and its log-
likelihood is tractable, training with maximum likelihood is expensive. As mentioned already, it
requires solving an ODE at every optimization step in order to evaluate the log-likelihood on a batch
of training data. In contrast, training with the weighted combination of score matching losses is much
more efficient, yet in general it does not directly promote high likelihood of either pSDE

θ or pODE
θ .

In what follows, we show that with a specific choice of the weighting function λptq, the combination
of score matching losses JSMpθ;λp¨qq actually becomes an upper bound on DKLpp } pSDE

θ q, and can
therefore serve as an efficient proxy for maximum likelihood training. In addition, we provide a
related lower bound on log pSDE

θ pxq that can be evaluated efficiently on any individual datapoint x.

4.1 Bounding the KL divergence with likelihood weighting

It is well-known that maximizing the log-likelihood of a probabilistic model is equivalent to minimiz-
ing the KL divergence from the data distribution to the model distribution. We show in the following
theorem that for the model pSDE

θ , this KL divergence can be upper bounded by JSMpθ;λp¨qq when
using the weighting function λptq “ gptq2, where gptq is the diffusion coefficient of SDE in Eq. (1).
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Table 1: SDEs and their corresponding weightings for score matching losses.

SDE Formula λptq in [48] likelihood weighting

VE dx “ σptqdw σ2ptq σ2ptq
VP dx “ ´ 1

2βptqx dt`a
βptqdw 1´ e´

şt
0
βpsq ds βptq

subVP dx “ ´ 1
2βptqx dt`

b
βptqp1´ e´2

şt
0
βpsq dsqdw p1´ e´

şt
0
βpsq dsq2 βptqp1´ e´2

şt
0
βpsq dsq

Theorem 1. Let ppxq be the data distribution, πpxq be a known prior distribution, and pSDE
θ be

defined as in Section 3. Suppose txptqutPr0,T s is a stochastic process defined by the SDE in Eq. (1)
with xp0q „ p, where the marginal distribution of xptq is denoted as pt. Under some regularity
conditions detailed in Appendix A, we have

DKLpp } pSDE
θ q ď JSMpθ; gp¨q2q `DKLppT } πq. (8)

Sketch of proof. Let µ and ν denote the path measures of SDEs in Eq. (1) and Eq. (5) respectively.
Intuitively, µ is the joint distribution of the diffusion process txptqutPr0,T s given in Section 2.1,
and ν represents the joint distribution of the process tx̂θptqutPr0,T s defined in Section 3. Since
we can marginalize µ and ν to obtain distributions p and pSDE

θ , the data processing inequality
gives DKLpp } pSDE

θ q ď DKLpµ } νq. From the chain rule for the KL divergence, we also have
DKLpµ } νq “ DKLppT } πq ` EpT pzqrDKLpµp¨ | xpT q “ zq } νp¨ | x̂θpT q “ zqqs, where the KL
divergence in the final term can be computed by applying the Girsanov theorem [34] to Eq. (5) and
the reverse-time SDE of Eq. (1).

When the prior distribution π is fixed, Theorem 1 guarantees that optimizing the weighted combination
of score matching losses JSMpθ; gp¨q2q is equivalent to minimizing an upper bound on the KL
divergence from the data distribution p to the model distribution pSDE

θ . Due to well-known equivalence
between minimizing KL divergence and maximizing likelihood, we have the following corollary.
Corollary 1. Consider the same conditions and notations in Theorem 1. When π is a fixed prior
distribution that does not depend on θ, we have

´Eppxqrlog pSDE
θ pxqs ď JSMpθ; gp¨q2q ` C1 “ JDSMpθ; gp¨q2q ` C2,

where C1 and C2 are constants independent of θ.

In light of the result in Corollary 1, we henceforth term λptq “ gptq2 the likelihood weighting.
The original weighting functions in [48] are inspired from earlier work such as [44, 45] and [19],
which are motivated by balancing different score matching losses in the combination, and justified
by empirical performance. In contrast, likelihood weighting is motivated from maximizing the
likelihood of a probabilistic model induced by the diffusion process, and derived by theoretical
analysis. There are three types of SDEs considered in [48]: the Variance Exploding (VE) SDE, the
Variance Preserving (VP) SDE, and the subVP SDE. In Table 1, we summarize all these SDEs and
contrast their original weighting functions with our likelihood weighting. For VE SDE, our likelihood
weighting incidentally coincides with the original weighting used in [48], whereas for VP and subVP
SDEs they differ from one another.

Theorem 1 leaves two questions unanswered. First, what are the conditions for the bound to be
tight (become an equality)? Second, is there any connection between pSDE

θ and pODE
θ under some

conditions? We provide both answers in the following theorem.
Theorem 2. Suppose ppxq and qpxq have continuous second-order derivatives and finite second
moments. Let txptqutPr0,T s be the diffusion process defined by the SDE in Eq. (1). We use pt and
qt to denote the distributions of xptq when xp0q „ p and xp0q „ q, and assume they satisfy the
same assumptions in Appendix A. Under the conditions qT “ π and sθpx, tq ” ∇x log qtpxq for all
t P r0, T s, we have the following equivalence in distributions

pSDE
θ “ pODE

θ “ q. (9)

Moreover, we have

DKLpp } pSDE
θ q “ JSMpθ; gp¨q2q `DKLppT } πq. (10)
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Sketch of proof. When sθpx, tq matches ∇x log qtpxq, they both represent the time-dependent score
of the same stochastic process so we immediately have pSDE

θ “ q. According to the theory of
probability flow ODEs, we also have pODE

θ “ q “ pSDE
θ . To prove Eq. (10), we note that DKLpp }

pSDE
θ q “ DKLpp}qq “ DKLppT }qT q´

şT
0

d
dtDKLppt } qtqdt “ DKLppT }πq´

şT
0

d
dtDKLppt } qtqdt.

We can now complete the proof by simplifying the integrand using the Fokker–Planck equation of pt
and qt followed by integration by parts.

In practice, the conditions of Theorem 2 are hard to satisfy since our score-based model sθpx, tq
will not exactly match the score function ∇x log qtpxq of some reverse-time diffusion process with
the initial distribution qT “ π. In other words, our score model may not be a valid time-dependent
score function of a stochastic process with an appropriate initial distribution. Therefore, although
score matching with likelihood weighting performs approximate maximum likelihood training for
pSDE
θ , we emphasize that it is not theoretically guaranteed to make the likelihood of pODE

θ better.
That said, pODE

θ will closely match pSDE
θ if our score-based model well-approximates the true score

such that sθpx, tq « ∇x log ptpxq for all x and t P r0, T s. Moreover, we empirically observe in our
experiments (see Table 2) that training with the likelihood weighting is actually able to consistently
improve the likelihood of pODE

θ across multiple datasets, SDEs, and model architectures.

4.2 Bounding the log-likelihood on individual datapoints

The bound in Theorem 1 is for the entire distributions of p and pSDE
θ , but we often seek to bound the

log-likelihood for an individual data point x. In addition, JSMpθ;λp¨qq in the bound is not directly
computable due to the unknown quantity ∇x log ptpxq, and can only be evaluated up to an additive
constant through JDSMpθ;λp¨qq (as we already discussed in Section 2.2). Therefore, the bound in
Theorem 1 is only suitable for training purposes. To address these issues, we provide the following
bounds for individual data points.

Theorem 3. Let p0tpx1 | xq denote the transition distribution from p0pxq to ptpxq for the SDE in
Eq. (1). With the same notations and conditions in Theorem 1, we have

´ log pSDE
θ pxq ď LSM

θ pxq “ LDSM
θ pxq, (11)

where LSM
θ pxq is defined as

´Ep0T px1|xqrlog πpx1qs ` 1

2

ż T

0

Ep0tpx1|xq
”
2gptq2∇x1 ¨ sθpx1, tq ` gptq2

∥∥sθpx1, tq
∥∥2
2
´ 2∇x1 ¨ fpx1, tq

ı
dt,

and LDSM
θ pxq is given by

´ Ep0T px1|xqrlog πpx1qs ` 1

2

ż T

0

Ep0tpx1|xq
”
gptq2 ∥∥sθpx1, tq ´∇x1 log p0tpx1 | xq

∥∥2

2

ı
dt

´ 1

2

ż T

0

Ep0tpx1|xq
”
gptq2 ∥∥∇x1 log p0tpx1 | xq

∥∥2

2
` 2∇x1 ¨ fpx1, tq

ı
dt.

Sketch of proof. For any continuous data distribution p, we have ´Eppxqrlog pSDE
θ pxqs “ DKLpp }

pSDE
θ q ` Hppq, where Hppq denotes the differential entropy of p. The KL term can be bounded

according to Theorem 1, while the differential entropy has an identity similar to Theorem 2 (see
Theorem 4 in Appendix A). Combining the bound of DKLpp } pSDE

θ q and the identity of Hppq, we
obtain a bound on ´Eppxqrlog pSDE

θ pxqs that holds for all continuous distribution p. Removing the
expectation over p on both sides then gives us a bound on ´ log pSDE

θ pxq for an individual datapoint
x. We can simplify this bound to LSM

θ pxq and LDSM
θ pxq with similar techniques to [23] and [56].

We provide two equivalent bounds LSM
θ pxq and LDSM

θ pxq. The former bears resemblance to score
matching while the second resembles denoising score matching. Both admit efficient unbiased
estimators when fp¨, tq is linear, as the time integrals and expectations in LSM

θ pxq and LDSM
θ pxq

can be estimated by samples of the form pt,x1q, where t is uniformly sampled over r0, T s, and
x1 „ p0tpx1 | xq. Since the transition distribution p0tpx1 | xq is a tractable Gaussian when fp¨, tq is
linear, we can easily sample from it as well as evaluating ∇x1 log p0tpx1 | xq for computing LDSM

θ pxq.
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Moreover, the divergences ∇x ¨ sθpx, tq and ∇x ¨ fpx, tq in LSM
θ pxq and LDSM

θ pxq have efficient
unbiased estimators via the Skilling–Hutchinson trick [42, 22].

We can view LDSM
θ pxq as a continuous-time generalization of the evidence lower bound (ELBO) in

diffusion probabilistic models [43, 19]. Our bounds in Theorem 3 are not only useful for optimizing
and estimating log pSDE

θ pxq, but also for training the drift and diffusion coefficients fpx, tq and
gptq jointly with the score-based model sθpx, tq; we leave this avenue of research for future work.
In addition, we can plug the bounds in Theorem 3 into any objective that involves minimizing
´ log pSDE

θ pxq to obtain an efficient surrogate. Section 5.2 provides an example, where we perform
variational dequantization to further improve the likelihood of score-based diffusion models.

Similar to the observation in Section 4.1, LSM
θ pxq and LDSM

θ pxq are not guaranteed to upper bound
´ log pODE

θ pxq. However, they should become approximate upper bounds when sθpx, tq is trained
sufficiently close to the ground truth. In fact, we empirically observe that´ log pODE

θ pxq ď LSM
θ pxq “

LDSM
θ pxq holds true for x sampled from the dataset in all experiments.

4.3 Numerical stability

So far we have assumed that the SDEs are defined in the time horizon r0, T s in all theoretical
analysis. In practice, however, we often face numerical instabilities when t Ñ 0. To avoid them,
we choose a small non-zero starting time ε ą 0, and train/evaluate score-based diffusion models
in the time horizon rε, T s instead of r0, T s. Since ε is small, training score-based diffusion models
with likelihood weighting still approximately maximizes their model likelihood. Yet at test time,
the likelihood bound as computed in Theorem 3 is slightly biased, rendering the values not directly
comparable to results reported in other works. We use Jensen’s inequality to correct for this bias in
our experiments, for which we provide a detailed explanation in Appendix B.

4.4 Related work

Our result in Theorem 2 can be viewed as a generalization of De Bruijin’s identity ([49], Eq. 2.12)
from its original differential form to an integral form. De Bruijn’s identity relates the rate of change
of the Shannon entropy under an additive Gaussian noise channel to the Fisher information, a result
which can be interpreted geometrically as relating the rate of change of the volume of a distribution’s
typical set to its surface area. Ref. [2] (Lemma 1) builds on this result and presents an integral and
relative form of de Bruijn’s identity which relates the KL divergence to the integral of the relative
Fisher information for a distribution of interest and a reference standard normal. More generally,
various identities and inequalities involving the (relative) Shannon entropy and (relative) Fisher
information have found use in proofs of the central limit theorem [24]. Ref. [31] (Theorem 1) covers
similar ground to the relative form of de Bruijn’s identity, but is perhaps the first to consider its
implications for learning in probabilistic models by framing the discussion in terms of the score
matching objective ([23], Eq. 2).

5 Improving the likelihood of score-based diffusion models

Our theoretical analysis implies that training with the likelihood weighting should improve the
likelihood of score-based diffusion models. To verify this empirically, we test likelihood weighting
with different model architectures, SDEs, and datasets. We observe that switching to likelihood
weighting increases the variance of the training objective and propose to counteract it with importance
sampling. We additionally combine our bound with variational dequantization [18] which narrows
the gap between the likelihood of continuous and discrete probability models. All combined, we
observe consistent improvement of likelihoods for both pSDE

θ and pODE
θ across all settings. We term

the model pODE
θ trained in this way ScoreFlow, and show that it achieves excellent likelihoods on

CIFAR-10 [28] and ImageNet 32ˆ32 [55], on a par with cutting-edge autoregressive models.

5.1 Variance reduction via importance sampling

As mentioned in Section 2.2, we typically use Monte Carlo sampling to approximate the time integral
in JDSMpθ;λp¨qq during training. In particular, we first uniformly sample a time step t „ Ur0, T s,
and then use the denoising score matching loss at t as an estimate for the whole time integral. This
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Figure 2: Learning curves with the likelihood weighting on the CIFAR-10 dataset (smoothed with
exponential moving average). Importance sampling significantly reduces the loss variance.

Monte Carlo approximation is much faster than computing the time integral accurately, but introduces
additional variance to the training loss.

We empirically observe that this Monte Carlo approximation suffers from a larger variance when
using our likelihood weighting instead of the original weightings in [48]. Leveraging importance
sampling, we propose a new Monte Carlo approximation that significantly reduces the variance of
learning curves under likelihood weighting, as demonstrated in Fig. 2. In fact, with importance
sampling, the loss variance (after convergence) decreases from 98.48 to 0.068 on CIFAR-10, and
decreases from 0.51 to 0.043 on ImageNet.

Let λptq “ αptq2 denote the weightings in [48] (reproduced in Table 1), and recall that our likelihood
weighting is λptq “ gptq2. Since αptq2 empirically leads to lower variance, we can use a proposal
distribution pptq :“ gptq2{αptq2Z to change the weighting in JDSMpθ; gp¨q2q from gptq2 to αptq2 with
importance sampling, where Z is a normalizing constant that ensures

ş
pptqdt “ 1. Specifically, for

any function hptq, we estimate the time integral
şT
0
gptq2hptqdt with

ż T

0

gptq2hptqdt “ Z

ż T

0

pptqαptq2hptqdt « TZαpt̃q2hpt̃q, (12)

where t̃ is a sample from pptq. When training score-based models with likelihood weighting, hptq
corresponds to the denoising score matching loss at time t.

Ref. [33] also observes that optimizing the ELBO for diffusion probabilistic models has large variance,
and proposes to reduce it with importance sampling. They build their proposal distribution based on
historical loss values stored at thousands of discrete time steps. Despite this similarity, our method is
easier to implement without needing to maintain history, can be used for evaluation, and is particularly
suited to the continuous-time setting.

5.2 Variational dequantization

Digital images are discrete data, and must be dequantized when training continuous density models
like normalizing flows [12, 13] and score-based diffusion models. One popular approach to this is
uniform dequantization [53, 50], where we add small uniform noise over r0, 1q to images taking values
in t0, 1, ¨ ¨ ¨ , 255u. As shown in [50], training a continuous model pθpxq on uniformly dequantized
data implicitly maximizes a lower bound on the log-likelihood of a certain discrete model Pθpxq.
Due to the gap between pθpxq and Pθpxq, comparing the likelihood of continuous density models to
models which fit discrete data directly, such as autoregressive models [55] or variational autoencoders,
naturally puts the former at a disadvantage.

To minimize the gap between pθpxq and Pθpxq, ref. [18] proposes variational dequantization, where
a separate normalizing flow model qφpu | xq is trained to produce the dequantization noise by
optimizing the following objective

max
φ

Ex„ppxqEu„qφp¨|xqrlog pθpx` uq ´ log qφpu | xqs. (13)

Plugging in the lower bound on log pθpxq from Theorem 3, we can optimize Eq. (13) to improve the
likelihood of score-based diffusion models.
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Table 2: Negative log-likelihood (bits/dim) and sample quality (FID scores) on CIFAR-10 and
ImageNet 32ˆ32. Abbreviations: “NLL” for “negative log-likelihood”; “Uni. deq.” for “Uniform
dequantization”; “Var. deq.” for “Variational dequantization”; “LW” for “likelihood weighting”; and
“IS” for “importance sampling”. Bold indicates best result in the corresponding column. Shaded rows
represent models trained with both likelihood weighting and importance sampling.

Model SDE
CIFAR-10 ImageNet 32ˆ32

Uni. deq. Var. deq.
FIDÓ Uni. deq. Var. deq.

FIDÓNLLÓ BoundÓ NLLÓ BoundÓ NLLÓ BoundÓ NLLÓ BoundÓ
Baseline VP 3.16 3.28 3.04 3.14 3.98 3.90 3.96 3.84 3.91 8.34
Baseline + LW VP 3.06 3.18 2.94 3.03 5.18 3.91 3.96 3.86 3.92 17.75
Baseline + LW + IS VP 2.95 3.08 2.83 2.94 6.03 3.86 3.92 3.80 3.88 11.15
Deep VP 3.13 3.25 3.01 3.10 3.09 3.89 3.95 3.84 3.90 8.40
Deep + LW VP 3.06 3.17 2.93 3.02 7.88 3.91 3.96 3.86 3.92 17.73
Deep + LW + IS VP 2.93 3.06 2.80 2.92 5.34 3.85 3.92 3.79 3.88 11.20
Baseline subVP 2.99 3.09 2.88 2.98 3.20 3.87 3.92 3.82 3.88 8.71
Baseline + LW subVP 2.97 3.07 2.86 2.96 7.33 3.87 3.92 3.82 3.88 12.99
Baseline + LW + IS subVP 2.94 3.05 2.84 2.94 5.58 3.84 3.91 3.79 3.87 10.57
Deep subVP 2.96 3.06 2.85 2.95 2.86 3.86 3.91 3.81 3.87 8.87
Deep + LW subVP 2.95 3.05 2.85 2.94 6.57 3.88 3.93 3.83 3.88 16.55
Deep + LW + IS subVP 2.90 3.02 2.81 2.90 5.40 3.82 3.90 3.76 3.86 10.18

5.3 Experiments

We empirically test the performance of likelihood weighting, importance sampling and variational
dequantization across multiple architectures of score-based models, SDEs, and datasets. In particular,
we consider DDPM++ (“Baseline” in Table 2) and DDPM++ (deep) (“Deep” in Table 2) models
with VP and subVP SDEs [48] on CIFAR-10 [28] and ImageNet 32ˆ32 [55] datasets. We omit
experiments on the VE SDE since (i) under this SDE our likelihood weighting is the same as the
original weighting in [48]; (ii) we empirically observe that the best VE SDE model achieves around
3.4 bits/dim on CIFAR-10 in our experiments, which is significantly worse than other SDEs. For
each experiment, we report ´Erlog pODE

θ pxqs (“Negative log-likelihood” in Table 2), and the upper
bound ErLDSM

θ pxqs on´Erlog pSDE
θ pxqs (“Bound” in Table 2). In addition, we report FID scores [17]

for samples from pODE
θ , produced by solving the corresponding ODE with the Dormand–Prince

RK45 [14] solver. Unless otherwise noted, we apply horizontal flipping as data augmentation for
training models on CIFAR-10, so as to match the settings in [48, 19]. Detailed description of all our
experiments can be found in Appendices B and C.

We summarize all results in Table 2. Our key observations are as follows:

1. Although Theorem 3 only guarantees ErLDSM
θ pxqs ě ´Erlog pSDE

θ pxqs, and in general we
have pSDE

θ ‰ pODE
θ , we still find that ErLDSM

θ pxqs (“Bound” in Table 2) ě ´Erlog pODE
θ pxqs

(“NLL” in Table 2) in all our settings.

2. When all conditions are fixed except for the weighting in the training objective, having a
lower value of the bound for pSDE

θ always leads to a lower negative log-likelihood for pODE
θ .

3. With only likelihood weighting, we can uniformly improve the likelihood of pODE
θ and the

bound of pSDE
θ on CIFAR-10 across model architectures and SDEs, but it is not sufficient to

guarantee likelihood improvement on ImageNet 32ˆ 32.

4. By combining importance sampling and likelihood weighting, we are able to achieve
uniformly better likelihood for pODE

θ and bounds for pSDE
θ across all model architectures,

SDEs, and datasets, with only slight degradation of sample quality as measured by FID [17].

5. Variational dequantization uniformly improves both the bound for pSDE
θ and the negative

log-likelihood (NLL) of pODE
θ in all settings, regardless of likelihood weighting.

Our experiments confirm that with importance sampling, likelihood weighting is not only effective
for maximizing the lower bound for the log-likelihood of pSDE

θ , but also improving the log-likelihood
of pODE

θ . In agreement with [19, 33], we observe that models achieving better likelihood tend to have
worse FIDs. However, we emphasize that this degradation of FID is small, and samples actually
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have no obvious difference in visual quality (see Figs. 3 and 4). To trade likelihood for FID, we can
use weighting functions that interpolate between likelihood weighting and the original weighting
functions in [48]. Our FID scores are still much better than most other likelihood-based models.

Table 3: NLLs on CIFAR-10 and ImageNet 32x32.

Model CIFAR-10 ImageNet
FFJORD [15] 3.40 -
Flow++ [18] 3.08 3.86
Gated PixelCNN [35] 3.03 3.83
VFlow [4] 2.98 3.83
PixelCNN++ [40] 2.92 -
NVAE [54] 2.91 3.92
Image Transformer [36] 2.90 3.77
Very Deep VAE [8] 2.87 3.80
PixelSNAIL [7] 2.85 3.80
δ-VAE [38] 2.83 3.77
Sparse Transformer [9] 2.80 -
ScoreFlow (Ours) 2.83 3.76

We term pODE
θ a ScoreFlow when its correspond-

ing score-based model sθpx, tq is trained with
likelihood weighting, importance sampling, and
variational dequantization combined. It can be
viewed as a continuous normalizing flow, but
is parameterized by a score-based model and
trained in a more efficient way. With variational
dequantization, we show ScoreFlows obtain
competitive negative log-likelihoods (NLLs) of
2.83 bits/dim on CIFAR-10 and 3.76 bits/dim
on ImageNet 32ˆ32. Here the ScoreFlow on
CIFAR-10 is trained without horizontal flipping
(different from the setting in Table 2). As shown
in Table 3, our results are on a par with the state-
of-the-art autoregressive models on these tasks,
and outperform all existing normalizing flow
models. The likelihood for CIFAR-10 can be significantly improved by incorporating advanced data
augmentation, as demonstrated in [25, 41]. While we do not compare against these approaches, we
believe that incorporating the same data augmentation techniques could also improve the likelihood
of ScoreFlows.

6 Conclusion

We propose an efficient training objective for approximate maximum likelihood training of score-
based diffusion models. Our theoretical analysis shows that the weighted combination of score
matching losses upper bounds the negative log-likelihood when using a particular weighting function
which we term the likelihood weighting. By minimizing this upper bound, we consistently improve
the likelihood of score-based diffusion models across multiple model architectures, SDEs, and
datasets. When combined with variational dequantization, we achieve competitive likelihoods on
CIFAR-10 and ImageNet 32ˆ32, matching the performance of best-in-class autoregressive models.

Our upper bound is analogous to the evidence lower bound commonly used for training variational
autoencoders. Aside from promoting higher likelihood, the bound can be combined with other
objectives that depend on the negative log-likelihood, and also enables joint training of the forward
and backward SDEs, which we leave as a future research direction. Our results suggest that score-
based diffusion models are competitive alternatives to continuous normalizing flows which enjoy the
same tractable likelihood computation but with more efficient maximum likelihood training.

Limitations and broader impact Despite promising experimental results, we would like to em-
phasize that there is no theoretical guarantee that improving the SDE likelihood will improve the
ODE likelihood, and this is explicitly a limitation of our work. Score-based diffusion models also
suffer from slow sampling. In our experiments, the ODE solver typically need around 550 and
450 evaluations of the score-based model for generation and likelihood computation on CIFAR-10
and ImageNet respectively, which is considerably slower than alternative generative models like
VAEs and GANs. In addition, the current formulation of score-based diffusion models only supports
continuous data, and cannot be naturally adapted to discrete data without resorting to dequantization.
Similarly to other deep generative models, score-based diffusion models can potentially be used
to generate harmful media contents such as ‘deepfakes’, and might reflect and amplify undesirable
social bias that could exist in the training dataset.
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A Proofs

We first summarize the notations and assumptions used in our theorems.

Notations The drift and diffusion coefficients of the SDE in Eq. (1) are denoted as f : RD ˆ
r0, T s Ñ RD and g : r0, T s Ñ R respectively, where r0, T s represents a fixed time horizon, and ˆ
denotes the Cartesian product. The solution to Eq. (1) is a stochastic process txptqutPr0,T s. We use
pt to represent the marginal distribution of xptq, and p0tpx1 | xq to denote the transition distribution
from xp0q to xptq. The data distribution and prior distribution are given by p and π. We use C to
denote all continuous functions, and let Ck denote the family of functions with continuous k-th order
derivatives. For any vector-valued function h : RD ˆ r0, T s Ñ RD, we use ∇ ¨ hpx, tq to represent
its divergence with respect to the first input variable.

Assumptions We make the following assumptions throughout the paper:

(i) ppxq P C2 and Ex„p
“
‖x‖22

‰ ă 8.

(ii) πpxq P C2 and Ex„π
“
‖x‖22

‰ ă 8.

(iii) @t P r0, T s : fp¨, tq P C1, DC ą 0 @x P RD, t P r0, T s : ‖fpx, tq‖2 ď Cp1` ‖x‖2q.
(iv) DC ą 0,@x,y P RD : ‖fpx, tq ´ fpy, tq‖2 ď C ‖x´ y‖2.
(v) g P C and @t P r0, T s, |gptq| ą 0.

(vi) For any open bounded set O,
şT
0

ş
O ‖ptpxq‖22 `Dgptq2 ‖∇xptpxq‖22 dx dt ă 8.

(vii) DC ą 0 @x P RD, t P r0, T s : ‖∇x log ptpxq‖2 ď Cp1` ‖x‖2q.
(viii) DC ą 0,@x,y P RD : ‖∇x log ptpxq ´∇y log ptpyq‖2 ď C ‖x´ y‖2.

(ix) DC ą 0 @x P RD, t P r0, T s : ‖sθpx, tq‖2 ď Cp1` ‖x‖2q.
(x) DC ą 0,@x,y P RD : ‖sθpx, tq ´ sθpy, tq‖2 ď C ‖x´ y‖2.

(xi) Novikov’s condition: E
”

exp
´

1
2

şT
0
‖∇x log ptpxq ´ sθpx, tq‖22 dt

¯ı
ă 8.

(xii) @t P r0, T s Dk ą 0 : ptpxq “ Ope´‖x‖k2 q as ‖x‖2 Ñ8.

Below we provide all proofs for our theorems.
Theorem 1. Let ppxq be the data distribution, πpxq be a known prior distribution, and pSDE

θ be
defined as in Section 3. Suppose txptqutPr0,T s is a stochastic process defined by the SDE in Eq. (1)
with xp0q „ p, where the marginal distribution of xptq is denoted as pt. Under some regularity
conditions detailed in Appendix A, we have

DKLpp } pSDE
θ q ď JSMpθ; gp¨q2q `DKLppT } πq. (8)

Proof. We denote the path measure of txptqutPr0,T s and tx̂θptqutPr0,T s as µ and ν respectively. Due
to assumptions (i) (ii) (iii) (iv) (v) (ix) and (x), both µ and ν are uniquely given by the corresponding
SDEs. Consider a Markov kernel KptzptqutPr0,ts,yq :“ δpzp0q “ yq. Since xp0q „ p0 and
x̂θp0q „ pθ, we have the following result

ż
KptxptqutPr0,T s,xqdµptxptqutPr0,T sq “ p0pxq

ż
Kptx̂θptqutPr0,T s,xqdνptx̂θptqutPr0,T sq “ pθpxq.

Here the Markov kernel K essentially performs marginalization of path measures to obtain “sliced”
distributions at t “ 0. We can use the data processing inequality with this Markov kernel to obtain

DKLpp } pθq “ DKLpp0 } pθq
“DKL

ˆż
KptxptqutPr0,T s,xqdµptxptqutPr0,T sq

››››
ż
Kptx̂θptqutPr0,T s,xqdνptx̂θptqutPr0,T sq

˙

ďDKLpµ } νq. (14)
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Recall that by definition xpT q „ pT and x̂θpT q „ π. Leveraging the chain rule of KL divergences
(see, for example, Theorem 2.4 in [29]), we have

DKLpµ } νq “ DKLppT } πq ` Ez„pT rDKLpµp¨ | xpT q “ zq } νp¨ | x̂θpT q “ zqqs. (15)

Under assumptions (i) (iii) (iv) (v) (vi) (vii) (viii), the SDE in Eq. (1) has a corresponding reverse-time
SDE given by

dx “ rfpx, tq ´ gptq2∇x log ptpxqsdt` gptqdw̄. (16)

Since Eq. (16) is the time reversal of Eq. (1), it induces the same path measure µ. As a result,
DKLpµp¨ | xpT q “ zq } νp¨ | x̂θpT q “ zqq can be viewed as the KL divergence between the path
measures induced by the following two (reverse-time) SDEs:

dx “ rfpx, tq ´ gptq2∇x log ptpxqsdt` gptqdw̄, xpT q “ x

dx̂ “ rfpx̂, tq ´ gptq2sθpx̂, tqsdt` gptqdw̄, x̂θpT q “ x.

The KL divergence between two SDEs with shared diffusion coefficients and starting points exists
under assumptions (vii) (viii) (ix) (x) (xi) (see, e.g., [52, 30]), and can be computed via the Girsanov
theorem [34]:

DKLpµp¨ | xpT q “ zq } νp¨ | x̂θpT q “ zqq
“ ´ Eµ

”
log

dν

dµ

ı
(17)

piq“Eµ

„ ż T

0

gptqp∇x log ptpxq ´ sθpx, tqq dw̄t ` 1

2

ż T

0

gptq2 ‖∇x log ptpxq ´ sθpx, tq‖22 dt



piiq“ Eµ

«
1

2

ż T

0

gptq2 ‖∇x log ptpxq ´ sθpx, tq‖22 dt

ff

“1

2

ż T

0

Eptpxqrgptq2 ‖∇x log ptpxq ´ sθpx, tq‖22sdt
“JSMpθ; gp¨q2q, (18)

where (i) is due to Girsanov Theorem II [34, Theorem 8.6.6], and (ii) is due to the martingale property
of Itô integrals. Combining Eqs. (14), (15) and (18) completes the proof.

Theorem 2. Suppose ppxq and qpxq have continuous second-order derivatives and finite second
moments. Let txptqutPr0,T s be the diffusion process defined by the SDE in Eq. (1). We use pt and
qt to denote the distributions of xptq when xp0q „ p and xp0q „ q, and assume they satisfy the
same assumptions in Appendix A. Under the conditions qT “ π and sθpx, tq ” ∇x log qtpxq for all
t P r0, T s, we have the following equivalence in distributions

pSDE
θ “ pODE

θ “ q. (9)

Moreover, we have

DKLpp } pSDE
θ q “ JSMpθ; gp¨q2q `DKLppT } πq. (10)

Proof. When π “ qT and sθpx, tq ” ∇x log qtpxq, the reverse-time SDE that defines pSDE
θ , i.e.,

dx̂ “ rfpx̂, tq ´ gptq2sθpx̂, tqsdt` gptqdw̄, x̂θpT q „ π, (19)

becomes equivalent to

dx̂ “ rfpx̂, tq ´ gptq2∇x̂ log qtpx̂qsdt` gptqdw̄, x̂θpT q „ qT , (20)

which yields the same stochastic process as the following forward-time SDE

dx̂ “ fpx̂, tqdt` gptqdw, x̂θp0q „ q. (21)

Since x̂θp0q „ pSDE
θ by definition, we immediately have pSDE

θ “ q. Similarly, the ODE that defines
pODE
θ is

dx̃

dt
“ fθpx̃, tq ´ 1

2
gptq2sθpx̃, tq, x̃θpT q „ π, (22)
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which is equivalent to the following when qT “ π and sθpx, tq ” ∇x log qtpxq,
dx̃

dt
“ fθpx̃, tq ´ 1

2
gptq2∇x̃ log qtpx̃, tq, x̃θpT q „ qT . (23)

The theory of probability flow ODEs [48] guarantees that Eq. (21) and Eq. (23) share the same set of
marginal distributions, tqtutPr0,T s, which implies that x̃θp0q „ q. Since by definition x̃θp0q „ pODE

θ ,
we have pODE

θ “ q.

The next part of the theorem can be proved by first rewriting the KL divergence from p to q in an
integral form:

DKLpppxq } qpxqq piq“ DKLpp0pxq } q0pxqq ´DKLppT pxq } qT pxqq `DKLppT pxq } qT pxqq
piiq“

ż 0

T

BDKLpptpxq } qtpxqq
Bt dt`DKLppT pxq } qT pxqq, (24)

where (i) holds due to our definition p0pxq ” ppxq and q0pxq ” qpxq; (ii) is due to the fundamental
theorem of calculus.

Next, we show how to rewrite Eq. (24) as a mixture of score matching losses. The Fokker–Planck
equation for the SDE in Eq. (1) describes the time-evolution of the stochastic process’s associated
probability density function, and is given by

Bptpxq
Bt “ ∇x ¨

´1

2
g2ptqptpxq∇x log ptpxq ´ fpx, tqptpxq

¯
“ ∇x ¨ phppx, tqptpxqq,

where for simplified notations we define hppx, tq :“ 1
2g

2ptq∇x log ptpxq ´ fpx, tq. Similarly,
Bqtpxq
Bt “ ∇x ¨ phqpx, tqqtpxqq. Since we assume log ptpxq and log qtpxq are smooth functions with

at most polynomial growth at infinity (assumption (xii)), we have limxÑ8 hppx, tqptpxq “ 0 and
limxÑ8 hqpx, tqqtpxq “ 0 for all t. Then, the time-derivative of DKLppt } qtq can be rewritten in
the following way:

BDKLpptpxq } qtpxqq
Bt “ BBt

ż
ptpxq log

ptpxq
qtpxq dx

“
ż Bptpxq

Bt log
ptpxq
qtpxq dx`

ż Bptpxq
Bt dx

loooooomoooooon
“0

´
ż
ptpxq
qtpxq

Bqtpxq
Bt dx

“
ż
∇x ¨ phppx, tqptpxqq log

ptpxq
qtpxq dx´

ż
ptpxq
qtpxq∇x ¨ phqpx, tqqtpxqqdx

piq“ ´
ż
ptpxqrhTppx, tq ´ hTq px, tqsr∇x log ptpxq ´∇x log qtpxqsdx

“´ 1

2

ż
ptpxqgptq2 ‖∇x log ptpxq ´∇x log qtpxq‖22 dx,

where (i) is due to integration by parts. Combining with Eq. (24), we can conclude that

DKLpp } qq “ 1

2

ż T

0

Ex„ptpxqrgptq2 ‖∇x log ptpxq ´∇x log qtpxq‖22s dt`DKLppT } qT q. (25)

Since pSDE
θ “ q and qT “ π, we also have

DKLpp }pSDE
θ q “ 1

2

ż T

0

Ex„ptpxqrgptq2 ‖∇x log ptpxq ´∇x log qtpxq‖22sdt`DKLppT } qT q
“ JSMpθ; gp¨q2q `DKLppT } qT q, (26)

which completes the proof.

Using a similar technique to Theorem 2, we can express the entropy of a distribution in terms of a
time-dependent score function, as detailed in the following theorem.
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Theorem 4. Let Hpppxqq be the differential entropy of the initial probability density ppxq. Under
the same conditions in Theorem 2, we have

Hpppxqq “ HppT pxqq ` 1

2

ż T

0

Ex„ptpxq
”
2fpx, tqT∇x log ptpxq ´ gptq2 ‖∇x log ptpxq‖22

ı
dt.

(27)

“ HppT pxqq ´ 1

2

ż T

0

Ex„ptpxq
”
2∇ ¨ fpx, tq ` gptq2 ‖∇x log ptpxq‖22

ı
dt. (28)

Proof. Once more we proceed analogously to the proofs of Theorem 2. We have

Hpppxqq ´HppT pxqq “
ż 0

T

B
BtHpptpxqq dt. (29)

Expanding the integrand, we have

B
BtHpptpxqq “ ´

B
Bt

ż
ptpxq log ptpxqdx

“ ´
ż Bptpxq

Bt log ptpxq ` BptpxqBt dx

“ ´
ż Bptpxq

Bt log ptpxqdx´ B
Bt

ż
ptpxqdx

looooomooooon
“1

“ ´
ż
∇x ¨ phppx, tqptpxqq log ptpxqdx

piq“
ż
ptpxqhTppx, tq∇x log ptpxqdx

“ 1

2
Ex„ptpxqrgptq2 ‖∇x log ptpxq‖22 ´ 2fpx, tqT∇x log ptpxqs,

where again (i) follows from integration by parts and the limiting behaviour of hp given by assumption
(xii). Plugging this expression in for the integrand in Eq. (29) then completes the proof for Eq. (27).
For Eq. (28), we can once again perform integration by parts and leverage the limiting behavior of
ptpxq in assumption (xii) to get

Eptpxqrfpx, tqT∇x log ptpxqs “
ż
fpx, tqT∇xptpxqdx “ ´

ż
ptpxq∇ ¨ fpx, tqdx,

which establishes the equivalence between Eq. (28) and Eq. (27).

Remark The formula in Theorem 4 provides a new way to estimate the entropy of a data distribution
from i.i.d. samples. Specifically, given tx1,x2, ¨ ¨ ¨ ,xNu i.i.d.„ ppxq and an SDE like Eq. (1), we
can first apply score matching to train a time-dependent score-based model such that sθpx, tq «
∇x log ptpxq, and then plug sθpx, tq into Eq. (27) to obtain the following estimator of Hpppxqq:

HppT pxqq ` 1

2N

Nÿ

i“1

ż T

0

”
2fpxi, tqTsθpxi, tq ´ gptq2 ‖sθpxi, tq‖22

ı
dt,

or plug it into Eq. (28) to obtain the following alternative estimator

HppT pxqq ´ 1

2N

Nÿ

i“1

ż T

0

”
2∇ ¨ fpxi, tq ` gptq2 ‖sθpxi, tq‖22

ı
dt.

Both estimators can be computed from a score-based model alone, and do not require training a
density model.
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Theorem 5. Let p0tpx1 | xq denote the transition kernel from p0pxq to ptpxq for any t P p0, T s. With
the same conditions and notations in Theorem 1, we have

´Eppxqrlog pSDE
θ pxqs ď ´ EpT pxqrlog πpxqs ` 1

2

ż T

0

Ex„ptpxqr2gptq2∇ ¨ sθpx, tq
` gptq2 ‖sθpx, tq‖22 ´ 2∇ ¨ fpx, tqsdt. (30)

“´ EpT pxqrlog πpxqs

` 1

2

ż T

0

Ep0tpx1|xqppxqrgptq2
∥∥sθpx1, tq ´∇x1 log p0tpx1 | xq

∥∥2
2

´ gptq2 ∥∥∇x1 log p0tpx1 | xq
∥∥2
2
´ 2∇ ¨ fpx1, tqsdt. (31)

Proof. Since ´Eppxqrlog pSDE
θ pxqs “ DKLpp } pSDE

θ q ` Hppq, we can combine Theorem 1 and
Theorem 4 to obtain

´Eppxqrlog pSDE
θ pxqs ď 1

2

ż T

0

Eptpxqrgptq2 ‖∇x log ptpxq ´ sθpx, tq‖22s dt`DKLppT } πq

`HppT pxqq ´ 1

2

ż T

0

Eptpxqr2∇ ¨ fpx, tq ` gptq2 ‖∇x log ptpxq‖22sdt
“ ´EpT pxqrlog πpxqs

` 1

2

ż T

0

Eptpxqrgptq2 ‖∇x log ptpxq ´ sθpx, tq‖22 ´ gptq2 ‖∇x log ptpxq‖22sdt

´
ż T

0

Eptpxqr∇ ¨ fpx, tqsdt. (32)

The second term of Eq. (32) can be simplified via integration by parts

1

2

ż T

0

Eptpxqrgptq2 ‖∇x log ptpxq ´ sθpx, tq‖22 ´ gptq2 ‖∇x log ptpxq‖22sdt

“1

2

ż T

0

Eptpxqrgptq2 ‖sθpx, tq‖22 ´ 2gptq2sθpx, tqT∇x log ptpxqsdt

“1

2

ż T

0

Eptpxqrgptq2 ‖sθpx, tq‖22sdt´
ż T

0

Eptpxqrgptq2sθpx, tqT∇x log ptpxqsdt

“1

2

ż T

0

Eptpxqrgptq2 ‖sθpx, tq‖22sdt´
ż T

0

gptq2
ż
ptpxqsθpx, tqT∇x log ptpxqdx dt

“1

2

ż T

0

Eptpxqrgptq2 ‖sθpx, tq‖22sdt´
ż T

0

gptq2
ż
sθpx, tqT∇xptpxqdx dt

piq“ 1

2

ż T

0

Eptpxqrgptq2 ‖sθpx, tq‖22sdt`
ż T

0

gptq2
ż
ptpxq∇ ¨ sθpx, tqdx dt

“1

2

ż T

0

Eptpxqrgptq2 ‖sθpx, tq‖22 ` 2gptq2∇ ¨ sθpx, tqsdt, (33)

where (i) is due to integration by parts and the limiting behavior of ptpxq given by assumption (xii).
Combining Eq. (33) and Eq. (32) completes the proof for Eq. (30).
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The proof for Eq. (31) parallels that of denoising score matching [56]. Observe that ptpxq “ş
ppx1qp0tpx | x1qdx1. As a result,

ż T

0

Eptpxqrgptq2sθpx, tqT∇x log ptpxqsdt “
ż T

0

gptq2
ż
sθpx, tqT∇xptpxqdx dt

“
ż T

0

gptq2
ż
sθpx, tqT∇x

ż
ppx1qp0tpx | x1qdx1 dx dt

“
ż T

0

gptq2
ż
sθpx, tqT

ż
ppx1q∇xp0tpx | x1qdx1 dx dt

“
ż T

0

gptq2
ż
sθpx, tqT

ż
ppx1qp0tpx | x1q∇x log p0tpx | x1qdx1 dx dt

“
ż T

0

Eppxqp0tpx1|xqrgptq2sθpx1, tqT∇x1 log p0tpx1 | xqsdt. (34)

Substituting Eq. (34) into the second term of Eq. (32), we have

1

2

ż T

0

Eptpxqrgptq2 ‖∇x log ptpxq ´ sθpx, tq‖22 ´ gptq2 ‖∇x log ptpxq‖22sdt

“1

2

ż T

0

Eptpxqrgptq2 ‖sθpx, tq‖22 ´ 2gptq2sθpx, tqT∇x log ptpxqsdt

“1

2

ż T

0

Eptpxqrgptq2 ‖sθpx, tq‖22 ´ 2gptq2sθpx, tqT∇x log ptpxqsdt

“1

2

ż T

0

Eppxqp0tpx1|xqrgptq2
∥∥sθpx1, tq

∥∥2
2
´ 2gptq2sθpx1, tqT∇x1 log p0tpx1 | xqsdt

“1

2

ż T

0

Eppxqp0tpx1|xqrgptq2
∥∥sθpx1, tq ´∇x1 log p0tpx1 | xq

∥∥2
2
´ gptq2 ∥∥∇x1 log p0tpx1 | xq

∥∥2
2
s dt.
(35)

We can now complete the proof for Eq. (31) by combining Eq. (35) an Eq. (32).

Theorem 3. Let p0tpx1 | xq denote the transition distribution from p0pxq to ptpxq for the SDE in
Eq. (1). With the same notations and conditions in Theorem 1, we have

´ log pSDE
θ pxq ď LSM

θ pxq “ LDSM
θ pxq, (11)

where LSM
θ pxq is defined as

´Ep0T px1|xqrlog πpx1qs ` 1

2

ż T

0

Ep0tpx1|xq
”
2gptq2∇x1 ¨ sθpx1, tq ` gptq2

∥∥sθpx1, tq
∥∥2
2
´ 2∇x1 ¨ fpx1, tq

ı
dt,

and LDSM
θ pxq is given by

´ Ep0T px1|xqrlog πpx1qs ` 1

2

ż T

0

Ep0tpx1|xq
”
gptq2 ∥∥sθpx1, tq ´∇x1 log p0tpx1 | xq

∥∥2

2

ı
dt

´ 1

2

ż T

0

Ep0tpx1|xq
”
gptq2 ∥∥∇x1 log p0tpx1 | xq

∥∥2

2
` 2∇x1 ¨ fpx1, tq

ı
dt.

Proof. The result in Theorem 5 can be re-written as

´Eppxqrlog pSDE
θ pxqs ď ´ Eppxqp0T px1|xqrlog πpx1qs ` 1

2

ż T

0

Eppxqp0tpx1|xqr2gptq2∇ ¨ sθpx1, tq

` gptq2 ∥∥sθpx1, tq
∥∥2
2
´ 2∇ ¨ fpx1, tqsdt.

“´ Eppxqp0T px1|xqrlog πpx1qs

` 1

2

ż T

0

Eppxqp0tpx1|xqrgptq2
∥∥sθpx1, tq ´∇x1 log p0tpx1 | xq

∥∥2
2

´ gptq2 ∥∥∇x1 log p0tpx1 | xq
∥∥2
2
´ 2∇ ¨ fpx1, tqsdt.

20



Given a fixed SDE (and its transition kernel p0tpx1 | xq), Theorem 5 holds for any data distribution
p that satisfies our assumptions. Leveraging proof by contradiction, we can easily see that Eppxq in
both sides of Eqs. (30) and (31) can be cancelled to get

´ log pSDE
θ pxq ď LSM

θ pxq “ LDSM
θ pxq,

which finishes the proof.

B Numerical stability

In our previous theoretical discussion, we always assume that data are perturbed with an SDE starting
from t “ 0. However, in practical implementations, t “ 0 often leads to numerical instability. As
a pragmatic solution, we choose a small non-zero starting time ε ą 0, and consider the SDE in the
time horizon rε, T s. Using the same proof techniques, we can easily see that when the time horizon is
rε, T s instead of r0, T s, the original bound in Theorem 1,

DKLpp } pSDE
θ q ď JSMpθ; gp¨q2q `DKLppT } πq

“ 1

2

ż T

0

Eptpxqrgptq2 ‖∇x log ptpxq ´ sθpx, tq‖22s dt`DKLppT } πq
shall be replaced with

DKLpp̃ } p̃SDE
θ q ď 1

2

ż T

ε

Eptpxqrgptq2 ‖∇x log ptpxq ´ sθpx, tq‖22sdt`DKLppT } πq (36)

where p̃pxq :“ ş
ppx̃qp0εpx | x̃qdx, and p̃SDE

θ denotes the marginal distribution of x̂θpεq. Here the
stochastic process tx̂θptqutPr0,T s is defined according to Eq. (5). When ε is sufficiently small, we
always have

DKLpp̃ } p̃SDE
θ q « DKLpp } pSDE

θ q,
so we train with Eq. (36) to approximately maximize the model likelihood for pSDE

θ . However, at test
time, we should report the likelihood bound for pSDE

θ for mathematical rigor, not p̃SDE
θ . To this end,

we first derive an analogous result to Theorem 3 with the time horizon rε, T s, given as below.
Theorem 6. Let p0tpx1 | xq denote the transition distribution from p0pxq to ptpxq for the SDE in
Eq. (1). With the same notations and conditions in Theorem 3, as well as the definitions of p̃ and p̃SDE

θ
given above, we have

´Ep0εpx1|xqrlog p̃SDE
θ px1qs ď LSM

θ px, εq “ LDSM
θ px, εq, (37)

where LSM
θ px, εq is defined as

´Ep0T px1|xqrlog πpx1qs ` 1

2

ż T

ε

Ep0tpx1|xq
”
2gptq2∇x1 ¨ sθpx1, tq ` gptq2

∥∥sθpx1, tq
∥∥2
2
´ 2∇x1 ¨ fpx1, tq

ı
dt,

and LDSM
θ px, εq is given by

´ Ep0T px1|xqrlog πpx1qs ` 1

2

ż T

ε

Ep0tpx1|xq
”
gptq2 ∥∥sθpx1, tq ´∇x1 log p0tpx1 | xq

∥∥2

2

ı
dt

´ 1

2

ż T

ε

Ep0tpx1|xq
”
gptq2 ∥∥∇x1 log p0tpx1 | xq

∥∥2

2
` 2∇x1 ¨ fpx1, tq

ı
dt.

Proof. The proof closely parallels that of Theorem 3, by noting that p̃pxq “ ş
ppx1qp0εpx | x1qdx1.

Although p̃SDE
θ is a probabilistic model for p̃, we can transform it into a probabilistic model for

p leveraging a denoising distribution qθpx | x1q that approximately converts p̃ to p. Suppose
p0εpx1 | xq “ N px1 | αx, β2Iq. Inspired by Tweedie’s formula, we choose

qθpx | x1q :“ N
ˆ
x

ˇ̌
ˇ̌ x

1

α
` β2

α
sθpx1, εq, β

2

α2
I

˙
,
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and define pθpxq :“ ş
qθpx | x1qp̃SDE

θ px1qdx1, which is a probabilistic model for p. With slight abuse
of notation, we identify pθ with pSDE

θ in Table 2. With Jensen’s inequality, we have

´ log pθpxq ď ´Ep0εpx1|xq
„

log
qθpx | x1qp̃SDE

θ px1q
p0εpx1 | xq


.

Combined with Theorem 6, we have
´ log pθpxq ď ´Ep0εpx1|xqrlog qθpx | x1q ´ log p0εpx1 | xqs ` LSM

θ px, εq (38)

“ ´Ep0εpx1|xqrlog qθpx | x1q ´ log p0εpx1 | xqs ` LDSM
θ px, εq (39)

The above bound Eq. (39) was applied to both computing the test-time likelihood bounds in Table 2,
and training the flow model used in variational dequantization. Note that it was not used to train the
time-dependent score-based model.

In practice, we choose ε “ 10´5 for VP SDEs and ε “ 10´2 for subVP SDEs, except that on
ImageNet we use ε “ 5ˆ10´5 for VP SDE models trained with likelihood weighting and importance
sampling. Note that [48] chooses ε “ 10´5 for all cases. We found that when using likelihood
weighting and optionally importance sampling, ε “ 10´5 for subVP SDEs can cause stiffness for
numerical ODE solvers. In contrast, using ε “ 10´2 for subVP SDEs sidesteps numerical issues
without hurting the performance for score-based models trained with original weightings in [48]. For
the bound values in Table 2, we draw 1000 time values uniformly in rε, T s and use them to estimate
LDSM
θ for each datapoint, with the same importance sampling technique in Eq. (12). We use the

correction in Eq. (39) and report upper bounds for ´ log pθpxq. For computing the likelihood of
pODE
θ , we use the Dormand-Prince RK45 ODE solver [14] with absolute and relevant tolerances set

to 10´5. We do not use the correction in Eq. (39) for pODE
θ , because it is still a valid likelihood for the

data distribution even in the time horizon rε, T s.
Below is a related result to bound log p̃SDE

θ pxq directly. We include it here for completeness, though
we do not use it for either training or inference in our experiments.
Theorem 7. Let p0tpx1 | xq denote the transition distribution from p0pxq to ptpxq for the SDE in
Eq. (1). With the same notations and conditions in Theorem 3, as well as the definitions of p̃ and p̃SDE

θ
in Theorem 6, we have

´ log p̃SDE
θ pxq ď LSM

θ,εpxq “ LDSM
θ,ε pxq, (40)

where LSM
θ,εpxq is defined as

´EpεT px1|xqrlog πpx1qs ` 1

2

ż T

ε

Epεtpx1|xq
”
2gptq2∇x1 ¨ sθpx1, tq ` gptq2

∥∥sθpx1, tq
∥∥2
2
´ 2∇x1 ¨ fpx1, tq

ı
dt,

and LDSM
θ,ε pxq is given by

´ EpεT px1|xqrlog πpx1qs ` 1

2

ż T

ε

Epεtpx1|xq
”
gptq2 ∥∥sθpx1, tq ´∇x1 log pεtpx1 | xq

∥∥2

2

ı
dt

´ 1

2

ż T

ε

Epεtpx1|xq
”
gptq2 ∥∥∇x1 log pεtpx1 | xq

∥∥2

2
` 2∇x1 ¨ fpx1, tq

ı
dt.

Proof. Proof closely parallels those of Theorems 3 and 6.

C Experimental details

Datasets All our experiments are performed on two image datasets: CIFAR-10 [28] and down-
sampled ImageNet [55]. Both contain images of resolution 32ˆ 32. CIFAR-10 has 50000 images
as the training set and 10000 images as the test set. Down-sampled ImageNet has 1281149 training
images and 49999 test images. It is well-known that ImageNet contains some personal sensitive
information and may cause privacy concern [57]. We minimize this risk by using the dataset with a
small resolution (32ˆ 32).

Model architectures Our variational dequantization model, qφpu | xq, follows the same architec-
ture of Flow++ [18]. We do not use dropout for score-based models trained on ImageNet. We did not
tune model architectures or training hyper-parameters specifically for maximizing likelihoods. All
likelihood values were reported using the last checkpoint of each setting.
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(a) DDPM++ (deep, subVP) [48], FID = 2.86

(b) ScoreFlow, FID = 5.34

Figure 3: Samples on CIFAR-10. (a) Model with the best FID. (b) ScoreFlow trained with likelihood
weighting + importance sampling + VP SDE. Samples of both models are generated with the same
random seed.

Training We follow the same training procedure for score-based models in [48]. We also use the
same hyperparameters for training the variational dequantization model, except that we train it for
only 300000 iterations while fixing the score-based model. All models are trained on Cloud TPU
v3-8 (roughly equivalent to 4 Tesla V100 GPUs). The baseline DDPM++ model requires around 33
hours to finish training, while the deep DDPM++ model requires around 44 hours. The variational
dequantization model for the former requires around 7 hours to train, and for the latter it requires
around 9.5 hours.

Confidence intervals All likelihood values are obtained by averaging the results on around 50000
datapoints, sampled with replacement from the test dataset. We can compute the confidence intervals
with Student’s t-test. On CIFAR-10, the radius of 95% confidence intervals is typically around 0.006
bits/dim, while on ImageNet it is around 0.008 bits/dim.

Sample quality All FID values are computed on 50000 samples from pODE
θ , generated with nu-

merical ODE solvers as in [48]. We compute FIDs between samples and training/test data for
CIFAR-10/ImageNet. Although likelihood weighting + importance sampling slightly increases FID
scores, their samples have comparable visual quality, as demonstrated in Figs. 3 and 4.
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(a) DDPM++ (VP) [48], FID = 8.34

(b) ScoreFlow, FID = 10.18

Figure 4: Samples on ImageNet 32ˆ 32. (a) Model with the best FID. (b) ScoreFlow trained with
likelihood weighting + importance sampling + VP SDE. Samples of both models are generated with
the same random seed.
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5.3 Latent-variable models

The paper has shown that powerful diffusion models can be used as conventional
likelihood-based probabilistic models of high-dimensional data As mentioned before,
diffusion models can be seen as highly constrained latent-variable models, where the
latent variables lack semantic meaning and exist only as a tool with which to structure the
generative process. However, latent-variable models with learned inference components
have also received considerable attention as distribution models, and exist broadly under
the term variational autoencoders. In this setup, both the inference and generative
components are learned, and there is often a desire for the latent variables to act as
compact representations of the data, which may encode interpretable factors of variation,
or prove useful for downstream tasks. As part of this comparison, we also describe how
these models can be cast into the two-step process described by this thesis.

5.3.1 Variational autoencoders

Jointly training generative and inference models together has a long history in machine
learning, dating back to the wake-sleep algorithm (Hinton et al., 1995; Dayan et al.,
1995). Dormant for some time, this approach saw a significant resurgence with the
introduction of learning algorithms based on amortized stochastic variational inference
and pathwise gradient estimation (Rezende et al., 2014; Kingma and Welling, 2014).
In particular, the variational autoencoder (VAE Kingma and Welling, 2014) emerged
as the canonical model in this class, though it is worth noting that the deep latent
Gaussian models introduced by Rezende et al. (2014) bear closer resemblance to the
multistep generative model in eqs. (2.6) and (2.7).2

In the vanilla VAE setup, each observation x0 has a single associated latent variable
x1, usually of lower dimensionality–to match notation with the literature, we will
identify (x0,x1) = (x, z) in this section. Together with the data distribution p(x), the
model is defined using an inference distribution or ‘posterior’ qφ(z |x), an unconditional
distribution over the latent variables or ‘prior’ pθ(z) often without parameters, and an
observation likelihood pθ(x | z). With this notation, we can use eqs. (2.14) and (2.15)
to derive

DKL(qφ(x, z) ‖ pθ(x, z)) ≥ Eqφ(x,z)[log pθ(x | z)] + Ep(x)[DKL(qφ(z |x) ‖ pθ(z))],

(5.6)

which is the standard two-part evidence lower bound decomposition for VAEs using an
observation ‘reconstruction’ term and a latent ‘regularization’ term, as well as

DKL(qφ(x, z) ‖ pθ(x, z)) = DKL(qφ(z) ‖ pθ(z)) + Eqφ(z)[DKL(qφ(x | z) ‖ pθ(x | z))].

(5.7)

Variational Autoencoders as two-part models

The VAE lower bounds given in eqs. (5.6) and (5.7) highlight a fundamental trade-off
between reconstruction quality and representation learning in VAEs. The posterior

2The term ‘VAE’ is sometimes overloaded to describe any latent variable generative model fit using
amortized stochastic variational inference, including the class of models defined by eqs. (2.6) and (2.7).
Where exactly to draw the line between a canonical VAE and a more general latent variable model is up
for discussion, but we err towards using the term ‘VAE’ to describe a canonical case which has a clear
deterministic analogue in the standard (contractive) autoencoder (Hinton and Salakhutdinov, 2006).
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(a) Prior distribution (b) Gaussian posterior (c) IAF posterior

Figure 5.2: Figure reproduced from Kingma et al. (2016). A VAE with a spherical
Gaussian prior (a) fit to a toy dataset consisting of four data points, comparing factorized
Gaussian posteriors (b) or inverse autoregressive flow posteriors (c). Each colored
cluster corresponds to the posterior distribution of one data point. IAF greatly improves
the flexibility of the posterior distributions, and allows for a much better fit between
the posteriors and the prior.

qφ(z |x) must both marginally match the typically simple prior, encouraging z to discard
information about x, as well contain enough information about x to make its associated
‘reverse posterior’ qφ(x | z) easily matched by the observation model pθ(x | z), which is
typically chosen to follow a simple factorized structure like a diagonal Gaussian.

This dichotomy is well-understood (Zhao et al., 2017; Alemi et al., 2018), and in the
special case of a standard normal prior with a diagonal normal observation model, it can
be analytically shown that the optimal posterior defines an equiprobable partition of
the prior (Rezende and Viola, 2018), a tall task for any current posterior approximator.
This phenomenon is illustrated in fig. 5.2, where a flexible posterior for a dataset of
four equally probable data points partitions the Gaussian prior into four approximately
equal volumes at optimality.

Next, recalling the necessary but insufficient condition for two-part models to match
their generative and inference components given in section 2.4.5, the necessary condition
which VAEs must satisfy is that the so-called aggregate posterior (Tang et al., 2012;
Makhzani et al., 2016; Hoffman and Johnson, 2016; Tomczak and Welling, 2016) must
closely match the prior. The aggregate posterior is defined as the average of the posterior
qφ(z |x) under the data distribution p(x). Formally, this means that VAEs need to
satisfy

∫
qφ(x, z) dx = p(z). (5.8)

This condition is not sufficient because the posterior could simply ignore the data and
set q(z|x) = p(x), and the equality would be trivially satisfied.

Mismatch between the prior and the aggregate posterior is well-known and documented
in the VAE literature (Hoffman and Johnson, 2016; Rosca et al., 2019). If the prior
significantly deviates from the aggregate posterior, then test-time sampling from the
prior will naturally produce samples which do not resemble the reconstructed training
data. Deviation of the aggregate posterior from the prior is illustrated in fig. 5.2(b).

In this figure, a Gaussian posterior lacks the capacity to create latent distributions
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which clearly distinguish the four input data points (i.e. do not overlap), and which
also marginalize to a standard normal. Samples drawn from the prior will not match
samples from the aggregate posterior, and in this case will actually correspond to ‘holes’,
or areas of near-zero probability, under the aggregate posterior (Bauer and Mnih, 2018).
In contrast, fig. 5.2(c) shows a posterior with higher capacity that can create latent
distributions which clearly distinguish the four data points, and which marginalize to
the chosen standard normal prior.

It is also worth noting the similarity of this problem to the issue encountered when
examining normalizing flows as two-part models. In both cases, the models fails to
‘reparameterize’ the data distribution into the chosen base distribution, and the aggregate
posterior is only softly constrained to match the prior by first term in eq. (5.7). Also
similarly to flows, quantifying whether the aggregate posterior is close to the prior (i.e.
whether a given model is in the regime of fig. 5.2(b) or fig. 5.2(c)) is difficult.

Various approaches have been proposed to tackle mismatch of the aggregate posterior
and prior. These include increasing the capacity of the posterior (Kingma et al., 2016),
matching the prior to the output of an encoder using adversarial (Makhzani et al.,
2016) or optimal transport methods (Tolstikhin et al., 2018), enriching the prior with a
flow (Chen et al., 2017) or mixture distribution (Tomczak and Welling, 2018), rejection
sampling (Bauer and Mnih, 2018), and even fitting a second VAE to the aggregate
posterior of the first (Dai and Wipf, 2019).

Finally, the two-sided optimization problem arg minθ,φDKL(qφ(x, z) ‖ pθ(x, z)) natu-
rally leads to the oft-mentioned phenomenon of ‘posterior collapse’ (originally noted by
Bowman et al., 2016, under ‘optimization challenges’ of VAEs), where some dimensions
of the posterior qφ(z |x) reduce to the prior pθ(z) for all x, and are thus uninformative
about x. It could be argued that this is an expected feature of a problem formulation
where the joint distributions, starting from some arbitrary initialization, are asked to
meet somewhere in the middle. In other words, when a finite-capacity model is tasked
with both representation learning (fitting an inference process) and generative modeling
(learning a generative process), the result can often be a model which excels at neither.
Various attempted fixes for this shortcoming also populate the VAE literature, including
tweaking the objective eq. (5.6) (Bowman et al., 2016; Kaae Sønderby et al., 2016; Chen
et al., 2017; Higgins et al., 2017; Alemi et al., 2018), modifying model architecture
(Gulrajani et al., 2017b; Dieng et al., 2019a), and ensuring a minimum-KL gap between
the posterior and prior (Razavi et al., 2019a).

5.3.2 Generative autoencoders

In some ways, canonical VAEs make hard work of aligning the inference and generative
components. If we choose a simple prior and observation model, there is a large burden
on the posterior to match the prior marginally, while retaining enough information about
the input data to satisfy the simple observation model. If we increase the expressiveness
of the observation model, we run the risk of increasingly ignoring the latent variables,
since the observation model alone might be capable of fitting the data independently of
these latent variables. This suggests fitting a richer prior distribution, and pulling at
this thread is indeed worthwhile.

Suppose we look to fit a rich prior pθ(z) which can closely match the aggregate posterior
qφ(z). Because joint optimization of the posterior and prior in eq. (5.7) induces a
tug-of-war between the posterior’s ability to learn useful representations and its ability
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to match the prior, it is natural to wonder if there might be a better approach. If we
decouple learning representations from fitting a distribution over these representations,
we can split the problem into two parts:

(i) Initially learn useful representations z and parameters θ,φ through the objec-
tive arg maxθ,φ Eqφ(x,z)[log pθ(x | z)]. This is a vanilla autoencoder (Hinton and
Salakhutdinov, 2006) which does not force the codes to conform to any explicit
prior, and qφ(z |x) and pθ(x) are the encoder and decoder, respectively (a deter-
ministic encoder can be formally treated as a surjection).

(ii) Subsequently, fit a post hoc prior pθ(z) (which could itself take the form of the
many distribution models discussed in this thesis, and is indeed explored for
‘Autoregressive Energy Machines’ in chapter 3) to match the aggregate posterior
qφ(z) = Ep(x)[qφ(z |x)]. This task might be more straightforward than matching
the data distribution directly, since the code distribution should generally be
lower-dimensional than the raw data. The learned model can then be used to
synthesize new codes for sampling together with the decoder.

Such generative autoencoders have recently garnered attention, and proven surprisingly
successful. Ghosh et al. (2020) showed that heuristic regularization of a deterministic
autoencoder with a mixture of Gaussians fit to the codes consistently improved over a
comparable VAE in terms of sample quality. Notably, Razavi et al. (2019b) built on the
vector-quantized VAE (VQ-VAE van den Oord et al., 2017; Razavi et al., 2019b), first
learning a discrete codebook using the straight-through gradient estimator (Bengio et al.,
2013), and then fitting powerful autoregressive priors (Chen et al., 2018b) to these codes.
The authors demonstrated compelling qualitative results, but despite its name and the
heuristic regularization applied to the discrete codes, VQ-VAE more closely resembles a
deterministic rather than a variational autoencoder. A similar approach was later used
for text-to-image generation, where the latent code was formed by concatenating text
sequences and quantized image codes (DALL-E Ramesh et al., 2021).



Chapter 6

Contrastive Learning for
Likelihood-Free Inference

This chapter discusses an application of distribution estimation for likelihood-free in-
ference, also known as simulation-based inference. Likelihood-free inference refers to
Bayesian inference when the likelihood function cannot be evaluated, and even approx-
imations are considered intractable. This often occurs in scientific disciplines where
practitioners model real-world phenomena using a parameterized generative process, or
simulator, and want to construct a posterior distribution over the parameter settings
which generated a particular observation(Papamakarios, 2019; Cranmer et al., 2020).

In particular, the paper discusses a unified perspective of density estimation and density-
ratio estimation for likelihood-free inference, and showcases normalizing flows as a
practical and effective off-the-shelf tool for distribution estimation. Finally, we discuss
simulators as implicit generative models (Diggle and Gratton, 1984), or models whose
likelihood function is defined implicitly by a prescribed generative process. We use
this connection to briefly discuss Generative Adversarial Networks, a class of models
which eschew a two-part approach to distribution estimation and which have received
significant attention in recent years.

6.1 Likelihood-free inference

Likelihood-free inference is the problem of Bayesian inference where the likelihood is
defined implicitly by a parameterized generator or simulator, and explicit evaluation
of the likelihood function is intractable. In particular, a simulator can be written as a
deterministic function g(θ, z) of parameters θ and latent variables z, which produces
stochastic observations x. For a canonical example from ecology, the parameters might
represent characteristics of predator and prey populations (Takeuchi, 1996; Hening
and Nguyen, 2018). In this example, the simulator would model the interactions of
these populations over time and produce observed population statistics, and the latent
variables would account for random factors affecting these dynamics.

Given this simulator, we can write the likelihood of parameters θ given an observation
x as

p(x |θ) =

∫
δ(x− g(θ, z)) p(z |θ) dz. (6.1)
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Crucially, the structure of the generator is often such that marginalizing over the latent
variables z is considered intractable, meaning the likelihood function cannot be evaluated.
Nevertheless, practitioners are often interested in performing inference in these systems
to characterize posterior beliefs p(θ |x0) about which parameter settings might have
produced a certain observation x0. Returning to the previous example, scientists may
observe population statistics over time and want to use derived simulator models to learn
about characteristics of the underlying populations. However, the inability to evaluate
the likelihood function makes it difficult to use traditional Bayesian inference techniques
such as variational inference (Wainwright and Jordan, 2008) and MCMC (Neal, 1993;
Murray, 2007).

Recently, methods based on neural networks have become popular for likelihood-free
inference. These methods can incorporate neural networks to fit the posterior directly,
or fit the ratio of the posterior to the prior up to an unknown constant, which can then
be used as a proposal for MCMC-based sampling methods. Likelihood-free inference has
a long history in the statistics literature, however, but neural-based approaches have
become increasingly popular in the last decade. The paper presented in this chapter
focuses on this modern context, and the remainder of the chapter is concerned with
a brief discussion of other implicit generative models in machine learning, of which
simulators are one example. For a thorough discussion of the problem of likelihood-free
inference and various historic approaches, Papamakarios (2019, Chapters 3-4) serves as
an excellent reference.

6.2 The paper ‘On Contrastive Learning for Likelihood-
Free Inference’

Background

The paper provides a unified perspective for two likelihood-free inference methods based
on neural networks. In exploring various approaches for neural likelihood-free inference,
I implemented both the methods of Greenberg et al. (2019) and Hermans et al. (2019).
In doing so, I realized both methods shared a great deal in common. Greenberg et al.
(2019) used a proxy classification task distinguishing which parameters generated a
particular observation to fit a neural distribution estimator to the posterior directly,
while Hermans et al. (2019) did the same to learn the ratio of the posterior to the
prior up to a constant. The only differences arose in how the approaches formulated
their classifier; in the case of (Greenberg et al., 2019), the classifier was multi-class
and parameterized in-part using the log-probability under a density estimator which
recovered the posterior, and in the case of (Hermans et al., 2019), the classifier was binary
and parameterized using an unconstrained network which recovered the density-ratio of
the posterior to the prior. It was thus worthwhile to tease out the exact relationship
between these models, both theoretically and empirically.

Discussion

The paper tied together two threads of the literature which had previously been
considered distinct. The connection provided useful insight for the likelihood-free
inference community, and as far as we are aware, neither of the authors of the two
previous papers were aware of this connection prior to our work. Our connection
allowed controlled comparison of these methods in practice, and allowed us to make



Chapter 6. Contrastive Learning for Likelihood-Free Inference 94

recommendations as to which details of each approach were relevant for practitioners.
The paper also explicitly linked the use of density-ratio estimation by classification in
likelihood-free inference to the broad field of contrastive learning, which continues to
thrive as a key part of current large machine learning systems.

Publication and impact

The paper first appeared as an arXiv pre-print on 10th February 2020, and was later
accepted for publication as a conference paper at the 2020 International Conference
on Machine Learning. As of August 16th 2022, the paper has received 52 citations
according to Google Scholar. The code written for the paper was later adapted into a
Python library for simulation-based inference (SBI). This library was outlined in a short
paper which appeared in the Journal of Open Source Software (Tejero-Cantero et al.,
2020). As of August 16th 2022, this short paper has received 61 citations according to
Google Scholar. The SBI library has also found use in multiple likelihood-free inference
problems across the sciences, including neuroscience (Gonçalves et al., 2020; Groschner
et al., 2022) and astrometry (Mishra-Sharma, 2022; Mishra-Sharma and Cranmer, 2022).

Author contributions

The paper was conceived by myself through discussions with Iain Murray and George
Papamakarios, and based directly on the preceding work by Greenberg et al. (2019)
and Hermans et al. (2019). I wrote the code, ran experiments, and wrote most of the
paper, with feedback from Iain and George. George also contributed significantly to the
related work section.
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Abstract
Likelihood-free methods perform parameter infer-
ence in stochastic simulator models where eval-
uating the likelihood is intractable but sampling
synthetic data is possible. One class of meth-
ods for this likelihood-free problem uses a clas-
sifier to distinguish between pairs of parameter-
observation samples generated using the simula-
tor and pairs sampled from some reference dis-
tribution, which implicitly learns a density ratio
proportional to the likelihood. Another popular
class of methods fits a conditional distribution to
the parameter posterior directly, and a particular
recent variant allows for the use of flexible neural
density estimators for this task. In this work, we
show that both of these approaches can be unified
under a general contrastive learning scheme, and
clarify how they should be run and compared.

1. Introduction
Modeling systems using parameterized stochastic simula-
tors is prevalent across many scientific and engineering
disciplines, including cosmology (Alsing et al., 2019), high-
energy physics (Brehmer et al., 2018a), and computational
neuroscience (Gonçalves et al., 2019). Specifying models
in this way is appealing since it is often easier to describe a
generative process implicitly rather than reasoning directly
about an emergent probability distribution. Traditional pa-
rameter inference algorithms such as variational methods
and Markov Chain Monte Carlo (MCMC) usually don’t
apply to these models, since explicit evaluation of the likeli-
hood function is often intractable.

In recent years, significant progress has been made toward
this challenge of likelihood-free inference (Sisson et al.,
2018). Most of the literature relies on sample-based meth-
ods that require very large numbers of simulations. Methods
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based on neural networks have reduced the number of sim-
ulations needed to perform effective inference by orders
of magnitude (Papamakarios, 2019; Cranmer et al., 2019).
Some of these can evaluate and sample from an approximate
posterior directly, bypassing the need for MCMC schemes
altogether. Ultimately, this line of work seeks to develop
a robust and practical toolkit which practitioners can rely
upon for whichever use case they desire.

In this paper, we consider two recently proposed approaches
to neural likelihood-free inference: the first uses classifica-
tion to approximate density ratios proportional to the like-
lihood (Hermans et al., 2020), whereas the second directly
casts the problem as a conditional density estimation task
(Greenberg et al., 2019). We demonstrate that these two
methods, traditionally viewed as distinct and compared as
such in the literature, are both instances of a more general
contrastive learning scheme, and can thus be unified under a
single framework. Using this perspective, we directly com-
pare the properties and behaviour of both algorithms, and
offer practical recommendations for those wishing to use
these methods.

2. Background
Given a vector of parameters θ, a stochastic simulator gen-
erates latent random numbers z, and produces observed
data x = g(θ, z), where g is some nonlinear function. The
likelihood of the parameters θ given observed data x is then

p(x |θ) =

∫
δ(x− g(θ, z)) p(z |θ) dz, (1)

where δ(·) is the Dirac delta, and this integral is intractable
in general. In some cases it may be possible to evaluate the
joint likelihood p(x, z |θ), but (i) this requires performing
inference on the constrained manifold (g(θ, z), z), and (ii)
often this augmented space is sufficiently high-dimensional
to make standard inference approaches infeasible. In other
cases, the simulator may be provided to us as a black-box
whose internal workings are not accessible, and it is still
desirable to carry out inference in this scenario.

We are interested in computing the posterior p(θ |x0) for a
specific observation x0, where we have prior beliefs p(θ)
about the parameters. This amounts to computing the den-
sity ratio p(x0 | θ)

p(x0) = p(θ |x0)
p(θ) , and this quantity need only be
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known up to a constant independent of θ if our approach
uses MCMC schemes. Throughout, we assume that the sim-
ulator defines a valid probability density function p(x |θ)
over observations x.

2.1. Learning density ratios

It is well known that binary classification can be used to
learn density ratios (Hastie et al., 2001; Sugiyama et al.,
2012; Mohamed & Lakshminarayanan, 2016). Defining
ppos(x) = p(x | y=1) and pneg(x) = p(x | y=0) for binary
y, and assuming each class is equally likely a priori yields

p(y = 1 |x) =
ppos(x)

ppos(x) + pneg(x)
=

r(x)

r(x) + 1
, (2)

where r(x) =
ppos(x)
pneg(x) . In other words, an optimal binary

classifier which distinguishes between samples from the
two distributions recovers the ratio between their density
functions. A common choice of parameterization for this
classifier is p(y = 1 |x) = σ(fφ(x)), where σ(·) is the
logistic sigmoid and fφ is a real-valued function whose
parameters φ can be fit using maximum likelihood, and the
optimal value for fφ is fφ(x) = log r(x).

In the context of likelihood-free inference, Hermans et al.
(2020) consider positive examples (y = 1) those pairs
(x,θ) ∼ p(x,θ) which are distributed jointly, and gen-
erated by sampling a parameter from the prior and subse-
quently simulating an observation for that parameter set-
ting. In contrast, negative examples (y = 0) are those
pairs (x,θ) ∼ p(x) p(θ) with parameters and observations
sampled independently from their respective marginal dis-
tributions. Then binary classification recovers the ratio

r(x,θ) =
p(x,θ)

p(x) p(θ)
=
p(x |θ)

p(x)
=
p(θ |x)

p(θ)
. (3)

Since the prior is known, it is possible to evaluate the pa-
rameter posterior exactly using p(θ |x0) = r(x0,θ) p(θ).
However, only exact evaluation of the posterior distribution
is achieved in this case, whereas sampling still requires an
MCMC scheme. Likelihood-free inference by ratio estima-
tion (LFIRE, Thomas et al., 2016) is a pioneering example
of this approach. However, Thomas et al. (2016) fit a classi-
fier using only observations x as input, meaning a separate
classifier is required for each posterior evaluation p(θ|x).

Moreover, Hermans et al. (2020) note that since we are
interested in computing the posterior for a particular ob-
servation x0, it may be wasteful to learn the ratio r(x,θ)
for all pairs (x,θ). Instead, it might be preferable to fo-
cus attention on those parameters which may have plausi-
bly generated x0, rather than parameters sampled from the
prior. Suppose we have access to such a proposal prior,
which we denote p̃(θ). Then, considering positive examples

(x,θ) ∼ p̃(x,θ) = p(x |θ) p̃(θ) and negative examples
(x,θ) ∼ p̃(x) p̃(θ), binary classification recovers the ratio

r̃(x,θ) =
p̃(x,θ)

p̃(x) p̃(θ)
=
p(x |θ)

p̃(x)
(4)

At the expense of exact posterior evaluation, we have ostensi-
bly gained a more accurate ratio estimate for the parameters
corresponding to the observation of interest. Moreover, it
is still possible to evaluate the posterior up to a constant,
since p(θ |x0) ∝ r̃(x0,θ) p(θ), so MCMC schemes can
still be used to generate samples from the desired posterior.
Using this approach, an algorithm emerges where the like-
lihood ratio is refined iteratively across a series of rounds,
and training data for a given round is generated using the
estimated ratios from preceding rounds i.e. the proposal
p̃(θ) is a mixture of posterior estimates from all preceding
rounds. We use the term Sequential Ratio Estimation (SRE)
to describe this approach of Hermans et al. (2020).

Finally, binary classification can equivalently be viewed as
a task where the model must correctly identify the correct
example given a set consisting of exactly one positive ex-
ample drawn jointly with an observation, and one negative
example drawn marginally. This equivalent perspective will
prove useful in deriving a unifying notation in later sections.
Denoting this set Θ = {θ0,θ1} and assuming each class is
equally likely a priori, we have

p(y = 1 |x,Θ) =
p(x,Θ | y = 1)

p(x,Θ | y = 0) + p(x,Θ | y = 1)
(5)

=
p(θ1 |x) p(θ0)

p(θ0 |x) p(θ1) + p(θ1 |x) p(θ0)
(6)

=
p(θ1 |x)/p(θ1)

p(θ0 |x)/p(θ0) + p(θ1 |x)/p(θ1)
. (7)

Now if we parameterize a binary classifier by

p(y = 1 |x,Θ) =
exp(fφ(θ1,x))

exp(fφ(θ0,x)) + exp(fφ(θ1,x))
, (8)

then the optimal classifier has fφ(θ,x) = log p(θ |x)
p(θ) +c(x),

where c(x) is constant with respect to θ.

2.2. Learning the posterior

Likelihood-free inference can also be cast as a conditional
density estimation problem directly. Consider a parame-
terized conditional density estimator qφ(θ |x), sometimes
referred to as a recognition model. The parameters φ can be
fit by minimizing L(φ) = E(x,θ)∼p(x,θ)[− log qφ(θ |x)].
With enough data and a sufficiently flexible model, qφ(θ |x)
will converge to the posterior density p(θ |x) for all pairs
(x,θ). Then the posterior density of interest can be com-
puted using p(θ |x0) = qφ(θ |x0). However, since we are
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again only interested in the posterior for a specific observa-
tion x0, it may be beneficial to learn the conditional density
more carefully for parameters which could have plausibly
generated that observation. Indeed, recent work, which we
group under the umbrella of Sequential Neural Posterior
Estimation (SNPE, Papamakarios & Murray, 2016; Lueck-
mann et al., 2017; Greenberg et al., 2019), has developed
sequential procedures for exactly this purpose, narrowing
focus to parameters of interest across a series of rounds,
where the posterior estimate for a given round is used as
the proposal prior for the subsequent round. Central to the
function of these methods is the proposal posterior p̃(θ |x),
related to the true posterior by

p̃(θ |x) = p(θ |x)
p̃(θ)

p(θ)

p(x)

p̃(x)
. (9)

SNPE-A. The first method is known as SNPE-A (Papa-
makarios & Murray, 2016). Given a proposal prior p̃(θ),
SNPE-A fits a neural density estimator qφ(θ |x) by min-
imizing L(θ) = E(x,θ)∼p(x | θ)p̃(θ)[− log qφ(θ |x)], con-
verging to the proposal posterior p̃(θ |x). The relation
p(θ |x) ∝ p̃(θ |x)p(θ)

p̃(θ) = qφ(θ |x)p(θ)
p̃(θ) can then be used

to compute the desired conditional density up to a constant.
In certain cases, we can compute the posterior analytically.
For example, when both p(θ) and p̃(θ) are Gaussian, and
the density estimator qφ(θ |x) is a mixture density network
(Bishop, 1994) with M Gaussian components, the poste-
rior is also a mixture of Gaussians with M components.
However, the algorithm precludes the use of more flexible
conditional density estimators, such as autoregressive mod-
els (Uria et al., 2016) or normalizing flows (Papamakarios
et al., 2019a), if we want a tractable posterior.

SNPE-B. The second of these methods, referred to as
SNPE-B (Lueckmann et al., 2017), allows for the use
of arbitrary neural density estimators. This is achieved
through minimizing an importance-weighted loss L(φ) =

E(x,θ)∼p(x | θ)p̃(θ)

[
−p(θ)

p̃(θ) log qφ(θ |x)
]
, where qφ(θ |x)

now recovers the correct posterior directly. Unfortunately,
the importance weights p(θ)

p̃(θ) are often high variance, and
can lead to poor performance of the algorithm overall.

SNPE-C (APT). Finally, the third method, and of particular
interest in this paper, is Automatic Posterior Transformation
(APT, Greenberg et al., 2019), or SNPE-C in the existing
taxonomy. SNPE-C neatly reparameterizes the proposal pos-
terior objective from SNPE-A so that maximum likelihood
recovers the true posterior directly. Setting

q̃φ(θ |x) = qφ(θ |x)
p̃(θ)

p(θ)

1

Zφ(x)
, (10)

where Zφ(x) =
∫
qφ(θ |x) p̃(θ)

p(θ) dθ, SNPE-C minimizes
L(φ) = E(x,θ)∼p(x | θ)p̃(θ)[− log q̃φ(θ |x)].

Unfortunately, SNPE-C as described requires the ability to
calculate the normalizing constant Zφ(x), which can be
computed analytically for an MDN, but not in general for
more flexible density estimators such as normalizing flows.
However, Greenberg et al. (2019) note that if the proposal
is uniform and supported on a finite set of discrete ‘atoms’
Θ, the integral reduces to a sum, and the proposal posterior
now defines a distribution over this discrete set:

q̃φ(θ |x) =
qφ(θ |x)/p(θ)∑

θ′∈Θ qφ(θ′ |x)/p(θ′)
. (11)

Moreover, Greenberg et al. (2019) show that when the
contrasting set is drawn from a distribution over parameters
whose support contains the support of the true posterior, the
density estimator qφ(θ |x) still converges to the full contin-
uous posterior. Intuitively, the inference problem has been
rephrased as a series of multiple choice questions: given
an observation x and a set of possible parameters Θ which
may have generated that observation, the task is to identify
the correct parameter θ. For the rest of the paper, SNPE-C
refers specifically to this atomic variant of the algorithm.

3. Method
Unifying SRE and SNPE-C. There is clear similarity be-
tween eq. (8) and eq. (11); indeed, modulo the switch from
a binary to multi-class setting, the difference is only no-
tational. SRE and SNPE-C are in fact both instances of
a more general contrastive learning scheme. To see this,
consider the posterior over labels for K categories given an
observation x and a set of examples Θ containing exactly
one positive example θ which generated that observation,
while the remaining set of contrasting examples Θ(\k) are
drawn jointly from some other distribution conditioned on
this joint pair. Then, again assuming each class is equally
likely a priori, we have

p(y = k |x,Θ) =
p(x,Θ | y = k) p(y = k)∑
k′ p(x,Θ | y = k′) p(y = k′)

(12)

=
p(θ(k) |x) p(Θ(\k) |x,θ(k))∑
k′ p(θ(k′) |x) p(Θ(\k′) |x,θ(k′))

.

Now suppose the elements of the contrasting set are drawn
independently of both the joint pair

(
x,θ(k)

)
, and of each

other, by sampling K − 1 times from the prior. In this case,
p(Θ(\k) |x,θ(k)) =

∏
l 6=k p(θ

(l)), and we have

p(y = k |x,Θ) =
p(θ(k) |x)

∏
l 6=k p(θ

(l))
∑

k′ p(θ(k′) |x)
∏

l 6=k′ p(θ(l))
(13)

=
p(θ(k) |x)/p(θ(k))∑
k′ p(θ(k′) |x)/p(θ(k′))

(14)

=
exp
(
fφ(θ(k),x) + c(x)

)
∑

k′ exp
(
fφ(θ(k′),x) + c(x)

) , (15)



On Contrastive Learning for Likelihood-free Inference

Algorithm 1 (Sequential) Contrastive Likelihood-free Inference

1: Input: Simulator p(x |θ), prior p(θ), true observation x0, classifier fφ(θ,x), rounds R, simulations per round N .
{For SNPE-C, we require fφ(θ,x) = log

qφ(θ |x)
p(θ) , where qφ(θ |x) is a normalized conditional density estimator.}

2: Initialize: Posterior p(1)(θ) = p(θ), dataset D = {}.
3: for r = 1 to R do
4: Sample θ(n) ∼ p(r)(θ), n = 1 . . . N . {For SRE, this step requires MCMC, but in the case of SNPE-C we can sample

i.i.d. from the density estimator, using rejection sampling if the density estimator has support outside the prior.}
5: Simulate x(n) ∼ p(x |θ(n)), n = 1 . . . N .
6: Aggregate training data D = D ∪

{(
x(n),θ(n)

)}
N
n=1.

7: while fφ not converged do
8: Sample mini-batch

{(
x(b),θ(b)

)}
B
b=1 ∼ D. {This is equivalent to sampling parameters from a proposal θ ∼

p̃(θ) = 1
r

∑r
r′=1 p

(r′)(θ), and then simulating x ∼ p(x |θ).}
9: For each pair in the mini-batch, sample 0 < K − 1 < B contrasting parameters without replacement from the

remainder of the mini-batch. {Equivalent to sampling each contrasting parameter independently from p̃(θ).}
10: Update φ by stochastic gradient descent using objective L(φ) = − 1

B

∑B
b=1 log

exp(fφ(θ(b),x(b)))∑K
k=1 exp(fφ(θ(k),x(b)))

.

11: end while
12: Update posterior p(r)(θ) ∝ exp(fφ(θ,x0)). {For SNPE-C, we can set p(r)(θ) = qφ(θ |x0) directly.}
13: end for

where the progression from eq. (14) to eq. (15) is directly
analogous to the progression from eq. (7) to eq. (8). Once
more, we see that the optimal classifier implicitly learns the
desired log-density ratio up to proportionality. Moreover,
we still recover the correct ratio even if we sample param-
eters from a proposal p̃(θ) instead of the prior p(θ), since
p̃(θ |x)
p̃(θ) ∝

p(θ |x)
p(θ) . With this result, the connection between

SRE and SNPE-C becomes clear.

• Setting K=2 and parameterizing the classifier as a stan-
dard feed-forward neural network fφ(θ,x) = NNφ(θ,x)
recovers SRE. The derivation above also generalizes SRE
from the binary case to multiple classes, and we will show
this generally improves performance of the algorithm.

• The multi-class problem with parameterization of the
classifier in terms of a density estimator fφ(θ,x) =

log
qφ(θ |x)

p(θ) recovers SNPE-C. In this case, qφ(θ |x)

yields a normalized approximation to the posterior when
the density and the prior are supported on the same set
(see appendix B for details), and may allow for efficient
and exact evaluation and sampling depending on the par-
ticular choice of density estimator. This provides an alter-
native derivation to that given by Greenberg et al. (2019)
of the correctness of the atomic variant of SNPE-C.

We believe this unifying perspective is beneficial to both
practitioners and researchers, since comparison of these
methods can now be cast in a more direct way, and the
trade-offs of each more carefully considered. For instance,
immediate questions arise concerning choice of contrasting
set size, and whether reparameterizing the classifier in terms
of a density estimator impacts inference. It is also interest-

ing to note how two lines of research into the likelihood-free
problem converged essentially independently to very similar
ideas; indeed, Hermans et al. (2020) compare to SNPE-C in
their experiments without explicitly noting this connection.
We present the general algorithm which encompasses both
of these methods, iteratively refining a posterior approxima-
tion across a sequence of rounds, in algorithm 1.

Connection to mutual information estimation. Similar
observations concerning density ratios have previously been
made in the wider machine learning literature, but the im-
plications for likelihood-free inference may not have been
fully appreciated. The topic has received particular attention
recently due to interest in mutual information estimation
with neural networks (Belghazi et al., 2018; van den Oord
et al., 2018; Poole et al., 2019). In this context, the classifier
is often referred to as a critic, and multi-sample variational
bounds have been derived for the mutual information, where
it is also known that it can be advantageous to reparameter-
ize the critic in terms of known densities. With this work, we
seek to clarify these points within the likelihood-free infer-
ence community, and unify two promising lines of research
which until now have been presented as distinct.

Of particular note is the connection of this contrastive learn-
ing scheme for likelihood-free inference to the multi-sample
lower bound on the mutual information popularized by
van den Oord et al. (2018). Imagine we sample a mini-
batch of B pairs

{
(x(b),θ(b))

}
B
b=1 from our training set,

where θ(b) ∼ p̃(θ) was sampled from the some proposal,
and x(b) ∼ p(x |θ(b)) was generated using the simula-
tor. To generate a contrasting set of examples, we choose
the remaining parameters in the batch, in effect sampling
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marginally from the proposal p̃(θ). Indeed, this is the pro-
cedure used by SNPE-C to generate a contrasting set, and
SRE can be extended similarly. Equivalently, this amounts
to setting K =B in eq. (15). The classification loss for a
minibatch is then

LB(φ) = − 1

B

B∑

b=1

log
exp
(
fφ(θ(b),x(b))

)
∑

b′ exp
(
fφ(θ(b′),x(b))

) . (16)

The negative of this quantity is a well-known multi-sample
lower bound on the mutual information between the two
distributions defined by the joint p̃(x,θ) = p(x |θ) p̃(θ)
and the product of marginals p̃(x) p̃(θ) (Poole et al., 2019),
so that optimization of the classification loss can be equiv-
alently interpreted as optimization of an estimate of the
mutual information between these distributions.

This perspective gives some motivation for a sequential
approach in likelihood-free methods, where in each round
we sample parameters from a successively more accurate
targeted proposal p̃(θ) rather than the prior, which may be
expected to decrease the mutual information across rounds.
It also suggests that increasing the size of the contrasting set
K may be beneficial, since this mutual information estimate
is bounded above by logK. However, neither SRE or SNPE-
C needs to calculate the mutual information explicitly, and
the density ratios can be learned for any K ≥ 2.

4. Related Work
Approximate Bayesian Computation (ABC). We use the
term ABC to describe the group of likelihood-free inference
algorithms which require (i) choice of summary statistics
x for observations x, (ii) choice of a metric d(·, ·) which
computes distances between summary statistics, and (iii)
choice of a tolerance ε > 0 which determines whether
two summary statistics are sufficiently similar based on
the computed distance. Broadly, ABC methods draw ap-
proximate posterior samples by first proposing according to
some scheme, and then rejecting samples whose summary
statistics are distance more than ε from the observed sum-
maries. Such algorithms have formed a central component
of likelihood-free inference research for many years; see
e.g. reviews by Beaumont (2010), Lintusaari et al. (2016)
and Beaumont (2019). A drawback of ABC methods is that
they generally require a large number of simulations to yield
accurate results, which can be prohibitive when the simu-
lator is expensive. Comparisons in the existing literature
suggest that likelihood-free methods based on neural density
estimators can outperform traditional approaches such as Se-
quential Monte Carlo ABC (Sisson et al., 2007; Beaumont
et al., 2009; Toni et al., 2009) in terms of simulation cost,
often requiring orders of magnitude fewer simulations (Pa-
pamakarios & Murray, 2016; Papamakarios et al., 2019b).

Learning the likelihood. Conversely to fitting a condi-

tional density estimator to the posterior directly, it is also
possible to fit a synthetic likelihood to approximate p(x|θ).
A synthetic likelihood can be estimated separately for each
parameter θ considered, e.g. as part of an MCMC scheme
(Wood, 2010; Price et al., 2018; Fasiolo et al., 2018), or it
can be amortized across parameters (Fan et al., 2013; Meeds
& Welling, 2014). One advantage of the likelihood-learning
approach is that parameters can be drawn from any proposal
(Papamakarios et al., 2019b), and may even be chosen using
active learning (Gutmann & Corander, 2016; Lueckmann
et al., 2019; Järvenpää et al., 2018). In addition, the simula-
tor may be such that learning the likelihood is easier than
learning the posterior directly, which is often the case when
the forward process is specified using simple probabilistic
primitives, as in probabilistic programming (Gordon et al.,
2014). Finally, a model of the likelihood is often easier to
diagnose than a model of the posterior, since exact samples
from p(x|θ) can be readily obtained (Dalmasso et al., 2019).
On the other hand, any methods based on a surrogate likeli-
hood require an additional inference step (such as MCMC)
for posterior sampling, which adds complexity to the overall
algorithm and can introduce further approximation error.
Compounding this drawback is the fact that observations x
are often of much higher dimension than parameters θ, mak-
ing conditional density estimation of observations a more
difficult task. Indeed, Greenberg et al. (2019) show that the
performance of the Sequential Neural Likelihood algorithm
described by Papamakarios et al. (2019b) degrades when
concatenating uninformative noise to observations x.

Contrastive learning. The use of classification for density-
ratio estimation is long-standing in machine learning, and
is closely linked to the broad paradigm of learning-by-
comparison, or contrastive learning. A prominent exam-
ple of this line of thinking is Noise Contrastive Estimation
(Gutmann & Hyvärinen, 2010), a method for fitting unnor-
malized distributions, or energy-based models, by learn-
ing relative probabilities through comparison with a known
noise distribution. This approach forms the basis of the sub-
sequent LFIRE method (Thomas et al., 2016). The branch
of Generative Adversarial Networks literature concerned
with fitting discriminators which approximate f -divergences
(Goodfellow et al., 2014; Nowozin et al., 2016) has also
made significant contribution to the ubiquity of density-
ratio estimation techniques. Recently, contrastive learning
has also shown great promise in unsupervised pre-training
for vision tasks. A variant of Contrastive Predictive Coding
(van den Oord et al., 2018; Hénaff et al., 2019) has demon-
strated that a linear classifier on top of features learned in an
unsupervised manner on ImageNet outperforms early con-
volutional networks in accuracy, while Momentum Contrast
(He et al., 2019) outperforms supervised pre-training in a
series of downstream detection and segmentation tasks.

Density-ratio estimation for likelihood-free inference.
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Figure 1: Comparison of SRE (left) and SNPE-C (right) across tasks and metrics, featuring mean and standard deviation
across 10 random seeds. Negative log probability of true parameters is calculated using a kernel density estimate on posterior
samples at the end of each round. Median distance uses the L2 distance between observations generated at each round and
true observations. Increasing the contrasting-set size leads to more efficient inference, if only marginally in some cases.

The ratio of the likelihood p(x|θ) to the marginal p(x)
is of central importance to Bayesian inference, and thus
a natural quantity to estimate in likelihood-free inference.
An early example of estimating this ratio is given by
Izbicki et al. (2014); subsequent examples include LFIRE
(Thomas et al., 2016) and SRE (Hermans et al., 2020), which
we have already discussed. Another possibility is to learn
the ratio between likelihoods p(x|θ1) and p(x|θ2), with
or without amortization across parameters θ1 and/or θ2.
This likelihood ratio can be used as the acceptance ratio in
MCMC (Pham et al., 2014) or as a test statistic in hypothesis
testing (Brehmer et al., 2018a), and can be learned by binary
classification (Cranmer et al., 2016) or by regressing the
joint-likelihood ratio if the latter is available (Brehmer et al.,
2018b; Stoye et al., 2018). Other applications of density-
ratio estimation in likelihood-free inference include: using
binary-classification performance as a distance metric for
ABC (Gutmann et al., 2018), estimating variational bounds
(Tran et al., 2017), and testing goodness-of-fit of synthetic
likelihoods (Dalmasso et al., 2019).

5. Experiments
In this section we compare SRE and SNPE-C experimen-
tally, and discuss practical details of their implementation.
For completeness we also consider Sequential Neural Likeli-
hood (SNL, Papamakarios et al., 2019b), another sequential
method for likelihood-free inference which fits a neural den-
sity estimator as a surrogate likelihood. The classifier for
SRE is a feed-forward residual network with two residual
blocks of 50 hidden units. All density estimators for SNL
and SNPE-C use a MAF (Papamakarios et al., 2017) ar-
chitecture, consisting of a stack of five MADEs (Germain

et al., 2015), each with two hidden layers of 50 units, and
a standard normal base distribution. While MAF features
density evaluation that is efficiently parallelizable across
data dimensions, sampling is sequential, but the dimension-
ality of the parameter spaces considered is low enough that
sampling is efficient. It is also worthwhile to point out the
modularity of both SNL and SNPE-C, which readily allow
for any off-the-shelf density estimator to be plugged in; the
choice of MAF was made here in line with previous work.

We use axis-aligned slice sampling (Neal, 2003) as an
MCMC method for SNL and SRE. A single MCMC
chain persists across rounds for each method, where we
perform burn-in of 200 iterations whenever the target dis-
tribution changes, and retain every tenth accepted sample.
In each round, the parameters of each method are fit us-
ing stochastic gradient descent with the Adam (Kingma &
Ba, 2015) optimizer, a learning rate of 5e-4, and a mini-
batch size of 100. To prevent overfitting, we perform
early-stopping based on a held-out validation set of ten
percent of the training data aggregated so far, stopping train-
ing when validation performance does not improve over
20 epochs. We compare likelihood-free methods using a
testbed of three simulators, namely the Nonlinear Gaus-
sian simulator with tractable likelihood described by Pa-
pamakarios et al. (2019b), along with the Lotka–Volterra
predator-prey and M/G/1 queue models whose setups are
detailed by Papamakarios & Murray (2016). For all tasks
we acquire 1000 new simulations per round, running the
Nonlinear Gaussian and M/G/1 tasks for 25 rounds, and
Lotka–Volterra for 20. All experiments are repeated across
10 random seeds using a single GPU, and code is available
at https://github.com/conormdurkan/lfi.
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Figure 2: Distribution of rejection sampling acceptance
rates for SNPE-C using 107 samples in rounds 1, 10, and 20
across 10 random seeds. Whiskers delineate 5th and 95th

percentiles. Maximum likelihood training in the first round
forces qφ to place density in the prior support. However,
learning by classification in later rounds means there is no
penalty for leaking significant density, and this phenomenon
occurs in two of three tasks, with high variance in the third.

A note on choice of prior. A subtle detail arises when using
SNPE-C with a density estimator whose support does not
match that of the prior. Such scenarios arise commonly in
practice, where simulators often impose hard constraints on
parameter values, and a box uniform prior is chosen over
an appropriate region. Indeed, each task considered in this
section uses a box uniform prior on some region, in line
with the setup in previous literature, while a MAF with a
standard normal base distribution has support everywhere.
However, this can lead to difficulties, as noted by Greenberg
et al. (2019). Unlike maximum likelihood training, the
classification objective defined by eq. (15) does not force
qφ to place density in the prior support, but instead dictates
only that density ratios are correct in this region; this is
an inherent property of training a density estimator in an
implicit fashion using a proxy classification task.

The consequence of this detail is that the density estima-
tor can use an arbitrarily small portion of its density to fit
the correct ratios if optimization using eq. (15) means it is
advantageous to do so. This behaviour occurs commonly
in practice, with posterior density ‘leaking’ from the prior
support across rounds, such that acceptance rates for rejec-
tion sampling using the density estimator can become low.
We stress, however, that this issue only arises with SNPE-C
when the posterior support does not match that of the prior.
On the other hand, there is no such similar notion for SRE,
since the feed-forward network fφ defines a density only
implicitly and is never evaluated outside of the prior support.

A full solution to this issue requires either reparameterizing
the prior to be unconstrained, or alternatively reparameter-
izing the density estimator qφ to be supported only on the
same region as the prior. We would argue that the former
option is heavily influenced by domain-specific factors; it is

often natural for practitioners to prescribe hard constraints
because simulators fail or run indefinitely for invalid values.
For example, reparameterizing a strictly positive parameter
on a log-scale may be problematic since exponentiated pa-
rameter values can lie arbitrarily close to zero, and although
technically valid, may be numerically unstable. Empiri-
cally, we also found that box uniform priors tend to produce
sharper posterior estimates than, say, Gaussian priors. On
the other hand, reparameterizing the density estimator to be
supported on some fixed range using an invertible squashing
function, such as the sigmoid, leads to its own set of numer-
ical issues. While theoretically valid, we encountered sig-
nificant optimization difficulties when testing this approach,
with densities often becoming degenerate due to numerical
instabilities, and similar observations have been made in the
density estimation literature (Durkan et al., 2019).

We mitigate this issue in practice by fitting SNPE-C in the
first round using maximum likelihood, which is possible
because we sample parameters from the prior initially. This
forces the model to place density on the prior support in the
first round. We also found the inductive bias of a MAF ben-
eficial, since a series of elementwise affine transformations
makes it difficult to transform a standard normal base dis-
tribution in an extreme way. In contrast, we found mixture
models such as MDNs prone to entire mixture components
drifting far from the prior support, while the remaining
components are left to model the correct density ratios.

5.1. Size of the contrasting set
We first examine the role played by the size of the contrast-
ing set. To this end, we run both SRE and SNPE-C for
K ∈ {2, 50, 100}, and compare metrics across tasks. Re-
sults are shown in fig. 1. Across both multiple tasks and
multiple metrics, the general trend suggests that increasing
the size of the contrasting set results in more efficient infer-
ence, if only marginally in some cases. Computationally,
setting K = 100 means we are effectively evaluating mini-
batches of size B2, since the contrasting sets are generated
using the full Cartesian product of B items in the original
mini-batch. However, for B = 100, we found very little
difference in wall-clock time for this operation due to effi-
cient batch computation on the GPU. These experiments
demonstrate the effectiveness of SRE in a relatively low-data
regime; Hermans et al. (2020) use one million simulations
for a majority of their tasks, whereas the performance of
the same algorithm is tested here with orders of magnitude
fewer. Based on these results, the rest of our experiments
with SRE and SNPE-C are run using the full mini-batch
with K = 100 to generate the contrasting set.

5.2. Comparison of SRE and SNPE-C
The equivalence of SRE and SNPE-C also encourages in-
vestigation as to whether reparameterization of the classifier
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Figure 3: Left: Comparison of SRE and SNL across tasks and metrics, with negative log probability and median distance as
in fig. 1. Right: Posterior samples for SNL (left) and SRE (right) on the Nonlinear Gaussian task; true parameters in orange.

in terms of a conditional density estimator has a noticeable
impact on the quality of inference. Practitioners may be
well-versed in the use of standard classifiers from the mod-
ern machine learning toolbox, but less familiar with the
recent surge of flexible density estimators based on neural
networks. Comparison of these approaches may thus guide
practical use, since if no discrepancy in performance is ob-
served, SNPE-C has a clear advantage in that a posterior
approximation with density evaluation and i.i.d. sampling is
available at the end of training. We again refer to fig. 1 for
results, which indeed show SNPE-C closely matching SRE.
As a control, we also ran SNPE-C with MCMC sampling,
and observed essentially the same performance as with i.i.d.
sampling. However, it is important to consider these results
in the context of fig. 2, which visualize rejection sampling
acceptance rates across each task for a number of rounds.
As discussed, SNPE-C leaks density outside of the prior sup-
port, with acceptance rates around 1% meaning i.i.d. sam-
pling becomes up to 100 times slower. Nevertheless, this
may still be appreciably faster than MCMC sampling; using
a neural density estimator, we may generate large batches
consisting of thousands of i.i.d. samples in parallel with a
few passes of a neural network, while MCMC requires at
least one neural network pass to evaluate a transition kernel
which may not even result in a single effective sample.

5.3. Comparison of SRE and SNL
Finally we compare SRE with SNL. Like SRE, SNL is also
reliant on MCMC sampling to generate posterior samples
in each round. Results are displayed in fig. 3. Overall, SNL
seems to outperform SRE, particularly on the M/G/1 task.
Though we don’t do so here, SNL also makes it possible
to carry out goodness-of-fit testing to check correctness of
its surrogate likelihood model, since sampling observations
from the model is straightforward, which is not the case for

SRE. However, as mentioned already, if observations are
high-dimensional, SRE has a clear advantage in that it need
not parameterize a distribution over this high-dimensional
space, but only take as input this object to the classifier.

6. Discussion
Recent work has demonstrated cases where likelihood-free
inference methods that leverage deep representations can
reduce the number of simulations needed for accurate and
efficient inference by orders of magnitude. However, there
are several open problems: in their current implementations,
the methods described in this paper still (i) require too many
simulations if a simulator takes many days to run, (ii) have
difficulty exploiting multiple observations, and (iii) don’t
deal gracefully with failed simulations. Moreover, the meth-
ods in the literature have used a variety of density estimation
and density-ratio estimation principles and architectures. As
a result, practitioners facing a new problem domain will
have difficulty choosing from the alternatives.

In this work, we identify a strong connection between two
strands of the literature, exemplified by SRE and SNPE-C,
that were previously compared as unrelated methods. Our
connection contributes new understanding of these exist-
ing approaches, and shows that SRE can and should be
generalized to use multi-class classification.

It would be easy to assume that SNPE-C is harder to fit
because it uses a conditional density estimator rather than a
classifier as in SRE. However, our control experiments show
that — when trained using the same codebase and classifi-
cation objective — the representations give similar results.
In such cases, using a conditional density estimator should
be preferred, because it gives a normalized posterior and
removes the need to use MCMC. However, we also iden-
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tify open practical problems with SNPE-C for priors with
compact support, which mean that MCMC may be neces-
sary in the case of extremely high rejection rates. We hope
that our comparison helps clarify the underlying choices for
likelihood-free practitioners, and will motivate researchers
to progress the open problems that we have identified.
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A. Additional experimental results
A.1. SRE vs SNPE-C

(a) Nonlinear Gaussian (b) Lotka-Volterra

(c) M/G/1

Figure 4: Comparison of posterior samples for SRE (sub-figure left) and SNPE-C (sub-figure right) on each task. For both
methods, we use K = 100 to generate the contrasting set.



On Contrastive Learning for Likelihood-free Inference

(a) SRE (b) SNPE-C

Figure 5: Comparison of SRE and SNPE-C metrics on Nonlinear Gaussian task. Before recovering the multimodal posterior,
the posteriors can sometimes become too confident in certain parameter settings, leading to the observed negative log
likelihood behaviour.

A.2. SRE vs SNL

(a) Lotka-Volterra (b) M/G/1

Figure 6: Comparison of posterior samples for SNL (sub-figure left) and SRE (sub-figure right) on each task.



On Contrastive Learning for Likelihood-free Inference

Figure 7: Comparison of Nonlinear Gaussian metrics for SRE and SNL.

A.3. SNPE-C MCMC

Figure 8: Metrics for Nonlinear Gaussian, Lotka-Volterra, and M/G/1 using SNPE-C with MCMC instead of i.i.d. sampling
in each round.
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B. Correctness of SNPE-C for arbitrary proposals p̃(θ)
Assuming optimality of the classifier, we have

fφ(x,θ) = log
p̃(θ |x)

p̃(θ)
+ c̃(x) (17)

= log
p(θ |x)

p(θ)
+ c(x), where c(x) = c̃(x) + log

p(x)

p̃(x)
. (18)

Now, since fφ(x,θ) = log
qφ(θ |x)

p(θ) , we have

log
qφ(θ |x)

p(θ)
= log

p(θ |x)

p(θ)
+ c(x) (19)

⇐⇒ log qφ(θ |x) = log p(θ |x) + c(x). (20)

Exponentiating and then integrating both sides w.r.t. θ gives
∫
qφ(θ |x) dθ = exp(c(x))

∫
p(θ |x) dθ =⇒ c(x) = 0. (21)

Thus for the optimal classifier, we have

qφ(θ |x) = p(θ |x), (22)

and the parameterized conditional density estimator recovers the true posterior for any proposal p̃(θ).
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6.3 Contrastive learning

The paper relies on a specific application of density-ratio estimation for likelihood-free
inference. The idea of contrastive learning, or learning by comparison, has become
broadly popular in modern machine learning, but the idea of learning density ratios
by classification is long-standing (Hastie et al., 2001, Section 14.2.4). Density-ratio
estimation is particularly useful for likelihood-free inference and mutual information
estimation (Belghazi et al., 2018; Poole et al., 2019). However, contrastive learning is
also commonly used for learning representations of data for use in downstream tasks.

Concretely, consider a joint distribution p(x,y) over pairs (x,y). We assume there is
some natural correspondence between these pairs, such as an image and its caption,
or a video and its audio track. Recall that if we hide y in a larger set Y generated
by sampling independently and repeatedly from p(y), then a natural task to consider
is guessing the correct y for a given x. Formally, if y(k) is the correct match, and Y
consists of K examples in total, we are interested in the posterior probability

p(c = k |x,Y) =
p(y(k) |x)

∏
l 6=k p(y

(l))
∑

k′ p(y
(k′) |x)

∏
l 6=k′ p(y

(l))
(6.2)

=
r(x,y(k))∑
k′ r(x,y

(k′))
, where r(x,y) =

p(x,y)

p(x)p(y)
. (6.3)

In contrastive representation learning, the function r is often parameterized using the
inner product of two encoders

rθ(x,y) = exp
(
fθx(x) · gθy(y)

)
, (6.4)

which often take the form of deep neural networks. Once fit using this classification
task, the encoders can serve as powerful feature-extractors for the modalities they
have been trained on, generating so-called contrastive embeddings. For instance, a
contrastive model trained on text-image pairs can classify a new image by ranking
the inner products of the embedding for that image with embeddings generated from
a number of text prompts of the form ‘This is an image of a ’. Such contrastive
approaches for representation learning have garnered significant attention in recent
years (van den Oord et al., 2019; He et al., 2020; Chen et al., 2020b), and in particular for
text-image pairs (Radford et al., 2021; Jia et al., 2021). Moreover, these representations
have also been used to enhance generative models, forming core components of language
models with visual understanding (Flamingo, Alayrac et al., 2022), as well as the latest
image-generation models (DALL-E 2, Ramesh et al., 2022).

6.4 Implicit generative models

The simulators encountered in likelihood-free inference are examples of implicit generative
models. Here, the term implicit refers to the likelihood function associated with these
models (Diggle and Gratton, 1984; Mohamed and Lakshminarayanan, 2017), whose
likelihood is implicitly defined by a parameterized generative procedure. Apart from
simulators, implicit generative models are also found in modern machine learning as
parameterized, differentiable generators gθ with random input which are used for
distribution estimation, and whose likelihood can be written similarly to that of a
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simulator:

pθ(x) =

∫
δ(x− gθ(z))p(z) dz. (6.5)

Generative Adversarial Networks

Implicit models like this have garnered enormous attention in recent years under the
broad umbrella of Generative Adversarial Networks (GANs, Goodfellow et al., 2014),
where gθ is a deep neural network which receives as input unstructured noise of a
lower-dimensionality, and the model is trained to output samples indistinguishable from
the data. The lack of a likelihood function precludes the use of maximum likelihood
estimation as a principled target for learning, and likelihood evaluation can no longer
be used as a means of comparison between trained models.

Without maximum-likelihood, it is necessary to find another scalar objective which
quantifies the quality of generated samples. Learning in GANs thus usually involves the
introduction of an auxiliary ‘discriminator’, ‘critic’, or ‘adversary’, which can be used to
facilitate learning through a scoring rule (Gneiting and Raftery, 2007), an approximate
f -divergence (Nguyen et al., 2010; Nowozin et al., 2016), or an integral probability metric
(Müller, 1997; Arjovsky et al., 2017; Bińkowski et al., 2018). Intuitively, the role of this
auxiliary model is to compare the output of the generator to real data. One difficulty
introduced by this is that the capacity of the adversary must be chosen carefully; too
little capacity means the generator is not penalized for producing samples unlike the
data, and too much capacity means the adversary can always distinguish between
samples and data. When the adversary itself is trained jointly with the generator,
striking this balance can be challenging.

GANs as one-part models Implicit generative models are distinct from many of
the models considered in this thesis in that they explicitly treat distribution estimation
as a one-part problem. That is, GANs do not consider any intermediate tractable step
between unstructured noise and the output of the generator. In this way, GANs are
maximally efficient in sampling, requiring only unstructured noise and a single pass
through the generator network. GANs are also perhaps the simplest generative model
to describe, in that no other structure is imposed on the generation procedure apart
from the processing performed by the generator, and this is entirely learned. However,
GANs pay dearly for these qualities in terms of training stability and their ability to
capture the data distribution.

GANs are notoriously unstable and difficult to train, largely because the generator
and adversary must be carefully balanced. Indeed, a large portion of their associated
literature is dedicated to developing techniques which alleviate these problems (Sali-
mans et al., 2016; Gulrajani et al., 2017a; Arjovsky and Bottou, 2017; Miyato et al.,
2018). The output of a generator also tends to lack sufficient entropy because it is a
deterministic nonlinear map embedding noise in a higher-dimensional space. Apart
from the optimization difficulties caused by trying to match a potentially degenerate
distribution to the data distribution, the generator output often covers only a small
portion of the target, and it is generally difficult to anticipate or determine which modes
of the data distribution the model is missing. Some approaches have been proposed to
increase the entropy of generator output (Li and Turner, 2018; Dieng et al., 2019b), but
this is still a fundamental shortcoming of GANs.



Chapter 6. Contrastive Learning for Likelihood-Free Inference 112

The GAN zoo Despite their drawbacks, GANs have seen widespread use for mod-
eling high-dimensional media, including images (Karras et al., 2018, 2020, 2021),
video (Tulyakov et al., 2018; Lee et al., 2019), and audio (Yamamoto et al., 2020;
Bińkowski et al., 2020). Image-generation tasks perhaps highlight the shortcomings
of GANs in terms of diversity of output, where success has largely been focused on
homogeneous datasets of landscapes or human faces, and efforts to tackle broader
datasets of natural images have been less frequent (Brock et al., 2019; Sauer et al.,
2022). On the other hand, GANs tendency to disregard aspects of the data distribution
can sometimes be useful, and this has been effectively exploited to design methods for
lossy compression (Tschannen et al., 2018; Agustsson et al., 2019; Esser et al., 2021).



Chapter 7

Conclusion

Distribution estimation is a complex problem, and there is no shortage of candidate
methods offering potential solutions. In this thesis, we have presented work covering
a number of popular approaches based on deep neural networks, including autoregres-
sive and energy-based models, normalizing flows, diffusion and latent-variable models.
Moreover, we have placed this work in a broader unifying context, proposing a core
two-part design principle which aids comparative discussion. This two-part principle is
not all-encompassing, but it nevertheless provides a compelling and intuitive narrative
for analyzing existing approaches, and may also be useful for guiding future research.
Moreover, even when the principle does not apply, as with implicit simulator models,
we have shown how two-part models can still be useful for practitioners.

Looking to the future, it is likely that the field of distribution estimation will continue
to thrive, especially in terms of generative modeling for media synthesis. Only ten
years ago, state-of-the-art autoregressive modeling focused on small datasets of binary
sequences, but today that approach has scaled to models with hundreds of billions of
parameters fitting internet-scale corpora. For images, modeling pixelated grayscale
digits has been replaced with methods that offer a natural-language API for generic
megapixel-scale image-synthesis. Continued research in deep learning combined with
advances in probabilistic modeling will likely continue to bear fruit, converging on a
general-purpose model capable of both understanding and responding with the various
media we use for communication, including text, audio, images, and video.

Looking farther still, it may be the case that as-yet unknown methods will unlock even
further advances in distribution estimation, in much the same way deep learning has
achieved in the past decade when combined with probabilistic approaches. Distribution
models are a generic tool we can use to characterize beliefs about the world and the rich
sensory data it generates, potentially offering intelligent agents a way to communicate
with us using familiar media, as well as a means to plan, make decisions, and act in their
environment. Regardless of how exactly these use cases manifest, what is certain is that
distribution estimation from data will remain a core challenge in machine learning, and
continue to motivate fundamental research in search of ever more efficient and flexible
models.
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Appendix A

A.1 Derivations

A.1.1 Matching the generative process

DKL(qφ(x0:T ) ‖ pθ(x0:T )) = Eqφ(x0:T )

[
log

qφ(x0:T )

pθ(x0:T )

]

= Eqφ(x0:T )

[
log

qφ(xT )
∏T

t=1 qφ(xt−1 |xt)

pθ(xT )
∏T

t=1 pθ(xt−1 |xt)

]

= Eqφ(x0:T )

[
log

qφ(xT )

pθ(xT )
+

T∑

t=1

log
qφ(xt−1 |xt)

pθ(xt−1 |xt)

]

= Eqφ(xT )

[
log

qφ(xT )

pθ(xT )

]
+

T∑

t=1

Eqφ(xt−1,xt)

[
log

qφ(xt−1 |xt)

pθ(xt−1 |xt)

]

= DKL(qφ(xT ) ‖ pθ(xT ))

+
T∑

t=1

Eqφ(xt)[DKL(qφ(xt−1 |xt) ‖ pθ(xt−1 |xt))].

A.1.2 Matching the inference process

DKL(qφ(x0:T ) ‖ pθ(x0:T )) = Eqφ(x0:T )

[
log

qφ(x0:T )

pθ(x0:T )

]

= Eqφ(x0:T )

[
log

p(x0)
∏T

t=1 qφ(xt |xt−1)

pθ(x0)
∏T

t=1 pθ(xt |xt−1)

]

= Eqφ(x0:T )

[
log

p(x0)

pθ(x0)
+

T∑

t=1

log
qφ(xt |xt−1)

pθ(xt |xt−1)

]

= Ep(x0)

[
log

p(x0)

pθ(x0)

]
+

T∑

t=1

Eqφ(xt−1,xt)

[
log

qφ(xt |xt−1)

pθ(xt |xt−1)

]

= DKL(p(x0) ‖ pθ(x0))

+
T∑

t=1

Eqφ(xt−1)[DKL(qφ(xt |xt−1) ‖ pθ(xt |xt−1))].
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A.1.3 Change of variables from log-ratio

Consider the ratio

pθ(xt−1 |xt)

qφ(xt |xt−1)
. (A.1)

Suppose we define the reverse step to be the ‘posterior’ of the forward step, so that
qφ(xt |xt−1) = pθ(xt |xt−1). Applying Bayes’ rule to the forward step pθ(xt−1 |xt), the
ratio becomes

pθ(xt−1 |xt)

qφ(xt |xt−1)
= (

(((
((pθ(xt |xt−1)

((((
((pθ(xt |xt−1)

pθ(xt−1)

pθ(xt)
=
pθ(xt−1)

pθ(xt)
. (A.2)

We can write the denominator as the marginal of the joint pθ(xt−1,xt), so that

pθ(xt) =

∫
pθ(xt−1,xt) dxt−1 =

∫
pθ(xt |xt−1)pθ(xt−1) dxt−1. (A.3)

Now if we choose a bijective transition pθ(xt |xt−1) = δ(xt − fθ(xt−1)), we have

pθ(xt) =

∫
pθ(xt |xt−1)pθ(xt−1) dxt−1 (A.4)

=

∫
δ(xt − fθ(xt−1))pθ(xt−1) dxt−1 (A.5)

=

∫
δ(xt − x′t)pθ(f−1θ (x′t))

∣∣∣∣det
dxt−1
dx′t

∣∣∣∣ dx′t (A.6)

= pθ(f−1θ (xt))

∣∣∣∣det
dxt−1
dxt

∣∣∣∣ (A.7)

= pθ(xt−1)

∣∣∣∣∣det
df−1θ (xt)

dxt

∣∣∣∣∣ (A.8)

= pθ(xt−1)

∣∣∣∣det
dfθ(xt−1)

dxt−1

∣∣∣∣
−1
. (A.9)

Thus

pθ(xt−1 |xt)

qφ(xt |xt−1)
=
pθ(xt−1)

pθ(xt)
(A.10)

= �
��

��pθ(xt−1)

���
��pθ(xt−1)

∣∣∣∣det
dfθ(xt−1)

dxt−1

∣∣∣∣ (A.11)

=

∣∣∣∣det
dfθ(xt−1)

dxt−1

∣∣∣∣ . (A.12)
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