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Abstract

Three-Dimensional (3D) optical range-imaging is a field experiencing rapid growth, expanding 

into a wide variety of machine vision applications, most recently including consumer gaming.  

Time of Flight (ToF) cameras, akin to RADAR with light, sense distance by measuring the round 

trip time of modulated Infra-Red (IR) illumination light projected into the scene and reflected 

back  to  the  camera.  Such  systems  generate  'depth  maps'  without  requiring  the  complex 

processing utilised by other 3D imaging techniques such as stereo vision and structured light.

Existing range-imaging solutions within the ToF category either perform demodulation in the 

analogue domain, and are therefore susceptible to noise and non-uniformities, or by digitally 

detecting individual photons using a Single Photon Avalanche Diode (SPAD), generating large 

volumes of raw data. In both cases, external processing is required in order to calculate a distance 

estimate from this raw information. To address these limitations, this thesis explores alternative 

system architectures  for  ToF range  imaging.  Specifically,  a  new pixel  concept  is  presented,  

coupling a SPAD for accurate detection of the arrival time of photons to an all-digital Phase-

Domain Delta-Sigma (PDΔΣ) loop for the first time. This processes the SPAD pulses locally,  

converging to estimate the mean phase of the incoming photons with respect to the outgoing 

illumination  light.  A  128×96  pixel  sensor  was  created  to  demonstrate  this  principle.  By 

incorporating all of the steps in the range-imaging process – from time resolved photon detection 

with SPADs, through phase extraction with the in-pixel phase-domain ΔΣ loop, to depth map 

creation with on-chip decimation filters – this sensor is the first fully integrated 3D camera-on-a-

chip to be published. It is implemented in a 130nm CMOS imaging process, the most modern 

technology used in 3D imaging work presented to date, enabled by the recent availability of a  

very low noise SPAD structure in this process.

Excellent  linearity  of  ±5mm  is  obtained,  although  the  1σ repeatability  error  was  limited  to 

160mm  by  a  number  of  factors.  While  the  dimensions  of  the  current  pixel  prevent  the 

implementation of very high resolution arrays, the all-digital nature of this technique will scale 

well if manufactured in a more advanced CMOS imaging process such as the 90nm or 65nm 

nodes. Repartitioning of the logic could enhance fill factor further. The presented characterisation 

results  nevertheless  serve  as  first  validation  of  a  new  concept  in  3D  range-imaging,  while 

proposals for its future refinement are presented.
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CHAPTER 1:INTRODUCTION

1.1 Background

1.1.1 If a picture is worth a thousand words...

Photoreceptors are believed to have first emerged in primitive organisms during the very early 

stages of Earth's evolutionary history, allowing them to respond to light  [23]. Since then, the 

visual capabilities of life on this planet have developed and diversified to an extraordinary degree 

[24]. Ultimately, various forms of depth perception emerged. Binocular vision (binocular being 

derived  from  the  Latin  phrases  bini,  meaning  two,  and  oculus,  meaning  eye)  utilises  the 

disparities between images captured from two different perspectives, which are then interpreted 

by the brain, as illustrated in Figure  1.1. Thanks to this massively parallel computing engine, 

humans  –  and  other  species  with  binocular  vision  –  are  able  perceive  the  world  in  three 

dimensions. This ability to discern the relative size and position of objects is one of the key 

factors which makes vision our primary means of interpreting our surroundings.

Figure 1.1: Stereoscopic Depth Perception

Illustration depicting the principle of stereoscopic 3D vision.

Of course, not all species rely principally on optical sensing. Bats are able to 'actively' examine 
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their  surroundings  using  ultrasound  echolocation  [25,  26],  while  many  aquatic  mammals, 

including whales and dolphins, are able to perceive their underwater environment with biosonar  

[27], in both cases providing a sense crucial to the species' survival in the natural world. Indeed, 

as the colloquial notion that a picture is “worth a thousand words” implies, there is widespread 

appreciation of the value of images in conveying information. However, the task of interacting 

with the world using only a two-dimensional perception of it is extremely difficult – a fact which 

quickly becomes apparent if one attempts to conduct simple daily tasks using just a single eye. 

Yet there are many artificial visual systems in the world which we expect to do just that. Security  

cameras attempt to monitor complex events in busy three-dimensional spaces; computers, game 

consoles and industrial  robots  have historically  perceived the presence of their users using a  

conventional  2D  camera;  and  the  cinema  industry  has  until  recently  captured  content 

predominately in two dimensions, before going to great lengths to combine this footage with 

other  media  such  as  computer  generated  3D graphics.  While  a  picture  may be  regarded  as 

conveying “a thousand words”, a 3D image clearly represents significantly more information. 

The  following question  then  arises:  “Is  there  a  way to  allow these  systems  to  perceive  the  

dimensionality of the world in the same way that we do?” This is the role of three-dimensional  

imaging.

1.1.2 Three-Dimensional Optical Range-Imaging

As its name implies, three-dimensional range-imaging is the process of capturing a representation 

of the spatial aspects of a scene, and may take on a number of forms. The focus of this work lies  

with optical range-imaging systems, rather than techniques using sound or radio waves, with 

which achieving high angular resolution is challenging  [28, 29].  In general, conventional 2D 

images may be produced while simultaneously measuring or computing the distance to the object  

in each pixel, represented in a “depth map”, also sometimes known as a “Z-map”. The composite  

of depth and intensity is referred to as a “3D” image, or sometimes (perhaps more accurately) a 

“2.5D” or “2½D” image, indicating that the system does not produce sufficient information to  

allow inspection of the resulting model from any angle. Indeed, in the context of this thesis, the 

term “3D imaging” is taken to refer to the generation of such depth information by a single 

camera unit, and not the creation of complete 3D models of a scene requiring multiple camera 

viewpoints (hereafter termed “3D modelling” for disambiguation). These “camera units” have 

been classified variously within the field as “3D-”, “ranging-”, “depth-”, “axi-” or “Z-” (relating 

to the third axis) capable cameras or imagers.

Stereo vision systems, akin to our own binocular vision, provide “disparity maps” from which the 
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positions of objects may be inferred, falling into the “passive” class of 3D imaging systems – a 

classification they share with a number of other optical range-imaging techniques. In contrast, 

“active” systems project some form of illumination onto the scene to facilitate depth extraction. 

In the case of structured light, complex spatial patterns are cast onto or scanned across the scene.  

Captured with a conventional image sensor, the deformation of these patterns is analysed using 

sophisticated processing techniques to estimate the topology of the target surface.

However, the focus area of this thesis lies within the Time-of-Flight (ToF) technique, whereby  

the  projected illumination light  is  patterned  temporally by pulsing or  modulation rather  than 

spatially.  The  round trip  time  taken for  photons  to  be  reflected  back  to  the  camera  is  then  

measured for every pixel, using one of many possible techniques, as illustrated in Figure  1.2. 

These, and still further methods of realising 3D imaging are presented in chapter  2. As will be 

identified, the ToF family of approaches have benefited greatly from the continued advances in  

CMOS  manufacturing  technologies,  allowing  historically  bulky  3D  imaging  systems  to  be 

miniaturised  towards  the  single  chip  scale,  yielding  improvements  in  terms  of  system  cost, 

compactness and complexity.

Figure 1.2: Time-of-Flight (ToF) 3D Imaging

Illustration depicting the principle of Time-of-Flight (ToF) 3D vision.

As has been implied by the opening question, “Is there a way to allow electronic systems to 

perceive the dimensionality of the world in the same way that we do”, there are in fact quite a  

number of current and potential applications for 3D imaging technologies. As will be revealed in  

chapter 2, the underlying principles of 3D imaging are not new [30]. Indeed, a small industry has 
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existed for several decades providing 3D imaging solutions for industrial automation and other 

applications.  However,  the catchphrase “3D imaging” has been more recently thrust  into the 

public limelight by recreational applications for the family of technologies, most notably in 3D 

cinema and computer gaming. The Microsoft “Kinect” 3D camera provides the perfect example, 

having progressed from a hyped concept to become the fastest selling consumer electronic device 

in history during the short course of this research [31].

1.1.3 Single Photon Imaging

As their name implies, ToF 3D imaging systems exploit the fact that light  travels at a finite  

speed, measuring the time taken for photons to complete the round trip from a controlled light  

source to the target object and back to the detector. Indeed, the apparatus employed in conducting 

one of the earliest successful measurements of the speed of light may be considered to be a ToF 

range sensor operating in reverse, exploiting a known distance to instead measure the speed of 

light itself to a degree of accuracy admirable for the time [32, 33]. Of course, since light travels at 

approximately 3×108 m/s (in a vacuum), the time intervals involved in short-range ToF imaging 

are very small: a 1mm distance corresponds to just over 3 picoseconds.

A further property of light which is of relevance to 3D imaging is its composition of discrete  

photons  [34].  Indeed,  as  the  following sections  will  explain,  “single  photon  imaging”  –  the 

creation of images by recording the arrival of these individual  quanta of optical energy – is a 

topic of much research, with a variety of applications such as time-resolved biomedical optics  

[35-37]. Of course, it is the applicability of the technique to the field of ToF 3D imaging that  

positions single photon imaging as one of the key concepts underpinning the work documented in 

this  thesis.  The Single  Photon  Avalanche  Diode (SPAD) is  a  structure  ideally  suited to  this  

application. Consisting of a diode biased beyond its reverse breakdown voltage, a SPAD junction 

is  carefully  designed to  undergo avalanche breakdown only when a  single  photon strikes its 

multiplication region. The key property of SPADs of relevance to this thesis is their ability to 

report precisely when a photon was detected by producing a discrete output pulse directly into the 

digital  domain.  Owing  to  their  ability  to  be  integrated  in  array  form  into  modern  CMOS 

manufacturing processes  [6, 38] alongside sophisticated electronics  [5, 10-13, 16], SPADs are 

beginning to replace earlier non-integrated time-resolved detector technologies such as Photo-

Multiplier Tubes (PMTs) [39], Micro-Channel Plates (MCPs) [40] and Avalanche PhotoDiodes 

(APDs)  [41] in many fields,  while  on-chip  time-stamping and processing circuitry offers  an 

alternative to the use of bulky and expensive external chronometer equipment [42]. As chapter 2 

will show, SPAD arrays can be used to form the basis of a fully digital 3D imager.
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1.2 Research Aims

The research presented in this thesis was undertaken with the goal of continuing the trend of 

increased integration in 3D imaging systems, striving towards the creation of a compact and low 

cost single-chip 3D camera, with a particular focus on machine vision applications including PC 

and game console  interaction.  While  the  many valid  approaches  to  3D imaging  continue  to 

advance, each catering to its respective niche as presented in the state of the art review in chapter 

2, there is no single solution which best suits every application. The ToF principle has been  

adopted as the particular focus area for this research, having been identified as an area where  

contribution can be made via the application of modern CMOS imaging process technology and 

innovation  in  VLSI  design.  As  will  be  discussed  throughout  the  remainder  of  this  thesis,  a 

number of factors were identified as limiting the application of existing 3D imaging technologies 

in this area.

One of the main issues facing the designer of any ToF 3D imaging system is the extremely large 

variation of the intensity of the reflected illumination light returning to the sensor. Handling this 

variation  presents  challenges,  as  each  pixel  must  capture  enough  light  to  robustly  measure 

distance while avoiding the possibility of measurement corruption due to saturation occurring. 

Another issue which was identified affecting existing sensors, particularly those based on single  

photon imaging, is the high rate at which these sensors produce raw output data. While merely  

transferring this data to a processing device presents challenges, the task of then computing 3D 

images using this raw information places additional power and processing demands on the host 

system. Further design challenges relate to the shape of the optical waveform used to perform 

ToF measurements, and the influence of any distortion or deviation from the ideal profile on the  

range measuring performance of the system.

The research therefore aimed to explore new 3D imaging sensor architectures with the goal of 

mitigating these issues to a greater degree than solutions presented in prior art, specifically the 

handling of dynamic range issues, and avoidance of high volume raw data readout and complex 

external processing. The proposed concept would need to be verified by modelling or simulation,  

before  being  implemented  in  silicon.  Characterisation  would  then  have  to  be  performed  to 

validate its effectiveness. 

More specifically, the research aims were:

• The exploration of 3D imaging pixel and sensor architectures, leading to the conception 

of  a  new design which improves on the  state  of  the art  in at  least  one of  the areas 
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identified as limitations.

• The  construction  of  a  modelling  environment  using  the  Matlab  application  for  the 

comparison and evaluation of proposed ranging pixel/sensor architectures.

• The evaluation of the expected performance of the proposed pixel/sensor architecture 

and the investigation of any new issues which this approach should present.

• The design, implementation and fabrication of a test chip comprising the new pixel in 

array format, along with associated control and readout logic.

• The design and construction of a hardware test platform to allow the test chip to be 

characterised, comprising Printed Circuit Board(s) (PCBs), a Field Programmable Gate 

Array (FPGA) for control/readout, an illumination source and any additional hardware 

required.

• The  development  of  Hardware  Description  Language  (HDL)  code  for  the  FPGA to 

control and read out data from the test chip, and perform any required initial processing.

• The development of a software application with a Graphical User Interface (GUI) for 

control of the test chip and display of the generated data.

• The  set  up  of  a  laboratory  area  for  3D  image  sensor  testing,  and  the  use  of  this 

equipment for the characterisation of the test chip.

This research should culminate with the validation of the proposed 3D imaging pixel and sensor 

architecture, and generate proposals for its future refinement.

1.3 Enabling factors

As will be demonstrated in chapter 2, recent developments in the design of SPADs have allowed 

chips comprising arrays of such detectors with integrated electronics to be constructed in modern 

CMOS processes. This has allowed fully digital sensors to be created for the purpose of range 

imaging. However, the most advanced process utilised in this area at the outset of this research 

was  a  0.35µm  technology,  clearly  therefore  leaving  potential  to  utilise  more  modern 

manufacturing processes. 

This research was undertaken concurrently with the EU FP6 funded Megaframe project  [43], 

concerned  with  the  creation  of  highly  integrated  sensors  for  scientific  imaging  techniques, 

including Fluorescence Lifetime Imaging Microscopy (FLIM), sharing may commonalities with 

3D  imaging.  This  parallelism  benefited  both  programmes,  with  a  significant  portion  of  the 
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Megaframe camera system development being conducted as part of this research. The resulting 

MF32 sensor was utilised as a 3D camera, as discussed in chapter 3, providing a vehicle to build 

understanding of Time-Correlated Single Photon Counting (TCSPC) 3D imaging systems.

Another key enabling factor for the work presented in this thesis was the development of state of  

the art, low dark count SPADs in a 130nm CMOS imaging process, accomplished, published [38] 

and made available by colleagues at the University of Edinburgh during the early stages of this  

research. Access was also provided to this manufacturing process, known as IMG175 [44], by the 

imaging  division  of  STMicroelectronics,  thanks  both  to  the  division's  long  history  of 

collaboration with the University of Edinburgh and the increasing commercial relevance of 3D 

imaging and associated range sensing technologies [45]. Using this small geometry technology, 

developed for the fabrication of image sensors for consumer electronic devices, the integration of 

additional functionality into the pixel became more feasible. Furthermore, the use of a specialised 

CMOS imaging process – as opposed to the standard CMOS technologies utilised for most prior  

SPAD based ranging chips – provided numerous benefits. For example, the process features an 

enhanced  optical  stack,  allowing  more  light  to  reach  the  SPAD  than  in  standard  CMOS 

technologies. Micro-lenses may also be fabricated within the foundry at wafer level, allowing fill  

factor to be recovered, provided the pixel can be made small enough to comply with the design  

constraints for these structures, which are optimised for conventional small photodiodes.

1.4 Thesis

This thesis explores new potential 3D imaging pixel architectures, investigating “peak searching” 

algorithms intended to be tolerant of distortion of the optical illumination profile, and ultimately 

presenting a solution which has been termed the “fully-digital,  phase-domain ΔΣ pixel.” It is 

shown that the latter concept, borrowed from the related field of analogue to digital conversion, 

allows the 3D imaging system to be repartitioned with respect to prior implementations. This 

restructuring allows depth maps to be generated internally to a 3D image sensor, avoiding the 

need for the high bandwidth readout of raw information and the associated external processing  

cost – key factors in many existing 3D imaging systems. It is also shown that the ΔΣ pixel has the 

potential to avoid some of the saturation limitations affecting existing integrating pixels.

This  thesis  ultimately  aims  to  demonstrate  that  this  new pixel  architecture  provides  a  valid 

method of  3D imaging  suitable  for  machine  vision  applications.  Finally,  an  enhanced  pixel 

algorithm  is  presented  as  a  direction  for  future  work  in  chapter  7.  It  is  proposed  that  by 
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combining  the  two  approaches  explored  throughout  this  thesis,  the  remaining  limitations 

affecting the phase-domain ΔΣ pixel can be addressed.

1.5 Contribution to Knowledge

The work presented in this thesis, and the publications arising from it [1-16], build on the general 

theme of increasing integration in the field of solid-state ToF 3D imaging, striving to drive down 

system size, cost and computational complexity. Within the context of the Megaframe project,  

the fully parallel focal-plane time-stamping of incident photons was explored in the creation of 

the  MF32  [10-13]  and  MF160×128  [3,  5]  Megaframe  imagers.  A  framework  for  real-time 

processing of the time-stamp data produced by the MF32 sensor was created [46] and utilised not 

only for 3D imaging as reported in chapter  3, but built upon by colleagues to enable real-time 

video  rate  fluorescence  lifetime  estimation  using  a  number  of  algorithms  [4,  9,  14] and 

demonstrated in a number of applications [2, 4, 7, 8, 15] as a convenient alternative to complex 

PC based processing.

A custom 3D imaging sensor was then developed, which to the author's knowledge represents the 

first fully digital, monolithic 3D camera System On Chip (SOC), manufactured in an advanced,  

130nm CMOS imaging technology comprising SPAD detectors,  data  processing and readout 

electronics  [1,  16].  The sensor employs the new architectural  concept of the in-pixel,  phase-

domain ΔΣ loop, allowing the generation of depth maps internally.  A fill  factor of 3.17% is 

achieved,  surpassing the 0.5% fill  factor of the nearest comparable SPAD-based 3D imaging 

pixel with internal processing electronics [47, 48], while the use of a 100Hz median DCR SPAD 

is  state  of  the  art  in  this  process.  As  will  be  presented  in  chapter  6,  this  sensor  has  been 

demonstrated to achieve excellent linearity, with a measured INL of  ±5mm over a 0.4-to-2.4m 

range. The sensor operates with a lower illumination power and repetition rate than previous 

work, at the expense of repeatability error. A maximum 1σ deviation of 160mm is achieved over 

the same distance range, with a 50mW illumination power at 3.33MHz repetition rate, using an 

exposure time of 50ms which corresponds to 20fps. While the 40mW power consumption of the 

sensor is of the same order of magnitude as that of many other reported range sensors, it must be 

stressed that this relates to the generation of depth maps directly, where prior approaches depend 

on external processing. Since this is typically conducted on a host PC along with another analysis 

and  display  functions,  the  power  consumption  of  this  processing  generally  cannot  be 

independently reported (e.g.  [48-51]).  The fully digital nature of this approach would benefit 

heavily from implementation in the very latest imaging processes, yielding an improvement in 
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pixel fill factor and further reduction of system power consumption, as recently demonstrated 

with  the  implementation  of  SPADs in  a  90nm CMOS imaging  technology  [6].  Still  further 

concepts for the advancement of the work presented in this thesis are contained in chapter 7 as 

suggestions for future work. Appendix B contains a full list of the resulting publications [1-16] 

with the papers attached, as indexed in the table of contents.

1.6 Thesis Outline

The remainder of this thesis is divided into 6 additional chapters as outlined below.

Chapter 2: Optical Range-Imaging Techniques

This  chapter  presents  an  overview of  the  established methods  of  optical  range-imaging,  and 

discusses  the  variety  of  applications  to  which  these  approaches  are  suited,  providing  a 

background for the material that follows.  The various components required for a ToF range-

imaging system are described, and the present state of the art in this area is investigated. This  

study concludes that there is scope for innovation in the area of on-chip integration of processing  

capability  for  the  purposes  of  reducing  the  sensor  IO  data  rate,  minimising  the  external 

processing burden, and avoiding the issues associated with saturation or overflow with existing 

integrating approaches: concepts explored throughout the remainder of the thesis.

Chapter 3: Parallel Time-Correlated Single Photon Counting (TCSPC)

This chapter presents the work conducted in conjunction with the Megaframe project in creating 

the first image sensors with a fully parallel focal-plane time-stamping capability  [3, 5, 10-13], 

and the construction of the associated high bandwidth readout and processing framework  [46], 

later utilised by colleagues for numerous FLIM applications  [2, 4, 5, 7-15].  This platform is 

demonstrated as a means of performing direct ToF 3D imaging. As will be discussed, TCSPC 

architectures  can  achieve  far  greater  efficiency  than  integrating  techniques  in  terms  of  the 

quantity of information extracted form each incident photon. The possible use of a TCSPC sensor 

as the basis of a “peak searching” distance measurement approach is explored, with the objective 

of creating a ranging system tolerant of distortion of the illumination waveform. The significant 

issues  in  scaling  single-chip  direct  ToF  sensing  to  high  lateral  resolution  sensors  are  then 

discussed.

Chapter 4: The Phase-Domain ΔΣ Algorithm for 3D Imaging

This chapter presents a novel take on the integrating (or “indirect”) ToF sensor, utilising a fully  
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digital in-pixel phase-domain ΔΣ loop to sense the mean phase of the reflected illumination light 

striking each pixel, as a means of circumventing the data rate and external processing challenges 

of  TCSPC  systems  as  discussed  in  chapter  3.  The  principles  behind  this  approach  are 

investigated, and a study of the theoretical performance of the technique is presented.

Chapter 5: Ranging Test Chip

This  chapter  presents  the  architecture  and implementation  of  a  128×96 pixel  “RangingTest” 

sensor implemented to test the phase-domain ΔΣ pixel concept introduced in chapter 4. The pixel  

implementation is discussed in detail, along with an overview of the sensor's operating modes 

and testability  features.  Finally,  the  evaluation platform hardware is  presented,  including the 

illuminator, test boards, firmware and software.

Chapter 6: Experimental Results

This  chapter  presents  the  characterisation  work  performed  on  both  the  RangingTest  sensor 

described in chapter 5, and the illumination source used with it, demonstrating the system to be  

capable of 3D imaging [1, 16].

Chapter 7: Future Work and Conclusions

This chapter presents the key conclusions of the research, including a critical discussion of the 

work performed. Finally, areas which would benefit from further study are highlighted, and an 

enhanced pixel architecture extending the concepts discussed in this thesis is proposed.
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2.1 Introduction

The term “three dimensional imaging” refers to a family of technologies for the acquisition of  

image data containing some form of depth, intensity, and possibly colour information regarding 

each pixel in the image. Numerous techniques exist for the capture of such images, catering for a  

broad variety of applications.

A discussion of three dimensional imaging must begin with a disambiguation of the term. In the  

context of this project, it is understood to mean the operation of a camera which, from a single 

location, can provide a measure of the distance to the object seen by each pixel, as well as a 

familiar intensity image. Clearly no information is gathered about the rear side of the object, or  

any part of it which does not lie directly within the camera's line of sight.

However, the term is also often taken to mean the construction of a complete model of the target  

scene or object, containing sufficient information to allow it to be viewed from any angle. This 

may be accomplished by combining data from multiple sources, such as a number of cameras 

arranged around the object, or from a series of images captured by a single camera as it is moved 

around the subject. As such, generation of this model is not a single operation in the same way as 

taking an individual  photo, but rather  the result of a complex computational process.  Such a 

model may then be used to incorporate the object into a computer generated scene, preserve a  

record of it for archival purposes, or manufacture copies of it. However, this is a separate field 

and lies outwith the scope of  this project.  While information from a 3D camera of  the type 

discussed in this thesis may be used as a data source when generating such a model, it does not  

intrinsically provide such information. A 3D camera may more appropriately be described as 

providing a regular 2D image with an accompanying 'depth map' describing the distance to each 

point in the scene. Perhaps for this reason a number of different terms have emerged to describe 

such systems as stated in the introduction, including Z-capable, ranging and axi-vision cameras 

or  imagers.  Similarly,  the  resulting  images  have  been  described  in  existing  literature  using 

various  terms,  such  as  2.5D  image,  range  image  or  depth  map.  Accordingly,  the  smallest  
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discernible difference in distance may be referred to as either the depth, transverse, Z, range or  

distance resolution of the system.

Section  2.2 introduces some of the key application areas for three dimensional imaging, while 

section 2.3 provides an overview of the existing work in this area, discussing the relative merits 

and limitations of the various technologies. Of these, the ToF principle is particularly suited to  

solid-state implementation using modern CMOS manufacturing processes – as was identified in 

the  introduction  –  leading  to  a  reduction  in  system  size,  cost  and  the  required  external 

computational  complexity:  all  benefits  of  adopting  a  VLSI  approach.  Of  the  applications 

discussed,  these advantages are most  relevant to those involving machine vision,  particularly 

consumer PC and game interaction. Recent progress towards these goals is explored, and the 

factors  limiting  the  adoption  and  applicability  of  the  existing  ToF 3D imaging  systems  are 

investigated. While the technology has continued to improve in many respects, such as fill factor,  

measurement  repeatability,  linearity  and  power  consumption,  three  key  endemic  issues  are 

identified: the ability to handle the high dynamic range of reflected illumination energy; the high 

volume of raw data often produced by these sensors; and the requirement for external processing 

to  generate  3D images.  Finally,  section  2.7 proposes  that  a  significant  area  of  design  space 

remains unexplored in the use of focal-plane hardware to 'process' incident photons directly on 

the sensor to internally generate a depth map, instead of transmitting raw data to an external 

processing device.

2.2 Applications

As a term encompassing a broad range of technologies, the techniques of 3D imaging find utility 

in  a  similarly  diverse  range  of  applications.  While  these  have  been  listed  in  numerous 

publications, e.g. [30, 52], Figure 2.1 presents a selection of example applications in the form of 

a matrix, sorted by industry sector and application area. This organisation is considered fruitful, 

separating the applications which involve the capture 3D images for later display from those 

which generate data to be processed by a machine: categories which map well to the passive and 

active branches of the 3D imaging technology family tree presented in section 2.3.
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Figure 2.1: Matrix of Example Range Imaging Applications

Selection  of  exploitation  opportunities  for  3D  imaging  technology,  sorted  by  industry  sector  and  
application category.

Passive stereo vision techniques have existed on the fringes of the field of photography since the 

earliest days of photography itself. More recently, the use of video rate stereo imaging as a visual  

medium has increased thanks to developments in display technology, enabling 3D television and 

cinema viewing. As section 2.3.2.1 will explain, passive stereo imaging suits these applications 

well as a means of capturing 3D content for direct stereo display. However, these applications lie 

outwith the scope of this thesis.

As  mentioned  previously,  the  term  'three  dimensional  imaging'  is  often  taken  to  mean  the  

construction of a fully descriptive model of a scene or object which can then be viewed from any 

perspective. One application of ranging cameras is the provision of data to be fed into algorithms 

for the construction of such models. For example, systems have been created for 3D crime scene 

digitisation  [53], allowing details to be precisely recorded for subsequent analysis.  Similarly,  

ranging cameras have been used to peer through the gaps in dense foliage such as tree canopies  

[54].  While any single image provides little information about what lies below, combining a  

series of such images allows otherwise concealed objects to be seen: one of several military 
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applications of 3D imaging technology. The availability of range data is a key enabling factor for  

both of these techniques. An interesting special case within the object digitisation category is the  

use of 3D imaging to scan the pages of paper books. The task of creating high quality images free  

of distortion is surprisingly involved given the curvature of the pages of the book – an issue 

which structured light 3D vision systems have been shown to solve [55].

Setting aside the many applications for full 3D object modelling, there remain many situations 

where real-time depth information is hugely advantageous. A number of medical applications 

have  been  identified  for  range  imaging  cameras.  A hand-held  system for  the  assessment  of 

wounds has recently been demonstrated. This comprises a Personal Digital Assistant (PDA) with 

a ranging camera attachment, providing a non-contact means of accurately assessing the volume 

of  a  wound,  and  has  been  shown  to  be  useful  in  monitoring  the  healing  process  for  the 

management of patients' treatment  [56]. A number of authors have proposed the application of 

3D imaging to the field of endoscopy, and contributed towards the miniaturisation of different 3D 

imaging techniques with this in mind [57, 58]. These medical applications occupy an interesting 

middle ground, generating both images for inspection by healthcare professionals and data for 

computer analysis for monitoring and diagnosis, such as the volume of the wound in the case of 

[56].

The main category of applications relevant to this thesis is the latter case: the generation of data  

to be processed electronically,  termed machine vision.  One of the main applications of three 

dimensional imaging techniques is in the field of robotic automation. As discussed in [59], there 

are  many potential  means  by which an autonomous robot  can be given an awareness of  its  

surroundings, including various types of proximity sensors and conventional imaging. However,  

the process of interpreting two dimensional images is extremely complex and has significant 

limitations. When ranging cameras are used instead, the task of identifying surrounding objects 

and surfaces is significantly simplified  [60]. This information may then be used to allow the 

robot to navigate and interact with its surroundings to accomplish tasks; for example, exploring  

dangerous  or  remote  terrain  [61],  or  inspecting  objects  on  a  factory  production  line.  The 

categorisation of objects using 3D imaging includes applications such as object identification by 

robot systems, profilometry for  factory quality  inspection, and the biometric identification of 

individuals  for  security  purposes.  The  use  of  3D imaging  to  initiate  the  emergency stop  of  

industrial equipment upon detection of user presence is another application area, with further 

opportunities  in  the  use  of  the  technology  to  facilitate  the  operation  of  robotic  equipment 

alongside humans. Security applications include the detection of intrusion into protected areas, 
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and the monitoring of busy scenes for suspicious activity.

The automotive sector  presents a number of opportunities  for the application of  3D imaging 

techniques, which have been explored by many authors. These include detection of obstacles  

when reversing, the presence of other vehicles in blind spots while changing lanes, the detection  

of possible collision with other road users for pre-crash preparation and adaptive cruise control, 

and the monitoring of the vehicle occupants for interior safety such as smart airbag deployment  

and seatbelt pre-tensioning prior to impacts. 3D imaging technologies are also facilitating the 

automation of cars. While the creation of experimental fully autonomous vehicles has remained a 

research curiosity for some time, with numerous dramatic demonstrations such as autonomous 

powerslide reverse parking [62], recent developments have seen some of these techniques applied 

to consumer vehicles [63] using a combination of visual and ultrasonic depth sensing systems.

The  largest  individual  market  opportunity  for  range  imaging  systems  may,  however,  lie  in 

providing a new way of interacting with household computers and appliances via gestures and 

whole body motion for applications such as gaming and control. There is a strong incentive to  

create methods of interacting with video games beyond the familiar keyboards, mice and button 

pads.  The  success  of  the  Nintendo  Wii  console  [64],  featuring  wireless  motion  sensing 

controllers, provided evidence that consumers value the improved, immersive experience that  

such physical engagement and freedom from wires can bring. There have been past attempts to  

use  video  as  a  means  of  interacting  with  game  consoles,  such  as  the  EyeToy for  the  Sony 

Playstation.  However,  these  have  allowed  only  limited  control,  such  as  motion  in  two 

dimensions. With the addition of depth perception using a ranging camera, considerably greater 

opportunities emerge [65]. Indeed, the extraordinary recent success of the Microsoft Kinect 3D 

camera  peripheral  for  the  Xbox platform suggests  this  is  indeed the  case,  for  the  first  time  

bringing a structured light 3D imaging technology into millions of homes [31], as discussed in 

section 2.3.3.2.

2.3 Overview of 3D Imaging Technologies

2.3.1 Introduction

As  introduced  previously,  numerous  techniques  are  available  for  the  capture  of  depth 

information. This section provides an overview of the family of range imaging systems which 

have  been  developed to date.  Existing literature  offers  numerous  means of  classifying range 
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imaging systems, such as by grouping them into categories or constructing a family tree based on  

a number of parameters [29, 30, 52, 66], with the choice of defining property at each level in the 

hierarchy  being  down to  the  personal  preference  of  the  author.  The  approach  adopted  here 

divides the techniques based on their fundamental principles of operation, beginning with the 

most  distinguishing  characteristics  and  progressing  down  to  implementation-specific  details. 

Figure 2.2 illustrates such a taxonomy of range imaging systems, which is discussed throughout 

the remainder of this chapter.

The first tier segregates active systems, i.e. those that transmit optical energy to perform ranging,  

from  passive  systems  which  sense  ambient  light  only.  This  neatly  divides  the  applications 

discussed previously with relatively little overlap: systems which capture content for later visual  

display predominantly utilise stereoscopic imaging, as this parallels the most commonly used 3D 

display technologies, while machine vision systems more typically employ one of the active 3D 

imaging modalities.  The choice of  active/passive as the first  dividing tier  differs  from many 

previously  published  topologies  [29,  30,  52,  66],  with  a  more  common  choice  being  the 

segregation of  ToF, triangulation and interferometry based techniques from other approaches 

[28-30]. However, this list is often presented incompletely, with only the former three 'first tier'  

approaches being presented: at least six distinct techniques have been identified in the rigorous 

analysis  presented in  [29],  which employs the same approach.  Furthermore,  the triangulation 

category includes the quite distinct techniques of stereo vision and monocular structured light  

imaging, which have very different typical applications.
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Figure 2.2: Family of range imaging techniques

Diagram illustrating  the  classification  of  the  various  range  imaging  technologies  discussed  in  the  
following sections.

2.3.2 Passive Techniques

2.3.2.1 Stereoscopic Imaging

Passive 3D imaging consists of two key approaches. Perhaps the most intuitive of these is the use 

of stereo vision, as described in the introduction, utilising a pair of standard cameras positioned a 

small, known distance apart, both facing the object or scene to be imaged. As stated previously,  

stereoscopic imaging is particularly suited to the acquisition of images or video for later stereo  

display, in particular for 3D cinema. However, this thesis concentrates on systems enabling the  

acquisition of depth information – not only images for display – as is required for the broad 

variety of machine vision applications. This is indeed possible with stereoscopic systems: using 

the same principles employed by the human vision system, software can be used to identify 

features common to both images and infer the distance to these. However, this technique has 

some key limitations. Firstly, it relies on there being sufficient detail in the scene to provide 

distinctive features which can be identified in both images to  produce a  disparity  map. It  is 

therefore not possible to measure the distance to relatively textureless planar surfaces in this way.  

Additionally, the process of calculating range information from stereo images is computationally 
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demanding.  Stereo  3D  imaging  nevertheless  remains  an  extremely  popular  research  topic, 

particularly within the discipline of computer science, with particular focus on applications where 

active illumination is deemed undesirable, and in the vision systems of robots required to present 

a humanoid appearance  [67]. A number of researchers within the engineering community have 

also addressed this area in an effort to minimise the external processing burden by performing 

some of  the  workload  on  the  sensor  using  dedicated  hardware  [67],  with  single-chip  stereo 

imaging systems also having been devised [68, 69]. 

2.3.2.2 Optical Techniques

Depth from focus

One  passive  optical  technique  for  the  determination  of  depth  information  through  a  single 

objective is  the  depth from focus  principle  [70],  dating from the late  1980s  [71].  The  basic 

technique involves gradually adjusting the focal setting of an optical system over the full focus 

range.  The  resulting  image  is  then  captured  by  a  conventional  sensor  and  computationally 

analysed to determine the focal setting which results in the optimum sharpness for various points 

across the focal plane [71]. Using a look-up table or further computation step, the corresponding 

distance to the target can be approximately determined. This technique is interesting given that a  

variety of depth measurement systems have in the past been used to determine the optimal focal 

setting for a given scene. Indeed, the technique has its limitations, again requiring a sufficient  

level of detail in the scene, complex processing algorithms and continual slewing of the focal  

setting in order to produce a stream of images, limiting the achievable frame rate. Furthermore, 

the technique is also limited in maximum range by the hyperfocal distance, H, of the lens being 

used:  when  focused  at  this  distance,  all  object  from  H/2  to  infinity  appear  to  be  in  focus 

simultaneously. Active variants of the depth from focus technique have been demonstrated [72], 

involving the  projection  of  patterned illumination light  onto  the  scene  to  alleviate  the detail 

requirement. As such, this approach may be considered a variant of the structured light imaging 

category. However, many of the issues discussed above do still apply.

Light field imaging

More recently, a family of optical techniques has emerged which allow range information to be 

obtained passively through a singe objective lens.  Known as wavefront coding  [73],  integral 

photography [74], and plenoptic imaging [75], these techniques offer different implementations 

of light field imaging, that is, they capture information about the direction from which light is 

entering the imager, as well  as  producing an image.  This  is achieved by applying a specific 

transformation of the light entering through an objective lens, before detecting it with a regular  
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image sensor array. The latter techniques utilise an array of multi-pixel microlenses which each 

focus the entire focal plane onto a small group of pixels, creating an array of sub-images each 

viewing the scene from a slightly different perspective: the key requirement for a stereoscopic 

vision system. Such a system is illustrated in Figure 2.3, showing how light entering a particular 

area of the main objective lens is focused by the microlens array onto a different pixel in each 

sub image, thus recording the trajectory of each incident ray.

Figure 2.3: Example of a Light Field Camera

Illustration of the imaging system in a light field camera employing an array of microlenses positioned  
in front of a single high-resolution sensor. Diagram based on example provided in [76].

While  plenoptic  or  integral  photography cameras  have  other  uses  [76],  they  have  also  been 

specifically  designed  to  operate  as  stereo  vision  systems  in  this  way  [77,  78].  Similarly, 

wavefront coding employs a non-rotationally symmetrical aspheric lens to distort incoming light  

in a known fashion. While primarily developed to allow extended depth of field images to be 

constructed via digital post-focusing, depth information can also be extracted in this way  [79]. 

These techniques do, however, suffer from the same limitations as stereo vision systems; notably 

arduous processing requirements, and poor performance with scenes lacking textural detail.

Polarisation Imaging

An alternative optical  3D imaging technique  is  the  measurement  of  the  polarisation  of  light 

detected by a sensor. Since the polarisation properties of light are modified by reflection from 

surfaces, polarimetry allows the relative orientation of the surfaces comprising the objects in a 

scene to be determined, and consequently, a 3D model created  [80, 81]. This methodology is 

served by a number of companies manufacturing polarisation image sensors  [82, 83], targeting 

these and other applications of the technology. However, with this technique there is no way to  

measure the absolute  distance to  the target object,  only its topology, restricting the range of  
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applications for which it may be applied.

2.3.3 Active Techniques

Active  systems  can  be  further  subdivided  based  on  the  approach  used.  While  this  is  not 

necessarily  an exhaustive  list,  at  least  four distinct  types  of  active system can be identified, 

grouped by the physical phenomenon they exploit in the measurement of distance.

2.3.3.1 Interferometry

One approach often discussed in reviews of range imaging techniques is that of interferometry, 

whereby multiple laser beams are used to project an interference pattern onto the subject or scene 

to be imaged [84]. An alternative is the interference of a beam reflected from the target with that  

reflected from a known reference plane  [85]. In both cases,  the resulting overlapping pattern 

varies with distance, and can be captured with a regular camera and analysed to produce a range 

estimate. However, such systems require complex, bulky and expensive illumination schemes,  

and computationally demanding processing to construct a range image. Excellent depth accuracy 

is typically produced, but with the maximum measurement range often limited to the order of the 

wavelength of the illumination light used. These techniques are consequently of high value in 

profilometry applications where the surface topology of a part must be measured very accurately; 

for example, in quality control applications. The use of multiple wavelengths can extended the 

operating  range  slightly,  for  example  to  200mm  using  3  wavelengths  simultaneously  [86]. 

However, this still falls far short of the multiple-meter requirements of the majority of machine 

vision applications, making interferometry unsuitable for these uses.

2.3.3.2 Structured Light

A popular alternative approach involves the use of a single laser or projector to illuminate the 

target with a pattern of light, such as a stripe or grid. This may be either statically projected, or 

swept across the volume to be imaged. Known as structured light scanners, these systems also 

employ a  standard  image  sensor  to  observe  the  incidence  of  the  light  pattern  on  the  target. 

Knowing the  relative  position  of  the  illumination  source  and the  camera,  software  can  then 

calculate by triangulation the surface profile across the scene, thereby generating a range image 

[87]. Light stripe scanning systems employing a high resolution camera can achieve very good 

quality images, at the price of increased scanning time. Conversely, the use of 2D illumination 

can increase frame rate, but with the spatial resolution of the generated image being limited by 
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the level of detail in the illumination pattern. A prominent recent example of this approach is the  

Kinect 3D camera, intended as a peripheral for the Xbox gaming platform, although numerous 

other uses for the device have been demonstrated. One of the dominant issues inherent in this  

approach is again the complexity of the required processing steps. For some applications, such as 

the  scanning  of  books  in  a  controlled  environment,  this  is  not  an  issue  [55].  However,  for 

consumer devices, where computational complexity must be kept to a minimum for reasons of 

cost and practicality, this is indeed a problem. While sensors such as [87, 88] have demonstrated 

that on-chip circuitry can assist in this computation when using light stripe imaging, the need for  

external processing was not completely eliminated. An alternative approach, adopted within the 

Kinect camera, is the use of a dedicated IC to perform that computation  [89]. The commercial 

success  of  this  device  [31,  90] has  certainly  confirmed  that  this  is  a  functional  approach. 

However, as noted previously, the spatial resolution achievable is limited by the practical issues  

inherent in projecting a complex, detailed illumination pattern over the scene, which must remain  

sharply in focus over the complete depth range of interest. The Kinect system is not capable of 

discerning details such as the individual fingers of a hand, restricting the applicability of this  

approach in gesture control applications.

2.3.3.3 Divergence-Ratio Imaging

Another unique approach exploits the fact that the intensity of light from a point source reduces  

with the square of distance. The scene is illuminated in turn from different distances using two 

identical light  sources,  and a regular  intensity image is  captured in each case using a single 

camera at a fixed location. For each pixel, the difference in brightness between the two images is  

measured. This then allows the distance to the object at each location to be calculated [57]. While 

this approach has proven to be effective with a distance of several  metres between the light  

sources, such systems are inherently cumbersome – for a sufficient ratio to be measured between 

the two exposures, the distance between the illumination sources must be of the same order as the  

distance to be measured. Nevertheless, the technique has been shown to have potential when 

miniaturised for the purpose of 3D imaging endoscopy, also presented in [57]. The technique is 

perhaps more suited to this application, as the distance range of interest in endoscopy is orders of  

magnitude smaller than that  of typical machine vision applications,  allowing a suitable inter-

illumination source distance to be accommodated within the probe.

2.3.3.4 Time of Flight (ToF)

The  remaining  category  of  active  ranging  systems,  those  utilising  the  Time-of-Flight  (ToF) 
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principle, is the primary area of focus for this research. Like many of the 3D imaging techniques 

reported above, this imaging modality  is not new, beginning with single  point  laser distance 

measurement  systems  in  the  1960s  [91].  While  there  are  numerous  means  of  applying  this 

technique,  they  all  involve  the  illumination  of  the  target  scene  with  a  pulsed  or  otherwise 

temporally modulated light waveform, detect the reflection of this light from the subject, and 

measure the time taken for these photons to complete the round trip, as was illustrated in chapter  

1.  The  sensor  of  course  receives  ambient  or  background  light  in  addition  to  the  returning  

illumination  energy.  It  is  the  means  by  which  the  camera  discriminates  between  these  and 

performs time measurement that differentiates the various ToF systems. 

While ambient photons arriving at the detector are completely uncorrelated with the illumination 

waveform used, reflected illumination photons arrive a finite time after transmission. It is this 

time-domain information which must be extracted to deduce the distance to the target object. 

Perhaps the most  intuitive approach is to perform this  time measurement directly;  that  is,  to 

employ a detector able to signal the exact point in time at which reflected illumination light 

reaches the camera, connected to a chronometer which measures the time taken for that photon to 

have completed its round trip. However, since light  travels at approximately 3×108  m/s, time 

measurements with a temporal resolution on the order of picoseconds are required if millimetre 

distances are to be resolved. While achieving this is technically challenging, practical “direct” 

ToF  systems  have  been  demonstrated,  as  will  be  discussed  in  section  2.4.  This  can  be 

accomplished  either  using  a  detector  which  provides  a  continuous  time,  analogue  output  to  

trigger the timing device, or by the detection and time-stamping of individual photon arrivals. As 

was identified in the introduction, this latter approach, known widely as Time-Correlated Single 

Photon Counting (TCSPC), is relevant not only in the field of 3D imaging, but also has scientific  

applications such as Fluorescence Lifetime Imaging Microscopy (FLIM) and related modalities. 

TCSPC  techniques  are  amenable  to  VLSI  implementation,  and  are  explored  in  the  work 

presented in chapter 3.

It is also possible to “indirectly” measure the round trip ToF using a variety of demodulation  

schemes which aim to measure the phase difference between outgoing and returning modulated 

illumination  waveforms.  These  techniques  share  the  concept  of  integrating  the  returning 

illumination light in two or more phase “bins”: sampling windows defined with respect to the 

transmitted waveform. It  is the means by which this windowed integration is performed that 

segregates the various phase-demodulating ToF systems. While some authors have substantially 

differentiated between such systems on the grounds of the illumination waveform and sequence 
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of operation used,  demodulating techniques are  regarded here as  a single  branch of the ToF 

family tree, as they differ only in the mathematics required to calculate a phase shift from the 

resulting raw data. Section 2.5 presents a discussion of these approaches, comparing their merits 

with those of direct ToF imaging techniques. 

2.4 Time-Correlated (TCSPC) Ranging Systems

2.4.1 Detector Choice and the Single Photon Avalanche Diode (SPAD)

As introduced previously, range imaging systems which strive to directly measure the time taken 

for photons to complete a round trip (from illumination source to the target object and back to the  

sensor)  require  a  detector  able  to  indicate  the  precise  moment  at  which a  returning pulse is 

detected. Conventional CMOS imaging photodiodes operate in an integrating fashion – that is, 

they  collect  optically  generated  charge  carriers  over  an  integration  time.  Accumulated  on  a 

capacitance, the magnitude of the resulting voltage is then electronically measured and digitised  

during the readout process. However, this mode of operation is not suitable for time-correlated  

imaging. Typical integration times are on the order of milliseconds, ranging to microseconds in 

very high speed imagers [92], which quantise the arrival time of photons too coarsely to be useful 

for 3D imaging or other time-correlated imaging modalities.

Two solutions exist to this problem. One approach is the use of a detector with a continuous, real-

time output, such as a photodiode in photocurrent or avalanche multiplication mode. It is possible 

to construct a ranging system which, by detecting the onset of peaks in the photocurrent, is able 

to perform ToF measurement. While the use of linear photocurrent mode – where the current 

flowing through the  device  is  proportional  to  the  intensity  of  light  falling  on it  –  has  been  

demonstrated  for  3D imaging  [93],  it  is  difficult  to  achieve  sufficient  sensitivity  in  a  small 

photodiode suitable  for  use in a 2D pixel  array to  produce a useful  system  [94].  Avalanche 

PhotoDiodes  (APDs)  provide  linear  gain  close  the  breakdown  voltage,  but  still  produce  an 

analogue output signal which suffers from multiplication noise [95].

Fortunately, there is an alternative. A Single Photon Avalanche Diode (SPAD) is a specialised 

form of  photodiode  structure,  designed  to  be  biased  beyond the  reverse  breakdown voltage, 

thereby operating in Geiger mode and providing a means of digitally detecting the arrival of  

individual photons. Ordinarily, when a diode is biased beyond its reverse breakdown voltage, an 

avalanche  breakdown immediately  occurs,  by  which  the  extremely  high  electric  field  in  the 
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depletion region accelerates free charge carriers to such a velocity that, on collision with other 

atoms in the silicon lattice, impact ionisation leads to further charge carriers being released. This 

process rapidly gives rise to a surge in reverse current through the diode, as the example SPAD 

IV curve shown in Figure 2.4 illustrates.

Figure 2.4: SPAD Device IV Characteristic

Illustration of a SPAD IV curve, showing the bias point, VBIAS, beyond the reverse breakdown voltage,  
VBD.

However, in recognition of the fact that such breakdown can only occur when there are free  

carriers  in  the  depletion  region,  this  phenomenon  can  be  exploited.  In  theory,  in  complete 

darkness, an ideal diode – in which we can neglect tunnelling, thermal or defect induced carriers  

– can be held beyond its reverse breakdown voltage with no current flow. Only when a photon  

strikes the device, releasing an optically generated electron-hole pair inside or within diffusion 

distance of the depletion region, will an avalanche event then occur, producing a sudden current 

flow which can be easily  detected to  yield a  digital  output indicating the arrival  of  a  single 

photon. In a practical device, the average number of such events occurring per second which 

were not triggered by a photon is known as the dark count rate (DCR) of the device. This is a key  

performance metric of SPAD detectors, as these events are indistinguishable from real ones. It is 

therefore vital  that  such spurious  counts  are  minimised.  While  little  can  be  done  to  prevent  

thermally released charge carriers beyond keeping the device at a reasonable temperature, band-

to-band tunnelling, defect and edge related carriers can be minimised with careful design of the 

SPAD device structure [96].

While the concept of a SPAD was first demonstrated as a discrete device in the 1960s  [97], 

recent developments have  seen these structures manufactured in increasingly modern CMOS 

technologies [98-100], reaching the 130nm process node [101] around the time at which the work 

presented  in  this  thesis  began.  Over  time,  arrays  of  SPADs  were  implemented  [102,  103], 

gradually incorporating increasingly sophisticated electronics on a  single  die  [100,  104-107], 
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making  range  imaging  with  SPADs  a  possibility.  In  2008,  a  functional  SPAD  array  was 

demonstrated  in  the  STMicroelectronics  130nm  CMOS  imaging  process  [108].  While  these 

devices suffered a prohibitively high dark count in the region of 100kHz, recent developments 

have  seen  this  dramatically  reduced  to  just  tens  of  Hz  [38,  96].  As  was  explained  in  the 

discussion of project enabling factors presented in chapter 1, this process technology and state of 

the art SPAD design were made available for use within the present work.

The cross section of this SPAD device is depicted in Figure 2.5, showing that the diode is formed 

between a P-well implant and a deeper buried N-type layer, termed NISO, normally used for the  

electrical isolation of areas of the die from the substrate for noise immunity. A structure known 

as a guard ring then surrounds the photosensitive area. Created in this case by the absence of P-

well, a technique known as a 'virtual' guard ring, the diminishing doping concentration of the 

NISO layer towards the silicon surface results in the P-N junction in this region experiencing a 

lower electric field than the PWELL-NISO interface. Consequently, this latter interface has a  

lower  reverse  breakdown voltage  than  the  guard  ring  and  is  uniform in  nature,  acting  as  a 

multiplication region in which avalanche events can be initiated.

Figure 2.5: 130nm CMOS SPAD Device Structure

Diagram showing the cross section of a circular SPAD device in a 130nm CMOS imaging process [38],  
provided by Dr. Justin Richardson, emphasising the guard ring and multiplication region.

A SPAD is typically used within the circuit depicted in Figure 2.6, shown here with a strongly 

negative  voltage  applied  to  the  anode,  with  the  cathode  biased  to  a  smaller  positive  excess 

voltage and pulsing towards ground. The device experiences a reverse bias voltage, which is the 

difference between the excess bias level VEB and the breakdown voltage VBD. When an avalanche 

event occurs, the resulting current flowing through the diode between these rails causes a voltage 

drop across the resistor RQUENCH, typically implemented as a MOSFET providing a resistance of 
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several hundred kilo-Ohms, thus reducing the bias voltage across the diode. Since the device is 

no longer beyond its reverse breakdown voltage, the avalanche event comes to an end: a process 

known as quenching. A standard inverter then detects this change, providing an output pulse 

directly  into the  digital  domain signifying the  arrival  of  a  single  photon.  This  resistor-based  

circuit is termed a passive quenching configuration. It is important to note that, while the device 

is being quenched and the inverter output is held high, any further photons falling on the structure 

will not result in additional pulses. Therefore, the duration of a quenching event is known as the  

dead time of the SPAD, and is another key parameter. While the shot noise component of a  

SPAD's DCR defines the minimum detectable incident photon flux, the maximum count rate  

permitted by the SPAD's dead time defines the upper limit to its sensitivity  [52]. One might 

expect that the maximum count rate to be the reciprocal of the dead time. However, in the case of  

passive quenching, this limit is lower than might be expected, as dead time is a variable quantity.  

While additional photons striking the detector before the digital output has reverted low do not 

give rise to additional output pulses, they do still have an effect on the device. Each subsequent 

photon may re-ignite the avalanche breakdown, extending the initial pulse, hence lengthening the 

dead time. Indeed, if the SPAD is exposed to increasingly bright light, some photons striking the  

device during dead periods will be 'missed',  a phenomenon known as photon pile up. At this 

point, the count rate no longer increases linearly with the incident photon flux [45]. If the light 

level is increased further, the chance of photons striking the device during dead periods increases. 

With each such occurrence lengthening the dead time, the passively quenched SPAD becomes 

saturated, ultimately remaining in the broken-down state permanently with a count rate of zero as  

the mean photon inter-arrival time is reduced towards the typical dead time of the SPAD.

Figure 2.6: Typical SPAD Bias Circuit and Activity Waveform

Circuit  schematic  showing a  SPAD with  passive quenching circuit,  utilising excess bias (VEB)  and 
breakdown (VBD) voltages, with associated waveforms during photon detection.
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An improved quenching regime involves the use of active circuitry to recharge the SPAD more 

rapidly at a defined time after the onset of breakdown. Active quenching techniques, as they are 

known, have the advantage of being able to both considerably reduce and stabilise the dead time 

of the SPAD with respect to passive quenching. This extends the linear photon flux versus count 

rate region and provides a well  defined saturation characteristic, with a consistent  count rate 

defined by the reciprocal of the dead time under high light levels, thereby increasing the intensity  

dynamic range of  the SPAD as an imaging device  [45].  However,  this comes at  the cost of 

increased circuit size and complexity [109].

An alternative biasing approach can also be used by instead tying the cathode to a fixed positive 

voltage and biasing the anode at ground, allowing it to pulse high. However, in this case, the 

applied cathode voltage is equal to the breakdown voltage plus the required excess bias voltage. 

Care needs to be taken to ensure that this does not cause any parasitic junction, such as that  

between the deep NISO layer and substrate, to break down before the intended SPAD junction: 

an issue which had still to be resolved in the IMG175 process utilised in the work presented in 

chapters  3 and  5 when  this  work  was  undertaken.  Nevertheless,  this  approach  has  been 

demonstrated by other authors to have advantages [52], and has since been proven in IMG175.

2.4.2 Time Measurement Approaches

As has been discussed, SPADs allow the detection of individual photons. A digital counter may 

therefore be used to determine the number of photons arriving at a pixel in a given integration  

period, thereby producing a conventional intensity image, a technique known as single photon  

counting.  However,  a  Time-Correlated  Single  Photon  Counting  (TCSPC)  system  may  be 

constructed by instead connecting the output of a SPAD to a high precision timer circuit, able to  

determine the time at which photons arrive with respect to an external reference. Such systems 

have many uses, including biological and fluorescence imaging [110], as well as range imaging 

[111].

Figure  2.7 contains  a  conceptual  illustration  of  such a  system operating  in  a  range  imaging 

configuration. In order to perform distance measurement, the scene is illuminated with light from 

a pulsed source such as a laser or laser diode, and an external digital timer is started as each pulse  

is emitted. The currently selected SPAD pixel then stops the timer as soon as it detects a photon.
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Figure 2.7: Example TCSPC Ranging System Architecture

Diagram showing a single pixel TCSPC ranging system utilising a SPAD detector and high precision  
timer circuit.

Such a timer circuit may be constructed in a number of ways. One of the earliest approaches 

involves the use of a current source which charges or discharges a known capacitance for the 

duration of the measurement period. The resulting voltage on this capacitor can then be quantised 

with  an  analogue  to  digital  converter.  This  approach  is  known as  time  to  analogue  (TAC) 

conversion [112]. In recent years, linear [113] and 2D arrays [11] of pixels comprising a SPAD 

and  TAC  have  been  demonstrated  for  TCPSC  imaging  applications,  including  3D  and 

fluorescence lifetime sensing.

Another simple approach is to count the number of periods of a fast and accurate clock signal 

which  elapse  during  the  measurement  period,  thereby  yielding  an  all-digital  means  of  time 

measurement, termed a time to digital converter (TDC). However, considerably greater precision 

can be achieved by using a chain of simple delay elements, typically CMOS inverters or buffers, 

and examining how far along the chain a pulse is able to propagate during the measurement 

interval  [107].  This delivers  a time resolution related to  the gate delay in the semiconductor 

process used, which is on the order of tens of picoseconds in advanced technologies  [114]. To 

improve time resolution further still,  analogue techniques can be incorporated into a TDC to 

perform  interpolation  between  delay  stages,  resulting  in  sub-picosecond  resolution  [115]. 

Alternatively, slightly different delays can be utilised in a vernier delay line [116]. In practise, it 

is more practical to start the time measurement process only when a photon is detected, instead 

using the subsequent illumination pulse as the stop signal: termed “reverse mode” operation in 

contrast to the “forward mode” approach illustrated previously. This is beneficial in applications 

where the detection of a return photon during every illumination cycle is not guaranteed, and 

28

Background Light

Returned Pulse

Objective
Lens

SPAD
Pixel

Illumination
Pulse

3D
Surface

Timer
Start Stop

Pulsed
Illuminator



Time-Correlated (TCSPC) Ranging Systems : 2.4

leads to lower system power consumption by avoiding the generation of blank time-stamps [42].

There of course remains the issue that there is no way of knowing if a detected photon originated 

from the illumination system and therefore conveys useful time information, or from an ambient 

light source, in which case its time of arrival is meaningless. However, as shown in Figure 2.8, 

when a histogram of hundreds or thousands of photon arrival times is constructed, a peak relating 

to the round trip distance to the target clearly emerges from the background noise consisting of 

dark counts and ambient photons.

Figure 2.8: Example Histogram of Photon Arrivals

Example histogram showing photon arrivals in a TCSPC ranging system, expressed in TDC codes, for  
two pixels viewing objects 5mm apart in the Z-dimension. Primary peaks are clearly visible, in addition  
to minor peaks relating to light scattered from background objects.

TCSPC systems undoubtedly have the advantage of extracting the maximum information from 

every photon detected.  However,  this  is achieved with the expenditure of  a finite  amount of 

energy per photon. While this is indeed an attractive feature for applications where photons are  

scarce, such as in low light level biological imaging, it can become very costly as the number of 

incident photons increases.
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Many TCSPC single point ranging systems have been demonstrated. From these, 3D imaging 

systems have been developed by adding a scanning system to sweep the measurement point  

across a field of interest. These systems have typically been composed of discrete components, 

often coupling a single SPAD or APD to an external single channel TAC or TDC time-stamping 

system [98, 117, 118]. While such systems often achieve exemplary performance [119] and find 

utility where cost and size are not predominant issues, such as in certain military and surveying 

applications, these issues present significant barriers to more widespread adoption for the broader 

category  of  machine  vision  applications  presented  previously,  particularly  those  targeting 

consumer markets such as gaming.

Indeed, to address these opportunities, cheaper, more compact 3D imaging systems are required.  

In the context of TCSPC ranging, this implies a repartitioning of the system, bringing the time-

stamping hardware  onto the  focal  plane to  reduce system bulk,  component  count,  and more 

crucially, to permit the parallel acquisition of time-stamp data across an imaging array, which is 

clearly impossible with the single channel external timing systems used in early SPAD-based 

ranging  demonstrators  [102,  103].  Two  main  approaches  have  been  taken  to  address  this 

challenge. One solution is the 3D integration of two or more individual die containing a detector 

array and time-stamping/processing electronics [120]. While this raises the possibility of placing 

active electronics directly beneath the light sensitive elements, the dimensions of the bond pads  

required to interface the two are restrictive, as is the cost of this technique. An alternative is the  

incorporation of both the detectors and necessary time-stamping electronics directly on a single 

die. Progress in that regard has been made, such as the device presented in  [49, 107], which 

features a 128×128 array of SPADs with 32 on-chip TDC channels. More recently, the fully  

parallel time-stamping of incident photons has been made possible, resulting in sensors such as 

those  developed  during  the  EC-funded  Megaframe  research  project.  Chapter  3 presents  the 

contributions made to this project during the undertaking of the work contained in this thesis. The 

resulting family of 32×32 [10-13] and 160×128 pixel  [3, 5] devices feature a compact in-pixel 

TAC or TDC situated next to every SPAD, implemented on a single CMOS die.

However,  the TCSPC ranging sensors developed to date have required an external  FPGA or 

processor to collect the individual photon arrival times measured by the pixel array, construct a 

histogram for each of these, and then determine the onset of the returning pulses to calculate the  

ToF and distance to the object occupying each part of the image. This requires an enormous 

volume of data to be transferred at board level from the imaging chip to the external processing 

device. This can be extremely costly in terms of the required I/O bandwidth, with the power  
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required to drive this data off chip potentially representing a large portion of the total sensor 

power consumption. In keeping with the identified theme of integration, chapter  3 presents a 

number of schemes aiming to mitigate these issues using additional focal-plane intelligence.

2.5 Demodulation Ranging Systems

Section  2.4 has  discussed  ranging  systems  which  directly  measure  photon  ToF  using  fast 

electronic timer circuits. However, as introduced previously, an alternative family of techniques 

exist which allow the ToF to be measured indirectly, by instead quantifying the phase shift of a 

returning modulated optical signal with respect to the illumination waveform. The DC level of 

this  returned  signal  meanwhile  conveys  brightness  and  can  be  used  to  construct  a  regular 

intensity  image.  While  it  is  possible  to  use  this  technique  with  a  variety  of  illumination  

waveforms, an example employing a square wave is illustrated in Figure 2.9.

Figure 2.9: Indirect ToF Measurement

Example waveforms illustrating the principle of indirect ToF via phase measurement.

As  discussed  in  section  2.4.1,  conventional  imaging  photodiodes  operate  in  an  integrating 

fashion,  while  SPADs provide a  train  of  pulses signifying the arrival  of  individual  photons. 

However, neither detector allows the instantaneous amplitude of incoming light to be robustly 

determined. To measure the phase, it is therefore necessary to sample the detected light in a 

number  of  'bins'  synchronously  with  the  modulation  waveform.  By  analysing  the  relative 

amplitudes  of  these  values,  the  phase  offset  can  be  mathematically  determined.  Figure  2.10 

illustrates  the  use  of  two  180°  wide  orthogonal  sampling  bins  to  determine  the  phase  of  a  

reflected square  wave,  a  technique which has been  demonstrated in  works such as  [121].  If 

ambient light is ignored, the phase shift can be calculated quite simply as:
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=
A2

A1A2

(2.1)

Where:

A1 Energy in bin ɸ1. A2 Energy in bin ɸ2.

 Reflected signal phase shift

As  Figure  2.10 illustrates,  in  order  to  accumulate  sufficient  energy  in  the  bins,  this  gated 

integration must be performed over many – possibly thousands – of cycles of the illumination 

waveform. Only then is the photon shot noise component of the signals diminished sufficiently 

for robust distance calculations to be performed.

Figure 2.10: Sampling for Phase Determination

Diagram showing detected waveform with two sampling bins, each a window 180º wide. Insert shows  
relationship between detected bin values and returning signal phase.

Of course, the presence of ambient illumination and detector noise cannot be neglected. With the 

two-bin approach, compensation must be applied to each of the bin values by subtracting the 

energy  detected  during  an  equal  period  with  the  illumination  source  disabled,  prior  to  the 

application of equation 2.1. It should be noted that with this technique, only phase shifts in the 0–

180° range can be unambiguously discerned, reducing the operating range of the system.
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Lange  presents  a  thorough  analysis  of  the  mathematics  of  binned  sampling  demodulation 

schemes  in  [122],  with  a  focus  on  sinusoidal  modulation.  This  shows  that  the  use  of  four 

sampling windows instead of two provides an effective means of unambiguously determining 

phase  shifts  in  the  range  of  0-360°,  while  also  providing  inherent  background  illumination 

immunity: an approach adopted within numerous commercial and research-oriented 3D imaging 

systems. This arrangement is illustrated in Figure 2.11, with the corresponding range calculation 

being described by equation 2.2. It should be noted that while the bins are illustrated as discrete 

points, they may in fact be overlapping periods up to 180º wide. The use of four sampling points  

provides immunity against distortion introduced by quadratic non-linearities in the signal path. 

Similarly, even harmonics of the driving frequency have no effect on the phase measurement, 

while odd harmonics or other distortion will cause a measurement error.

Figure 2.11: Four-Bin Sampling Approach for Sine Wave Demodulation

Diagram illustrating the use of four sampling phases for the extraction of phase information from a sine 
wave modulated illumination scheme. The centre of the sampling phases, A0-A3, are shown, although  
each phase may be a window up to 180º wide.

=arctan A3−A1

A0−A2
 (2.2)

Square wave-based systems (also described as pulse-based systems) are differentiated from those 

utilising sinusoidal modulation by a number of authors in defining a topology of range imaging 

techniques  [30, 52]. However, they may both be regarded as examples of a broad category of 

possible modulation regimes, employing the same fundamental principle of binned sampling and 

differing only in the particular equation required to calculate the phase shift. Consequently, it is  

the  means  by  which  this  sampling  is  performed  that  provides  the  more  distinguishing 
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characteristic of the varying implementations of indirect ToF measurement. The various methods 

of  achieving  this  are  discussed  in  the  remainder  of  this  section,  which  distinguishes  the 

approaches that perform an analogue integration of optical energy over each bin period from 

those concerned with the discrete detection of individual photons. A number of these techniques 

accomplish time-gated detection entirely within a CMOS imaging sensor: a capability which has 

placed  the  demodulating  ToF  technique  in  a  position  to  benefit  greatly  from the  continued 

advances in CMOS process technology and the level of integration that this allows. It should also 

be  noted  that  modulated  waveform systems  can  operate  with  considerably  lower  bandwidth 

illumination sources than those required by TCSPC systems, which require extremely fast pulses, 

providing this category of systems with a further cost and complexity advantage.

2.5.1 Integrating Detection

2.5.1.1 Mechanical / Electro-Optical Shuttering

A number of early phase-demodulating ToF systems employed a conventional image sensor,  

performing the gating of incident light outside of the imaging system with a shutter, such as an 

electro-optical  modulator  [123,  124].  While  yielding  a  bulky  and  expensive  system,  this 

technique enjoyed a certain degree of commercial success for the depth-keying application in 

television  studios,  allowing  a  computer  to  distinguish  between  foreground  and  background 

objects without requiring the latter to be entirely composed of a single colour, as is the case for 

the more common chroma-keying technique used on blue or green sets. This enables background 

substitution  or  other  visual  effects  to  be  applied  to  footage  captured  in  a  wide  variety  of  

environments. 

The ability  to  use a  conventional  sensor,  enabled by the separation of  the gating and image 

capture  aspects  of  the  system,  proved to  be  one  of  the  key reasons  for  the  success  of  this  

approach:  in  the  case  of  the  depth-keying application,  high-quality  TV studio  cameras  were 

retrofitted with the electro-optical  gating systems  [125],  with an HDTV version having been 

presented  [126].  The  resulting  3D images  are  of  high  spatial  resolution,  although  there  are 

limitations  to  the  quality  of  range  data  obtained  using  this  approach.  In  particular,  the 

demodulation contrast – that is, the ratio between the transmittance of the shutter when fully open 

and fully closed – is quite poor when such modulators are operated at high speed [123]. 
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2.5.1.2 Sensor Gain Modulation

An alternative approach is  the modulation of  the gain of  the sensor system. One method of 

achieving this is by means of a gain-modulated image intensifier. For example, the approach 

presented in  [127] involves variation of the gain of an image intensifier positioned within the 

camera's optics in order to vary the sensitivity of the system in sync with the modulation of the 

light source. In this case, pairs of reflected illumination pulses were captured as the optical gain  

was both ramped up and down over a short period of time relating to the ToF range of interest. 

With the total exposure time being constant, ambient illumination contributes equally to both 

measurements, while the reflected pulses will contribute more to one measurement than the other 

depending on their return time with respect to the gain ramps [127], as illustrated in Figure 2.12.

Figure 2.12: Block Diagram of Gain-Modulated Ranging Camera

a) Block diagram of gain modulated ranging camera, showing illumination pulses reflected from objects  
at different distances reaching the sensor at different times, thereby experiencing different gain within  
the camera.  Timing diagrams are also shown with  b) ascending and c)  descending camera gain.  
Diagrams reproduced from [127].

It has been shown that if the two acquisitions are performed simultaneously by separate cameras 

sharing the same image intensifier by means of a beam splitter, ranging performance below the  

shot  noise  limit  can  be  achieved  [128],  However,  as  with  the  electro-optical  demodulation 

approaches  discussed  previously,  these  techniques  require  costly  and  bulky  hardware  to 

implement, and require external processing of the measured samples to produce 3D images.
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2.5.1.3 In-Pixel Charge Domain Separation

Perhaps the most commercially relevant of the various demodulating approaches involves the 

'separation' of the signal into bins in the charge domain, steering carriers to one of two or more 

possible readout locations in a modulated fashion. A number of variants of this technique exist, 

all  using time-varying electric  fields to manipulate  the trajectory of  charge carriers. It  is the 

means by which this field is generated that distinguishes the various implementations of this 

approach, for example using photogates or a substrate current.

As will be discussed, a variety of terminology has been used to refer to such systems across the  

wide body of literature in this area. The entire category of such approaches may be regarded as  

phase-demodulating pixels [129], the term adopted throughout the remainder of this thesis. Such 

pixels are also often referred to as homodyne demodulators, referring to the fact the detected 

illumination light is effectively 'mixed' with the modulating frequency by the binned sampling 

process. Perhaps confusingly, the term 'lock-in pixel' is also commonly used, reflecting the fact 

that this approach was seen from the outset as a natural extension of the lock-in amplifier [130]: a 

term used to describe specialised apparatus used to measure the phase and amplitude of a signal  

with a known carrier frequency in a noisy environment [131]. This may, however, be considered 

confusing  as  demodulating  pixels  are  entirely  open-loop  systems:  there  are  no  locking 

components.

Modulated Photogates

One approach employs the use of 'photogates': electrodes placed above the photosensitive area  

for the purpose of manipulating photo-generated charge carriers in the silicon beneath, as the 

generalised diagram in Figure 2.13 illustrates. This approach to 3D imaging emerged in the mid-

1990s upon recognition that the Charge Coupled Device (CCD) principle – the dominant image 

sensing technology of the day – could be utilised to perform processing in the charge domain by 

shifting charge during the exposure period [130], a principle previously demonstrated in the field 

of  polarimetry  [132].  In  addition  to  the  common demodulating  pixel  terminology  described 

above, devices performing binned sampling in the charge domain have also been termed the 

Photonic  Mixer  Device  (PMD)  [133],  Double  Anode  Photodetector  (DAP)  [134] or  Double 

Cathode Photodetector (DCP) [135].
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Figure 2.13: Charge-Domain Demodulating Pixel

Cross-sectional  diagram of  a  two tap,  charge-domain phase-demodulating  pixel,  showing potential  
gradients and charge separation during alternate sample windows. Diagram adapted from [136] and 
[137]

These  photogates  are  typically  fabricated using the  same polysilicon  layer  used  to  construct  

CMOS transistor gates. Since polysilicon is largely transparent at NIR wavelengths, this does not  

significantly impact the quantum efficiency of the device. The use of a standard layer allows  

these structures to be manufactured in conventional CMOS processes, although some authors 

have reported that the modulation contrast achievable with such structures is enhanced if the 

adjacent photogates are overlapped as illustrated in Figure 2.13 – a structure only achievable in 

certain manufacturing technologies. Much of the early work in this area utilised CCD processes 

[130, 138], or CMOS processes with CCD options, allowing the photogates to be overlapped and 

optimised for charge transfer efficiency. The performance of these structures in standard CMOS 

processes eventually  improved with the shrinking of transistor gate dimensions,  allowing the  

polysilicon  photogates  to  be placed  sufficiently  close  together  for  acceptable  charge  transfer 

without requiring additional CCD processing steps [129].

Numerous  variations  of  this  theme  have  been  demonstrated,  including  different  shapes  of 

photodiode with varying numbers of photogates to allow simultaneous acquisition of different  

numbers of bins, with single tap [137], 2 tap, 4 tap [139] and larger [129] structures having been 

demonstrated. In particular, much work has focused on optimisation of the demodulation contrast  

and modulation speed achievable with such structures, as these factors are restricted by the time 

taken by charge carriers to be transported across the device to the readout areas. For example, the  

use  of  a  buried  n-type  channel  can  improve  charge  transfer  efficiency  [121].  Similarly,  the 

partitioning of the photosensitive area into long narrow fingers allows the distance charge carriers 
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must travel to be reduced, while maintaining a large photodiode area  [140]. Recent work has 

achieved a demodulation contrast of nearly 30% at 50MHz [51, 141].

Of  the  various  demodulating  ranging  principles,  photogate  charge  domain  demodulation 

structures  perhaps  bear  the  greatest  similarities  to  conventional  imaging  pixels.  It  is  then 

unsurprising that this approach has been the subject of substantial effort by numerous companies 

operating in the ToF field [142, 143], with such systems being available commercially.

An  interesting  branch  of  this  approach  is  the  use  of  Metal-Semiconductor-Metal  (MSM) 

structures [144]. This approach uses pairs of fingers of a metal such as platinum directly above 

the substrate, forming strips of Schottky diodes  [145] over an isolated region of silicon. This 

approach has the benefit of collecting both electrons  and holes created by photon absorption. 

When operated in a modulated fashion, the DC component of the incident light is thus cancelled 

completely  in  the  charge  domain,  with  the  holes  collected  during  one  phase  offsetting  the 

electrons collected during the other at each terminal. This inherent ambient rejection capability is 

achieved without the use of any additional pixel circuitry as is required for other DC rejection  

approaches. However, the technique also has some significant disadvantages. A non-standard 

manufacturing  process  is  required,  creating  significant  barriers  to  widespread  commercial 

adoption. There are also subtleties in the design of the readout circuitry, which is complicated by 

the fact that the same terminals are used for both modulation and charge readout. The MSM 

approach is also limited in its mode of operation: since the output of the two strips in each pair is  

always equal and opposite in polarity, such a structure provides a measure of correlation rather  

than independent bin values. Multiple integrations must therefore be performed with different 

phase offsets in order to allow the phase of the incident light to be estimated.

Current-Assisted Photonic Demodulation

Another technique for the manipulation of charge carriers involves the injection of a modulated 

current into the silicon substrate to induce the necessary electric field, as illustrated in Figure 

2.14.  The  use  of  a  Current-Assisted  Photonic  Demodulator  (CAPD)  is  the  most  recently 

developed  of  the  three  charge-domain  approaches,  being  first  published  in  2005  [146] and 

subsequently  commercialised  by  Softkinetic-Optrima  [147]:  the  only  one  of  the  many 

commercial ventures in the ToF 3D imaging industry to use this technique.
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Figure 2.14: Current-Assisted Photonic Demodulation (CAPD) Pixel

Cross-sectional view of a Current-Assisted Photonic Demodulation (CAPD) pixel, illustrating electric  
field induced by a current injected into the substrate through the Vguide terminals. Diagram reproduced 
from [146].

The modulation current comprises a flow of majority carriers – holes in the case of a typical p-

type  substrate  –  between the  injection  nodes  (Vguide).  Photo-generated  electron-hole  pairs  are 

separated, with the holes becoming part of this current flow. The electrons, however, drift under  

the guidance of the induced electric field towards the side of the device hosting the positive 

injection terminal, upon arrival at which they are further attracted to the higher potential of an n+  

collection node for readout [146, 148].

With respect to the other charge-domain separation techniques, CAPD devices have a number of  

advantages. Such a structure is a 'bulk' device [149], i.e. one in which the collection of electron-

hole pairs occurs in the substrate rather than within a shallow photodiode implant.  The deep 

penetration of the electric field induced by the modulation current consequently allows electrons 

to be collected by the readout system even when these are released deep within the substrate. As 

a result, CAPD devices have been shown to have an improved charge collection efficiency and 

demodulation contrast over alternative structures [146], particularly at the longer wavelengths (of 

interest in the 3D imaging field), where carriers are released deeper in the substrate. Furthermore,  

the relatively small capacitance of the readout nodes' n+ to substrate junction provides a large 

voltage-domain  output  signal  for  a  given  integrated  charge.  Some  sensors  employing  this 

approach have, however, required an additional integrating capacitance to be added to the pixel 

circuitry to provide sufficient headroom to handle background light [149].

CAPD structures were first  demonstrated in 0.6μm  [149] and 0.35μm  [150] standard CMOS 
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processes, followed by array-format sensors  [151-153] leading to the commercialisation of the 

approach [154, 155]. More recently, the technique has been realised in a 0.18μm CMOS process 

[156], achieving a 10μm pixel pitch, with 25% fill factor, and implemented as a 160×120 pixel 

array [157, 158].

However, this approach suffers from the clear disadvantage of requiring a continuous current to 

flow in the substrate, resulting in a static power consumption component. While recent work has 

reduced this dramatically from the hundreds of microamps used in the first prototypes [146] to 

the order of a microamp per pixel [50], this still presents an inhibitory factor in the drive towards 

higher spatial resolution 3D imagers: a megapixel sensor using current CAPD technology would 

have a DC power consumption measured in amps, with extreme thermal and power management  

implications. As noted in  [146], the depth to which field lines penetrate within the substrate is 

related to the distance separating the two injection nodes. This implies that the long wavelength 

PDP of these devices will be negatively affected by scaling towards smaller pixel geometries.  

While  this  technique  has  been  realised  using  standard  CMOS  processes,  a  high  resistivity 

substrate [159], well or epitaxial layer is required to achieve good performance without excessive 

modulation current  [149]. Furthermore, no ambient immunity regimes have been incorporated 

into CAPD 3D cameras, with even commercially available systems being rated for an ambient 

illumination level of no more than 100 lux [155].

2.5.1.4 Circuit Based Separation

Having explored external, sensor gain and charge-domain methods of performing demodulation, 

the remaining possibility is the use of in-pixel electronics to achieve this function. While the 

techniques discussed thus far involve the integration of photocharge either on the photodiode's  

own parasitic capacitance or collection diffusion, circuit-based implementations instead exploit 

the photodiode as a current sink, used to draw change from one or more integrating capacitances  

located in the surrounding circuitry. In this case, the photodiode's own capacitance is a hindrance, 

as the generated photocharge will be shared between this parasitic capacitance and the circuit 

integrator – an issue which has been the subject of much development, with solutions including 

the use of a regulation system to maintain a constant photodiode bias voltage, thereby forcing all  

photocharge  to  flow  from  the  integration  system  [160].  Similarly,  a  number  of  alternative 

integration  and  common  mode  rejection  strategies  have  been  developed.  One  prominent 

technique involves the use of two integration capacitors, representing two phase bins, with the 

photocurrent being switched between them in sync with the illumination waveform. In order to 

prevent saturation of the bins due to the common mode component of the signal, the capacitors 
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may be intermittently  cross-coupled  to  allow the  DC charge  to  cancel  while  the  differential 

component remains [161]. A simpler alternative is the use of a single integration node in 'bridge'  

configuration, directly accumulating the difference in charge collected during the two bin periods 

[162]. A similar effect may be achieved using a small first-stage integrating capacitance to collect 

photocharge during one or a small number of illumination cycles, then transferring this in either a 

positive or negative sense (depending on the phase in which this charge was collected) onto a 

larger integration capacitor to generate the differential signal [163, 164].

The inclusion of in-pixel logic to perform the modulated integration function leads to a larger and 

more  power  hungry  pixel  than  the  alternative  charge  domain  implementations.  Many of  the  

circuit based demodulation pixels reported in literature require tens of microamps per pixel, e.g. 

[164], which has recently been reduced to the order of a few microamps per pixel [165], a level 

still prohibitive of large pixel arrays. The size of such pixels has followed a similar trend, ranging 

from dimensions measured in hundreds of microns [166] to tens of microns in more recent work 

[164].  However,  the use of  circuit-domain DC rejection can achieve impressive immunity to 

ambient illumination, with tolerance of up to 180klux being recently reported in the literature 

[167], achieved by a single pixel test structure implemented in 90nm CMOS.

2.5.2 Single Photon Detection

Continuous Time Single Photon Binning

All  of  the  demodulating  techniques  discussed  thus  far  have  employed  integrating  detectors: 

photodiodes which collect  photocharge  over a finite  integration period.  Such systems do not 

distinguish individual photons, but instead periodically present the collected packets of charge for 

processing. An alternative is the use of a SPAD, introduced previously, to digitally detect the  

arrival of discrete photons. While section  2.4 discussed the use of SPADs for the direct ToF 

approach,  whereby  each  photon  arrival  is  time-stamped,  it  is  also  possible  to  implement  an 

indirect, demodulation-based ranging system using the same detector. In this case, the principles  

of the previously discussed demodulating systems still apply, with the only difference being the 

way in which binned sampling is performed: using a separate digital counter to sum the photons 

detected in each bin instead of performing integration in the charge or voltage domains using  

photodiode readout gates or capacitors. 

This  'porting'  of  the demodulation process from the analogue to  the digital  domain was first 

demonstrated  in  2008  in  [47] as  Single  Photon  Synchronous  Detection  (SPSD),  and  further 

detailed in  [48]. In this implementation, sinusoidal illumination was employed in conjunction 
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with four-bin sampling, using a pair of digital counters to acquire the two quadrature pairs of  

anti-phase  bins  sequentially.  As  is  confirmed in  [52],  the  mathematics  of  this  approach  are 

identical  to  those  applied to  the  analogue  demodulation approaches,  detailed in  [122],  using 

equation 2.2 to compute phase from the measured values.

The use of  SPADs in a demodulating system brings a number of  advantages.  Unlike charge 

domain demodulation, where photo-generated carriers must be transported across the width of the 

device during the modulation cycle – a factor limiting the achievable demodulation contrast at 

useful modulation speeds – SPADs provide extremely good timing precision (with resolutions on 

the order of a few hundred picoseconds having long since been achieved [168]). This, coupled 

with the ability of CMOS electronics to near instantaneously switch the SPAD output between 

the separate counters, allows near 100% demodulation contrast to be achieved. The all-digital 

nature of this approach also provides advantages. The SPAD delivers photon arrival information 

directly  into  the  digital  domain,  facilitating  fully  digital  processing  of  the  incident  photons, 

avoiding a noise inducing analogue signal  path.  While  the  pixel  reported in the initial  work  

measured  85x85µm  with  only  0.5%  fill  factor  –  a  valid  criticism  of  this  approach  –  such  

architectures  stand  to  benefit  enormously  from  the  continued  scaling  of  digital  process 

geometries, with low cost, high volume, imaging optimised processes now having been created 

with feature-sizes of tens of microns. Indeed, as chapter  5 will show, the use of more modern 

manufacturing technologies allows these numbers to be improved considerably.

However, the use of SPADs in a demodulating context does have disadvantages. While this form 

of light detection is clearly very well suited to applications requiring the precise time-stamping of 

individual  photons,  demodulating  systems  extract  only  a  few bits  of  information  from each 

SPAD pulse by placing it into one of a small number of phase bins, thereby failing to take full  

advantage of the SPAD's ability to precisely report the time of arrival of individual photons. 

Nevertheless,  the  low  jitter  with  which  this  is  accomplished  is  important,  as  previously 

mentioned, in providing a high demodulation contrast. Pixel fill factor is a concern with SPADs, 

as the flip flops required to store the bits of a digital counter are considerably larger than the 

capacitance required to hold the equivalent analogue signal. A similar argument may be applied 

in terms of power consumption, as a SPAD-based imager must expend finite energy for  every 

detected photon: at  the  very least  in  cycling the SPAD and incrementing a  counter.  It  must 

however be stressed that while these factors are an issue, the potential benefits enabled by the 

local digital processing of SPAD pulses are considerable, as will be discussed in the remaining 

chapters of this thesis. The final potential hindrance to wider adoption of SPADs is the limitation 
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on maximum detectable incident photon flux due to detector dead time, with the possibility of 

pile-up  induced  distortion  in  the  presence  of  a  strong  return  signal.  However,  this  may  be 

mitigated with the use of active quenching circuits for reduced dead time.

The  implementation  reported  in  [47,  48,  52] was  presented  as  the  natural  extension  of  an 

established concept. Indeed, the all-digital approach does bring the advantages discussed above,  

albeit  with  some  restrictions.  However,  the  partitioning  of  the  3D imaging  system  remains 

unchanged. Raw bin values must still be read out from the sensor to a host system for external  

processing involving the use of a trigonometric function – an operation easily performed using a  

PC in a research lab, but non-trivial when using low power embedded processing hardware for 

the construction of a self-contained system. The volume of data generated by the system also 

presents challenges, featuring a readout system with a maximum bandwidth of over 2Gbps in 

order to read out the data fast enough (at up to 40k frames per second) to prevent the 8-bit  

internal counters from saturating.

The Potential for Focal-Plane Processing in Demodulating Ranging Systems

As has been discussed, existing phase-demodulating systems generate raw data in the form of bin 

values which must be communicated off chip, potentially at a high rate to avoid pixel saturation, 

to an external processing device. The use of focal-plane processing hardware can reduce these 

requirements:  in  particular  systems  which  iteratively  converge  to  sense  phase,  and  hence 

distance,  directly. Some progress has already been made in this regard. For example, a line-

format TAC-based sensor has been demonstrated with the ability to perform in-pixel analogue 

averaging  of  the  generated  timestamps  [113] when  operating  in  direct  ToF  TCSPC  mode. 

However, as chapter 3 will discuss, averaging alone does not provide a complete solution to the  

problem of determining a ToF estimate from a series of individual photon time-stamps, resulting 

in an offset due to the intensity of ambient illumination.

Chapter 4 introduces the use of an in-pixel Phase-Domain Delta-Sigma (PDΔΣ) loop to allow on-

chip  depth  estimation  in  a  phase-demodulating  system.  ΔΣ  converters  have  been  previously 

applied to the field of 3D imaging, but only as a sub-block acting as a fine interpolator within the 

TDC of a TCPSC system, where a ΔΣ modulator was included as part of a TDC design [169]. In 

this implementation, only four TDCs were shared by an entire array of 32×64 pixels. As will be 

discussed, by locating a PDΔΣ converter inside every pixel to internally process photon arrivals, 

the saturation limitations, output data rate and processing requirements can be reduced, allowing 

the sensor to directly report depth maps at video rate – a feat as yet unachieved in the field of 3D  

imaging. 
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2.6 3D Imaging System Components

2.6.1 Illumination Source

While the opening sections of this chapter have presented a discussion of the various approaches 

to 3D imaging and its applications, the light source – clearly a critical component in an optical  

feedback system – has yet to be discussed. This section therefore examines the critical criteria of  

the light source, before presenting an overview of the various illumination devices which may be 

used for 3D imaging. The relative merits of these are examined and their suitability for the range 

of different system architectures is discussed. Before investigating the range of possible light 

sources which may be used with a 3D imaging system, it is first necessary to understand the  

requirements.

Power level and efficiency

The power emitted by a 3D camera illuminator must be sufficient to provide an acceptable signal 

to noise ratio at the detector; however, it is clearly not desirable to dissipate more power than is 

absolutely necessary, as this is wasteful, complicates the design and could lead to thermal issues. 

The exact power level required for a 3D system can either be determined experimentally, or by 

examining the power budget for the system, considering all sources of loss and noise.

Fortunately the power output of IR LEDs has increased considerably over recent years. It is now 

possible to obtain 1W LEDs with a die size of just 1mm2,  such as the Osram SFH4232 and 

related devices [170]. Similarly, the efficiency of IR LEDs has increased over the same period. 

Figure  2.15 illustrates this trend, although it should be noted that some of the product launch 

dates used are estimated. The efficiency values were calculated by taking the 'typical'  V f and 

power parameters from a range of LED datasheets.
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Figure 2.15: Trend in LED Efficiency Over Recent Years

The efficiency of high power IR LEDs has improved over recent years. The efficiency values were  
calculated using the 'typical' forward voltage and power values obtained from numerous Osram LED 
datasheets including [170, 171]. Note that some of the product release dates are estimated.

Together, these trends are very good news when constructing a 3D camera illumination system 

using LEDs, providing a more compact and cost efficient solution. The reduced number of LEDs 

required to achieve a given power level also simplifies the illuminator design, although this may 

pose  new  challenges  such  as  dealing  with  the  thermal  problems  associated  with  such  an 

extremely high power density.

Field of Illumination (FoI)

The Field of View (FoV) of the illumination source is defined as the angular range over which 

the intensity of illumination exceeds half of the peak value. However, within the remainder of  

this thesis, this property is referred to as the Field of Illumination (FoI) in order to disambiguate 

it from the FoV of the imaging objective lens. Ideally, all illumination energy should be spread 

uniformly across the FoV of the imaging optics – typically around 30-40º – to give consistent  

SNR across the image. Obviously any energy radiated outwith the FoV of the sensor is wasted.  

Achieving  this  optimal  FoI can  be  challenging.  Lasers  and laser  diodes  produce  an intense, 

collimated beam with a very small cross-sectional area, which must be expanded and diffused to 

cover the scene of interest.  Conversely, with LEDs, the opposite problem often applies, with 

many LEDs producing a very diffuse beam, approximating a Lambertian source. This is shown in 

the Figure 2.16 a). Unless a similarly wide angle imaging lens is being used, such LEDs would 

require additional optics to direct the illumination energy towards the are of interest. Fortunately  

some LEDs are available which incorporate a focusing element into the LED package, and an 
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example is shown in Figure 2.16 b).

Figure 2.16: FoI of Lensed and Un-Lensed LEDs.

Diagrams showing the relative radiant intensity versus angle for two IR LEDs; an Osram SFH4232 with  
no optics resulting in 120º FoI [170], and an Osram SFH4236 – the same chip with integrated silicone  
lens – yielding a more suitable 40º FoI [171].

Note that with any practical system, the illumination energy is not radiated equally across the  

FoI. This is one of many factors contributing to the 3D camera system having a higher SNR at  

the centre of the image than at the periphery. While this is analogous to the human eye, which 

has a  higher spatial resolution at  the fovea in the centre  of  its  FoV, this  can be undesirable 

depending on the application. Furthermore, it is assumed that when the performance of a given 

3D imaging system is stated, it is for one of the centre pixels enjoying the maximum SNR. The  

performance  over  the  remainder  of  the  image  can  therefore  be  expected  to  be  considerably  

poorer.

Eye Safety

Any system which produces intense optical radiation must clearly be evaluated to ensure it does 

not  present  a  risk  of  damage  to  the  human  eye.  While  in  certain  controlled  industrial  

environments it may be acceptable to use very high levels of radiation, in general 3D imaging 

systems should be designed to comply with internationally recognised eye safety requirements 

such as the European EN 207/208/60825 and American ANSI Z136.x standards. In particular, 

sources operating in “giant pulsed mode”, defined as pulse lengths of 1ns to 1µs, must not exceed 

1µJ/cm2 per pulse or 0.01W/m2 for NIR wavelengths to be compliant with the EU regulations 

[172]. 

Waveform / pulse shape distortion

As discussed earlier in this chapter, there are a variety of approaches to constructing a 3D camera 
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system with differing illumination requirements. While TCSPC systems rely on very short, fast 

pulses,  other  systems utilise  square,  sinusoidally  or  pseudo-randomly modulated  waveforms. 

Arguably the most important criteria of an illumination system is how accurately it is able to  

produce this required waveform. Deviation of the actual optical waveform from the ideal can 

come from a number of sources, including the light  source itself,  the driver, and the control 

system generating the waveform.

The rise and fall times associated with the source are typically the dominant factor. These contain 

a  number  of  components.  There  is  a  time  constant  associated  with  capacitive  charging  and 

discharging,  which  depending  on  the  driver  may give  an  exponential  or  linear  rise  and  fall  

characteristic. In addition to this, properties of the source itself can lead to further distortion of  

the pulse or  waveform shape, particularly in the case of LEDs when turning off the source.  

Obviously switching characteristics can also be influenced by the design of the circuit board on  

which the light source is mounted, largely by contributing to the RC time constant and possibly  

by introducing capacitive coupling of noise or inductive ringing into the driving signal. Care  

needs to be taken to minimise these issues when designing a light source. Recent work has shown 

that  distortion  of  the  illumination  waveform can  be  by  far  the  dominant  factor  limiting  the 

performance of a 3D camera system: for example, the system reported in [47, 48, 52] experiences 

INL limitations due to harmonic distortion of the optical waveform.

Spectral properties

The spectral properties of the illumination source used are also of great importance. As has been 

discussed previously, this thesis is primarily concerned with optical 3D imaging. The use of radio 

or  microwave frequencies  is  therefore  not  being  considered,  as  these  are  less  suitable  for  a 

compact, high resolution, single chip imaging device. 

In many applications, it is desirable that the illumination light be of a wavelength invisible to the 

human eye in order to prevent the system distracting the user. This is relevant to applications  

such as gaming, where a bright light adjacent to the user's TV or monitor could clearly be off-

putting. In some of the potential military and security applications, discretion could be even more 

important. These requirements together narrow the available spectrum to the Ultraviolet (UV) 

and  Near  Infrared  (NIR)  regions.  While  the  use  of  UV  is  a  possibility,  it  does  carry 

disadvantages. Many common items, including clothing, fluoresce under UV light, restricting its  

usefulness as an invisible wavelength. A further disadvantage of UV light is the potential for 

damage to the skin and eyes. Based on these constraints, most commercial and research-based 3D 

camera systems use illumination wavelengths in the NIR region of the electromagnetic spectrum.
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The illumination wavelength chosen must also clearly be suitable for the detector technology 

being  used.  Figure  2.17 illustrates  the  spectral  response  of  a  SPAD  created  in  the 

STMicroelectronics 130nm CMOS imaging process. Deep sub-micron process technologies have 

typically yielded SPADs with peak sensitivity in the blue region of the spectrum [38, 108, 173]. 

These detectors nevertheless do provide some sensitivity to NIR illumination. However, recent 

work has demonstrated that it is possible to construct SPADs with improved sensitivity to either  

NIR [174] or UV [6] in the same or related technologies.

Figure 2.17: 130nm Technology SPAD Spectral Response

Spectral response of a SPAD in the STMicroelectronics 130nm CMOS imaging process [38].

Having chosen a target wavelength,  it  is highly desirable that the spectral distribution of the  

source be as tight as possible. This allows a narrowband filter to be used in the imaging system to 

pass the illumination light while rejecting a significant portion of the ambient light, which would  

otherwise  reach  the  sensor.  While  lasers  and  laser  diodes  can  offer  extremely  tight  spectral 

distributions, LEDs typically produce a broader range of wavelengths, as exemplified by the plot 

shown in Figure 2.18.
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Figure 2.18: Osram SFH4236 LED Emission Spectra

Emission spectra for the Osram SFH4236, a modern NIR LED. Source data extracted from device  
datasheet [171] and replotted. Note the broad spectral content, with 30nm FWHM.

Fortunately, the width of this distribution has tightened over recent years for high power NIR 

LEDs, tending towards just 30nm Full Width at Half Maximum (FWHM). Plotting the quoted 

FWHM for a number of past and present devices yields the trend shown in Figure  2.19. Such 

devices are quite suitable for use with narrowband notch filters as discussed in section 2.6.2.

Figure 2.19: Trend in LED Wavelength FWHM Over Recent Years

The FWHM of LED emission spectra has gradually been narrowing over recent years. Data obtained  
from numerous Osram LED datasheets including  [170, 171]. Note that some of the product release  
dates are estimated.
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Number of photons per Watt

Since the energy of a photon is related to its wavelength by Planck's constant (equation 2.3), the 

number of photons per Watt of illumination energy is dependent on the wavelength chosen. 

E=hf =
hc


(2.3)

Where:

E Energy of photon (J) h Planck's constant

f Frequency of photon (Hz) c Speed of light (m/s)

 Wavelength of photon (m)

Given a choice of two equally efficient light sources offering the same optical power output, the  

source with the longer wavelength will  produce more photons per Watt,  and consequently, a 

greater level of SPAD activity. Figure 2.20 illustrates this relationship.

Figure 2.20: Comparison of Spectral Irradiance and Photon Flux

Plot showing the spectral irradiance for a broadband source with the equivalent photon flux. Although  
the energy present  at  each wavelength is the same, this is comprised of  more photons at  longer  
wavelengths.
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Ambient contribution

Finally, when choosing an illumination wavelength it is worth considering the environment in 

which the system will be used. If expected to operate outdoors, the effect of solar radiation must  

be considered. With outdoor light levels exceeding 100,000 lux on a sunny day in Europe, the 

system  may  be  bombarded  with  ambient  photons,  hindering  the  range  measurement.  Some 

degree of filtering is highly beneficial in counteracting this, rejecting ambient light outwith the 

illumination wavelength range. However, ambient light within the filter pass band will always be 

detected by the system. It  is therefore desirable, if  at  all  possible,  to choose an illumination  

wavelength at which there is minimal solar irradiance. 

Figure  2.21 shows the spectra of direct solar irradiance at sea level, obtained from  [175]. As 

discussed previously, this must be converted from power into photon flux to be relevant to single 

photon imaging. Both versions of the data are shown in the plot for comparison. Note that the  

NIR contribution is emphasised since longer wavelengths provide more photons per Watt.

Figure 2.21: Ambient Solar Spectra at Sea Level

Graph showing the solar spectra at sea level, both as spectral irradiance in blue and the equivalent  
photon flux – of far greater relevance to SPAD imaging – in green. This later curve shows that the NIR  
content is significantly emphasised when counting individual photons.

While light from the sun closely matches the 5,800K black body model, the graph illustrates that 
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there are a number of 'notches' in the ground level spectra. These correspond to the abortion 

bands of various components of Earth's atmosphere. Of particular relevance to 3D imaging are 

the notches at 760nm due to O2, and 940nm which is one of the absorption bands of water. While 

760nm is in the red region of the visible spectrum, 940 is completely invisible to the human eye,  

even when considering the broad emission spectra of an LED. It is therefore no coincidence that 

many 940nm LEDs are commercially available as light sources for imaging systems. However, at 

this wavelength the detection efficiency of currently available SPADs is particularly poor.

2.6.2 Imaging Optics

Optics are vital to any imaging system. This is certainly true for 3D imaging, which places a 

unique set of demands upon its optical system. While the focus of this thesis – outlined in chapter 

1 – lies in the exploration of alternative sensor architectures for 3D imaging, rather than the  

setting of a new performance record requiring the optimisation of the system as a whole, it is 

nevertheless desirable to include a brief discussion of the challenges involved in constructing the 

optics for a 3D camera. However, since this is not strictly necessary to understand the circuit 

concepts which follow, this discussion is kept intentionally brief.

As with any imaging system, the light  collecting ability  of the imaging lens is an important  

factor. This is quantified by a lens's F-number, which bears a reciprocal relationship to diameter.  

The desire to capture the maximum possible number of reflected illumination photons drives lens 

choice towards lower F-numbers, with an extremely fast F1.0 lens having been used in some 3D 

camera work [176]. Simply replacing F1.4 optics with such a lens would provide twice the light 

intensity on the focal plane: a significant boost to system performance difficult to find in other  

areas,  such as by attempting to  increase pixel  fill  factor.  However,  lenses with such low F-

numbers tend to be bulky and expensive, with F1.4 or greater being considerably more practical 

for low cost systems. 

There  is,  however,  a  key way  in  which  3D imaging  systems  differ  from their  2D imaging 

counterparts. While a 2D camera is typically focused on the primary 'subject' in the image, which  

may result in other features being blurred, a 3D camera is expected to simultaneously report the 

distance to all objects in the scene, and not just a select feature of the foreground. This translates 

to a requirement for a high depth of field. However, since this varies with F-number, a trade-off 

exists. For example, moving from F1.4 to F1 – an increase of one stop – results in a doubling of  

the detected optical power, and a square root of 2 increase in blurring diameter b for an out of 

focus objects, a distance xd  metres from the subject, as governed by the relationship in equation 
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2.4.

b=
fms

N
xd

s±xd
(2.4)

Where:

b Blur disc diameter (m) f Focal length (m)

ms Subject magnification N F-number

xd Distance from subject (m) s Subject distance (m)

As has been previously discussed, a narrowband filter is commonly used in the optical path of 3D 

imaging systems in order to suppress background light. The use of an interference-based notch 

filter provides the best signal to ambient ratio, with these filters being available with pass band 

widths comparable to the spectral bandwidth of LEDs (40nm), such as  [177] and laser diodes 

(10nm or narrower), e.g. [178], and having excellent pass band transmission. The disadvantage of 

these filters is their cost. While not prohibitive for research purposes, this presents an issue where  

high  volume  consumer  applications  are  concerned.  A  cheaper  alternative  is  the  use  of  an  

absorption-based filter, which could potentially be included on the sensor die itself using the  

colour process capabilities of modern CMOS imaging processes: a significant advantage as the 

CMOS image sensor industry begins to consider the volume manufacture of 3D image sensors  

[179].  However,  such filters  provide poorer  passband transmission  and much slower roll-off 

characteristics, resulting in a lower signal to ambient ratio.

2.7 Conclusions

This chapter has presented an overview of the existing literature in the field of three dimensional 

imaging. While far from being an exhaustive encyclopedia of the field, the key milestones in the  

development of 3D imaging have been highlighted and the respective merits of the numerous  

categories of range imaging system discussed. Particular attention has been given to ToF 3D 

imaging techniques, adopted as the focus area of the work presented in this thesis. With this  

category of approaches, the complex processing issues and scene detail requirements inherent in  

passive ranging systems are avoided.  Unlike other active ranging solutions,  the projection or 

scanning of  a  spatially  complex illumination  pattern over the  target  region  is  not  necessary,  

allowing simple, cheap and compact light sources to be used: key requirements for consumer 
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oriented devices.

Two means of  performing range imaging are  then available,  both investigated in  this  thesis: 

Time-Correlated  Single  Photon  Counting  (TCSPC),  and  demodulation  using  coarse  photon 

binning.  Table  2.1 summarises  the  key  parameters  for  a  selection  of  examples  of  these 

techniques, spanning the solid-state ToF categories discussed in sections  2.4 and  2.5. TCSPC 

systems provide very good ranging performance, but require a high bandwidth light source and 

large,  complex  time-stamping  circuitry.  While  the  latter  approach  can  be  realised  with  a 

considerably smaller, simpler pixel, less 'information'  is extracted from each incident photon, 

thereby  requiring  greater  illumination  power  to  achieve  the  same  range  measurement 

performance. However, given the less stringent optical bandwidth requirements of demodulating 

systems, a bank of simple LEDs can be used to provide sufficient illumination power in order to  

achieve similar performance to that possible with TCSPC.

Substantial  progress  has  been  made  in  the  creation  of  analogue  phase-demodulating  pixel 

structures, and many authors continue to contribute excellent research in this field. However, the  

work in this thesis focuses on the use of Single Photon Avalanche Diodes (SPADs) as a direct 

means of digitally counting incident photons with high timing precision, thus avoiding the speed 

and noise issues associated with analogue demodulating pixels or electro-optical shutters. It is  

this  category  of  approaches  which  has  enjoyed  the  greatest  benefits  of  the  rapid  pace  of 

semiconductor technology development, enabling the integration of compact digital electronics 

onto the focal plane.
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Table 2.1: Solid-State ToF Ranging System Comparison

Parameter [49, 107] [51, 141] [157, 158] [163, 164] [47, 48, 
52]

Unit

Operating principle TCSPC Demodulating -

Detector type SPAD with 
external 
TDC

Pinned PD 
with 
Photogates

CAPD PD with 
electronic 
shutter

SPAD with 
digital 
binning

-

Year of first publication 2008 2010 2010 2010 2008 -

Sensor resolution 128×128 80×60 160×120 160×120 60×48 -

Pixel pitch 25* 10 10 29.1 85 µm

Process node 0.35 HV 0.18 0.18 0.18 0.35 HV µm

Pixel fill factor 6 24 25 34 0.5 %

Illumination modulation 
frequency

40 20 20 0.02 30 MHz

Illumination optical 
power on scene

1 80 140 89 800 mW

Integration time 50 50 30 36 45 ms

Ambient illumination 150 Not stated Not stated 20k 100 lux

Maximum 1  distanceσ  
resolution at 2.4m

5.2 140 150≈ 80≈ 38 mm

Maximum distance INL 
up to 2.4m

9 40 100≈  
(<3.3%)

Not stated 110 mm

Chip power dissipation 150 18 200 315 35 mW

Table summarising the key parameters for a selection of solid-state ToF 3D imaging systems spanning 
the main approaches discussed. * TDCs located outside pixel array, each shared by 512 pixels.

Unfortunately, all implementations of these systems to date have produced dense data streams 

requiring  software  or  firmware  analysis  to  generate  range  images.  It  seems  apparent  that  a 

significant area of design space remains unexplored, encompassing embedded algorithms which 

utilise feedback to intrinsically sense the position of an incoming pulse or the phase shift of a  

continuous  waveform.  Such an approach would significantly simplify  the  design  of  any end 

product in which a ranging device were to be used, and may represent a more optimal system 

partitioning. The enormous volume of data which must be read out of current ranging chips could 

be greatly reduced to a more scalable and manageable level, allowing larger range imaging arrays 

to be created.
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The remainder of this thesis is devoted to an exploration of these concepts. Chapter  3 explores 

firmware level approaches to extracting range information from TCSPC data obtained from the 

Megaframe camera  discussed  earlier,  before  proposing  ways  of  accomplishing  this  in  pixel.  

Chapter  4 then  proposes  a  new  pixel-level  3D  imaging  algorithm  which  allows  a  phase-

demodulating sensor to produce depth maps directly using in-pixel phase domain delta-sigma 

loops:  the  headline  work  of  this  research.  An implementation  of  this  sensor  is  presented in  

chapter 5, with corresponding characterisation results discussed in chapter 6.
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CHAPTER 3:PARALLEL TIME-CORRELATED SINGLE 

PHOTON COUNTING

3.1 Introduction

As has been discussed in chapter  2, numerous approaches to 3D imaging exist. The Time-of-

Flight (ToF) category – the focus area of this thesis – comprises two alternative techniques, both 

involving the active illumination of the target scene with pulsed or otherwise modulated light.  

While  “indirect”  ToF imaging involves  techniques for  inferring the round trip  time of these 

illumination  photons  from  source  to  target  and  back  to  the  detector,  “direct”  ToF  imaging 

systems instead seek to measure this quantity.

The  individual  photoreceptor  sites  of  the  conventional  image  sensors  to  which  we  are 

accustomed, now prevalent in a myriad of devices and systems, sense only the intensity of light. 

Photons nevertheless possess a range of additional properties, including polarisation, wavelength 

and time of arrival. Indeed, for a variety of applications, intensity imaging alone is not sufficient.  

“Time-Correlated Single  Photon Counting” (TCSPC) refers  to  a broad range of  technologies 

concerned not only with the detection of individual photons, but also with the harnessing of the  

time  domain  information  they  convey  [42].  These  techniques  are  of  great  value  wherever 

temporal information is of interest, a description which of course includes direct ToF 3D imaging 

[118],  wherein  the  arrival  times  of  photons are  measured with respect  to  the  pulsing of  the 

illumination source, allowing distance to be determined. Further applications include biological 

analysis  using  techniques  such  as  Fluorescence  Lifetime  Imaging  Microscopy  (FLIM)  [35]. 

These techniques are powerful: as chapter 2 explained, TCSPC-based 3D imaging systems have 

an  advantage  over  their  phase-demodulating  kin  with  respect  to  the  greater  quantity  of 

information gleaned from each detected photon, yielding higher measurement accuracy from a 

given level of light. Similarly, the use of fluorescence lifetime imaging methodologies in the 

biological  sciences  is  highly  beneficial,  enabling  analyses  of  and  discrimination  between 

biological  processes  invisible  or  indistinguishable  with  conventional  intensity  imaging  alone 

[180].
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While  TCSPC systems  have  historically  consisted  of  a  discrete,  non-pixelated  detector  and 

independent  time measurement  apparatus  [42],  recent  advances  have  seen  imaging arrays  of 

Single  Photon  Avalanche  Diodes  (SPADs)  constructed  in  increasingly  advanced  CMOS 

processes, with internal time-stamping circuitry. The advantages of progress in this direction, 

with respect to both direct ToF 3D [49] and bio-imaging applications [181], include the ability to 

perform 2D acquisition and to time-stamp greatly increased numbers of individual photons per 

second,  allowing  rapid  construction  of  wide  field  images  without  the  need  for  bulky  and 

expensive  mechanical  scanning  equipment.  To  harness  the  compelling  benefits  of  increased 

integration,  an  EC-funded  research  programme  called  Megaframe  was  undertaken,  in 

collaboration  with  colleagues  at  the  University  of  Edinburgh,  STMicroelectronics  imaging 

division, and a number of other leading European universities and research establishments [43], 

as introduced in chapter 1. As will be discussed, the early stages of the work documented in this 

thesis involved extensive contributions to this project, including the design and implementation 

of the digital control and readout architecture of a 32×32 pixel TCSPC sensor  [182] and the 

associated FPGA firmware  [46], with involvement in the development of the initial computer 

software for acquisition and analysis [183]. This sensor, wherein each of the 1,024 pixels couples 

a SPAD for discrete photon detection with a 10-bit resolution Time to Digital Converter (TDC) 

for temporal measurement, was designed to deliver frames of time-stamp data at up to 1Mfps, 

handling a maximum of over one Giga-photons per second: a significant increase on the photon 

throughput capabilities of existing TCSPC systems [12, 13].

There are nevertheless a number of practical issues with the direct ToF approach, which are in 

fact true of TCSPC systems in general. The enormous volume of information harnessed, despite  

being a strength, also presents a serious challenge: with timestamp data being generated for every  

detected photon, the data rate produced by an array-format TCSPC sensor can reach Gigabits per 

second. Indeed, during the subsequent design of the final Megaframe sensor with an enlarged 

160×128 pixel  array,  the  management of  the sheer volume of data  the system is  capable  of  

producing  proved to  be  one  of  the  most  serious  design  challenges  [3,  5].  Accordingly,  any 

successful direct ToF imaging system utilising a TCSPC approach must deal adequately with this  

issue. This creates a strong incentive to process data as quickly and as close to the point of origin 

– the sensor's focal plane – as possible.

This chapter presents the contributions made, as part of this research, towards the Megaframe 

project in the area of highly parallel TCSPC imaging, with the work of colleagues being fully 

acknowledged throughout. The resulting 32×32 pixel TCSPC sensor (MF32) is demonstrated as a 
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functional 3D camera, although due to project time constraints the necessary depth estimation 

algorithm  was  implemented  only  in  software,  restricting  the  frame  rate  achievable  with  the  

system.  The  chapter  concludes  by presenting  a  proposal  for  a  new category  of  3D imaging 

system:  one  employing  the  concepts  of  a  TCPSC sensor,  but  avoiding  the  typical  data  rate  

limitations  by  harnessing  an  on-chip  depth  estimation  algorithm  featuring  a  pulse-position 

locking  loop.  The  proposed  architecture,  although  not  yet  implemented,  would  provide  the 

significant benefit of immunity to distortion of the shape of the optical waveform, a limiting 

factor particularly for the indirect ToF systems explored in the remainder of the thesis.

3.2 A One Million Frames Per Second TCSPC Imager

3.2.1 Megaframe – Background and Motivation

As has been introduced, Megaframe was a multi-disciplinary collaborative project tasked with 

the goal of creating an array of SPAD based pixels capable of very high frame rate imaging, with 

each pixel having the ability to resolve photon times of arrival to within 100ps relative to a 

reference  source  [184].  While  the  project  primarily  targeted  FLIM  and  related  scientific 

applications, range-imaging was identified as an additional exploitation opportunity during the 

early  stages.  Consequently,  significant  synergies  existed  between  the  requirements  of  the 

research presented in this thesis, and those of the Megaframe consortium. An involvement in the 

programme therefore became a natural extension of this work. 

The  project  consisted  of  two  main  design  phases.  Firstly,  a  32×32  pixel  sensor  was  to  be  

developed,  with  two  versions  of  the  sensor  allowing  alternative  pixel  architectures  to  be 

investigated within a common framework. This framework – required to handle the significant 

task of synchronising, controlling and reading out the data from a 1,024 element array at 1Mfps – 

defined the means by which these pixels would communicate with the outside world [182]. This 

'harness' was developed along with colleagues at the University of Edinburgh and implemented 

as part of the work documented in this thesis, with the specific contributions being discussed in 

section 3.2.2. Meanwhile, the two required pixel designs, trialling a Time to Analogue Converter  

(TAC) [11] and delay-line TDC [10], were developed by groups at FBK and EPFL respectively, 

each conforming to the array harness specification [182]. Two versions of the sensor were then 

implemented,  each  instantiating  an  array  of  one  of  the  two  pixel  types  into  the  framework 

described previously. However, in the final months preceding the tape-out, an additional two 

TDC pixel implementations were conceived by Drs. Robert Henderson and Justin Richardson of  
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the University of Edinburgh, respectively implementing statically- and dynamically- Gated Ring-

Oscillators (GROs)  [12], with some input to the control and readout aspects being contributed 

during the present research  [96]. A third version of the MF32 sensor was therefore developed, 

comprising two 32×16 arrays allowing these designs to be tested: due to Multi-Project-Wafer  

(MPW) area constraints, the creation of an additional  two devices was not possible. The three 

MF32 devices, and a separate chip comprising test structures that would ultimately demonstrate  

the  highly  successful  PWELL-NISO  junction  SPAD  [38] (also  developed  by  Drs.  Justin 

Richardson and Robert Henderson), were submitted for manufacture in January 2008.

In order to utilise these devices, significant hardware [185], firmware [186] and software [183] 

design challenges remained. Section  3.2.3 will discuss contributions made towards the FPGA 

platform, allowing high frame rate data to be captured from the sensor and processed within an 

extensible data pipeline. Similarly, the software environment developed for the acquisition and 

display of this data is presented in section  3.2.4. Finally, section  3.2.5 discusses the additional 

processing modules for real-time fluorescence lifetime estimation and histogramming constructed 

by colleagues to sit within the FPGA framework, and summarises the bio-imaging experimental  

results achieved with this system.

Following this experimental work, the Edinburgh-designed GRO pixel  with static gating was 

selected  for  use  in  the  final  phase  of  the  project  due  to  its  stability,  scalability  and  timing 

resolution. A 160×128 pixel version of the sensor was then developed by the consortium (the 

MF160×128) [3, 5], based on an enhanced version of the MF32 architecture which included on-

chip compression and lifetime estimation logic developed by colleagues.

3.2.2 MF32 Digital Architectural Design and Implementation

As introduced previously,  the Megaframe project  was primarily  concerned with fluorescence 

lifetime analysis of biological samples. This technique involves the excitation of a specimen with 

very  short  pulses  of  light,  which may be absorbed  by the  sample  giving rise  to  fluorescent  

emission.  A microscope  then collects  these released photons,  delivering them to an analysis 

system.  The  MF32  device  was  intended  to  provide  a  compact  and  economical  means  of 

performing this analysis, while acting as a development milestone en route to the larger and more 

integrated 160×128 pixel system. 

To provide a base platform for the system, an FPGA motherboard was used. Initially developed 

by EPFL for a non-related project (the “Large Array of SPADs”, lending the board its name), the 
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LASP motherboard provides a pair of Virtex II FPGAs to drive the device and process the data,  

while numerous high bandwidth I/O interfaces are provided to link the system to an external PC 

for control, storage and interpretation of the data  [187]. The role of the FPGA devices and the 

firmware deployed onto them is discussed later in section 3.2.3. A daughtercard serves to mate 

the Megaframe device – packaged in a 180-pin ceramic package – to the LASP motherboard,  

with the complete setup being illustrated in Figure 3.1, forming the basis of the MF32 Evaluation 

Kit (EVK).

Figure 3.1: MF32 EVK Hardware

Photograph depicting the Megaframe 32×32 device Evaluation Kit (EVK) hardware, comprising LASP  
motherboard, daughtercard, and CPGA180 packaged die. Image courtesy of Dr. Justin Richardson.

Depending on the experiment being conducted, the system may be operated with a variety of 

light sources, including high performance lasers and cheaper laser diodes. To accommodate the 

differing properties of these devices, a number of clocking options were required. Specifically, it  

is  possible  to  operate  in  a  master  mode,  where  the  system  drives  a  pulse  train  into  the 

illumination source, and a slave mode, where the output of a self-oscillating source is optically  

captured and used as the reference for the various system clocks. Figure 3.2 provides a simplified 
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illustration of this configuration.

Figure 3.2: Bench Level EVK Architecture

Block diagram illustrating the bench level components comprising the Megaframe EVK. Adapted from  
version originally created for [182].

The high frame rate required for the Megaframe project presented challenges in the design of the 

readout architecture. It must be recognised that the output of raw 10-bit time-stamp data from the  

final 160×128 pixel array at the desired 1MHz frame rate is not practical, as this would result in a 

data  rate  of  over 160Gbits  per  second,  hence the reason on-chip compression schemes were 

explored  during  the  design  of  this  later  sensor.  However,  since  the  32×32  array  was  a 

development device rather than a product immediately intended for end users, it was deemed 

desirable that the full raw frame data be made available for off chip processing. This reduced the 

complexity of the design and associated risk, while providing maximum flexibility. At a 1MHz 

frame rate with 10-bit resolution, the sensor produces 10.24Gbits of data per second. Therefore,  

sufficient output bandwidth is required to accommodate this volume of data.

Figure  3.3 illustrates  the  readout  architecture  adopted,  collectively  defined  by  the  project 

partners. While the use of a very high speed serial interface such as LVDS would have permitted 

the transfer of this data with relatively few Input/Output (I/O) pads, this would have introduced 

significant additional complexity into the design. Instead, a larger number of standard digital  

output pads operating at a much lower frequency were employed. By splitting the array into two 

sub-arrays as shown, one output pad was assigned to each column of 16 pixels sharing a common 
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bus. The 10-bit parallel output of each column is individually serialised, producing 64 serial data 

streams operating at up to 160MHz at full frame rate. The readout process begins with the centre 

two rows, expanding outwards as shown.

Figure 3.3: Megaframe 32×32 Device Block Diagram

Block diagram illustrating the digital architecture of the Megaframe 32×32 device, including peripheral  
support  cells:  Band Gap (BG) reference,  glue logic,  I2C interface and Phase-Locked Loop (PLL).  
Adapted from initial version created for [182].

In realising the design,  a  number of  STMicroelectronics “macro cells” were used.  These are  

existing fully  designed modules  intended to  be  reused  in  many projects,  saving  engineering 

resources.  An Inter-Integrated Circuit  (I2C) serial interface macro was included to provide a 

means of controlling the many configuration registers without the need to dedicate a pad for  

each. A band gap macro was included to generate reference voltages and currents required by the  

TAC based device, and a Phase-Locked Loop (PLL) macro was employed for clock generation.  

Similarly, the pad ring was generated using standard I/O cells, positioned by a script as specified 

in a top level Verilog connectivity file. 

The design of the high bandwidth readout architecture was undertaken as part of the research 

presented in this thesis, consisting primarily of a Y-decoder, which selects the individual rows of  

the sensor to be read out in turn, and 64 half-column serialisers, which transmit the 10 bits of data 

from each pixel to the FPGA via dedicated pads. In addition to these cells, clock and control 

signal distribution trees were constructed by colleagues to propagate the many critical timing 

signals to the pixel array, while a glue logic cell was included to perform reset signal handling 

and generate a number of internal control signals. 
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The pixel array lies in the centre of the device. As discussed previously, three versions of the 

Megaframe 32×32 chip were produced, each containing a different pixel designed by one of the 

project partners, confirming to the generic pixel architecture illustrated in Figure 3.4. A Region 

Of Interest (ROI) may be defined by programming a pattern of row and column enable signals. 

The  SPADs  in  disabled  pixels  are  inhibited  from  firing,  reducing  system  noise  and  power 

consumption, while disabled rows are skipped by the Y-decoder in the readout process, allowing 

the full readout bandwidth to be devoted to the selected pixels, permitting even higher frame 

rates. A memory block was included in the pixel to maximise photon throughput, allowing the 

TAC or TDC to begin acquiring the next time-stamp while the previous frame of data is still  

being read out. By activating the ROWSEL lines, the Y-decoder instructs each row of pixels to  

assert their output tri-state buffers in turn, thereby passing the data to the column serialisers. A  

TESTSTART  signal  was  also  included  to  provide  an  electrical  means  of  stimulating  the 

TACs/TDCs  for  characterisation  purposes.  The  complete  design  was  then  assembled  by  the 

design team ready for production.

Figure 3.4: Megaframe Generic Pixel Architecture

Simplified block diagram illustrating the generic architecture of the Megaframe pixel, common to all  
pixel variants, indicating the position of the TAC or TDC.

3.2.3 FPGA Firmware Development

Following the submission of the three MF32 devices and test chip for manufacture and the design 

of the physical test hardware [185, 186], attention was devoted to the development of the FPGA 

firmware responsible for configuring, controlling and receiving data from the sensor. This design 

task  was  led  from the  University  of  Edinburgh  as  part  of  the  present  research  project  and 

documented  in  [46],  with  assistance  from  colleagues  where  noted.  For  clarity,  appendix  A 

provides the full credits for work on the various modules comprising the Megaframe firmware 
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platform, and indicates those which were later reused in the RangingTest platform described in 

chapter 5. The modules are implemented primarily in the Verilog hardware description language 

(HDL),  with  some additional  blocks from external  sources  instead  using VHDL. Figure  3.5 

shows a block diagram of the firmware architecture, discussed in the remainder of this section.

Figure 3.5: MF32 FPGA Firmware Architecture

Block diagram illustrating the top level  architecture of  the Megaframe 32×32 device firmware, and  
detail of the I2C and USB bridge modules. Modules shown in light blue were added by colleagues at a  
later date. Full firmware credits are contained in appendix A.

The open source Wishbone format  [188] was chosen to  provide a  data  bus linking the core 

modules, providing a means of control and transport of data. This architecture was both easily 

implemented and extensible, while benefiting from the availability of a variety of open source  

components. In particular, the bus arbiter – a complex piece of logic required to sequence access 

to the shared bus – was constructed using the freely available Wishbone Builder tool kit [189], 

saving significant design time. The various sub-systems comprising the MF32 firmware platform 

were then designed as Wishbone slave modules and connected to this bus. A top level register  

bank provides control signals for various aspects of the firmware, while a line timing generation 

module produces the various clock signals required to operate the Megaframe silicon. However, 

an issue with the generation of one of these signals forced the reduction of the sensor data clock  

speed from 160 to 80MHz, yielding a frame rate of 500kfps: an issue which could likely have 
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been addressed with further development time. An I2C bridge module provides an I2C master  

interface for configuring the registers within the Megaframe device, while an internal copy of the 

Megaframe I2C slave allows the state of the I2C registers to be monitored within the FPGA 

firmware. To allow the PC workstation to communicate with and control the platform, a USB2 

interface  is  also  provided  [190].  This  USB  bridge  module  consists  of  three  sub-blocks.  A 

Wishbone  interface  master  port  couples  the  module  to  the  internal  Wishbone  bus,  allowing 

communication with the other design components. Similarly, a USB interface module, designed 

by Lucio Carrara of EPFL, allows the module to communicate with an external USB2 micro-

controller  included  on  the  LASP  mother-board.  Finally,  a  controller  module  couples  these 

components, managing the interface between the system and USB clock domains and handling 

the  simple  packet-based  protocol  which  was  developed  to  allow  upstream  and  downstream 

transmissions between the PC and Wishbone bus modules [183].

A data processing pipeline architecture was developed to handle the image data received from the 

sensor. The pipeline is partitioned into two halves – each handling the data from half of the 

sensor – and composed of a series of pluggable modules which are required to implement a  

strictly  defined interface  [46]. This  potentially  allows the intermediate  modules to  be added, 

removed  or  rearranged  at  a  later  date:  flexibility  which  allowed  the  later  introduction  of 

firmware-based lifetime estimation algorithms, as will be discussed in section  3.2.5. However, 

the pipeline must always begin with the deserialiser module, which receives the two sets of 32 

high speed serial data streams from each half of the sensor, and converts these into two 320-bit  

parallel  format  buses  (comprising  32  column  channels  of  10-bit  TCSPC  data)  suitable  for 

processing within the FPGA at the more easily manageable line clock rate of 16MHz. This data 

then flows along the pipeline, where it may pass through processing modules providing functions 

such as data normalisation, histogramming or fluorescence lifetime extraction. 

Image acquisition is performed by a T-piece module, which sits within the pipeline and allows 

frames to be captured and optionally summed or averaged over an extended exposure period 

before being transferred to the PC via the USB2 interface. Of course the raw data, arriving at a 

maximum rate of 10.24Gbps, cannot be streamed to the PC in its entirety due to the relatively 

low 480Mbps maximum USB2 interface bandwidth (which in practice is a highly optimistic 

upper limit, constrained by the USB protocol overheads and other factors on the PC). Indeed, the 

T-piece module is intended for relatively low (video) rate transfer of frame data for visualisation 

purposes. This is sufficient for the viewing of intensity mode data – which typically demands 

longer frame times anyway due to the exposure period required to acquire a sufficient number of 
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photons to produce a low-noise image – and for transmitting the output of real-time lifetime 

estimation  algorithms  such  as  those  presented  in  [9,  191].  The  module  comprises  an  image 

acquisition subsystem able  to  accept data  from the incoming pipeline,  and a frame buffer to 

which captured data is copied for subsequent USB transfer to the PC via the Wishbone interface. 

This pipelined architecture allows the acquisition front end to begin acquiring new data while the  

previous frame's data is being transferred over the relatively slow USB link. As well as grabbing 

single incoming frames, the acquisition system can be requested to sum or average up to 216 

frames, in which case acquisition can become time consuming and the ability to acquire and 

stream in parallel becomes important, enhancing the maximum achievable frame rate.

The LASP board also features 128MB of SDRAM, split between the two FPGAs. In order to 

allow the  system to  perform full  speed  (1Mfps)  image  capture  for  short  periods,  a  memory 

subsystem was specified  [192] and later implemented in collaboration with colleagues Andrew 

Kinsey and Ed Duncan of Pixic Ltd [193]. As the terminating module in the data pipeline, the 

memory controller allows bursts of full frame rate data to be recorded for subsequent download 

and analysis. The available memory allows for 100ms of full rate data. However, a compression 

capability  was  also  implemented,  exploiting  the  relatively  sparse  nature  of  time-stamp  data  

arising  from  typical  FLIM  experiments.  This  enabled  the  system  to  operate  for  extended 

acquisition periods, increasing the burst duration by up to an order of magnitude in some cases.

3.2.4 Software Framework and Engineering Test GUI

In order to provide a means of controlling and receiving data from the firmware platform and 

device itself, a software application was developed, with the part time assistance of Malcolm 

Crossley, Alex MacMillan, Lucio Carrara, and Iain Jackson, and later extended by the project's 

software engineer Alex Butts. As illustrated in Figure 3.6, a software architecture consisting of 

four layers was developed. The open source LibUSB library  [194] was used to provide basic 

USB communications with the hardware. A 'low level driver' was then developed in collaboration 

with Lucio Carrara, encapsulating the LibUSB library and providing a more abstract interface, 

hiding some of the details of the physical USB link from the upper layers in the software stack.  

Above this, a communications manager layer was constructed in collaboration with colleagues at 

the University of Edinburgh. Built  with knowledge of the firmware in mind, this component  

provides a simple interface allowing the user application to issue high level commands, such as 

requesting a frame of image data to be transmitted, or a specific register value to be changed. The 

communications manager then executes the necessary sequence of USB transactions to perform 

the desired operation. These modules were all implemented in platform-independent C++ code.
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Figure 3.6: Block Diagram of Software Structure

Block diagram illustrating the hierarchical structure of the Megaframe software, showing the purpose of  
each component and the language used for its implementation.

Finally, a user interface was developed to utilise these modules to allow interaction with the 

system. In order to save development time, this was again implemented in C++ but with the 

graphical elements constructed using the Microsoft .NET framework, which provides a simple 

means of creating user friendly graphical applications. This restricts the application to Windows 

computers only, but this was not deemed to be a significant issue. A screen shot depicting this 

application is  contained in  Figure  3.7.  Named the  “Megaframe Engineering Test  Tool”,  this 

interface served to provide a means of controlling the low level details of firmware and sensor 

operation, as required for debugging and characterisation purposes. As such, it presents a vast  

array of options which may seem somewhat bewildering to those unfamiliar with the system, a 

discussion of which is outwith the scope of this thesis. For this reason, a more minimal interface  

was later created by Alex Butts, built upon the same underlying software stack to provide end 

users with a simpler means of interacting with the system. The refined version of the platform 

later created by David Tyndall provides a much more streamlined application, automating many 

of the control and configuration tasks.
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Figure 3.7: MF32 Engineering Test Tool

Screen shot depicting the initial MF32 Engineering Test Tool, developed for the system debugging  
process. In this case the image displayed is synthesised test data.

3.2.5 Real-Time TCSPC Imaging with the Megaframe Sensor

With  the  MF32  sensor  designed  and  fabricated,  and  a  hardware,  firmware  and  software 

Evaluation  Kit  (EVK)  created  to  facilitate  its  use,  a  program  of  experimental  work  was 

undertaken by the  Megaframe consortium to  illustrate  the  suitability  of  the  sensor  for  time-

correlated bio-imaging experimentation.  The  extensible  platform discussed over  the  previous 

pages was built upon by colleagues to incorporate two alternative rapid lifetime determination 

algorithms  –  the  Integration  for  Extraction  Method  (IEM)  [9,  14,  15],  and  Centre  of  Mass 

Method (CMM) [191] – as well as a real-time histogramming capability [8]. The resulting system 

was  then  subsequently  employed  in  the  demonstration  of  highly  parallel  TCSPC  FLIM  in 

numerous application areas, including the imaging of pollen grains  [8, 195] and DNA micro-

arrays  [7]. Figure  3.8 contains example images depicting the use of the system for real-time 

lifetime analysis of fungal spores, conducted by Drs. David Li and Jochen Arlt of The University 

of Edinburgh [9].
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Figure 3.8: Example MF32 FLIM Images

a) b) c) d)

kHz ns

Bio-analysis images captured using the MF32 sensor: Brightfield images captured with a) standard  
CCD camera for reference, b) MF32 photon-counting mode, c) fluorescence intensity image with count  
rate in kHz, d) real-time fluorescence lifetime image generated by FPGA firmware, with axis in ns [9].

3.3 3D Imaging with a TCSPC Sensor

3.3.1 Overview

In parallel to the bio-imaging experiments being conducted by colleagues as described above, 

attention was devoted to the demonstration of the MF32 platform as a 3D range-imaging system: 

the  focus area of  the  present  research.  To accomplish this,  a  pulsed diode  laser  with beam-

expanding optics was coupled to the MF32 platform. The sensor delivers frames of photon Time-

of-Arrival (ToA) data to a firmware processing pipeline at a design rate of 1Mfps. However, as 

chapter  2 has  discussed,  the  generation  of  this  data  is  only part  of  the challenge facing the 

TCSPC imaging system designer.  A further  significant  problem remains in the  creation of  a 

system to actually utilise that information. With data arriving at over 5Gpbs, this is not a simple 

task.

The worth of this data can be appreciated by considering the unlikely journey an illumination 

photon must take in order to contribute to the resulting 3D image. Having transited from the 

illumination source in the direction of the target, such a photon must, upon striking the target  

object, not only avoid absorption but be returned within the solid angle of the imaging objective, 

placing it en route back to the sensor. However, it must then not only traverse the numerous  

barriers of the filter, lenses, and optical stack of the sensor – presenting many possible interfaces 

from  which  scattering  may  occur  –  but  also  successfully  ignite  a  self-sustaining  avalanche 

breakdown in the SPAD. Only then, assuming the pixel which detects it has not already been 
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triggered in the same frame, can this valuable photon fulfil its purpose of allowing the sensor to  

generate a time-stamp – a grain of information relating to the distance to the target object. While  

each 10-bit word may indeed represent such a time-stamp, these codes are intermixed with those  

of  dark counts  and uncorrelated ToAs, as  well  as  a great  many cases where no photon was 

detected in a given frame at all.  The valid time-stamps clearly therefore represent a valuable 

resource – one that must not be wasted in a successful TCSPC 3D imaging system.

This section presents two approaches which were investigated to address this problem of data 

utilisation. Firstly, an attempt was made to exploit the full volume of raw data within the FPGA, 

using a firmware algorithm to amalgamate the many disparate time-stamps produced by each 

pixel into a single estimate of depth, with an associated quality metric. As section  3.3.2 will 

explain,  this  technique,  which  is  based  on  the  averaging  of  valid  TCSPC  codes,  can  be 

considered a forerunner of the enhanced CMM approach later developed by colleague Dr. David 

Li for real-time FLIM applications [191]. However, this approach was found to exhibit sensitivity 

to  the  uncorrelated  counts  induced  by  ambient  illumination  and  DCR.  Consequently,  an 

alternative approach was devised, to be presented in section  3.3.3. Instead of simply averaging 

the valid codes, a ToA histogram was independently constructed for each pixel, allowing the 

position of the returning optical pulse to be identified. While this approach proved successful, 

due to project time constraints it was only possible to implement this capability in software (prior  

to  the  development  of  the  FPGA-based  histogramming capability  by  colleagues  [8]),  which 

imposed  a  frame  rate  limitation  due  to  the  limited  communications  bandwidth  between  the 

hardware and PC. Nevertheless, section 3.3.4 will show that this system proved capable of 3D 

imaging:  the  first  such  demonstration  using  a  sensor  with  fully  parallel  focal-plane  time-

stamping.

3.3.2 Time-Stamp Averaging – The Centre of Mass Method (CMM)

When utilising an ultra-short pulsed illumination source, an estimate of distance can be obtained 

simply by averaging the time-stamps of detected photons with respect to the illumination pulses  

to  determine  the  returning  pulse's  centre  of  mass,  if  the  effects  of  dark  count  and  ambient 

illumination are ignored. As Figure 3.9 illustrates, these combined sources of uncorrelated counts 

skew the resulting range estimate. Since the mean centre of mass of the uncorrelated counts will  

always be at mid scale (with some variation around this due to the quantised nature of light), the 

resulting range estimate is pulled towards this value. This has two consequences. Firstly, the 

magnitude of this 'gravitational pull' towards mid-scale varies with the relative number of signal 

versus uncorrelated photons, introducing a weighting related to this relative intensity into the 
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derived distance  estimates.  Secondly,  the  dynamic  range of  the  computed depth  estimates  is 

compressed by the pull towards mid-scale, further diminishing the quality of the data, even were 

correction to be applied.

Figure 3.9: Illustration of CMM Principle for Depth Estimation

Diagram depicting a ToA histogram comprising a returning pulse superimposed on an uncorrelated 
noise floor. The centre of mass of each component is shown, along with that of the two combined,  
illustrating the growing skew towards mid-scale with increasing background count rate.

Despite an awareness of this issue, the algorithm was investigated as a means of harnessing the 

the full volume of ToA data produced by the sensor, uniquely featuring one chronometer per 

pixel – a significant increase in parallelism with respect to previous TCSPC imaging sensors such 

as  [107]. The T-piece image acquisition module previously described in section  3.2.3 already 

provided most of the functionality required to implement this algorithm, being able to average 

pixel data over a very large number of frames while simultaneously allowing the previous frame 

of acquired data to be read out. Consequently, instead of implementing an entirely new data 

pipeline firmware module, the T-piece was extended to include a 'photon averaging' mode for the 

purposes of CMM ranging. This differs from the standard averaging mode in that zero codes are 

excluded from the averaging process, as these relate to pixels which have not detected a photon  

during a given TCSPC frame. Indeed, only valid time-stamps must be averaged for the algorithm 

to operate as illustrated in Figure  3.9: if the zero codes were included, this would add yet a 

further mechanism for bias, instead pulling the average towards zero as a function of the number  
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of no-photon cases. This change was realised by neglecting the zero codes, and including an extra 

counter for each pixel, recording the number of valid time-stamps which have been averaged at a 

given point in time. When this reaches the pre-set threshold, the average value is copied into an  

additional frame buffer. From here, data may be copied into the existing readout frame buffer at 

any time for video rate transfer over the USB2 interface via the Wishbone bus. An interesting  

property of this approach is that the pixel values in the new intermediate frame buffer are updated 

independently,  whenever  the  prerequisite  number  of  time-stamps  have  been  processed. 

Consequently,  high-activity  pixels  refresh  more  rapidly  than  their  sparsely  illuminated 

companions. A possible refinement to this approach might be in adapting the number of counts  

required on a per-pixel basis as a function of the local activity level in order to realise a more  

uniform update interval across the image. A consequence of this would be the 'quality' of the  

range estimate varying across the image.  A further  alternative would be the use of a rolling  

average  or  filter  response  instead  of  the  simple  accumulate  and  dump regime  implemented.  

However, some of these options would require additional FPGA resources, particularly if a long  

FIFO were employed to implement a rolling average buffer or the taps of an FIR filter. A more 

compact implementation may be possible using an IIR filter if an acceptable transfer function can 

be found, a concept which has been given consideration in the LIDAR field [196].

3.3.3 Software Based Histogramming Approach

In addition to the real-time FPGA based approach described above, a software histogramming 

implementation  was  also  investigated.  Since  it  was  deemed  unnecessary  to  create  a  single, 

dedicated application for  this  experimental  work,  existing software components  were  instead 

utilised  in  conjunction  with  easily  modifiable  Matlab  scripts  implementing  the  prototype 

functions.  Following  configuration  of  the  Megaframe  EVK  using  the  software  described 

previously in section 3.2.4, the Matlab application was used to request frames of ToA data via a 

Dynamically Linked Library (DLL) provided by Alex Butts,  which encapsulates the 3 lower 

levels of the MF32 software stack and exposes the communications manager layer functions as 

an  Application  Programming  Interface  (API).  This  allowed the  tasks  of  streaming and  data  

analysis to be implemented in one Matlab routine, avoiding the need to use separate applications  

exchanging large files of intermediate data for the purposes of acquisition and analysis.

To produce a 3D image, the Matlab routine constructs a histogram of ToA data for each pixel,  

with a bin width of one TDC code. To accommodate the two different TDC resolutions provided 

by  the  differing  ring  oscillator  designs  in  the  University  of  Edinburgh  MF32  device,  a 

normalisation  step  was  included  to  multiply  the  slower  TDC  codes  by  a  scaling  factor  of 
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approximately 3, allowing uniform images to be constructed. A simple 'peak-finding' algorithm 

was then used to locate the most frequently generated time-stamp for each pixel, from which 

target distance was calculated: an approach which could obviously have been enhanced with the 

use of a more sophisticated technique for estimating the pulse position, such as curve fitting or 

CMM.

3.3.4 Experimental Results

To evaluate the two 3D imaging algorithms discussed in sections 3.2.3 and 3.2.4, a test area was 

constructed  in  the  controlled  light  environment  provided  by  an  optical  characterisation  dark 

room,  provided  by  the  STMicroelectronics  imaging  division.  A  Picoquant  LDH-D-C  series 

470nm pulsed diode laser  [197] was used in  conjunction  with the  PDL 800-D driver  [198]. 

Capable of producing pulses as short as 90ps FWHM, this equipment is typically employed for  

applications such as FLIM and the characterisation of the timing performance of detectors such 

as SPADs. In order to expand the laser beam to cover the target scene, a small lens module was  

affixed to the output aperture. The narrow profile of the beam at the exit aperture did indeed 

present a challenge, with the optical solution adopted providing a Field of Illumination (FoI) of 

approximately 20°.  Although illumination intensity over this region was not entirely uniform, 

this illumination source was deemed sufficient as a proof of principle. The MF32 EVK platform 

was positioned adjacent to the laser, and connected to a PC for control and acquisition. As a 

target scene, 3 small metal posts, ranging in height from 40 to 100mm, were positioned with a z-

axis  spacing  of  50mm and  x-axis  spacing  of  approximately  20mm.  The  nearest  object  was 

positioned 500mm in the z-direction from the sensor's focal plane. The Megaframe platform was 

operated in the “master”  configuration,  instructing the pulsed laser  diode when to fire  via  a  

dedicated coaxial connection cable. Although this is not the preferred configuration in terms of 

system jitter, at the time this was the only reliable operating mode available due to electrical  

issues in locking the FPGA clock management PLLs to the extremely low duty ratio sync output 

produced  by  the  PDL 800-D laser  driver  when  it  is  used  as  the  system master  –  an  issue 

addressed for later FLIM-based experimental work. A photograph depicting the experimental 

setup is contained in Figure 3.10.
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Figure 3.10: TCSPC Depth Imaging Test Setup

Photograph of setup used during optical breadboard based 3D imaging experiment, featuring three  
10mm wide metal posts of varying height, separated by 50mm intervals.

As has  been previously  discussed,  this  experimental  configuration  was used to  test  both the  

FPGA-based time-stamp averaging system and the software histogram peak-finding approach. 

The former system was found to exhibit weighting of the reported distance values due to the 

combined  intensity  of  ambient  illumination  and  dark  count  rate  present  at  each  pixel,  and 

consequently was not pursued further.

The  software  histogramming solution  was  then  investigated.  The  acquired  depth  maps  were 

visually displayed in the form of a false-colour mesh image, such as the example contained in 

Figure  3.11. To facilitate interpretation of the image, all pixel values significantly beyond the 

500mm distance to the group of target objects were discarded by a simple depth value threshold 

operation. Similarly, depth estimates for all pixels with very low histogram peak values were 

discarded. This step proved necessary, as analysis of the recorded histograms revealed that a 

small percentage of light from the brightly reflecting metal posts was 'bled' over adjacent pixels,  

possibly by imperfections in the imaging optical path. Without this threshold filter, the physical  

outlines of the 3 objects were found to expand significantly outwards, as the peaks arising due to 

this leakage of light from nearby objects exceeded that of the reflection from the distant dark 

laboratory wall causing the algorithm to report this as a distance measurement. This step can be 

more  generally  defined  as  the  application  of  a  'quality'  metric  to  suppress  unreliable  range  

estimates. Instead of simply inspecting the peak histogram values, an alternative approach would 

be the use of a Signal to Noise Ratio (SNR) style metric. The system parameters are summarised 

in Table 3.1.
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Figure 3.11: 3D Imaging with the Megaframe Sensor

Resulting 3D mesh image coloured to indicate depth, captured with depth range and quality filters.  
Note the image is flipped in the x direction with respect to the experimental setup shown previously.

Table 3.1: Megaframe TCSPC 3D Imaging System Parameters

Parameter Value Unit

Sensor resolution 32×32 -

Pixel pitch 50 µm

Process node 0.12 (imaging) µm

Pixel fill factor 1.4 %

Illumination modulation frequency 20 MHz

Illumination pulse FWHM 90≈ ps

Illumination wavelength 470 nm

Field of View 20 °

Integration time 2000 ms

Ambient illumination 100 lux

Table summarising key system parameters for proof of concept Megaframe TCSPC 3D imaging work.

This work served to demonstrate the principle of performing 3D imaging using a sensor capable 
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of the fully parallel creation of per-pixel time-stamps at up to 1Mfps. The image presented in 

Figure 3.11 clearly does not represent a comprehensive characterisation of the reported prototype 

system. However, the purpose of this work was to begin the process of exploring algorithms  

which could utilise this information in real-time: a topic discussed throughout the remainder of 

this chapter.

3.3.5 Outlook – Towards Fully Parallel TCPSC Ranging

Due to the limited USB2 interface bandwidth, streaming of raw frames of ToA data for software 

analysis placed a limitation on the achievable frame rate. The image in Figure 3.11 was captured 

in 40 seconds, although the total exposure time of the frames collected was significantly less. 

Nevertheless, this image is believed to be the first demonstration of TCSPC 3D imaging wherein  

all pixels of the image sensor are simultaneously capable of both detecting and time-stamping 

photons,  yielding  a  significant  increase  in  time-stamp  acquisition  rate  over  the  mechanical 

scanning and shared-TDC approaches [49] implemented previously. Further effort devoted to the 

refinement of the demonstrated 3D imaging platform could allow the full degree of parallelism 

provided  by  the  Megaframe  sensor  to  be  harnessed  by  performing  the  analysis  instead  in 

firmware: a development unfortunately not possible within the time constraints of the present  

research project.

There  are  a  number  of  potential  real-time  distance  estimation  algorithms  which  could 

conceivably be implemented in this way. While the centre of mass approach initially adopted 

proved to have issues in handling ambient illumination and DCR, this can in fact be addressed. 

As discussed in [191], the CMM lifetime determination module later implemented by Dr. David 

Li added two key features beyond those of the solution described in section  3.3.2. Firstly, a 

“windowing” capability was introduced, allowing codes outwith a defined range to be excluded 

from the computation. By correctly choosing these threshold values to enclose the full returning 

pulse as narrowly as possible, a significant portion of the uncorrelated counts can be rejected on a  

temporal basis. While this is clearly practical for a fluorescence lifetime experiment where the 

position of the decay curve is known, in a 3D imaging system the choice of these threshold  

parameters would present more of a challenge, possibly requiring an adaptive algorithm – an idea  

explored  further  in  the  following  section  3.4.  Secondly,  a  compensation  mechanism  was 

introduced.  If  the  expected number  of  uncorrelated  counts  per  frame  is  known,  the  CMM 

algorithm output can be normalised to account for this. This technique can indeed entirely cancel 

the systematic offset induced by the mean uncorrelated count level.  However,  the shot noise 

component of this noise source still remains, as the  actual number of false events will vary as 
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dictated by the Poissonian distribution of the photon and dark count arrivals. Consequently, the 

level of uncorrelated activity will always affect the variability of depth estimation with such an 

approach, even if the systematic error is removed.

3.4 Pursuing Integration – The Pulse-Position Locked Loop

This chapter has aimed to illustrate the trend of increasing parallelism and integration in TCPSC 

imaging systems, both in the scientific and 3D imaging application spaces. Through participation 

in the Megaframe project, single photon detecting sensors with chronometers dedicated to every 

pixel have been created, and applied to the field of 3D imaging for the first time. Algorithms for 

the real-time FPGA processing of the huge volume of data produced have been provisionally 

explored. However, even with the power of modern FPGA devices, real-time processing of raw 

time of arrival data is challenging, in part due to the power and bandwidth required to transport 

that data from the sensor to the FPGA in the first place. Indeed, this external processing approach 

does not scale well to larger image formats, as the required I/O bandwidth becomes prohibitive.

A solution to this problem potentially lies in the continuation of the trend noted previously: the 

increasing parallelism and integration feasible with modern VLSI circuits. Indeed, the pixels of 

the Megaframe imagers are among the most heavily integrated ever created. As identified in the  

concluding remarks of chapter  2, further potential exists for the inclusion of depth estimation 

algorithms onto the sensor die  itself,  either  in-pixel  (at  the cost  of  fill  factor)  or  around the 

periphery of the array, in order to address the growing I/O bottleneck constraining the further  

development  of  high  resolution,  real-time  3D  imaging  systems.  This  section  proposes  two 

possible approaches to the on-chip estimation of distance using TCPSC techniques in conjunction 

with a pulse-position seeking loop. While the implementation of these concepts was not possible  

within the time constraints of the present research project, the ideas are indicative of areas for 

future exploration.

Firstly, in the case of pulsed TCSPC imaging systems, an iterative 'divide and conquer' peak 

finding  approach  could  quite  feasibly  be  implemented  on  an  image  sensor.  Analogous  to  a 

successive approximation ADC, this would involve initially splitting the full TDC dynamic range 

spanning the interval between illumination pulses into two equal segments, as illustrated by the 

first dividing line in Figure 3.12. This is indeed possible using a minimal amount of logic, as the 

generated TDC codes need only be compared to a pair of threshold values to determine which of 

these two coarse bins should be incremented – an operation which becomes trivial when powers 
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of two are chosen.

Figure 3.12: Illustration of 'Divide and Conquer' Peak Finding Approach

Diagram illustrating the operation of the proposed 'divide and conquer' approach to histogram peak 
localisation.

Following a sufficient number of illumination cycles to build statistically relevant values, the bin 

totals are compared and the section with the largest count selected as containing the reflected 

illumination pulse. This bin is then itself divided in two by simply changing the threshold values.  

The process is repeated until the position of the returning pulse has been identified to within a  

sufficiently narrow range.

While this approach can rapidly determine the rough location of the returning pulse, it performs 

poorly at generating a precise ToF estimate to finer granularity than the width of the illumination  

pulse or TDC LSB. There is also a more general problem with this approach. As Figure  3.12 

illustrates, when the successive approximation process reaches a stage where the returning pulse 

energy is split across the boundary between two bins, the next bin choice will exclude a portion 

of the returning pulse energy from future iterations. These valuable illumination photons are then 

wasted, not contributing to the accuracy of the range estimate. This problem can be alleviated by 

using not 2 but 4 bins, with the additional 2 in quadrature phase with respect to the existing bins.  

By choosing the bin with the maximum content from the 4 available, this avoids the issue of the 

pulse energy being divided prematurely when converging on a position estimate, since there will  

always be at least one bin completely encompassing the returning energy, as illustrated in Figure  

3.13.
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Figure 3.13: Illustration of Quadrature Peak Finding Approach

Diagram  illustrating  the  operation  of  a  modified  version  of  the  'divide  and  conquer'  approach  to  
histogram peak localisation, featuring quadrature phase bins.

Note that while the actual pulse position is clear of the threshold points, two possible bin choices 

exist such as in the first step shown in the figure, although the decision made will not affect the  

outcome. 

However, one issue still remains. When the pulse position has been estimated to within one pulse 

period, further division again begins to exclude pulse energy from consideration. Consequently, 

the decisions made by the algorithm will become increasingly dominated by shot noise, as the 

total number of counts being considered diminishes as the algorithm 'homes in' on the peak TDC 

code. At the point where the pulse has been located to within approximately one pulse width, a  

more efficient means of further ToF estimate refinement would be to utilise all of the information 

present in the detected pulse photons. As was suggested previously in section  3.3.2, this could 

potentially be accomplished using a technique such as CMM. One possible approach would be to 

use the peak finding algorithm suggested above to  define a narrow window surrounding the 

pulse, within which the CMM algorithm could precisely determine the peak position.

An alternative concept stems from the combination of the typically distinct approaches of binned 

acquisition, as used in phase-demodulating systems, and the TCPSC approach. If the number of 

events within a single integrating window of equal width to the illumination pulse were counted, 

this could be swept in phase until the window position containing the maximum energy was 
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found,  providing  a  ToF  estimate.  This  could  be  implemented  using  a  TCSPC approach  to  

generate individual photon time-stamps, then thresholding these and counting only those within 

the desired window position. Alternatively, this technique could also be realised by using the  

simpler  gated  photon  counting  approach  to  count  the  photons  detected  within  the  desired 

acquisition window directly. The issue in the latter case is the generation of the timing signal  

required to define the window position, which would need to be created on a pixel by pixel basis,  

making this implementation more suited to proximity sensing applications which can afford the 

area requirements of  a  block such as a  PLL or DLL for delay synthesis.  While  the TCSPC 

implementation is at first sight more complex than gated photon counting, this does avoid the  

need for per-pixel phase generation, instead using per-pixel window thresholds which could be 

applied at the array periphery. Regardless of how the windowing function is achieved, such an 

approach would indeed be an iterative process, potentially requiring many cycles in order to 

locate  the  optimum  window position,  and  then  cycling  back  and  forward  between  adjacent  

locations surrounding the correct value. Consequently, some degree of filtering of the resulting 

data would be required, although this is typically the case with 3D imaging systems in general.

This approach would have the advantage of minimising the sensitivity of the system to distortion 

of the shape of the illumination pulse: a key issue with respect to phase-demodulating 3D camera 

systems.  Figure  3.14 illustrates  an example  utilising a  square  illumination  pulse,  although a 

benefit of the proposed pulse searching technique is the ability to operate with any illumination 

waveform, as long as a suitable acquisition window is chosen. As the pulse shape distortion 

increases due to lengthening rise and fall  times, the maximum energy window position shifts  

gradually to longer ToF estimates. However, this shift is a fixed offset, defined solely by the  

pulse shape. If this can be regarded as constant, the systematic offset can be corrected. Crucially,  

the 'leakage' of energy from the ideal pulse profile does not limit the achievable depth estimate  

dynamic range, as the window retains the freedom to track the returning optical pulse over the  

full inter-pulse period code range. In comparison, demodulating systems which consider the ratio 

of energy in two anti-phase bins experience a compression of the range of possible output values,  

as this ratio is limited by leakage between the bins. Such distortion will still have some effect on 

measurement repeatability, as the reduced gradient of the pulse edges makes the optimal window 

position  less  clearly  defined.  However,  the  ability  to  maintain  the  full  dynamic  range  and 

linearity  in  the  presence  of  a  consistent  distortion  of  the  pulse  profile  from  the  ideal  is  a 

significant advantage.
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Figure 3.14: Illustration of Pulse Searching Approach

Diagram illustrating the operation of the proposed pulse searching depth estimation algorithm, whereby  
a window of equal width to the illumination pulse is swept to determine the position with maximum  
energy  content.  The  effect  of  pulse  profile  distortion  is  illustrated,  introducing  skew  but  not  
compressing the algorithm's depth estimate dynamic range as is the case in simple binning systems.

3.5 Conclusions

The  undertaking  of  the  research  presented  in  this  chapter  involved  significant  contribution 

towards  the  collaborative  EU-funded  research  program  Megaframe.  A  32×32  pixel  TCSPC 

imager was constructed with colleagues Drs. Justin Richardson and Robert Henderson of the 

University of Edinburgh, with chip finishing assistance from Dr. Bruce Rae, Dr. Andrew Holmes 

and Bob Stevenson of  the STMicroelectronics Imaging Division. As has been presented,  the 

MF32 sensor, and the larger format MF160×128 device which followed, represent a significant 

step forward in the field of TCSPC sensing, arguably defining a new class of CMOS imager 

comprising both discrete photon detection and time-stamping in a fully parallel fashion [96].

While numerous pixel architectures were trialled by the Megaframe consortium, the two variants 

of  the  gated  ring  oscillator  approach  implemented  by  Drs.  Justin  Richardson  and  Robert 

Henderson proved the most successful in many respects, including timing resolution (achieving 

178 and 52ps respectively), with the latter being adopted for implementation in the significantly 

larger  array  of  the  MF160×128 device  [3,  5],  providing  validation  of  the  scalability  of  this 

approach.  This  work  also  benefited  from  ongoing  research  into  alternative  SPAD  device 

structures performed by colleagues at the University of Edinburgh, with the MF160×128 and 

recent versions of the MF32 devices utilising the extremely low noise PWELL-NISO junction 
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SPAD  with  Epi  guard  ring  [38].  Featuring  a  sub-100Hz  median  DCR  under  typical  bias 

conditions – a significant achievement in an advanced CMOS process – this SPAD structure 

successfully addressed one of the strongest criticisms facing the first Megaframe sensor, with a  

DCR in excess of 20kHz per SPAD [101].

While the creation of the Megaframe pixel – combining both 52ps time-stamping resolution and 

scalability – presented its designers with challenges, the task of moving the resulting data off-

chip involved issues of comparable magnitude. As this chapter has discussed, a readout system 

with a maximum bandwidth capability of 10.24Gbps was created for the MF32 sensor to allow 

1,024 pixel frames of up to 10-bit time-stamp data to be read off chip at up to 1 million frames  

per second. The FPGA firmware platform developed to receive this data allowed this information 

to be buffered and streamed to a PC in bursts, and more importantly, processed in real-time using  

one of a number of embedded algorithms created by colleagues Dr. David Li and David Tyndall,  

for FLIM [9, 191] and Fluorescence Correlation Spectroscopy (FCS) respectively. This theme of 

the integration of real-time processing capability was further explored during the development of 

the  MF160×128  device,  with  an  implementation  of  the  IEM  algorithm  being  included  by 

colleagues on the sensor die itself  [199], although at the time of writing this had not yet been 

characterised. Indeed, with these developments, the Megaframe project has yielded a powerful 

and flexible platform for scientific imaging. This work continues to be showcased internationally 

[200, 201] and generate invited publications [202, 203], and has attracted a number of enquires 

for follow-on research projects seeking to use the developed hardware to address real scientific 

questions.

As well as contributions to the development of the MF32 sensor architecture and the creation of 

the associated hardware, firmware and software platform, the research presented in this thesis 

included the application of this prototype hardware to the field of 3D imaging. The MF32 device 

has been demonstrated as a functional 3D camera, representing, to the author's knowledge, the  

first range-imaging system to employ a single chip, array-format sensor able to perform fully 

parallel  focal-plane  time-stamping,  with a  chronometer  in  the form of  a  compact gated ring 

oscillator TDC dedicated to every individual pixel on the sensor (prior works have achieved this  

with line format imagers [113] and in stacked-die configuration [204]). Although a limited frame 

rate was achieved – due to research time constraints in the creation of the necessary firmware 

modifications  –  a  number  of  algorithms  have  been  identified  which  could  potentially  be 

incorporated into the firmware at a future date. While these firmware-based processes would still 

require the power-hungry transmission of the full volume of raw data provided by the sensor 
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across a PCB to the FPGA, they potentially allow this data to be fully utilised. Ongoing projects 

aim to build upon this work: for example, coupling the MF32 platform to a more affordable  

illumination source utilising a VCSEL instead in place of the high end scientific diode laser used 

to generate the 3D image shown in Figure 3.11 [205]; and the successful HDL implementation of 

the firmware processing concepts presented previously in section  3.4 for real-time, firmware-

based depth map creation [206]. With these improvements, a full characterisation of the system's 

range finding performance and comparison with prior art would then be valid.

Finally,  a new 3D imaging sensor concept has been proposed.  By combining the parallelism 

achievable with a SPAD array featuring in-pixel TDCs, with the introduction of a third element –  

focal-plane processing for the determination of distance – the prohibitively large output data rates 

typically afflicting SPAD based 3D imaging sensors can potentially be avoided. The proposed 

algorithm features an internal locking loop, seeking to find the window position containing the 

peak illumination energy, and consequently indicating the ToF to and from the target. As has  

been discussed, this approach would also provide the benefit of immunity to distortion of the 

optical pulse shape: a key benefit in facilitating the use of cheap, low bandwidth illumination 

sources. The main challenges in realising this strategy would lie in achieving a sufficient pixel  

fill factor to compete with existing techniques, and in partitioning the windowing logic between 

the pixel array and peripheral blocks. Of course, where this processing logic is located outside the 

pixel array, full frame rate data must still be transmitted internally across the sensor. While these 

challenges  are  significant,  and  the  implementation  of  this  approach  was  unfortunately  not 

possible within the time constraints of the work presented in this thesis, it remains an interesting 

potential area for future research if these hurdles can be overcome.
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4
CHAPTER 4:THE PHASE-DOMAIN  ALGORITHM FOR 3DΔΣ  

IMAGING

4.1 Introduction

Chapter  2 provided  an  overview  of  the  numerous  existing  3D  imaging  techniques,  with  a 

particular  focus on direct  and indirect  solid-state  Time-of-Flight  (ToF)  systems,  utilising the 

Time-Correlated  Single  Photon  Counting  (TCSPC)  and  phase-demodulating  techniques 

respectively.  The  limitations  affecting  existing  implementations  of  these  approaches  were 

explored,  with scope  clearly  existing for  innovation in  both areas.  This  study identified that 

existing  monolithic  TCSPC systems  fail  to  harness  the  full  parallelism  made  possible  with 

modern CMOS processes, instead sharing a relatively small number of external or off-focal place 

time-stamping units among all of the sensor's  pixels in a time-division fashion,  reducing the  

achievable  full  image  frame  rate.  Phase-demodulating  systems,  however,  also  have  issues,  

including sensitivity to distortion of the illumination waveform. Like TCSPC approaches they 

can  involve  a  high  output  data  rate  (particularly  for  digital  binning)  and  place  a  large 

computational burden on the host system. Furthermore, the integration nodes in demodulating 

systems can be susceptible to saturation due to large variations in reflected illumination intensity 

over the scene. 

The Megaframe TCSPC sensors were then presented in chapter  3,  being the first  sensors to 

realise the fully parallel focal-plane time-stamping of detected photons utilising a compact TDC 

in  every  pixel. The MF32 device was successfully demonstrated in operation as a 3D camera, 

being used to time-stamp individual photon arrivals for processing with an external firmware and 

software solution to generate depth maps, albeit at a limited frame rate and with an expensive, 

high bandwidth illumination source. During this work, the handling of the enormous volume of 

data produced proved to be a significant challenge. Peak and pulse position searching schemes 

were proposed as a means of enabling such a sensor to report distance without requiring external 

processing, while also potentially mitigating the first of these limitations: sensitivity to distortion 

of the optical waveform, of particular relevance when using low cost, low bandwidth LEDs as an 

illumination source. However, as was discussed, the hardware requirements of the converging 
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loop  required  for  this  approach,  coupled  with  the  already  large  and  complex  TDC  pixel 

architecture,  make the technique difficult  to  scale  to  higher  resolution arrays:  factors  true of 

TCPSC systems in general.  Consequently,  it  was deemed to be desirable  to  develop a pixel 

concept  which  is  more  compact,  self-contained  and  of  lower  power  consumption  than  the 

requirements  of  TCSPC allow;  one  which is  able  to  address  one or  more  of  the  limitations  

discussed previously.

Indeed, it is these high costs and data processing challenges that have led to prevalence of 3D 

cameras employing phase demodulation (and other solutions such as structured light) over their 

TCSPC-based kin in many applications outside the military sector, despite their limitations listed 

previously. Although phase-demodulating systems extract less information from each incident 

photon, they provide a computationally simpler approach to 3D imaging, with the many variants 

of  such  systems  all  sharing  the  common  theme  of  detecting  the  phase  difference between 

outgoing and returning modulated optical  waveforms on a  per-pixel  basis,  in contrast  to  the  

TCSPC  approach  of  time-stamping  every  individual detected  photon.  However,  existing 

implementations achieve this by sub-sampling the incoming optical waveform, generating raw 

data which must be read out of the sensor and transmitted to a processor for analysis. It was for  

these  reasons  that  chapter  2 concluded  by  presenting  the  case  for  further  study  of  highly 

integrated  CMOS  approaches  as  a  means  of  addressing  the  readout  data  rate  and  external  

processing requirements of existing approaches, reasoning that a restructuring of the system to 

move  this  processing  closer  to  the  sensor's  focal  plane  could  reduce  these  burdens 

simultaneously. Ideally, a pixel would 'sense' depth directly, if this could be accomplished with a 

manageable fill factor and complexity cost.

During the search for such a pixel concept, an analogy was found with a temperature sensing  

approach developed at the Delft University of Technology, involving the measurement of a phase 

shift induced by a sensing element in response to temperature. To accomplish this, the authors 

utilised  a  Phase-Domain  Delta-Sigma  (PDΔΣ)  architecture  [21],  which  directly  digitises  the 

phase shift induced by the sensing element, thereby acting as a Phase to Digital Converter (PDC). 

Despite being an analogue implementation, this provided inspiration leading to the creation of the 

first reported all-digital PDΔΣ converter designed to be coupled to a SPAD for 3D imaging [1]. 

It is this breakthrough that is documented in the present chapter, which begins by providing a 

background on the principles of phase-domain measurement and the theoretical phase-domain 

equivalents  of  common  ADC  architectures.  The  ΔΣ  converter  is  introduced  and  analysed,  

showing that this provides the most readily realisable PDC compatible with discrete input events 
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such as SPAD pulses, followed by a discussion of its relevance to  3D imaging.  Finally,  the 

behaviour of a PDΔΣ pixel in a 3D imaging context is investigated. An implementation of this  

structure within an imaging array is reported along with characterisation results in chapters 5 and 

6 respectively.

4.2 The Phase to Digital Converter (PDC)

4.2.1 Why Phase to Digital Conversion?

As has  been  discussed,  it  was  deemed highly  desirable  to  develop  a  pixel  structure  able  to  

directly measure the phase difference between outgoing and returning optical waveforms – as an 

alternative to the more typical phase demodulation approach of sub-sampling the detected light 

and  employing  external  processing  to  then  compute  phase;  or  the  time-stamping  of  every 

individual detected photon as employed in direct ToF techniques – in order to allow a sensor to  

produce depth-maps internally instead of transmitting large volumes of raw data. Such a pixel  

must consequently act as a phase to digital converter, in contrast to the gated photon counting and 

time to digital functions of existing depth sensors. Crucially, this phase measurement may be 

performed over many cycles of  the  illumination  waveform,  unlike TCSPC techniques  which 

must necessarily time-stamp every individual photon. 

Analogue to digital conversion is an extremely well established field: as the gateway between the 

predominantly analogue nature of the physical world and its quantised digital representation, it is 

critical to the operation of many of the devices we use every day. Phase to digital conversion, 

however, is used comparatively rarely. Phase to digital conversion involves the measurement of 

the phase of a periodic signal with respect to a reference phase or clock, with some examples of  

work in this area including demodulators for phase-based modulation schemes [207] and phase 

discriminators for use in PLLs [208]. 

The  phase  of  a  periodic  signal  may  be  easily  measured.  However,  where  3D  imaging  is  

concerned,  the  phase  signal  of  interest  is  that  of  the reflected illumination light  striking the  

sensor.  By  definition,  optical  signals  are  discrete  in  nature,  being  composed  of  individual 

photons. Observing a weak optical signal in the time-domain is not a trivial task. In the case of an 

imaging  pixel  –  which  is  necessarily  very  small  –  sensing  the  weak  return  of  modulated 

illumination light from a potentially distant target, it is almost impossible to obtain a continuous 

time signal describing the flux of incident photons without this being excessively dominated by 
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photon shot noise.  Consequently,  a  representation of  the phase of the detected light  must  be 

constructed by collecting photons over many, possibly several thousand, cycles of the waveform. 

Within an analogue photodiode based 3D imaging pixel, these incoming photons are converted 

into charge carriers, which are collected in two or more time bins over many such cycles to form 

analogue  values.  Existing  phase-demodulating  systems  work  by  comparing  these  values  to 

compute  phase,  and  hence  distance.  However,  a  SPAD is  able  to  detect  the  arrival  of  the 

individual photons directly. As discussed in chapter 2, the SPAD's output is a stochastic signal, 

with the instantaneous pulse density signifying the incident light level at that moment in time. 

Therefore, to be of use in 3D imaging, a phase to digital converter must be able to work in one of  

these two modes:  either  accepting discrete  events  as  an input (such as pulses from a SPAD 

signifying the detection of individual photons) or by processing samples of the incoming light 

collected over a period of time (such as binned digital counts or photocharge). Of course, as was  

outlined previously, it is the use of SPADs as the detection mechanism that is the primary focus 

of this thesis. Consequently, it is the former requirement – the ability to accept discrete input  

pulses – that is of relevance. Figure  4.1 illustrates the phase measurement process for such a 

waveform, with the converter measuring the phase difference between a reference signal, and the 

pulse density 'envelope' of the discrete SPAD pulses forming the input waveform, consisting of 

both signal and ambient photons, as well as SPAD dark counts.

Figure 4.1: Phase-Demodulation Ranging with SPAD Waveform

Illustration of an outgoing illumination signal and the detected reflection, showing both the 'envelope' of  
returning energy and an example waveform of individual SPAD pulses relating to detected photons  
and DCR. Only when pulses are collected over many cycles does the phase shift become apparent.
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While the proposed phase to digital scheme may at first seem very closely related to the direct  

time measurement performed by TCPSC imaging systems, it  is essential to note that  since a  

continuous time representation of the incident light level is not available, it is not possible to 

perform a single measurement of the time offset between the outgoing and returning pulses. It is 

for  this  reason  that  TCSPC systems must  measure the  time of arrival  of  many photons  and  

employ histogramming or another analysis technique to generate a distance estimate. In contrast,  

a phase to digital converter should internally utilise the information conveyed by the incident  

photons  to  estimate  the  mean  phase  of  the  reflected  illumination  energy  over  many  cycles, 

constructing a single N-bit representation of phase as governed by equation 4.1.

dig=
sig

360
⋅2N (4.1)

Where:

dig Digital phase value sig Input phase (degrees)

N Number of bits

4.2.2 Phase-Domain Equivalents of Common ADC Architectures

As stated in the introduction, the PDΔΣ structure was identified as a solution to the challenge of 

phase  to  digital  conversion.  Section  4.3 will  show that  it  lends  itself  well  to  an  all-digital 

implementation able to accept the discrete nature of SPAD output pulses. However, to highlight  

the suitability of this approach to 3D imaging, it is first useful to consider some of the theoretical  

alternative methods of phase-domain measurement and the practical difficulties associated with 

these.  Since  the  PDΔΣ loop  is  a  phase-domain  realisation  of  a  very  well  established  ADC 

concept,  it  is  fruitful  to  consider  which  other  common ADC architectures  may have  phase-

domain equivalents suitable for use in a ranging pixel. In each case, it is necessary to consider not 

only whether or not the structure has a realisable phase-domain equivalent, but also if this can 

accept an input consisting of discrete events such as SPAD pulses, and its suitability in terms of 

performance, silicon area and power requirements.

Flash  ADCs achieve  very  high  speed  conversion  using  a  highly  parallel  architecture  [209], 

requiring 2N-1 comparators to implement an N-bit ADC. These compare the input voltage to a 

range  of  threshold  voltages  spaced  at  LSB intervals  over  the  full  dynamic  range,  typically  

generated  by  a  resistor  ladder.  This  architecture  is  illustrated  in  Figure  4.2 alongside  its 

hypothetical phase-domain equivalent. Flash converters are typically reserved for applications 
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requiring  the  highest  sample  rates  [210],  with  the  high  level  of  parallelism  immediately 

indicating that this architecture is not suitable for use within individual imaging pixels due to area 

constraints, even if a practical phase-domain implementation could be realised. This is, however,  

problematic. The series of threshold voltages would become a series of reference phases, so for  

10-bit  accuracy,  1023  phases  would  be  required.  The  uniform  generation  of  these  presents 

challenges, and while they may be distributed globally or generated locally by a delay chain from 

a single reference clock (which may be thought of as the phase-domain equivalent of a resistor 

ladder), both cases would likely involve high power consumption. It is interesting to note that this 

architecture closely resembles a clocked delay line TDC [211] (a structure which may also be 

regarded as a time-domain flash converter), in that it performs an instantaneous measurement of 

the offset between the input and reference signals. Other, more compact, TDC architectures could 

be employed, such as the gated ring oscillator approach used in the Megaframe sensors discussed 

in chapter 3. However, a 3D imaging system must perform this measurement over many cycles of 

the illumination waveform in order to construct a robust estimate in the presence of shot noise.  

Whether accepting a continuous time phase input or a train of discrete SPAD pulses, the flash 

conversion approach – like a TCSPC system – produces a series of individual phase- (or time-)  

stamps, requiring further processing to estimate the mean phase of the input, and therefore is not  

suitable for use in a compact depth-reporting pixel.

Figure 4.2: Flash Analogue and Phase to Digital Converters

Block diagrams comparing:  a) 3-bit  flash ADC architecture (diagram adapted from  [209])  and b) a 
potential implementation of a 3-bit flash PDC.
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Successive approximation ADCs operate by taking a snapshot of an input voltage using a sample  

and hold circuit, before sequentially comparing the sampled input to a series of DAC generated 

reference voltages. Comparison begins with the mid-range voltage to determine whether the input 

lies above or below this, thus defining the MSB. With each successive comparison the remaining 

range is divided in two, providing an additional bit of precision. Since the many comparators  

required for  a  flash ADC are replaced with a  single  comparator  and DAC, a  more compact 

implementation is provided [209]. While this binary search process is slower than flash ADCs, 

this concept provides a good trade-off between area and conversion speed which has led to its  

widespread adoption, with performance still improving to the present day [212]. This architecture 

is illustrated in Figure 4.3, alongside a potential phase-domain equivalent. However, as with the 

flash ADC, there are numerous problems in porting this topology to the phase domain. The most 

serious of these is the requirement for a sample and hold circuit. While a voltage may be easily 

held on a capacitor, there is no comparable way to directly snapshot the phase of a signal in time 

using passive components, although this may be achieved with active circuits, for example by 

representing a time interval as a pulse length preserved within a free running oscillator. Indeed,  

TDCs  have  been  demonstrated  which  use  active  techniques  to  preserve  a  time-interval  and 

perform a successive approximation of its duration, such as the design reported in [213]. If the 

sample  and  hold  requirement  were  dropped  and  the  input  phase  considered  to  be  constant  

throughout  the  conversion  process  spanning  multiple  cycles  of  the  input  waveform  –  an 

acceptable  assumption for a  relatively static scene – a hypothetical successive-approximation 

PDC could compare the phase of a continuous time periodic input with a reference from a phase 

DAC. This component, however, would also present challenges. The phase DAC must match the 

resolution required of the PDC, so for 10-bit phase measurements a 10-bit phase DAC would be  

required. It is difficult to envisage a compact implementation of such a component, such as a 

delay locked loop. The linearity  of  the phase DAC would define that  of  the resulting PDC.

Furthermore, it is not clear how a discrete time implementation of such a converter could be 

constructed to process individual SPAD pulses without the use of a cumbersome time-domain  

sample  and  hold  circuit  as  discussed  above.  Perhaps  the  only  application  of  the  successive 

approximation  concept  within  3D imaging  would  be  in  creating  an  algorithm to  interpret  a 

histogram of photon times of arrival in order to seek the phase of the accumulated waveform as 

was proposed in chapter 3. However, this again tends towards a hardware intensive solution.
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Figure 4.3: Successive Approximation Analogue and Phase to Digital Converters

Block diagrams comparing: a) 3-bit successive approximation ADC architecture (diagram adapted from  
[209]) and b) a potential implementation of a 3-bit successive approximation PDC.

Other common ADC architectures have similar problems. Pipelined sub-ranging ADCs use a low 

resolution ADC to perform a coarse measurement, producing the MSBs of the output code. A 

matching DAC is fed with this data, and the difference between its output and the original signal  

is obtained via analogue subtraction, providing a residual signal. This is then amplified and itself 

quantised using another coarse ADC to provide the lower bits of the output code. The two ADC 

outputs are then digitally combined. In the case of cyclic pipelined ADCs, the same ADC may be  

used for both the initial measurement and subsequent measurement of the amplified residual. 

Such an approach is extremely difficult  to  realise  in the phase domain, as  the amplifier and 

subtraction blocks do not have obvious phase-domain alternatives (although this arithmetic can 

be performed in the time domain [214, 215]). The same issues apply to folding or bit per stage 

ADCs where the residual from one conversion must be amplified for conversion by the next  

stage. Ramp ADCs require a voltage ramp to which the input signal is compared: the phase-

domain equivalent of which would be a reference signal which shifts in phase over time, possibly 

an asynchronous clock of slightly different frequency to the input. However, this again requires a  

phase-domain sample and hold circuit, and lacks an obvious discrete time implementation that 

does not require histogramming of individual results to produce a mean phase estimate.

Table 4.1 summarises the content of this section, depicting the practicality of the phase-domain 

manifestations  of  conventional  ADC  architectures  in  the  various  respects  which  have  been 

discussed. As can be seen, the ΔΣ converter, which will be introduced in section 4.3, stands out 

as being suitable for a phase-domain implementation in almost all respects, and is able to be 

adapted for use with either continuous time or discrete-event inputs. Although ΔΣ converters are 

far from being the fastest means of quantising an instantaneous input value, this is not a concern  

for 3D imaging where integration must instead be performed over many illumination waveform 

cycles to accumulate enough photons to produce a reliable distance measurement.
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Table 4.1: Summary of Potential Phase-Domain Equivalents of ADC Architectures

Key:

            

Poor                OK               Good

Does not require multiple phase 
references or ramp.

Does not require phase-domain 
sample & hold.

Does not require phase-domain 
amplifier or arithmetic.

Hardware compactness.

Conversion speed.

Suitability for periodic phase 
conversion.

Suitability for discrete-event input.

4.3 The Phase-Domain  (PD ) PrincipleΔΣ ΔΣ

4.3.1  BackgroundΔΣ

Delta-Sigma (ΔΣ) converters, also known as Sigma-Delta (ΣΔ) converters, have existed for many 

years, with elements of the concept dating back to the 1950s [216]. In recent decades, they have 

found application in all manner of areas where signals need to be converted between the analogue 

voltage and digital domains. This section discusses the principles behind a ΔΣ ADC (although 

ΔΣ DACs operate along similar lines) and the concept of such a device operating in the phase 

domain.

Figure 4.4 shows a block diagram of a conventional first order ΔΣ ADC. In summary, there are  

three key principles at work. Firstly, a multi-bit ΔΣ ADC contains a much lower resolution (often 

single-bit)  ADC within  it.  To  achieve  a  multi-bit  output  from  single-bit  measurements,  the 

concept of oversampling is used: for every multi-bit output code, the structure performs N single-
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bit conversions which are then digitally amalgamated into a single value by a decimating filter,  

where N is termed the oversampling ratio. Finally, the ΔΣ ADC internally employs negative  

feedback to combat quantisation noise,  providing a  property known as noise shaping,  which 

significantly reduces in-band quantisation noise  [217]. These concepts are explained over the 

following pages.

Figure 4.4: Block Diagram of Generic  ADCΔΣ

Block diagram showing the architecture of a generic, single bit, first order Delta-Sigma ADC.

The core of a ΔΣ ADC is the ΔΣ modulator, comprising all of the components in the boxed area 

of Figure  4.4. The term modulator relates to the fact that a high frequency bitstream is being 

created  which  encodes  information  about  the  input  signal,  in  the  same  way  that  a  radio 

transmitter modulates a carrier wave to convey information. Indeed, ΔΣ modulators have their 

origins  not  in  analogue  to  digital  conversion  per  se,  but  rather  as  a  means  of  transmitting 

information from one location to another  [218]. However, the rapid progress made in CMOS 

manufacturing technology introduced the possibility of integrating the modulator on chip along 

with potentially very sophisticated yet compact digital logic to implement the decimation filter,  

making the ΔΣ structure a highly practical means of performing Nyquist-rate conversion between 

the analogue and digital domains [217].

Referring again to Figure 4.4 and the example waveforms in Figure 4.5, the operation of a single-

bit first order ΔΣ ADC can be explained as follows. A negative feedback path exists as the digital  

bitstream generated by the ΔΣ modulator's 1-bit ADC or quantiser is fed to a matching 1-bit DAC 

to  be  subtracted  from  the  input  voltage,  producing  the  signal  ΔV  which  represents  the 
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quantisation error of the current bistream symbol at a particular instant in time. ΔV is integrated 

to provide a long term average of the quantisation noise present in the output bistream. The 

toggling of the bitstream forces the voltage at this integration node to ramp up and down around 

zero over time, and is fed to the quantiser to complete the negative feedback loop: a system 

which continuously seeks to drive the residual quantisation noise to zero. While the integrator  

output  is  positive,  the  quantiser  will  produce  a  1,  forcing  the  DAC output  to  V 1,  which  is 

subtracted from the input, driving the integrator voltage back down. When this falls below the 

threshold voltage, the ADC output switches low, driving the DAC output to V2, and forcing the 

integrator voltage to ramp up again back towards the threshold.  For a DC input, this operation 

causes the average DC voltage at the DAC output to equal the input V sig, and consequently, the 

DC component of the quantisation noise is zero [217].

Figure 4.5:  ADC Operation for DC InputΔΣ

Waveforms depicting  ADC operation for a DC input voltage. As can be seen, the DAC outputΔΣ  
alternates between V1 and V2, averaging to equal Vsig.

Figure 4.6 shows the same set of waveforms, but for a ramp input instead of DC. These graphs  

clearly show that the density of 1s in the resulting digital bitstream represents the level of Vsig 
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with  respect  to  V1 and  V2.  A  decimating  filter  then  converts  this  single  bit  temporally 

oversampled bitstream into a Nyquist rate multi-bit output.

Figure 4.6:  ADC Operation for Ramp InputΔΣ

Waveforms depicting  ADC operation for a ramp input voltage waveform, illustrating that the densityΔΣ  
of  1s in  the bitstream represents  the magnitude of  the input  as a weighted average of  reference  
voltages V1 and V2. A very low bitstream rate has been chosen so as not to clutter the diagram.

The source of the noise shaping property previously discussed becomes more apparent when the 

ΔΣ ADC is  analysed in  the  frequency domain  [217].  Figure  4.7 shows a  frequency domain 

representation of such a structure, in which the process of quantisation can be represented as the  

addition  of  a  quantisation  noise,  denoted  Q,  modelled as  a  uniform distribution with  values 

ranging from -½ to +½ of a LSB. Similarly, the loop integrator – effectively an analogue filter – 

is represented by its appropriate frequency response. Analysing the resulting representation of the 

system is considerably simpler than working in the time domain.
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Figure 4.7: Frequency Domain Diagram of  ADCΔΣ

Block diagram showing a frequency domain representation of a  ADC, from which the noise shapingΔΣ  
functionality can be more clearly understood.

From this representation, it follows that the loop output, Y, can be represented as described in 

equation 4.2.

Y (z )=X( z)+Q (z)(1−z−1) (4.2)

Where:

Y (z) Loop output X (z) Analogue input

Q(z) Quantisation noise

Equation  4.2 shows that the output contains both signal and noise components. Crucially, the 

signal component is unbiased at DC. However, the noise component is high pass filtered, which  

consequently tends  towards  zero  at  DC,  arising  from  the  internal  negative  feedback  loop 

continually  sensing  the  'residual'  quantisation  noise  value  held  in  the  integration  node,  and 

adjusting the bitstream state accordingly to drive it towards zero [217]. Of course, the toggling of 

the single bit quantiser output bitstream introduces an additional noise source, termed modulation 

noise, but this exists only at very high frequencies. The quantisation noise in a ΔΣ converter  

therefore lies principally outwith the signal band, where it can easily be suppressed by digital  

filtering during decimation to Nyquist rate codes [217]. Figure 4.8 illustrates the noise spectra of 

a typical first-order, single-bit ΔΣ ADC, obtained by performing a Fast Fourier Transform (FFT) 

on the output bitstream produced by the same simulation of the structure used to generate the  

waveforms shown previously. In this case, the input to the converter was a full scale sine wave,  

in order to  exercise  the complete  range  of  codes,  such that  the  quantisation process may be 

considered as the  addition of  white  noise.  The spectral  density  of  this  noise  source  may be 

predicted using equation 4.3 for a first-order noise-shaping characteristic, and this curve is also 

shown in Figure 4.8 for comparison to the simulated data.
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Figure 4.8: Noise Spectra of First-Order, Single-Bit  ADC with Sinusoidal InputΔΣ

Graph showing the noise spectra of a first-order, single-bit  ADC, obtained by FFT of the outputΔΣ  
bitstream derived from a simulation of  the structure,  fed with a full  scale sine wave input.  This is  
compared with the theoretical noise shaping curve given by equation 4.3.

N ( f )=2erms√2T sin(ωT2 ) (4.3)

Where:

N Noise spectral density T=
1
f s

Sampling period

f Frequency =2 f

erms RMS quantisation noise magnitude

Where the voltage being converted does not correspond exactly to a digital output code in the 

decimation filter, the output will alternate between the nearest codes with a ratio corresponding to 

the  exact  value  of  the  analogue input.  Consequently,  while  each output code is  obviously  a 

quantised value, over time there is no net quantisation noise for a DC input. However, it should 

be noted that this behaviour can lead to 'idle tones' in the output: a term derived from the audio 

application space, where ΔΣ converters exhibiting this behaviour may cause an audible tone to be 

heard [217]. For example, Figure 4.5 exhibits this behaviour. A close inspection reveals that the 

integrator is ramping with both a high frequency and lower frequency component, with the latter  

generating a discontinuity in the bitstream pattern every 7th output pulse. While the majority of 

the  harmonics  of  the  bitstream  period  lie  at  sufficiently  high  frequency  to  be  removed  by 

decimation, idle tones may fold into the signal band. Figure  4.9 shows an FFT of an extended 
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sample of this bitstream, clearly showing the various fixed tones which significantly exceed the 

noise spectral density curve expected for the white quantisation noise introduced when sampling 

a full scale sine wave. Of course, the severity of this problem depends on the oversampling ratio  

used, which defines how much of the noise is removed from the signal band. For the sequence  

shown, the lowest frequency tone relating to the repeating pattern of 7 bitstream pulses occurs  

with a period of 20 sample periods, corresponding to 0.05fs. This can be clearly seen in the 

figure. As long as the chosen oversampling ratio places this outwith the decimation filter's pass 

band, it will not affect the output. Additional techniques have been widely adopted to further  

suppress such tones, such as the use of multi-bit converters or the deliberate injection of a low  

magnitude 'dithering' signal which adds a small amount of white noise to break up the idle tone  

sequences [217].

Figure 4.9: Noise Spectra of First-Order, Single-Bit  ADC Showing Idle TonesΔΣ

Graph showing the noise spectra of a first-order, single-bit  ADC, obtained by FFT of the outputΔΣ  
bitstream derived from a simulation of the structure, with a DC input giving rise to idle tones. The tones  
significantly exceed the typical noise spectral density predicted by equation 4.3.

Unlike many other converter architectures where the hardware defines the resolution achievable, 

in principle it is possible to achieve any level of precision desirable with an ideal ΔΣ ADC, so  

long as a sufficient oversampling rate can be obtained with corresponding decimation logic to 

produce the required number of output bits  [217]. There is therefore a direct trade-off between 

oversampling rate and achievable resolution. For this reason, ΔΣ converters are well suited to  

applications  requiring  high  resolution  but  relatively  low  frequency.  This  has  lead  to  their 

prevalence in audio applications, although continuous improvements are seeing ΔΣ converters 

reach ever higher speeds and resolutions.
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Another key advantage  of  the ΔΣ architecture is  the  extremely  good linearity  which can be 

obtained.  ΔΣ  ADCs  use  only  a  single-bit  ADC  and  DAC  –  components  which  cannot  by 

definition suffer from non-linearity as there is only a single threshold level involved – and avoid 

many of the analogue blocks employed in other converter structures which can introduce errors. 

This gives ΔΣ converters excellent linearity while relaxing some of the analogue requirements,  

making the architecture amenable to  implementation in  advanced digital-orientated processes 

[219].

4.3.2 Phase-Domain Approach

Unlike many other ADC architectures, the ΔΣ ADC may be easily converted into a phase-domain 

equivalent  to  yield  a  PDC:  a  concept  previously  demonstrated  for  applications  including 

magnetic flux [220] and temperature sensing [21, 221, 222]. One of the key factors making this 

possible is the fact that ΔΣ converters can produce arbitrary precision by oversampling with a 

single-bit converter  (although multi-bit ΔΣ converters  are also used).  As has been discussed, 

many conventional ADC components become unwieldy and difficult to implement in the phase 

domain, such as multi-bit phase DACs. Consequently, being able to operate with just a single-bit 

quantiser is a crucial advantage of the ΔΣ approach when seeking to construct a phase to digital  

converter.

Figure 4.10 shows a conceptual phase-domain implementation of an analogue ΔΣ ADC, therefore 

acting as a PDC. Its operation can be explained with reference to the waveforms contained in 

Figure 4.11, which illustrate the conversion process for a constant (DC) phase input signal, ɸsig. 

Note that in Figure 4.11, the input and reference phases are shown in the time-domain rather than 

phase domain, along with the summation node signal, to allow the ΔΣ loop operation to be mor 

clearly illustrated. The 1-bit DAC is replaced with a 1-bit phase DAC; essentially a multiplexor 

which selects one of two reference phases as opposed to one of two reference voltages, as defined 

by the current bitstream value. In the example shown, the references phases, ɸ1  and ɸ2, are at 

180° and 0° respectively, although alternative values may also be used.
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Figure 4.10: Phase-Domain  (PD ) ConceptΔΣ ΔΣ

Block diagram showing the architecture of a generic, single-bit, first order Phase-Domain  (PD )ΔΣ ΔΣ  
ADC, or Phase to Digital Converter (PDC), inspired by [21].

Note  that  there  are  a  number  of  subtleties  with  this  conceptual  implementation  which  are  

neglected here for brevity. In particular, while it is the phase information of the input signal ɸsig 

which is of interest, this waveform is assumed to be of exactly the same amplitude as the phase 

DAC outputs. This allows the summation node to produce an output, Δ , with a DC componentɸ  

that varies solely with the phase quantisation error of the current one-bit output. The negative  

feedback loop integrates this error and seeks to cancel it, toggling the bitstream such that the 

mean phase of the DAC output matches that of the input. In the example shown, ɸsig is closer to 

ɸ2 than  ɸ1,  so  the  DC component  of  Δ  is  greater  when  ɸ ɸ2 is  selected.  When  the  current 

integrator value is above zero the comparator sets the output bitstream high, selecting ɸ2 and 

forcing the integrator to ramp down. Conversely, while the integrator holds a negative value, the 

bitstream is set low, ɸ1 is selected and the integrator ramps up. The negative feedback loop forces 

the structure to equate the energy accumulated in the two states, producing a bitstream where the 

density  of  1s,  r,  represents  the  phase  of  the  input  signal  ɸsig as  a  weighted  average  of  the 

reference phases ɸ1  and ɸ2, as described by equation 4.4.

r DC 2=1−r DC 1 (4.4)

Where:

r Bitstream 1s density.

DC1 DC component of error signal with ɸ1 selected.

DC 2 DC component of error signal with ɸ2 selected.
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This can be rearranged to express the ΔΣ loop output as a function of the energy in each phase:

r=
DC2

DC1DC2

(4.5)

Figure 4.11:  PDC Operation for DC Phase InputΔΣ

Waveforms depicting  PDC operation for a DC input phase, showing the integrator node ramping upΔΣ  
and down around zero, resulting in a bitstream where the density of 1s indicates the input phase.

Figure 4.12 illustrates the same waveforms as Figure 4.11, but for an input which steps in phase 

over the range spanned by the reference signals (0-180°). As can be seen, the density of 1s in the 

output bitstream varies in accordance with equation 4.5, signifying the phase of the input signal. 
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The bitstream is then decimated by a digital filter in the same way as for a conventional ΔΣ ADC 

to produce Nyquist rate output codes. 

Figure 4.12:  PDC Operation for Stepped Phase InputΔΣ

Waveforms depicting  PDC operation for an input signal which steps in phase from 0-180°.ΔΣ

As stated earlier, an analogue implementation of the phase-domain ΔΣ ADC was introduced in 

2008 [21] in conjunction with a phase shift inducing temperature sensor, and was improved later 

that year [221]. An earlier work, instead utilising a phase sensing magnetic field detector and ΔΣ 

converter, was presented in 1996 [220], although from this publication it is not entirely clear if 

the  ΔΣ  converter  itself  is  operating  in  the  phase-domain.  However,  these  analogue 

implementations are not directly suitable for use with a SPAD output waveform, as this consists 

not of a continuous time waveform but a series of discrete digital pulses signifying the arrival of  

photons. A modified version of the structure is therefore needed to create a ΔΣ PDC suitable for  

SPAD based 3D imaging.

4.3.3 All-Digital PD  PrincipleΔΣ

Referring back  to  Figure  4.1,  it  is  crucial  to  understand  that  in  the  context  of  SPAD-based 
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ranging,  the input signal is composed of  discrete digital  pulses.  There is no continuous time 

waveform signifying the instantaneous incident optical power (as signified by the dotted line). 

This is instead represented by the density of pulses at a particular instant. The mean phase of this  

pulse 'envelope' only becomes apparent if pulses are collected over a period of time, for instance  

by constructing a histogram as was previously depicted. Consequently, the operation of the ΔΣ 

loop must be modified to allow phase subtraction to be performed on the waveform of discrete 

digital input pulses, by considering the number of pulses detected in bins over many cycles of the 

waveform. Fortunately, the ΔΣ phase to digital converter is already a largely digital structure, 

with only the summation and integration operations being performed in the analogue domain. For 

this reason, the ΔΣ PDC concept is particularly well suited to adaptation into a converter for an  

all-digital, SPAD-based approach to 3D imaging. Indeed, it is this approach which was adopted 

for implementation in a 3D camera test chip as the primary work of this research.

The operating principle of the resulting fully-digital PDΔΣ loop may be explained with reference 

to the waveforms shown in Figure 4.13, while the following Figure 4.14 contains a block level 

diagram of the structure itself and the mapping of each conceptual component into hardware. 

These figures are discussed over the following pages. The key principle is that the converter 

continuously seeks to compare the energy detected in two bins, in phase and out of phase with 

the outgoing illumination pulses,  over many cycles in a  similar  fashion to  the  demodulating  

pixels discussed previously. As the phase of the reflected illumination light shifts over the full  

scale  range  of  0°  to  180º,  the  percentage  of  the  total  energy  in  the  second  bin  changes 

accordingly from 0 to 100% (neglecting the DC offset arising from DCR and ambient light,  

which will be discussed in due course). Where this scheme differs from these previous pixels is  

that instead of simply reading out the raw bin values for external computation, the ΔΣ loop itself 

is used to measure the ratio between them, producing a bitstream which directly signifies the 

phase of the reflected illumination light. 
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Figure 4.13: Operation of All-Digital Phase-Domain  LoopΔΣ

Timing diagram detailing the operation of the all-digital PD  loop shown in Figure ΔΣ 4.14.

Consequently,  the  fully-digital  PDΔΣ  loop  implements  the  same  transfer  function  as  that 

provided by the analogue implementation described previously by equation 4.5, but instead using 

the number of photons counted in each bin during an exposure period as inputs. The resulting 

bitstream density can be expressed as follows:

r=
N2

N
1N2

(4.6)

Where:

r Bitstream 1s density.

N1 Number of photons counted in bin ɸ1.

N2 Number of photons counted in bin ɸ2.

As Figure  4.14 illustrates,  in  comparison  to  the  conceptual  analogue  implementation  shown 

previously in Figure  4.10,  the analogue phase summation and integration nodes are  together 

replaced with a digital up/down counter. The quantiser can then be easily implemented using 

digital logic to generate the bitstream, such as a single D-type flip flop sampling the sign bit  

(MSB) of the integration counter's output. As has previously been suggested, the phase DAC can 

be  implemented  using  a  multiplexor  to  select  one  of  two  reference  phases,  although  in  the 

constructed hardware, which is discussed fully in chapter  5, a pair of multiplexors are used to 

select signals instructing the integrator when to count up, down and remain static, as this provides 

more flexibility to implement other modes. Although these control signals are not described here  

directly,  Figure  4.13 illustrates  the  up/down  counter  direction  at  each  point  using  +  and  – 
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symbols, and associated orange and blue shading (while white regions indicate that the counter is 

static).

In terms of operation, the integrator and quantiser function in a similar fashion as before, with the 

integrator counting the detected photons and ramping up and down around zero, signifying the 

error in the current representation of the output. The bitstream values generated by the quantiser 

control the phase DAC, again selecting one of two reference phases. However, it is the way in  

which the selected phase controls the loop operation that differs. Instead of directly subtracting 

the DAC output from a continuous time input signal, the number of input pulses arriving in phase 

with ɸ1 and ɸ2 are compared. The converter then acts in a similar way to classic binning 3D 

imaging systems, but with a key difference. Rather than generating bin values which must be  

read  out  for  external  processing  to  compute  the  phase  difference  between the  outgoing and 

detected light, the loop instead converges to produce a bitstream with the density of 1s signifying 

this phase difference directly.

Figure 4.14: All-Digital Phase-Domain  LoopΔΣ

Block diagram illustrating a) the PD  loop concept and b) the all-digital hardware implementationΔΣ  
designed for  a  3D imaging pixel.  Colours signify  the mapping of  conceptual  blocks into hardware  
components. A full pixel schematic is provided in chapter 5.

In summary, the key difference between a classic ΔΣ ADC and the all-digital implementation of 

the PDΔΣ loop is that in the latter, the input signal is essentially compared with itself in the time 
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domain, rather than having a DAC generated reference subtracted from it. However, the result is 

the same: a bitstream with a density indicating the average phase of the input signal with respect  

to the reference phases.

As was previously stated, this explanation has until now ignored the effects of SPAD dark counts  

and ambient light,  which in the context of 3D imaging provide a noise floor of uncorrelated 

pulses. In the simplistic operating mode presented above, this additional energy is distributed 

evenly between the sampling phases, pulling the centre of mass of the SPAD pulses towards a  

mid-range value. Without corrective action, this would effectively 'weight'  the obtained range 

measurements depending on the combined DCR and ambient light level for each pixel – clearly 

an undesirable property. In order to address this, the algorithm must be made insensitive to the  

uncorrelated count rate. One method of achieving this is to adapt the timing presented in Figure 

4.13, such that for every period spent collecting reflected illumination photons, an equal time is 

spent subtracting the uncorrelated noise floor with the illumination source turned off prior to 

making bitstream decisions. Such a timing mode is illustrated in Figure 4.15 which, like Figure 

4.13, depicts the up/down integration node counter direction using the + and – symbols, as well  

as orange and blue shading. This was adopted as the default mode for the RangingTest sensor  

presented in chapter 5. This mode can be represented by the transfer function given in equation 

4.7.

r=
N2−NDC

N
1N2−2⋅NDC

(4.7)

Where:

NDC DC component in period equal to ɸ1 and ɸ2.
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Figure 4.15: Operation of  Loop with Ambient SuppressionΔΣ

Diagram showing the operation of the all-digital, PD  loop, with timing modified with respect to thatΔΣ  
shown previously in Figure 4.13 to include periods for the suppression of uncorrelated counts due to  
ambient light and SPAD DCR.

As this diagram shows, the discrete integration periods in the basic timing mode of Figure 4.13 

have been replaced with pairs. For every positive integration of the signal in bin ɸ1, counts in an 

equal  period  with  the  illumination  source  off  are  subtracted.  Similarly,  for  every  negative 

integration of bin ɸ2,  there is a matching positive integration containing only the background 

component. The DC component is cancelled on a cycle-by-cycle basis, preventing this energy 

from  saturating  the  integration  node:  a  problem  affecting  most  existing  demodulating  pixel 

implementations which must integrate this energy over the full exposure time (although, as noted 

in chapter 2, some techniques to exist to address this). With this modification, the operation of 

the loop must be constrained to ensure that the bistream is only updated after a complete pair of 

samples, as it makes no sense to change the bistream value between an integration period and its 

matching ambient suppression phase. Of course, it must be noted that the introduction of these 

ambient suppression periods reduces the duty cycle of the illumination source. Unless the source 

power is increased to compensate, this lowers the performance of the system.

There is a wider point relating to the timing of the quantiser updates. As outlined above, new 

bitstream values should only be generated after a complete sequence of integration and ambient 

suppression. Care must be taken to ensure that the integration node counter has settled to a final 
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value before this decision is made, which in practice requires an additional timing margin, further 

reducing the illumination duty cycle. However, the question arises of whether or not it makes 

sense to update the bistream following every illumination cycle. Figure 4.13 previously showed 

the loop operating in this way, with the consequence that at most one photon will be detected in  

each  cycle,  as  the  dead  time  of  the  SPAD  is  typically  comparable  to  or  longer  than  the 

illumination pulse period. This has implications on the performance of the pixel, as photon shot  

noise  can  have  a  huge  influence  on  the  bitstream decisions.  An alternative  is  to  update  the  

bitstream at longer, regular intervals, allowing the integration node time to accumulate a larger 

number  of  photons  so  that  more  robust  bitstream  decisions  can  be  made.  Furthermore,  the 

generation of a new bitstream value for every illumination pulse results in a significant volume of  

data which must be processed by the decimation logic, with obvious implications for readout. 

These issues are explored in section 4.5.

4.4 Applicability to 3D Imaging

This chapter has so far introduced the concept of ΔΣ conversion and proposed a fully-digital 

PDΔΣ converter. This section recaps the key advantages of this architecture and their relevance 

to  3D imaging.  As has been discussed,  the primary motivation in exploring phase to  digital  

converters is to implement a pixel able to measure distance as directly as possible, minimising 

the volume of raw data which must be transmitted from the sensor for external processing. The 

PDΔΣ architecture has been identified as a means of achieving this with a compact, fully digital 

structure which may be implemented in a 3D imaging pixel for use with a SPAD as the detecting 

element.

The  ΔΣ  architecture  is  particularly  well  suited  to  performing  high  resolution,  low  rate 

quantisation:  a  description  closely  matching the  requirements  of  the  audio  application space 

where  converters  of  up  to  24-bit  resolution  at  48kHz  sample  rate  are  widely  used  [217]. 

Nevertheless, high-speed ΔΣ converters have been demonstrated for other applications such as 

sensing and communications [219], as well as being used as the column-ADC in conventional 2D 

image sensors [223]. The architecture has also been ported to the time domain to yield a ΔΣ TDC 

[224].  However,  these factors  are  even more true of  3D imaging,  where the high resolution  

requirements remain and the sample rate can be reduced to video rate, typically just 20-50Hz: a  

speed easily achievable with an oversampling converter. Indeed, the oversampling nature of ΔΣ 

converters also makes them particularly suited to phase-domain inputs which must be averaged 

over multiple cycles in order to achieve a reliable measurement, as is very often the case when 
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dealing with low intensity optical signals where photon shot noise is the dominant source of  

error. Of the family of ADC architectures which may feasibly be ported into the phase domain,  

they are also uniquely suitable for use with a waveform composed of discrete pulses as obtained 

from a SPAD.

A further  advantage  of  the ΔΣ converter  architecture is  the  linearity achievable  [225],  again 

critical for a 3D imaging system. This stems from the avoidance of the banks of references,  

parallel hardware and other analogue blocks employed within alternative converter architectures;  

instead using just a single bit internal ADC and DAC, with decimation logic constructing the 

multi-bit Nyquist rate output. Indeed, the heavily digital nature of the ΔΣ make this approach 

amenable to implementation in advanced CMOS processes, such as the 45nm node employed in 

[219], where the required logic becomes very small: again crucial for inclusion in a pixel where 

fill factor is a key concern.

With respect to existing demodulating pixels utilising binned sampling, a ΔΣ based pixel has 

further advantages. The ability of the ΔΣ loop to internally cancel ambient on a cycle-by-cycle 

basis  significantly reduces  the  magnitude  of  the  values held in the integrator.  This  is  a  key 

advantage, as the risk of saturation due to ambient illumination presents a significant challenge in 

the design of conventional demodulating pixels. Furthermore, by virtue of the negative feedback 

loop employed within a ΔΣ converter, the integration node does not simply sum photons over the  

complete exposure period, but instead ramps up and down equating the energy in the two bins. 

This provides an additional reduction in the counter dynamic range required to avoid saturation 

in  a  given  scenario.  It  is  quite  feasible  for  the  bitstream produced by a  ΔΣ converter  to  be 

decimated on chip, thereby realising the objective of creating depth maps internally. This crucial 

advance  significantly  reduces  the  data  rate  which  must  be  read  off  chip,  and  the  external  

processing requirements of the 3D imaging system.

As a final note in this section, it is worth clarifying the terminology often used in describing the  

ΔΣ converter and existing ranging pixels. As was previously stated, at the core of a ΔΣ converter  

is  the  ΔΣ modulator,  so  termed because  it  produces  a  high  speed  bitstream which  encodes 

information about the input: terminology relating to the origins of the ΔΣ concept as a means of 

transmitting analogue  information  from one  location  to  another  [218].  However,  a  complete 

phase measuring pixel for indirect ToF is referred to as a demodulating pixel, relating to the fact 

that these structures seek to decode the phase information of the reflected illumination pulses to 

determine  the  distance  to  the  objects  in  the  scene.  In  compliance  with  this  established 

terminology,  the  complete  PDΔΣ-based  pixel  will  be  referred  to  in  this  work  as  a  phase-
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demodulating  pixel,  while  the  core  ΔΣ  components  producing  the  bitstream  (namely  the 

summation, integration, quantisation and DAC blocks) will be referred to as the ΔΣ modulator, 

although the need to collectively refer to these blocks seldom arises. Note that as discussed in 

chapter  2,  the  alternative  term  'lock-in  pixel'  will  not  be  used,  as  this  is  considered  to  be 

confusing in  this  context  since  existing demodulating pixels  do not  contain a  converging or 

locking loop. The term instead merely signifies that these pixels operate synchronously with the 

modulation signal.

4.5 Simulation and Verification

4.5.1 Modelling Overview

With the all-digital PDΔΣ loop concept having been proposed as a means of measuring the phase 

of a modulated optical waveform detected with a SPAD, research was undertaken to validate this 

approach to 3D imaging. Many excellent analyses have been presented in published literature 

investigating the various factors defining the performance of ToF 3D imaging systems [52, 226-

230]. Prior to the implementation of the PDΔΣ concept in silicon, modelling and simulation of 

this  architecture  was  of  course  undertaken.  However,  the  focus  of  this  validation  work  – 

documented in the present section – was not to duplicate the existing studies, but to provide  

qualitative  evidence  that  this  new  approach  was  indeed  functional.  To  accomplish  this,  the 

Matlab environment was used to perform two key types of modelling. Firstly, simple scripts were 

used  to  evaluate  the  behaviour  of  a  potential  algorithm's  transfer  function  with  respect  to 

distance,  neglecting  various  non-idealities.  These  results  could  then  be  compared  to  a 

mathematical definition of an algorithm's noise performance obtained by applying the principles 

of  uncertainty  propagation  to  its  governing equation  in  order  to  verify  understanding  of  the 

principle,  as  presented  in  section  4.5.2.  In  addition  to  this,  a  ranging  pixel  simulation 

environment was designed, with the architecture shown in Figure  4.16, intended to allow the 

various factors influencing the real world performance of a 3D imaging system to be explored via  

transient simulation. However, due to time constraints, the full range of capabilities originally 

envisaged was not completely realised. The colour scheme adopted in the diagram illustrates 

which components were fully or partially implemented, and those which were not required within 

the scope of the project.
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Figure 4.16: Matlab Ranging System Model Block Diagram

Block diagram illustrating key components and signal flow in the Matlab ranging system model used for  
algorithm validation.

Throughout  the  simulation  process,  data  structures  containing  vectors  representing  intensity 

versus time are used, such that the environment conducts a transient, time-domain simulation of  

the  algorithm under  test.  Additional  parameters  are  conveyed in the  data  structure including 

wavelength, simulation time step and other statistics relating to the data. Simulation begins with a 

model of the illumination source, comprising an optical waveform, wavelength and power. While 

the simulation engine assumes that the illumination energy consists of a single wavelength – 

clearly an unrealistic assumption – separate modelling investigated the trade-offs related to the 

choice of optical filter bandwidth. The illumination energy is assumed to propagate uniformly, 

being spread over an area defined by the surface area of a sphere with radius equal to the distance 

to the target. The target irradiance in Watts per square metre is then calculated, with the Field of 

Illumination (FoI) defined by the illumination optics being included by multiplying by a gain 

specified  in  dBi:  the  directivity  with  respect  to  an  isotropic  source.  At  this  point,  the  DC 

irradiance due to ambient light is added to produce a total target irradiance vector.

A simplistic model of the imaging optics is then applied to calculate the irradiance of the sensor  

plane, considering the F-number of the imaging lens. Equation 4.8 provides a simple means of 

performing this calculation [33], however this is an approximation which neglects a number of 
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factors.

Esensor=RT Escene 1
2⋅F#

2

(4.8)

Where:

Esensor Irradiance at sensor (W/m2) Escene Irradiance on scene (W/m2)

R Target reflectivity (%) T Lens transmission factor (%)

F# Imaging lens F-number

The SPAD is then modelled to an acceptable degree of realism, considering its dimensions, PDP 

for specified bias conditions at the wavelength of the illumination light, afterpulsing probability 

(which  for  the  detector  and  bias  conditions  of  interest  is  negligible)  and  basic  dead  time 

parameters,  allowing  the  detected  number  of  photons  to  be  predicted.  The  resulting  vector 

contains a series of pulses with Poissonian distribution representing the waveform of incident 

optical energy. This is then fed to a representation of the pixel under test. Finally, output statistics  

are collected, including the mean response and variability of the algorithm versus distance, as 

well as internal parameters such as the range of counter values exercised during operation under 

given conditions.

At  the  time of  writing,  a  number  of  limitations  prevented  the  simulation  environment  from 

making accurate  quantitative  predictions  of  system performance,  particularly  in  the  areas  of 

imaging optics,  the spectra  of the illumination and ambient sources, and the optical filtering 

applied. However, the tool proved to be extremely valuable in investigating the qualitative effects 

of various algorithm and environmental parameters  on system performance.  Of course,  these 

limitations could be addressed in future work to allow quantitative predictions to be made and 

compared with measured results.

4.5.2 Square Wave Illumination Difference Equation

Before investigating the effects of system and operating parameters on the performance of the 

proposed pixel, the behaviour of the underlying difference equation implemented by the ΔΣ loop 

was  first  explored,  as  described  by  equation  4.6 previously.  While  the  mean  output  of  this 

equation with respect to distance is of course known to be linear, the variability of the resulting 

range estimates must be considered. Photon shot noise defines the absolute performance limit of 
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any given approach to 3D imaging [229]: it is impossible to produce range estimates with greater 

repeatability than that permitted by the Poissonian distribution of the arrival times of photons.  

Consequently, to understand the fundamental performance limit of any given ranging approach, 

the  rules  of  uncertainty  propagation  must  be  applied  to  the  underlying  transfer  equation  to 

calculate the impact of shot noise induced variation of the bin values on the algorithm output.  

The application of this approach to the basic transfer function, given previously by equation 4.6, 

yields  the  relationship  in  equation  4.9 which  adds  the  uncertainties  of  the  individual  input 

variables in quadrature to predict the variability of the calculated phase shift (expressed as a  

normalised value in the range of 0 to 1).
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 r
N12

N
2N12

(4.9)

Where:

N i Number of photons counted in bin ɸi.

N ϕ1+2 Sum of photons counted in bins ɸ1 and ɸ2.

σ r Standard deviation of algorithm output.

σ N ϕ i
Standard deviation of ɸi count.

σ N ϕ 1+2
Standard deviation of ɸ1 + ɸ2 count.

σ N ϕ 2N ϕ1+ ϕ2
Covariance of ɸ1 + ɸ2 and ɸ2 counts.

This can be solved to yield the following expression for shot noise induced variability for the two 

bin, square wave demodulating case expressed by equation 4.6 [231]:

σ r
2
=( N ϕ2

N ϕ1+2
)
2

{N ϕ1+2−2N ϕ2

N ϕ1+2
(
σ N ϕ2

N ϕ2
)
2

+(
σ N ϕ1+2

N ϕ1+2
)
2

} (4.10)

The bin values  ɸ1 and ɸ2 can easily be  calculated for a given phase shift and total number of 

photons. Similarly, the standard deviation of the bin values can be calculated as the square root of 

the total bin value, as this is dictated by Poissonian statistics. Consequently, equation 4.10 can be 
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used  to  calculate  the  best-case  repeatability  error  for  the  PDΔΣ ranging  system for  a  given 

number of detected signal photons.

Figure 4.17 displays graphs of the mean output of the difference equation (4.6) and its standard 

deviation versus input phase over the 0-360° range. The expected mean value was calculated 

using equation 4.6, while the standard deviation was predicted using equation 4.10. Photon shot 

noise was included as the sole non-ideality in these calculations, assuming a fixed mean signal 

level of 100 photons per measurement (rather than fixing exposure time or the number of cycles)  

with an ideal square wave probability distribution. The mean number of photons in each bin was 

calculated at 1° phase increments, with the standard deviation of these values being calculated as 

the square root of the number of photons in each bin at each step. For comparison, a simulation 

of the algorithm was then performed. 100 iterations were conducted, with bin values generated  

for each phase step with randomly assigned shot noise components conforming to the calculated 

standard deviation. The mean and standard deviation of the output values were then calculated, 

and are overlaid on the graphs for comparison. The excellent agreement shows that equation 4.10 

does indeed correctly predict the variability of the algorithm output due to shot noise.

115



CHAPTER 4: The Phase-Domain  Algorithm for 3D ImagingΔΣ

Figure 4.17: Shot Noise Performance Limit

Graphs showing theoretical mean and standard deviation of the difference equation output (as a value  
between 0 and 1) versus input phase, compared to values derived from 100 simulation runs of the  
same equation with a mean total of 100 photons.

The shape of the standard deviation curve for the two bin square wave difference equation (4.6) 

may at first seem unintuitive. While a worsening of performance with increasing distance is to be  

expected due to diminishing signal return, this is not included in these curves, which model a  

constant  total  number  of  photons  in  each  pulse.  This  shape  can  be  explained  however  by  

inspecting the components in equation 4.10, and the way in which these vary with input phase. 

The first term, which includes the ɸ2 bin as the numerator, is a factor by which the remainder of 

the equation is multiplied. Since the ɸ2 term tends towards zero as input phase approaches zero, 

the resulting uncertainty in near 0° phase measurements is very low. Similarly, when the phase  

approaches 180°, the energy in bin ɸ1 approaches zero, which leads to the two terms within the 

curly  brackets  cancelling out:  again  causing variance  to  tend  towards  zero.  Indeed,  past  3D 

camera implementations sharing the use of two bin square wave demodulation have exhibited the  
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same fundamental performance limit [232].

Of course, there are many factors not included in this calculation. While the variation of the 

number of detected photons with target distance was not included for the sake of simplicity, this  

is a critical factor in a real 3D imaging system, which will distort the shape of the curve presented 

above. Figure  4.18 shows the same predicted and simulated responses, with the addition of an 

inverse square law weighting of the returning signal level with respect to distance.

Figure 4.18: Shot Noise Performance Limit Considering Propagation Loss

Graphs repeating the calculations and simulations presented in Figure 4.17, but including the effect of  
diminishing signal with distance due to illumination light propagation losses.

As an  example,  if  a  3D imaging system is  assumed to  utilise  a  200ns  illumination  pulse  – 

corresponding to a 5MHz Pulse Repetition Frequency (PRF) – a 50ms integration period and a  

detection probability of approximately one photon per every 10 illumination cycles for a given  
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target distance and reflectivity, then we may expect on average 6,250 photons to be detected in 

each bin for a mid-scale distance measurement. By applying equation  4.10 to these values, we 

calculate that a standard deviation of 0.63% full scale may be expected (with full scale being the 

distance corresponding to a 180° phase shift),  or alternatively, approximately 190mm for the 

system parameters given. This relatively high measurement repeatability error is due to the low 

PRF used in the calculation. Additional effects, such as pile up, will apply further non-linear 

distortions to these results.  Nevertheless,  these predictions serve as a reference. Of particular 

interest is the way in which other parameters or artefacts of ΔΣ modulation may cause the actual  

system performance to deviate from these predictions.

4.5.3 Validation of PD  PixelΔΣ

In order to consider the proposed all-digital, PDΔΣ algorithm a valid approach to 3D imaging, it  

must demonstrate three key properties: 

1. Excellent linearity with respect to distance.

2. Insensitivity to ambient level.

3. Insensitivity to signal level.

The initial modelling work performed on the algorithm therefore focused on confirming that  

these requirements were met. This section discusses these simulations, which were performed 

before the concept was embedded in silicon as the RangingTest chip described in chapter  5. 

However, additional factors later became apparent which affect the performance of the PDΔΣ in 

these areas. Section  4.5.6 explores these limitations, which are later discussed in chapter  6 in 

relation to the characterisation results presented for the sensor.

4.5.3.1 Insensitivity to Ambient

The ability for the loop to suppress ambient illumination was investigated by performing a series 

of simulations with varying levels of DC light added to the target irradiance. Indeed, as section 

4.5.6 will discuss, the relationship between these properties can have a significant impact on the 

performance of the algorithm in terms of DC and signal level immunity. For example, if the 

SPAD dead time is (somewhat unrealistically) set to just 1% of the illumination pulse width, the 

DC rejection scheme proposed can be demonstrated to work robustly in almost all cases. Firstly, 

should photon pile up occur in such a simulation, its effects are largely mitigated as detection of a 

photon in one bin does not significantly impact the probability of detection in the next bin, as is  

the case when dead time is comparable to illumination pulse width. Secondly, with such a low 
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dead time/pulse width ratio, there is ample time to detect many photons per cycle, allowing the 

DC suppression to work robustly with a minimal variation in bin values due to ambient. This  

suppresses the effect of ambient photon shot noise on the corrected (signal – ambient) bin values.  

The total intensity of light striking the sensor has a similar effect on the effectiveness of DC 

suppression: even with realistic SPAD dead time and pulse width parameters, if the likelihood of  

photon detection in a given illumination cycle is low, pile up is avoided and the system can cope  

with ambient light without significant distortion. 

This  modelling  work  initially  indicated  that  the  DC suppression  regime  operated  correctly,  

cancelling the ambient contribution on a  cycle by cycle basis to provide range measurement  

largely unaffected by DC illumination, with no observable variation in INL as ambient light level  

is increased. However, this simulation included a number of assumptions relating to factors such 

as detector dead time, illumination pulse width and ambient intensity. While the effects of these 

parameters  on system performance were studied,  the interaction between them was not  fully 

understood at the outset. Consequently, further analytical study of these effects would be crucial 

in any future continuation of this work. Section 4.5.6 will further discuss the effect of shot noise 

on the operation of the ΔΣ ranging pixel.

4.5.3.2 Insensitivity to Signal Level

In a similar fashion to the modelling conducted to investigate ambient immunity, simulations 

were performed to establish that the algorithm output is in principle unaffected by the magnitude 

of the returned signal. While this is generally the case, if the incident signal level is continually 

ramped up then photon pile up eventually occurs. Again, the consequences of pile up in a binned 

sampling system depend on the ratio of dead time to illumination pulse width, with lower values 

having  a  less  significant  effect.  However,  it  is  worth  noting that  the  expected  return  signal 

magnitude in a typical 3D imaging system is not sufficient to cause significant pile up effects – 

confirmed by the measurement results presented in chapter 6 at all but very short range, provided  

an optical filter is used to suppress ambient illumination sufficiently.

4.5.4 Noise-Shaping Behaviour

Having confirmed that the proposed pixel was in theory capable of providing a linear response, at 

least with certain illumination and environmental parameters, the modelling work then sought to  

verify that the noise-shaping benefits of the ΔΣ ADC were retained in porting the concept to an  

all-digital, phase-domain implementation. To accomplish this, the pixel was simulated converting 
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a sine wave 'distance input' corresponding to the full scale range. An FFT of the output bitstream 

was performed to obtain the spectra of the quantisation noise in the same way that the data for  

Figure 4.8 was obtained. The result, plotted on a log-log scale to more clearly illustrate the base 

band signal, is shown in Figure 4.19. In this case, the tone corresponding to the input sine wave is 

clearly visible. Since the sine wave frequency was chosen to correspond to an exact multiple of  

the bitstream rate, FFT bin leakage does not occur, so no windowing function was necessary. 

Figure 4.19: Noise Shaping Behaviour of PD  PixelΔΣ

Graph containing an FFT of a sample bitstream, illustrating the first order noise shaping characteristic  
of the PD  pixel.ΔΣ

While real world objects do not typically exhibit sinusoidal motion, the use of a sine wave input  

when considering noise shaping behaviour is essential in order to ensure that the quantisation 

noise introduced by sampling is indeed spectrally white. The resulting data clearly shows the 

output noise spectra to be linearly increasing with a gradient of 1 on the log-log axis, verifying  

that first order (20dB/decade) noise shaping is provided.

It is worth noting that in a typical 3D imaging system, the dominant noise source is not the  

quantisation  error  of  the  output  samples,  which  are  often  16-bit  values  for  commercial  3D 
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cameras, permitting sub-millimetre precision. Instead, it is the temporal variability of the output  

codes  due  to  photon  shot  noise  which  presents  the  limiting  factor.  Consequently,  the  noise 

shaping capability of a ΔΣ converter is not a direct benefit in this application. However, it was  

nevertheless  deemed  essential  to  provide  verification  that  this  fundamental  ΔΣ  property  is 

retained,  in  order  to  substantiate  the  claim  that  the  implemented  pixel  hardware  is  indeed 

operating as a ΔΣ converter.

Of course, the fact that many objects in a 3D image will be static must be taken into account, 

raising the question of whether idle tones become an issue. In the context of imaging, a 'tone'  

within the signal bandwidth would manifest itself as a flickering of the data produced by a pixel.  

However, the extremely high oversampling ratio provided when decimating a bitstream produced 

at the illumination pulse rate (a value in the MHz range) down to video rate (in the 10s of Hz) – a  

reduction of 5 orders of magnitude – ensures that the majority of the noise produced by the ΔΣ  

loop lies outwith the signal bandwidth. In addition to this, photon shot noise introduces an effect  

akin to dithering – the deliberate injection of low magnitude white noise into a signal to break up 

idle  tones  in  conventional  ΔΣ  converters  –  which  destroys  the  resulting  tones  and  indeed 

dominates the measurement repeatability error of the system. 

4.5.5 Factors Influencing Hardware Design

Having initially determined that the PDΔΣ pixel in principle maintains the required linearity in 

the presence of ambient illumination and signal level variation, and that the proposed structure 

does indeed implement a ΔΣ noise shaping characteristic, analysis turned to those factors which 

would influence the design of the pixel hardware. The various counters required had to be sized 

by careful consideration of the trade-off between pixel area and the potential for corruption due  

to saturation or overflow.

The up/down counter implementing the integration node was designed by considering the range 

of values occurring during a transient simulation with a short dead time. As will be discussed in 

chapter 5, a 6-bit up/down counter was chosen, providing a range of -32 to +31. This range also  

provides some degree of flexibility to reduce the update rate of the ΔΣ bitstream, allowing the 

integration  node  to  experience  a  wider  range  of  values  by  integrating  more  photons  before 

generating each new bitstream value.
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4.5.6 Architectural Issues

The simulation results presented up to this point were available prior to the commencement of the 

design phase of the RangingTest sensor. However, as has been noted, there are a number of  

issues which were only fully appreciated after the design had been manufactured. This section 

explores these issues and their implications.

The all-digital PDΔΣ approach is affected by ambient light in a different way to existing phase 

sensing  range  image  sensors.  As  has  been  highlighted,  previous  approaches  involve  the 

integration of the incident optical signal in discrete time bins (for example, by separating carriers 

in the charge domain, or using separate integration circuits or a number of digital counters). Only 

after a sufficiently long integration time, when the signal levels have accumulated such that the 

photon shot noise component is acceptably diminished, are these values read out and processed to 

generate a phase estimate. Crucially, the ambient contribution to the various bins can be expected 

to be roughly equal if the integration is long enough, allowing it to be robustly excluded from the 

calculation.

However, the all-digital PDΔΣ pixel attempts to cancel the ambient component of the bins on a 

cycle-by-cycle basis. This was originally conceived as an advantage: by suppressing the ambient 

contribution continually, it cannot lead to the saturation of the bin values. However, the shot 

noise component of the ambient level is significant over the extremely short time-scales involved 

in modulation; typically just a few hundred nanoseconds. This, coupled with that fact that the 

number of photons in each single bin is very small, leads to shot noise influencing the toggling of  

the bitstream. Crucially, the severity of this effect depends on the signal levels involved, which 

can lead to a weighting of the output code depending on the incident light level. As has been 

noted, this can to some extent be suppressed by allowing the integration node to accumulate 

photons for a number of illumination cycles before generating new bitstream values.

An additional issue with the proposed all-digital realisation of the ΔΣ algorithm is the photon 

utilisation efficiency: the percentage of the incident photons which are utilised in estimating the 

phase of the input signal, as defined by equation 4.11. As has been previously discussed, the loop 

compares the ratio of energy in the two bins by integrating only one of them at a time with the 

ratio of time spent in each state signifying distance. Consequently, the loop utilises at best 50% 

of the incident light. However, as Figure  4.20 illustrates, this percentage is only achieved for 

mid-scale phase inputs, and diminishes towards zero if the detected signal is exactly in phase 

with either of the two reference phases. However, if the full unambiguous range permitted by the  
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chosen modulation frequency is not required, the system timing can be defined such that the 

returning illumination pulse energy is centred on the bin boundary for the depth range of interest.

E f=100×
N u

NT

(4.11)

Where:

E f Photon utilisation efficiency (%)

NU Number of photons utilised during measurement

NT Total number of photons detected during measurement

Figure 4.20: Photon Utilisation Efficiency of Phase-Domain  PixelΔΣ

Graph illustrating the photon utilisation efficiency of the proposed PD  pixel implementation.ΔΣ

While  the  efficiency  and  amplitude  sensitivity  limitations  are  problematic  for  the  PDΔΣ 

algorithm as  defined  in  this  chapter,  section  7.3  presents  a  number  of  enhancements  to  the 

concept which could allow future work to mitigate these issues, while retaining the key benefits  

of on-chip depth map generation and reduced likelihood of saturation due to the ΔΣ loop ramping 

up and down around zero instead of simply integrating.

4.6 Conclusions

This chapter has shown that the ΔΣ approach is unique among the common ADC architectures in 
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having a readily realisable phase-domain equivalent compatible with discrete input events such 

as  SPAD  pulses,  which  may  be  implemented  in  a  relatively  compact  fashion  suitable  for 

inclusion  in  a  3D imaging pixel.  The  potential  linearity  issues associated with the  unwieldy 

phase-domain equivalents of alternative ADC architectures are avoided as the PDΔΣ structure 

does not require a multi-bit phase DAC or set of monotonically spaced reference phases with 

which guaranteeing linearity is difficult.

It  has  also  been  demonstrated  that  the  use  of  a  PDΔΣ loop is  a  valid  approach to  distance  

measurement, with the loop converging to estimate the mean phase difference between returning 

and outgoing optical  pulses.  As has been discussed,  the performance achievable with such a  

structure  depends  largely  on  the  parameters  of  the  3D imaging  system in  which  is  it  used, 

including  photon  detection  probability,  noise  and  jitter  sources,  optics  and  illuminator 

parameters. While the fundamental shot noise performance limit of the PDΔΣ pixel is the same as 

for  other  two  bin  phase-demodulating  approaches,  there  are  a  number  of  differences  in 

implementation which affect the actual performance achieved, making comparison complicated. 

While the fully digital nature of the PDΔΣ approach allows many of the analogue noise sources 

affecting  existing  binning  systems  to  be  avoided,  ΔΣ  modulation  artefacts  are  potentially 

introduced.

While there is  clearly potential  for further  innovation in loop order,  decimation strategy and 

ambient immunity implementation, the concept itself stands. By embedding a PDΔΣ structure 

inside each pixel of a 3D camera, depth maps may be generated internally, avoiding the high data 

rate  readouts  associated with other SPAD-based 3D imaging systems discussed in chapter  2. 

Similarly, the external processing required to convert this data into a 3D image is avoided, since 

the ΔΣ loop measures phase shift, and therefore distance, directly. On the basis of this analysis a 

test  chip,  presented  in  the  following  chapter  5,  was  designed  and  manufactured  to  provide 

experimental  proof  of  the  concept.  The  results  of  this  characterisation  are  then  presented in 

chapter 6.

124



5
CHAPTER 5:RANGING TEST CHIP

5.1 Introduction

5.1.1 Background

In order to demonstrate the phase-domain ΔΣ (PDΔΣ) principle introduced in chapter  4, a test 

chip was designed and manufactured. Due to the ongoing collaboration with STMicroelectronics, 

silicon space became available in the company's IMG175 process, discussed in section  5.1.2. 

Thanks  to  parallel  research  activities,  a  number  of  very  low  DCR  SPAD  designs  became 

available  in  this  process,  summarised  in  section  5.1.3.  Rather  than  produce  only  pixel  test 

structures, it was decided to instead demonstrate the PDΔΣ principle in an imaging format. After 

an investigation of  the die  size/resolution trade off,  the array dimensions were chosen to  be 

128×96 pixels, resulting in the “RangingTest” sensor shown in Figure  5.1, the architecture of 

which is discussed over the following pages. 

Figure 5.1: RangingTest Die Photomicrograph

Photomicrograph of the 128x96 pixel RangingTest die, fabricated in the STMicroelectronics IMG175  
process, measuring 7.2mm by 7.5mm.
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5.1.2 IMG175 Process

The  availability  of  silicon  space  on  an  IMG175  Multi-Project  Wafer  (MPW)  provided  a 

significant boost to this research, presenting the opportunity to demonstrate the PDΔΣ concept in 

a  large  format  imaging  array.  As  the  name  suggests,  this  is  an  imaging-optimised  process,  

featuring numerous refinements designed to improve the optical properties [44]. This includes a 

reduced optical stack height above the die, and customisations designed to minimise reflection 

and  attenuation  of  incoming  light.  It  is  based  on  a  130nm  CMOS  process,  but  with  the 

metallisation layers implemented in 90nm technology to facilitate the optical enhancements noted 

above. These capabilities make the process particularly appropriate for 3D imaging, combining 

good optical properties with the ability to include dense digital logic to realise the on-chip range 

measurement functions. This process is also well suited to yielding economies of scale, being 

used to produce millions of image sensors annually for highly cost sensitive markets such as the 

mobile phone industry.

5.1.3 SPAD Availability

Thanks to the research of Drs. Justin Richardson and Robert Henderson, a number of very low 

DCR SPAD designs became available in the STMicroelectronics IMG175 process shortly prior 

to the undertaking of the present project [96]. One of the key accomplishments of that work was 

the conception of the SPAD junction formed between P-well and the deeper NISO layer with a 

virtual guard ring  [38], as introduced in section  2.4.1: a design so successful that it has been 

adopted as the detector of choice in all of the group's proceeding SPAD related sensors at the 

time  of  writing,  including  the  Megaframe  project  [5,  10-13] and  other  yet  to  be  published 

research. This SPAD is from here on termed the “PWELL” structure for conciseness. As part of 

this parallel research, a number of new SPAD structures, shapes and sizes were also being trialled 

on another test chip, manufactured on the same MPW as the RangingTest design. Among the 

many experiments included on this device were two of particular relevance to 3D imaging. The 

first was a trial of SPADs consisting of a square shape with rounded corners, known as a 'Fermat'  

shape  (after  the  16th century  amateur  mathematician),  a  specific  form  of  superellipse.  This 

provides  increased  fill  factor  over  the  standard  round  layout,  while  minimising  the  edge 

breakdown effect associated with the very high electric fields in the corners of purely square 

devices. Secondly, a new SPAD device structure was implemented which utilises a deeper P-type 

implant (PISO1), with the goal of providing a deeper junction to enhance IR sensitivity. This  

structure is referred to as the “PSIO1” SPAD.
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Since these innovations were untested in the target process at the time of the tape-out, it was 

deemed an unacceptable  risk  to  include  them in the  RangingTest  device.  For  that  reason,  a  

circular shape SPAD with the proven PWELL junction was used. However, thanks to internal 

interest within STMicroelectronics, the opportunity to have a second variant of the RangingTest  

device, featuring the PSIO1 SPAD in Fermat shape, presented itself. The two were manufactured 

on the same MPW. While at the time of submission there was no guarantee that this second 

device would be functional,  it  would pay dividends  if  these SPAD developments worked as 

intended. Testing ultimately revealed that the PISO1 SPAD was indeed operational, but the PDP 

was largely unchanged from that of the PWELL variety. Since the two variants differ only in the  

SPAD they contain, they are collectively referred to as the RangingTest chips. 

5.2 Sensor Architecture

5.2.1 Overview

The primary motivation for designing the RangingTest chip was to demonstrate the all-digital  

PDΔΣ loop concept and its applicability to 3D imaging. This structure therefore formed the core 

of the pixel design. However, since the loop produces a single-bit bistream at a very high rate,  

decimation is required to produce video rate range estimates. For the array dimensions chosen, it 

was  not  feasible  to  stream  out  the  bitstreams  of  all  12,288  pixels  for  external  decimation, 

necessitating the inclusion of decimation logic on chip. However, even routing this volume of 

data  to  the  periphery  of  the  die  for  column-level  decimation  would  have  presented  serious 

problems, as the individual bitstreams may toggle at a rate up to the modulation frequency of the 

illumination waveform: a value in the MHz range. Consequently, some form of decimation was 

required in the pixels themselves. As will be discussed in section 5.2.2, fitting the loop and all of 

the required supporting logic into the pixel while attempting to achieve a high fill factor was a 

significant challenge. To prevent the pixel becoming excessively large, the decimation logic was 

partitioned between pixel and column level blocks as the sensor floorplan block diagram shown 

in  Figure  5.2 illustrates.  This  arrangement  allowed  an  acceptable  trade-off  to  be  achieved 

between maintaining pixel fill factor while avoiding the need for overly high bandwidth data 

transmission across the device. 
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Figure 5.2: Floorplan of the RangingTest Chip

Block diagram showing the sensor floorplan with insert illustrating the in-pixel phase-domain  loopΔΣ  
as described in chapter 4. Note that the decimation logic is split between the pixel and the column-level  
logic.

To  minimise  design  complexity,  a  simple  accumulate  and  dump  decimation  regime  was 

employed,  utilising  6-bit  in-pixel  counters  which  may  be  used  in  isolation  to  provide  64× 

decimation, or extended to 10 bits by the column logic for a 1024× reduction in bitstream data 

rate.  As  will  be  explained,  when  these  features  are  used  together,  the  array  is  scanned 

periodically (at up to 1MHz), with the pixel MSBs being read out to the array periphery and 

added to the matching column level counters before themselves being reset. 10-bit depth maps 

can  then  be  produced  directly  on  chip  by  simply  accumulating  a  power  of  two  number  of 

bitstream values for each pixel, thus avoiding any division operation. This data may then be 

stored for readout within an internal frame buffer, while the decimation counters are reset to 

begin the next accumulate and dump cycle.
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While the decimation strategy, further described in the sections 5.2.2 and 5.2.3, was intended to 

reduce  this  volume  of  data  down  towards  that  of  video  rate  images  (which  for  a  128×96  

resolution camera requires a very small  readout bandwidth),  it  was clearly desirable that the 

sensor also be able to operate in a debugging mode where high speed access to raw or partially 

decimated data  is available.  To achieve  this,  a  highly parallel  readout structure was utilised, 

drawing on experience from the MF32 device discussed in chapter  3. As well as providing a 

backup option in the event of problems, this had the advantage of simplifying the sensor readout 

architecture. The array was split in two, with one IO pad allocated to each group of four adjacent 

half  columns,  as illustrated in Figure  5.2. There was therefore no need for complex logic to 

package  data  from the  entire  sensor  into  frames for  readout  via  a  single  serial  interface,  as  

employed on conventional commercial image sensors.

Where possible, timing related control signals were brought in via input pads rather than being 

generated  internally,  in  order  to  provide  this  experimental  sensor  with  maximum flexibility, 

while also minimising the risk of design error. Static control values, however, were provided by  

an on-chip I2C interface in order to minimise the number of IO pads. This block was a trusted 

cell used within many devices at ST, so did not itself present a risk to the design.

5.2.2 Pixel Architecture

5.2.2.1 Overview

This section provides a description of the circuitry within the RangingTest pixel, and the design 

considerations which led to its creation. For reference, a simplified block diagram of the pixel  

architecture is shown in Figure  5.3, while section  5.2.2.2 presents the pixel floorplan. As was 

mentioned previously in section 5.1.3, two versions of the sensor were produced with different 

SPAD structures. However, the rest of the pixel circuitry remains the same in each case. Section 

5.2.2.3 discusses the SPAD quench circuit,  which includes not only a quench resistance and 

output  buffer  but  also  additional  transistors  allowing  the  SPAD to  be  disabled  and  rapidly 

recharged during sensor operation, and support for this behaviour to be controlled independently  

for  the  two  bitstream  states.  As  will  become  apparent  when  examining  the  ΔΣ  loop 

implementation in section  5.2.2.4, this permits a number of advanced timing modes, some of 

which have not yet been fully studied.
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Figure 5.3: Pixel Block Diagram

Block diagram schematic showing the architecture of the phase-domain  ranging pixel. ΔΣ

The in-pixel decimation logic is able to operate in two modes. In the simplest case, termed non-

activity-dependent mode, the ΔΣ bitstreams of all pixels are updated simultaneously, clocked by 

the global signal UDPATE, with a “decimation filter counter” operating in an accumulate and 

dump fashion, serving to reduce the data rate. Alternatively, an activity-dependent mode allows 

pixels to update and generate bitstream values only at the end of modulation cycles in which one 

or more photons were detected, in which case an additional “decimation bit counter” must also be 

used to record the number of bitstream values integrated. These two approaches are discussed in 

section 5.2.2.5. Synchronisation between the pixel and column decimation circuitry is performed 

by dedicated logic, detailed in section 5.2.2.6. The decimation logic can also be reconfigured to 

operate in a simple photon counting mode. Finally, the pixel output data is driven onto column 

output buses by tri-state drivers presented in section 5.2.2.7, when requested by the array control 

logic. The array level timing is described later in section 5.2.4

Implementing  all  of  this  logic  in  a  pixel  while  trying  to  maintain  fill  factor  was  indeed  a 

challenge. Figure  5.4 shows photomicrographs of the two pixel variants side by side. The fill 

factor is clearly limited by the in-pixel circuitry, which occupies over ¾ of the pixel area. It  

should however be noted that since the RangingTest device was intended primarily as a test chip,  

numerous speculative and debugging related features were included in the pixel. Optimisation of  

this  logic  could  therefore  yield  fill  factor  improvements  in  any  future  work.  From  the 

photomicrographs it is also apparent that the guard ring of the SPAD occupies a significant area 

which is not sensitive to light: the metal 1 layer ring covering the guard ring is clearly visible as a 

light orange colour, while the light absorbing active region appears much darker. At the time of 

writing, ongoing research aimed to investigate whether this dimension could be reduced, and is 
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the topic of pending publications. The off-centre anode contact in the Fermat device yields a  

further fill factor improvement.

Figure 5.4: Comparison of Manufactured Pixel Variants

Photomicrographs  showing  pixels  on  manufactured  sensor  die.  Left:  PWELL  SPAD  in  round  
configuration. Right: PISO1 SPAD in Fermat configuration with off-centre anode contact.

Table 5.1 summarises the fill factor of the two pixel variants. As can be seen, the Fermat shape 

SPAD offers a 3.17% fill factor, compared to 2.52% for the circular shape, a relative increase of  

25.8%.

Table 5.1: SPAD Shape Fill Factor Comparison

SPAD Round Fermat

Pixel pitch 44.65µm

Pixel area 1,993.62µm2

SPAD active diameter 8µm

SPAD active area 50.27µm2 63.20µm2

Pixel fill factor 2.52% 3.17%

Table comparing the fill factor of the two pixels with round and Fermat shape SPADs. Note that the  
area shielded by the anode contact is not included in these calculations.
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5.2.2.2 Floorplan

Figure 5.5 shows an annotated floorplan of the RangingTest pixel, in this case the Fermat shape  

variant. As is clear from the figure, the 6-bit up/down counter is one of the largest blocks in the 

pixel. As section 5.2.2.4 will discuss, this was sized to provide flexibility in exploring different 

timing modes. Significant space is also occupied by the various miscellaneous logic functions in 

the pixel.

Figure 5.5: Annotated Pixel Layout

Annotated layout of pixel, showing key blocks. Circuits too small to be labelled individually reside in the  
two areas labelled as “logic”.

The placement of cells was arranged both to suit the flow of data around the pixel circuitry and 

facilitate robust power routing. Great care was taken to ensure that the routing of the up/down 
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control signals for the up/down counter was symmetrical, feeding into a symmetrical layout of 

the two counter direction multiplexors, which are located adjacent to the front end flip flops of  

the up/down counter to ensure that the up and down counting periods are treated equally. These 

components were located next to the quench circuitry, containing the inverter which digitises the  

SPAD's moving node. Together these blocks form the timing critical part of the pixel, and were 

positioned next to the SPAD to minimise the loading of the moving node. The remaining digital  

components were relatively free of such placement constraints, and were consequently arranged 

to best suit the power routing requirements. In implementing the decimation counters, vertical  

stacks of D-type flip flops – the largest standard cells used in the design – were positioned to  

allow wide, low level metal power straps to run across them to firmly connect the supplies of the 

9 individual strips of logic cells within the pixel, while the top level metal layer was used for 

power distribution across the array. The control and output data signals requiring long distance 

routing were distributed equally across the non-light-sensitive width and height of the pixel with 

a sufficient spacing to allow internal routing in-between, thus avoiding the need for dedicated 

routing channels which would reduce fill factor. Consequently, the resulting pixel is an extremely 

dense piece of layout.

5.2.2.3 SPAD, Quench and Pixel Enable Circuitry

Figure  5.6 shows an extract from the pixel top level schematic detailing the connection of the 

SPAD  to  the  bias  supplies  and  quench  block.  The  SPAD  is  connected  in  negative  drive 

configuration,  whereby a  negative  VBD in  the  region  of  -13V is  applied to  the  anode,  and 

cathode is the moving node, connected to the quench circuit which is shown in Figure 5.7 and 

detailed later  in  this  section.  The cathode swings between VEB (in the region of  1.3V) and 

approximately 0V.  This  arrangement brings a  disadvantage,  as  the  cathode  has  a  far  greater 

parasitic capacitance to ground than the anode. An alternative configuration involves the cathode 

being tied directly to a strongly positive voltage (equal to -VBD + VEB), with the anode coupled 

to ground via a quench resistance. In this case, the lower capacitance anode is the moving node, 

which  results  in  faster  and lower  jitter  switching  of  the  SPAD output.  While  this  has  been 

successfully demonstrated in prior work, this arrangement has proved problematic to achieve in  

IMG175 due to the high cathode voltage: other parasitic junctions in the device can break down  

before the SPAD junction, preventing the device from working. At the time of the RangingTest  

tape out, it was not known whether this could be addressed in the target process, so the negative  

SPAD orientation was used instead. However, a positive oriented SPAD has now successfully  

been demonstrated in IMG175, and could be used to bring jitter improvements to any future 
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work. 

Figure 5.6: Pixel Top Level Schematic Extract

Extract from pixel top level schematic showing pixel enable logic, SPAD, quench block and test mode  
multiplexor. The output to the right carries the SPAD output or test stimuli to the remaining pixel logic.

The pixel  top  level  features  pairs  of  both  SPADEN and FASTQUENCH signals,  which are 

driven globally into the sensor array via individual input pads, and allow the operation of the  

SPAD to be controlled at system level. These signals – the operation of which is explained in 

greater detail in the discussion of the pixel quench circuit below – respectively control whether 

the SPAD is enabled or disabled, and allow the SPAD to be rapidly recharged from the disabled 

to  enabled state.  Two multiplexors allow a pair of these signals to be selected based on the  

current  value of  the in-pixel  ΔΣ bitstream.  This  was  intended to allow advanced 3D timing 

modes, whereby the SPAD is inhibited during different parts of a modulation cycle depending on 

the bitstream state in order to minimise pile up effects. However, to date this logic has not yet  

been exploited. Alternatively, if the I2C control signal PIX_SPAD_CTRL_BP is asserted, then 

SPADEN1 and FASTQUENCH1 are permanently selected, controlled by the NOR gate shown in 

Figure 5.6.

The  chosen  SPADEN  signal  is  also  combined  inside  the  pixel  with  a  pair  of  row  enable 

(ROWEN) and column enable (COLEN) signals. As the names suggest, these signals specify  

which rows and columns of the sensor are enabled to define a Region Of Interest (ROI). A 3-

input NAND gate combines these to produce a local SPAD enable signal and its complement 

(LOCALSPADEN/LOCALSPADENB), which are fed to the EN and ENB ports of the quench 

module.  While  the  input  SPADEN1/2  signals  are  global,  the  state  of  the  LOCALSPADEN 
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signals may clearly vary from pixel to pixel based on the bitstream state and ROWEN/COLEN 

values.  Finally  in  the  top  level,  a  further  multiplexor,  controlled  by  the  I2C  signal 

SOURCE_SEL, selects either the SPAD pulses or a global test stimuli (TEST_PULSE) as the 

input to the core of the pixel, named SPAD_OUTPUT. This proved to be extremely useful in 

debugging the line timing and firmware associated with readout.

The schematic of the passive quench circuit is shown in Figure 5.7, while Figure 5.8 contains an 

annotated simulation of its operation, depicting the main operating modes. When the pixel is 

enabled, the SPAD cathode is connected to VEB through the PMOS quench transistor, M1. With 

a W/L ratio of 0.39μm/2μm, this device provides a resistive quenching path, the impedance of 

which is defined by the voltage VQUENCH applied to its gate. When an avalanche breakdown 

occurs leading to a current flow, it is the voltage drop across the quench transistor that brings the 

SPAD out of Geiger mode, quenching the avalanche. The SPAD is then recharged, resetting the  

device. Figure 5.8 a) illustrates two complete cycles of photon detection and quenching. Varying 

the VQUENCH voltage provides a means of varying the time taken to recharge the SPAD, and 

hence, its dead time.

Figure 5.7: Pixel Quench Circuit Schematic

Schematic  of  pixel  quench  circuit,  featuring  fast  pre-charge  capability  (actuated  by  LOCALFQN),  
variable quench resistance (controlled by VQUENCH), SPAD gating (controlled by EN and ENB) and a  
NOR output gate instead of a buffer, to prevent spurious pixel operation when the SPAD is disabled.

With the exception of the quench transistor and those forming the output gate, all MOSFETs in 

the quench block are of minimum dimensions, as these implement digital rather than analogue 

functions.  As  noted  previously,  the  SPAD  may  be  enabled  or  disabled  using  a  pair  of 
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complementary signals called EN and ENB. With EN low (and consequently ENB high),  the 

SPAD cathode is shorted to ground via M0 (termed the pull down device), while M5 and M4 

serve to remove VQUENCH from the quench transistor gate and connect it to VEB, respectively. 

This shuts off the quench path, preventing a DC flow of current from VEB to GND when the  

SPAD is disabled. Figure 5.8 b) illustrates the SPAD in the disabled state.

A fast  pre-charge  path is  also provided by the  fast  quench device,  M8. This  capability  was 

intended to be used in conjunction with SPADEN, allowing the detector to be inhibited for a 

short period during operation, then rapidly reactivated to facilitate time-gated photon counting. 

This  is  actuated  by  the  active  low  signal  LOCALFQN,  generated  from  the  active  high 

FASTQUENCH at the top level as shown in Figure 5.6. Crucially, a NAND gate in this top level 

logic guarantees that LOCALFQN can never go low when the SPAD is disabled, as this would  

lead to a short circuit between VEB and GND through the minimum length fast quench and pull  

down  devices.  Unfortunately,  due  to  a  design  oversight,  the  generated  LOCALFQN  signal 

switches between VDD and GND, while the fast quench transistor is connected between the 

SPAD cathode and VEB. If VEB exceeds VDD by more than the Vt of this transistor, it begins to 

conduct  even  when  LOCALFQN  is  in  the  negated  (high)  state.  This  can  be  observed 

experimentally as an unexpected shortening of the SPAD dead time at higher VEB values, but  

does not  present  a  significant  problem. Ideally,  a  level  shifter  should have  been included to 

address this, shifting the LOCALFQN signal to the VEB domain. Figure 5.8 c) depicts the SPAD 

again being disabled, but with the FASTQUENCH signal asserted and remaining high 20ns after  

SPADEN is asserted, causing the device to rapidly recharge when moving into the rightmost a) 

region of standard operation.
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Figure 5.8: Quench Circuit Timing Diagram

Timing  diagram showing  the  quench  circuit  in  operation,  cycling  through the  following  modes:  a)  
normal operation, b) SPAD disabled, c) SPAD disabled with FASTQUENCH asserted.

Finally, the inverting output buffer typically seen in SPAD systems is here replaced with a NOR 

gate, composed of transistors M2, M3, M6 and M7. This allows the output to be held low while 

the SPAD is disabled. Were this not included, disabling the SPAD would cause the gate output 

(SPAD_OUTPUT) to switch high, which is indistinguishable to the downstream pixel logic from 

a real photon being detected, as illustrated in Figure 5.8 b). This functionality is critical to ensure 

correct behaviour for time-gated photon counting applications. The FASTQUENCH signal was 

reused to control this feature, as it serves no purpose while the SPADs are disabled. Asserting  

and holding FASTQUENCH high a short time before the SPAD is disabled causes the output to 

be masked low as illustrated in Figure 5.8 c). However, at the time of writing this feature had not 

yet been utilised. The transistors in this NOR gate were sized to preferentially boost the rising 

edge speed of the output pulses in an effort to minimise the jitter of this edge, as the falling edges 

contain no useful timing information.
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5.2.2.4 All-Digital  Loop ImplementationΔΣ

5.2.2.4.1  Loop Overview ΔΣ

In order to understand the all-digital phase domain ΔΣ loop architecture, it is useful to compare  

the pixel block diagram presented in section 5.2.2.1 with the conceptual loop diagram presented 

in  chapter  4.  Such  a  comparison  is  illustrated  in  Figure  5.9,  elaborating  the  components 

comprising the ΔΣ modulator.

In implementing the loop, a number of optimisations were made to the design partitioning to  

reduce the required silicon area and provide flexibility. Firstly, the subtraction and integration  

blocks  were  combined  into  a  single  digital  up/down  counter.  This  yields  a  more  compact  

implementation than having separate arithmetic and integration units. The 1-bit phase DAC was 

implemented using a pair of multiplexors to select appropriate control signals for the up/down 

counter. Rather than selecting a single reference phase, ɸref, individual UP and DOWN signals 

are  provided  which  instruct  the  counter  to  step  in  the  relevant  direction  when  a  photon  is 

detected.  This  provides  a  great  deal  of  flexibility  in  defining  how  the  loop  operates,  and 

consequently, how the range measurement function is performed. Implementation details relating 

to the up/down counter are presented in section 5.2.2.4.2.
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Figure 5.9: Phase-Domain  Loop – From Concept to ImplementationΔΣ

Comparison of a) PD  loop conceptual block diagram with b) RangingTest pixel architecture. TheΔΣ  
colours indicate the mapping of the abstract loop components to physical circuit elements.

Thanks to the all-digital approach, the loop quantiser can be implemented using a single D-type 

flip flop sampling the MSB (sign bit) of the up/down counter output, directly generating the ΔΣ  

bitstream. Clearly this D-type requires a clock, and this can be obtained from one of two sources.  

In non-activity-dependent mode (selected by setting the I2C signal MODE_ACT_DEP low), the 

global input signal UPDATE is used to synchronously clock all ΔΣ bitstream flops. However, 

this allows the loop to be updated even if no photons were detected in a given cycle. To address  

this, with MODE_ACT_DEP high, the loop operates in a fully activity-dependent mode, whereby 

each pixel's ΔΣ bitstream is only updated at the end of modulation cycles in which one or more  

photons were detected. This is facilitated by a “fired latch” within each pixel, described in section 

5.2.2.4.3, which records whether or not photons were detected in a given cycle and generates a  

suitable local bitstream clock. The activity-dependent mode was included to avoid the possibility 

of cycles in which no light was detected contributing a component with a mid-scale mean to the  

range estimate.  Further  analysis  later revealed that  this is not  an issue,  as the loop correctly 
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measures the ratio time taken to equate the energy in the two sampling phases regardless of  

whether these cycles are counted. The mode does, however, provide the advantage of reducing 

the bitstream data rate in the case of sparse photon arrivals, which aids the decimation logic in 

minimising the sensor output data rate.

5.2.2.4.2 Up/Down Counter

The top level of the up/down counter module is shown in Figure 5.10. A 2's compliment counter 

of 6-bit depth was chosen to allow the system to operate correctly with up to 32 photons being 

detected per modulation cycle before counter overflow occurs. Given the typical SPAD dead 

time of 50ns and the desire to use the highest possible modulation frequency, with a period of 10s 

to 100s of nanoseconds, this 6-bit range was deemed sufficient, potentially allowing many cycles  

of operation before the loop needs to be updated and the counting direction changed. However, 

since this block must count SPAD pulses, which may occur at any time, great care had to be 

taken with the counter  design to avoid metastability issues. In particular,  the need to switch  

between counting up and down at regular intervals further complicates the design challenge. An 

asynchronous ripple counter would not be suitable in this case: were the counter direction to be  

changed while the effects of an addition were still in the process of rippling through the stages,  

the counter value may be corrupted. Furthermore, the design must also operate reliably in the 

event  that  a  SPAD  pulse  occurs  shortly  after  a  counter  direction  change.  This  would  be 

problematic if a fully synchronous architecture were used, with all stages being clocked by the 

SPAD pulse, as the process of reconfiguring the adder path between the increment and decrement 

modes requires a finite time, during which SPAD pulses may cause erroneous operation. To 

address these issues, a hybrid architecture was selected. The counter is composed of 5 identical  

synchronous elements providing the upper bits, and a dedicated asynchronous “front end” unit 

implementing the LSB, the operation of which will now be explained. The signals UP_N and 

DOWN_N are inverted versions of the UP and DOWN signals described previously. This active 

low logic was chosen to minimise the size of the selection multiplexors, and is compensated for 

within the front end element, detailed in Figure  5.11. Note that the RESETN signal is derived 

from PIXRESETN at the pixel top level, and resets all counter bits to 0.
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Figure 5.10: Up/Down Counter Top Level Schematic

Schematic of up/down counter top level, showing structure composed of a specialised front end and 5  
identical elements for the upper bits.

Since the counter is a 2's compliment architecture, incrementing is achieved by adding 1, and  

decrementing by adding the 6 bit two's complement binary value 111111, which codes for -1. 

When a photon is detected, the positive going SPAD_OUTPUT pulse clocks the two D-types I0 

and I1 within the front end element, which latch the UP_N and DOWN_N signal states, creating 

a snapshot of the required counter direction at the moment the photon was detected. The NAND 

gate  I4 uses  this  information  to  generate  the  COUNT signal,  specifying whether  or  not  the 

counter  should  be  incremented.  Simultaneously,  gate  I9  determines  in  which  direction  the 

counter should be incremented, ensuring that if both the UP and DOWN signals were asserted 

due to timing overlap, the counter moves in a well defined direction (always up). Note that the 

naming of the signal ADD is perhaps misleading – this signifies not that the counter as a whole is  

going  to  increment,  but  rather  that  the  following stages  should  all  add  1,  decrementing  the 

counter  value.  As  such,  add  is  (confusingly)  high  when  decrementing,  and  low  when 

incrementing.

A half-adder  block  (a  standard  cell  in  the  IMG175 digital  libraries)  provides  the  arithmetic 

function for the LSB. In 2's  compliment arithmetic, adding 1 and subtracting 1 both involve 

incrementing the LSB, so this half-adder simply sums the current LSB value and the COUNT 

signal, producing a new LSB value (S_0) and a carry out (COUT) signal for the next stage.  

Finally within the front end element, the clock for the synchronous upper bits is generated by 

inverting the SPAD_output node, such that these bits toggle on the falling edge of the SPAD 

pulse.  While  the  position  of  this  is  variable,  defined  by  the  SPAD  bias  conditions  and 

VQUENCH control voltage, this provides a suitable delay to ensure that the front end logic has  

latched the UP and DOWN signals and generated stable ADD and COUNT control values before 

the remaining bits are adjusted. By capturing these values at a single point in time and only 

actuating the upper bits after a small delay, the issues associated with the propagation of the 
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direction signals into the adder path for the upper bits are avoided.

Figure 5.11: Up/Down Counter Front End Schematic

Schematic of up/down counter front end element, featuring (from left to right) direction latches, control  
logic, and the half adder and flip flop for the LSB.

Figure  5.12 shows the schematic of the element used to implement the upper 5 counter bits. 

Considerably simpler than the front end, this is composed solely of a full-adder cell and flip flop. 

The adder combines the current counter value with the ADD command (which adds 1 to the  

upper bits to decrement the counter) and the carry out signal from the previous bit, connected to 

CIN. The CLOCK and RESETN inputs are common to all counter elements.

Figure 5.12: Up/Down Counter Element Schematic

Schematic of upper bit synchronous element, featuring full-adder and flip flop.

5.2.2.4.3 Fired Latch

When operating in activity-dependent mode, each pixel must record whether or not a photon was 

detected during each modulation cycle to ensure that the bitstream and counters are only updated 
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in cycles where a photon was present. This section discusses the hardware implementation of the 

FIRED latch, the schematic for which is shown in Figure 5.13.

Figure 5.13: Pixel FIRED Latch Schematic

Schematic showing the implementation of the in-pixel FIRED latch, used to generate a local bitstream  
clock in activity dependent mode.

As can be seen, the latch is composed principally of three D-type flip flops. This structure was 

chosen to avoid issues associated with metastability. As was the case for the up/down counter,  

great care has to be taken with the handling of the SPAD_OUTPUT node, as this may toggle at  

any time asynchronously to the control signals. Figure 5.14 contains a timing diagram illustrating 

the operation of the FIRED latch. The first flip flop, I0, generates the signal FIRED_LATCH, 

which  as  its  name  suggests  simply  latches  high  whenever  the  SPAD  fires  so  long  as  

FIRED_LATCH_EN is asserted. This is reset during a pixel reset, or by the global UPDATE 

signal. Provided via an input pad, UPDATE is also responsible for sampling the FIRED_LATCH 

signal into the second flip flop, I2, to produce FIRED_LATCH_D. While this device may enter a  

metastable  state  if  FIRED_LATCH  transitions  within  the  setup  and  hold  time  around  an 

UPDATE edge, FIRED_LATCH_D is connected only to the third flip flop, I1, which re-samples 

this to produce the signal FIRED. Since I1 is clocked on the falling edge of UPDATE, I2 has a  

period of time (defined by the line timing) in which to settle to a logic value before its output is 

sampled by I1. However, even if FIRED_LATCH_D remains undefined at the time of sampling,  

FIRED will always either transition to a 1 (giving correct operation), or remain 0 (in which case  

the photon is not counted). This latter case can only occur for photons detected at the very end of 

the  illumination  cycle.  The  FIRED  signal  is  also  cleared  during  pixel  reset  and  by  the 

FIRED_LATCH_CLEAR signal, provided via an IO pad. At the pixel top level, a multiplexor  

selects either FIRED or UPDATE as the local bitstream clock in the activity-dependent and non-

activity-dependent modes respectively.
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Figure 5.14: FIRED Latch Timing Diagram

Timing diagram illustrating the operation of the in-pixel FIRED latch over two modulation cycles, using  
the most conservative modulation cycle timing with ambient suppression and keep-out zone.

5.2.2.5 In-Pixel Decimation

As noted previously, the decimation strategy utilised in the RangingTest device is based on a 

simple  accumulate  and  dump  process,  employing  a  pair  of  in-pixel  counters  supported  by 

additional bits implemented in column-level logic, the sizing of which is discussed below. Within 

the pixel,  the decimation bit counter records the number of times the ΔΣ bitstream has been 

updated, which is crucial in activity-dependent mode where this may differ from pixel to pixel. 

Meanwhile,  the  decimation  filter  counter  integrates  the  bitstream  state,  with  the  option  of 

incrementing only during cycles in which a photon was detected when in activity-dependent 

mode. At any time, provided the counter values are not zero, a valid range measurement could be 

obtained by inspecting this pair of counter values and dividing the decimation value by the bit  

count, giving a value between 0 and 1 which represents phase shifts in the range of 0 to 180°. Of 

course,  such  an  estimate  may be  produced more  simply  in  non-activity-dependent  mode by 

integrating for a power of two number of modulation cycles, after which the decimation filter  

counter provides a phase estimate directly.

Clearly,  the effective resolution of  such a  measurement depends on the number of bitstream 

values which have been accumulated. The sensor was designed to allow continuous integration 

while streaming 3D image data off-chip, even with the bistream toggling at speeds up to that of 

the modulation signal.  However,  as noted previously,  fill  factor  considerations prevented the 

inclusion of a large decimation filter in the pixel itself. Consequently, the logic was split between 

pixel and column-level circuits, with a width of 6 bits selected for the in-pixel counters. In the 

most basic sensor line timing mode, these in-pixel counter values are read off-chip periodically,  

with further integration and computation being performed in firmware or software. However, by 
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providing a  maximum of 64x decimation,  the  modulation  rate  is  limited in  this  case by the  

available sensor readout bandwidth.  Nevertheless, this mode is useful for testing the pixel in 

isolation. As section 5.2.2.6 will discuss, the MSBs of these counters can also be synchronised 

with replicas in their column-level counterparts: a process which involves internally scanning the 

pixel array at up to 1MHz, while for each pixel adding the counter MSBs to the matching column 

counter  bits  before resetting the  in-pixel  MSBs. This  arrangement allows a  maximum of  32 

modulation cycles between such synchronisation events to ensure that counter overflow does not 

occur. This section focuses on the implementation of the in-pixel decimation logic. A top level  

schematic of the decimation filter module, featuring the two 6-bit counters and reset generation  

logic, is shown in Figure 5.15.

Figure 5.15: Decimation Filter Top Level Schematic

Schematic of decimation filter top level module featuring two independent 6 bit counters and reset  
control logic.

In order to save silicon area, numerous signals were inverted and implemented using negative 

logic,  including the counter outputs themselves,  as indicated by the _N suffix.  However,  the  

functionality of the pixel is unaffected. For example, in the case of the counters, the pixel output 

buffers are also inverting to compensate for this. The schematic also shows a number of inputs to  

the counter blocks. These include MODE3D, an I2C control signal which specifies whether the 

sensor should operate in photon-counting or 3D mode when low or high respectively. Within the  

pixel, photon counting mode requires only a subset of the functionality of 3D mode. In this case,  

the two 6-bit counters are daisy-chained together to form a single 12-bit counter for increased 

dynamic range. This is implemented by connecting the MSB of the decimation filter counter to  
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the input stage of the bit counter. Finally within the decimation top level, reset generation logic 

controls  when  the  counters  are  to  be  reset.  The  two  counter  MSBs  can  each  be  reset 

independently, as required for synchronisation with the column decimation logic as discussed in  

section 5.2.2.6. Both counters can also be reset simultaneously during either a global pixel array 

reset (PIXRESET high), or by the CLEAR_CNT signal when the current row is selected for reset  

by the Y decoder asserting COUNTERSEL. It is this last mechanism which is used to clear the  

counters one line period after being read out.

Figure 5.16 contains a schematic for the first of the two counters, the decimation filter counter,  

which accumulates ΔΣ bitstream values. The counter is constructed as an asynchronous ripple 

counter, implemented simply using D-type flip flops in toggle configuration, arranged such that 

each bit toggles when the previous bit falls. This architecture is very compact and power efficient 

compared to a synchronous approach, which would require not only the same number of flip  

flops, but also an arithmetic unit to perform addition. However, with asynchronous counters, care  

has to be taken in defining the sensor line timing to ensure that the output is never sampled while  

the counter may still be rippling.

Figure 5.16: Decimation Filter Counter Schematic

Schematic  of  decimation  filter  counter  showing asynchronous  ripple  implementation  and front  end  
multiplexors to provide gated photon counting and bitstream decimation modes.

The filter counter also includes a number of multiplexors at the front end to support the various 

sensor modes. Firstly, either the local bitstream clock (FIRED) or the SPAD_OUTPUT node may 

be selected as the clock source for the counter, as determined by the operating mode, specified by 

the MODE3D signal. Similarly, a gating signal  (COUNT_EN_N) is selected for the counter, 

which controls a further multiplexor to select either a positive or negative feedback loop for the 

LSB, allowing the counter to either remain static or increment respectively, even in the presence  
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of clock inputs.  This  provides a  glitch free gating mechanism.  If  the  clock  input  was  gated 

directly,  the  resulting  counter  would  be  level  sensitive  to  the  clock  input  rather  than  edge 

sensitive: if the clock input was high when the gating signal was released this would lead to a 

spurious count. In photon counting mode, the global input signal PC_COUNTER_EN is selected 

as the gating signal, allowing gated photon counting to be implemented. While in 3D mode, the  

bitstream state instead acts as the gating signal, causing the counter to only increment when the  

bitstream  is  in  the  high  state,  and  therefore  providing  the  accumulate  function  required  for 

decimation. Note that as discussed previously, the MSB reset signal is independent from the 

other bits to allow integration with the column decimation logic.

The bit counter is of a similar construction to the decimation filter counter, as the schematic in 

Figure 5.17 illustrates. However, the front end stage is simpler, as this does not require a gating  

function. Instead, only one front end multiplexor is required. This selects either the MSB of the 

filter  counter  in order to chain the counters  together for  photon counting mode, or the local  

bitstream clock (FIRED) in order to count the number of cycles in which the ΔΣ loop is updated, 

as required for activity-dependent mode.

Figure 5.17: Decimation Bit Counter Schematic

Schematic of decimation bit counter, showing asynchronous ripple implementation and multiplexor to  
allow daisy-chaining with the filter counter discussed previously for 12-bit photon counting operation.

5.2.2.6 Column Logic Support

The pixel includes a number of additional logic features in order to support interoperation with 

the column decimation logic, described in section 5.2.3. These principally involve control of the 

clocking of the ΔΣ loop and when the in-pixel decimation counters are read out and reset. As  

mentioned in the previous section, these counters allow their MSBs to be reset independently. 
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This feature is used when the in-pixel and in-column decimation blocks are being used together  

to form a single large decimation filter, with the array being scanned periodically at such a rate  

that the in-pixel counters do not have time to saturate. If the MSB is set in either pixel counter,  

the corresponding bit in the column counters is incremented, and the pixel MSB is cleared. The 

remaining pixel bits, however, retain their values to ensure that no information is lost.

As noted previously, 10-bit depth maps may be generated by the sensor internally by operating 

the device for 1,024 bitstream update intervals (which may each consist of 1 to 32 modulation  

cycles). However, in activity-dependent mode, the pixels generate this data at different rates,  

depending on the local incident light level. This complicates the task of integrating exactly a 

power of two number of bitstream values per pixel, required to avoid the need to perform a  

division operation externally to generate a range estimate. To address this issue, an additional 

pixel feature known as HOLD was included. The control element of the column decimation logic 

supplies the HOLD command to each pixel independently as the array is scanned. When asserted, 

this signal requests that the pixel continue integrating until the bit counter MSB switches high, 

indicating that a power of two number of ΔΣ bitstream values (32) have been accumulated in the 

in-pixel filters. As will be discussed in  5.2.3, the column logic can use this feature to fill the 

counters with a complete power of two number of bitstream values to yield a 6- to 10-bit phase  

estimate directly, with no external  division required beyond a binary shift to align values of  

different resolution.

The  in-pixel  logic  governing  this  HOLD function  is  shown  in  Figure  5.18,  along  with  the 

multiplexor which selects either the locally generated FIRED signal or global UPDATE signal as  

the bitstream clock source. It is by inhibiting (or gating) this clock that the HOLD logic is able to 

halt integration when the in-pixel counters are full. As its name suggests, the HOLD_LATCH 

signal provides an SR latching function, which is set whenever the pixel receives the HOLD 

command  from  the  column  logic  at  a  time  when  it  is  selected  by  the  Y-decoder  asserting 

COUNTERSEL. When set, HOLD_LATCH signifies that the pixel should integrate until it has 

accumulated a power of two number of events, and then pause integration, subject to the other 

gating signals which will be discussed shortly. HOLD_LATCH is cleared when the counters are 

reset  by  the  COUNTER_RESETN  signal  generated  within  the  counter  blocks  described 

previously, actuated by either a global pixel reset, or by the counters being reset after having  

been completely read out.

A further control signal, HOLD_NOW, is generated by an AND gate to indicate when the pixel  

should cease integrating due to a HOLD command. This gate also utilises the HOLD_BP signal,  
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an I2C bit which globally disables the HOLD capability for all pixels, and the bit counter MSB, 

thus ensuring that the HOLD_NOW command is asserted when the counter reaches a value of 

32. Finally, a NOR gating element produces a gated version of the local bitstream clock. It is this 

clock which actuates the bitstream sampling D-type and decimation counters.

Figure 5.18: In-Pixel Column Synchronisation Logic

Schematic  showing  the  implementation  of  the  in-pixel  bitstream  clock  selection  logic  and  HOLD  
function, required for synchronisation between the pixel and column decimation modules.

5.2.2.7 Output Buffers

The final significant block within the pixel is the output buffer module. This contains a set of tri-

state inverters which drive the pixel output data onto column buses when requested by the Y-

decoder asserting the ROWSEL signal. Figure 5.19 shows the implementation of this module.
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Figure 5.19: Pixel Output Buffer Module Schematic

Schematic of the pixel output buffer module, containing tri-state inverting drivers and a multiplexor to  
allow the raw SPAD output,  bitstream and bitstream clock to be observed for debugging.ΔΣ

As can be seen, the two MSBs are handled separately from the remaining LSBs. This allows only 

the MSBs to be read out to the array periphery to save power while the sensor is operating in an 

internal scanning mode, with the full data only being read out when necessary to complete the  

readout process. Furthermore, a number of options are provided to read out additional data for 

debugging,  implemented by the 4:1 multiplexor. This allows either the raw SPAD_OUTPUT 

node, ΔΣ bitstream, or an auxiliary signal (connected to the local bitstream clock at the next level  

of hierarchy) to be read out in place of bit  0. This function is indented to be used with the  

serialisers (and optionally Y-decoders) in bypass mode, allowing the raw data (from one row) to 

be continuously observed. The top level connections to the output buffer module are also shown. 

While the upper two data bits are read out whenever the Y-decoder asserts ROWSEL for a given  

row of pixels, the lower bits are only read out when additional criteria are met. If the I2C control  

signal SEL_RO_BP is set, this “selective readout” behaviour is bypassed, and the lower bits are 

read out along with the upper bits. However, if this is not the case, the lower bits are only read  

out when HOLD_NOW is set, indicating that the hold latch is active and the pixel has completed 

acquisition of a power of two number of bitstream values. The complete data is then presented to  

the column logic for further processing or readout.

5.2.3 Column Decimation Logic

As discussed previously, the column decimation logic can be used in conjunction with its in-pixel  

counterpart to decimate the single-bit ΔΣ bistream, which may toggle at frequencies up to that of 
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the modulation waveform, down to 10-bit complete phase estimates. In keeping with the test chip 

theme, there are a number of modes in which the column decimation can operate,  providing 

differing levels of functionality and access to raw information for debugging and verification. 

Figure 5.20: Column Decimation Overview

Simplified diagram showing logical alignment of in-pixel and in-column decimation counter bits. Note  
that to support synchronisation, bit 5 is duplicated.

As section  5.2.2.5 discussed, the simplest method of operating the sensor is to use the in-pixel  

decimation counters only, and to read both the decimated bitstream and bit count off-chip at 

regular intervals. External computation can then be used to accumulate a sufficient number of  

values  and  if  necessary  perform  division  to  obtain  a  phase,  and  hence  distance,  estimate.  

However, the column decimation logic can be operated in a basic mode along the same lines.  

Rather than reading the 6-bit in-pixel counters out directly, they are operated in conjunction with 

the column counters, allowing 10-bit values to be read out periodically. This reduces the external  

data rate by allowing the sensor to integrate for a longer period before readout, but still requires  

external  division of  the decimated value by the number of  bits integrated when operating in  

activity-dependent mode.

The column decimation logic also supports a number of more sophisticated modes tailored to the  

activity-dependent mode. Rather than being read out and reset  periodically, the counters can 

instead be filled to contain a power of two number of bitstream values, thereby producing a range 

estimate requiring no division. This is achieved using the in-pixel HOLD capability described in 

section 5.2.2.6. Logic at the periphery of the column decimation block detects when the number 

of  accumulated  bits  is  of  the  form  00111xxxxx.  The  pixel  HOLD  latch  is  then  activated, 

requesting the pixel to integrate a full 32 bits and then stop. When the completed pixel values are  

read out, the column bit counter value then becomes 0100000000, a power of two value. Both the 
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filter and bit counter values are stored in the in-column frame buffer memory. This operation 

continues, saving increasingly accurate range estimates into the frame buffer first for 64 bits, then 

128, 256, 512 and finally 1024, before the cycle repeats from the beginning. To support this  

mode, the data readout serialisers discussed in section 5.2.5 include an “AUTOALIGN” mode, 

which ensures that all range estimates are read out with the same MSB alignment in this case, 

such that they may be treated equally when handling the resulting image data.

5.2.4 Array Scanning

The RangingTest sensor allows each row and column to be individually enabled or disabled in 

order to define a region of interest. This is implemented using two shift registers, allowing a bit  

pattern to be clocked in and then latched into two matching register banks which drive the row 

and column enable signals (named ROWEN and COLEN respectively) into the pixel array. As 

was discussed in section  5.2.2.1, pixels which are in a disabled row or column are themselves 

disabled  to  save  power  and  reduce  switching  activity.  This  functionality  is  shared  with  the 

MF160×128 device.

The scanning of the pixel array during readout and synchronisation with the column decimation 

structures is controlled by Y-decoders, although this name is historical and perhaps misleading. 

Based  on  the  design  initially  developed for  the  MF32,  these  actually  operate  using a  token 

passing regime, rather than by decoding an input row address. Beginning with a pulse of the 

input  signal  FRAMECLK,  the  Y-decoders  select  the  centre-most  pair  of  enabled  rows  for 

readout. On each subsequent LINECLK input pulse, the active rows are deselected, and the next 

enabled pair are selected, progressing from the centre of the array to the periphery, skipping any 

rows  which  are  not  enabled.  This  allows  the  sensor  to  organise  the  readout  process  itself, 

requiring only the row enable bit pattern to be first clocked in, and the provision of a few timing  

signals (FRAMECLK, LINECLK and DATACLK, which clocks out serialised output data). Had 

this block actually been implemented as a decoder (as its name suggests), the sensor would have 

required a pair of 6 bit input buses to control the two 48 row halves of the array, in addition to a 

pair  of  48 output binary decoders – a  complex layout  challenge when using a  fully  custom 

analogue  design  flow.  In  comparison,  the  token  passing  regime  simply  requires  repeated 

instances of a simple unit cell.

Unlike  the  MF32 which  required  only  a  single  Y-decoder,  the  RangingTest  device  actually 

requires several in order to support pipelined communication between the pixels and their column 

decimation counterparts. For the pixel array, two instances of the Y-decoder are used. The first  
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generates the ROWSEL signals, which assert the pixel output buffers allowing rows to be read 

out sequentially. An identical Y-decoder, operating two LINECLK periods behind the first, then 

generates the COUNTERSEL signals. These instruct the in-pixel counters to obey commands 

received from the column decimation logic or firmware. This gives the column logic time to 

process  the  pixel  output  and  determine  if  the  counters  should  be  reset  or  left  to  continue  

integrating.

Similarly, the column logic consists of an array of elements, with a memory cell relating to each 

pixel.  Y-decoders are  therefore also  required for  the  column decimation  block. Operating in 

conjunction with their pixel array counterparts, these ensure that matching rows of pixels and 

column cells are selected to perform decimation. Four Y-decoders are in fact required for the 

column logic. Three of these select each row on successive LINECLK periods to allow pipelined 

operation of the column decimation logic,  while the fourth allows, if  required,  asynchronous 

readout of the frame buffer to the serialisers, described in section 5.2.5.

Finally,  the  pixel  array ROWSEL Y-decoder features a  bypass mode,  whereby the ROWEN 

pattern is applied directly to the pixel array ROWSEL lines. This is intended to allow a single 

pair of rows to be permanently connected to the output buses for observation in raw SPAD mode  

(which also requires the serialisers to be bypassed). Clearly, multiple rows must not be enabled in  

this mode as the pixel output buffers sharing each common column line would then be shorted 

together.

5.2.5 Readout System

The RangingTest serialisers take the outputs from four columns of pixels and allow them to be 

serialised and read out via a single output pad. This allows the 128×96 pixel RangingTest sensor 

to use the same readout topology and package as the MF32, featuring 32 serial outputs per half of 

the array. Had the previous concept of a single serial output pad per column been retained, device 

packaging would have been a significant issue, as the CPGA180 package discussed in section 

5.3.2.1 is  already  one  of  the  largest  optical  prototype  packages  available.  Fortunately,  the 

bandwidth requirements of the RangingTest array when operating with decimation enabled are 

significantly lower than that of the Megaframe family, so sharing a single output pad between 

four sensor columns does not present any serious bandwidth issues.

The serialisers provide a number of options to control what data is read out, in what order, and 

with  what  alignment,  in  order  to  support  the  various  sensor  operating  modes  and  provide  
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flexibility to work around any issues found. Firstly, data may be read out either from the column 

decimation  outputs  or  directly  from  the  pixel  array  (by  asserting  the  I2C  signal 

PIPELINE_BYPASS which bypasses the column logic completely). The choice of which type of 

data is read out, either decimation filter or bit counter data, is made using the SER_DATA_SEL 

signal. This is a firmware-controlled signal allowing readout to rapidly switch from one data type 

to the other, as in some operating modes, pairs consisting of both data types are required. The  

SER_COL_SEL signals provide a means of selecting which of the four columns sharing the 

output pad should be read out at  a given time, again controlled by firmware to  allow rapid  

scanning of the entire array. To support the advanced column decimation mode where depth 

maps are produced with increasing power of 2 numbers of bits for each pixel before being reset,  

an “AUTOALIGN” feature is provided. This causes the serialisers to zero pad sub-10-bit range 

estimates as necessary to align the MSBs, allowing all values to be treated equally and avoiding 

the need to transmit the bit counts off chip. Finally, the serialisers can be bypassed completely, 

with the selected column being permanently and directly connected to the output pad. This allows 

SPAD pulses to be observed externally when the pixel is operated in raw SPAD mode.

5.3 3D Camera Prototype

5.3.1 System Overview

A prototype 3D camera was constructed using the RangingTest device. The supporting hardware,  

FPGA firmware and computer software, illustrated in Figure 5.21, are described in the remainder 

of this section.

Figure 5.21: RangingTest Evaluation Kit Block Diagram

Block diagram showing the main hardware and software components in the RangingTest evaluation kit  
(EVK).
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5.3.2 Hardware

The hardware platform for the RangingTest device consists of a packaged RangingTest die; a 

generic testboard, developed at the University of Edinburgh to support a number of projects; a  

commercial plug-in FPGA module; a custom daughtercard to carry the sensor and finally an 

illuminator PCB. While this latter board is discussed separately in section  5.3.6, the remaining 

components are described here.

5.3.2.1 Device Packaging

A  180-pin  Ceramic  Pin  Grid  Array  (CPGA)  package  [233] was  selected  to  house  the 

RangingTest die. Also used for the MF32 device, this package accommodates the high number of 

IO signals  required  for  the  highly  parallel  readout  architectures  which  these  chips  share.  It 

provides good thermal properties with ample ability to sink heat from the die. However, the main 

advantage of CPGA family packages is the availability of Zero Insertion Force (ZIF) sockets for 

testing purposes. Figure 5.22 shows the packaged RangingTest device.

Figure 5.22: RangingTest Device Packaging

Photograph showing RangingTest device packaged in a 180-pin CPGA package.

5.3.2.2 Generic Test Board

The main board, known as the UNIED generic test board, is shown in Figure 5.23. This board 

provides high capacity voltage regulators which were used to generate the 1.2V core (VDD) and 

3.3V IO (VDDE3V3) supply voltages  for  the  sensor.  It  is  also  able  to  produce  voltage  and 

current references, although these were not used. Finally, it provides a socket for a commercial  

FPGA plug in module. This board, manufactured by Opal Kelly Inc.  [234], provides a simple 
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means of incorporating an FPGA with USB communications functionality into a design without 

the  complexities  of  including  these  aspects  directly  on  the  application-specific  board  and 

handling the low level details of USB communications. As will be discussed in the following 

firmware and software sections, these functions are provided by the Opal Kelly board and its 

associated software and firmware support  [235]. An XEM3050 Opal Kelly board was selected, 

featuring a Xilinx Spartan 3 FPGA which provides ample resources, roughly equivalent to 4 

million ASIC gates, to implement complex firmware. While a fully custom board could have 

been designed for the RangingTest project, using the existing testboard and Opal Kelly platform 

saved a significant amount of development time and met all of the requirements, leaving little 

incentive  (beyond  the  possibility  of  miniaturisation)  to  develop  fully  custom  hardware. 

Photographs showing both boards are contained in Figure 5.23. Note that the socket in the centre 

of the board was not used, as the RangingTest footprint could not be made compatible with this  

due to its specific IO requirements. Instead, the device under test (DUT) is placed in a ZIF socket 

on the daughtercard, which itself connects to the various header pins on the test board.

Figure 5.23: RangingTest Base Hardware

Photographs  of  RangingTest  hardware  platform  components.  Left:  Opal  Kelly  XEM3050  FPGA  
module. Right: UNIED generic test board. Note – not to the same scale.
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5.3.2.3 RangingTest Daughtercard

A daughtercard was constructed to attach to the generic testboard and provide a socket for the  

RangingTest sensor, a photograph of which is contained in Figure  5.24, with the key features 

labelled. Support circuitry was included on this board to simplify both the testing and end use of 

the system. A dual output DC/DC converter was included to produce both +15V which may be 

used by the illuminator driver, and -15V which may then be regulated to produce the SPAD 

breakdown voltage. Two dual output Digital to Analogue Converters (DACs) were included to 

allow the SPAD bias voltages to be generated on board, directly controlled by the firmware. An  

operational amplifier in inverting configuration with a gain of -4 was used to allow a DAC output 

to produce VBD from the -15V supply. The board also features a reset push button switch and a 

reset controller IC which provides a de-bounced reset signal with a Power On Reset (POR) pulse  

when the system is first powered up. This reset signal resets the FPGA, which in turn resets the 

sensor. 

Figure 5.24: RangingTest Daughtercard

Annotated photograph of RangingTest daughtercard showing key features.

Mechanical and electrical support is provided for an add-on illumination board. It was decided 
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not to include illumination LEDs on the daughtercard itself for a number of reasons. Firstly,  

space on the daughtercard is limited, as the form factor is largely defined by the desire not to 

obstruct  key features  of  the  generic  test  board underneath.  Secondly,  it  is  desirable  that  the 

illumination LEDs be as close to  the centre  of  the focal  plane as possible.  Since the sensor 

package and ZIF socket footprint is large compared to the die size, this would not be possible on  

a single board. Finally, and most importantly, placing the illumination source on a separate add-

on PCB provides the greatest flexibility to experiment with alternative illumination sources and 

driver circuits, as discussed in section 5.3.6.

As part of this flexibility, the daughtercard includes a signal conditioning circuit to accept sync  

pulses from an external laser or optical clock recovery photodiode. This allows the system to 

optionally operate with a pulsed laser or diode laser illuminations source. These systems often 

provide low amplitude sync pulses which may be of positive or negative polarity. To address this, 

the circuit may be configured, via choice jumpers, to include a signal transformer as a pulse 

inverter, and a level shifter with a configurable threshold voltage.

A number of additional choice jumpers allow the various power supplies and bias voltages to be 

sourced from either regulators on the test board, DACs on the daughtercard or external supplies.  

It  is also possible to include an ammeter in each supply path,  even when using an on-board  

regulator  as  the  source,  in  order  to  monitor  sensor  and  system  power  consumption.  When 

operating using only the on-board regulators and references, the entire system, including SPAD 

breakdown voltage and illuminator supply, is powered through a single 5V supply to the Opal 

Kelly board. 

The generic testboard, Opal Kelly board, and daughtercard were then assembled to produce the 

complete system, shown in Figure 5.25 with a sensor installed.
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Figure 5.25: RangingTest Hardware Platform

Photograph of assembled RangingTest hardware platform mounted on a bench-top tripod, excluding  
optics and illumination board.

5.3.3 Firmware

In order to drive the various control signals required by the sensor, and to receive the output data 

from it and package this for transmission to the PC over USB, an FPGA containing custom 

firmware was required. While these functions could have been included on the sensor die itself,  

as  is  commonplace  in  the  commercial  2D  imaging  products,  this  would  have  significantly 

complicated  and  lengthened  the  design  process,  without  contributing  to  core  novelty  of  the  

research. As introduced previously, an off-the-shelf (Opal Kelly XEM3050) FPGA board was 

used to implement this firmware. The Opal Kelly board also includes a pre-programmed USB 

micro-controller  connected to  the  FPGA to implement USB communications  and handle  the 

FPGA configuration process, and is supplied with a variety of drop-in pre-compiled firmware 

modules  to  implement  interfaces  which  may  be  read  or  written  to  from the  PC,  as  well  as 

pipelines for bulk data transfer.

Figure 5.26 presents the module-level architecture of the RangingTest firmware. A comparison 

with the Megaframe 32×32 device firmware diagram in chapter 3 reveals the many similarities 

between these platforms. Indeed, a number of the modules initially developed during the course 

of  this  PhD for  the  Megaframe  project  were  either  reused  or  adapted  for  the  RangingTest 

platform.
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Figure 5.26: Firmware Architecture

Block diagram of FPGA firmware architecture showing key modules and communication buses, with  
colour-coding showing the origin of the various modules, which is described fully in appendix A.

In  common  with  the  MF32  platform,  the  open  source  Wishbone  bus  [188] forms  the 

communications  backbone of  the  RangingTest  FPGA firmware,  again  utilising a  bus  arbiter 

generated  with  a  modified  version  of  the  Wishbone  Builder  tool  kit  [189].  The  same  bus 

dimensions  comprising  32  bit  data  and  address  buses  were  used  to  assist  in  retaining 

commonality.  In  the  MF32  firmware,  the  Wishbone  bus  provided  the  only  means  of  

communicating with firmware modules,  via  the  USB bridge which interfaced with the  USB 

interface chip directly. However, this is not the case for the the RangingTest platform, which 

instead  utilises  an  Opal  Kelly  board.  All  firmware  to  PC  communication  must  therefore 

ultimately pass through the Opal Kelly interface module, provided as a pre-synthesised block 

[235].  This  presents  an  Opal  Kelly  defined  bus,  to  which  numerous  “endpoints”  may  be 

connected, each providing a read, write or bulk transfer capability. While the modules developed 

specifically for the RangingTest platform were connected directly to this bus using Opal Kelly 

endpoints, an Opal Kelly to Wishbone bridge module was constructed (based on the MF32 USB 

bridge), to provide a communications path to the existing modules. 
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Compared to the Megaframe firmware, fewer modules were connected to the Wishbone bus. The 

RangingTest DAC controller was based on a version modified by David Tyndall for the MF32 

applications board, and as such connected directly to the Opal Kelly interface. Similarly, the new 

reset  control,  firmware ID and status monitoring blocks were implemented using Opal Kelly 

endpoints, avoiding the need for Wishbone interfaces. As their names suggest, these modules 

control the generation of reset signals for the FPGA and sensor, provide a means of identifying 

the firmware build deployed on the FPGA and allow the status of key blocks (including the  

Wishbone interface) to be monitored.

The data pipeline, while based on the same concept as that in the MF32 firmware, was adapted to 

suit  the  RangingTest  project  requirements.  The  existing  “data”  channel  was  replaced  with 

dedicated buses for carrying the decimation filter and bit counter data separately. However, with 

the RangingTest device, each serial output is shared between four columns. In order to fit the  

firmware  successfully  within  the  available  FPGA resources,  each  data  pipeline  channel  was 

further shared between four serial input streams, and consequently, 16 sensor columns. In order 

to support this, an additional pipeline data field had to be added to convey which of these 16 

columns the current data relates to. To compliment the modified data pipeline specification, the 

deserialiser and T-piece acquisition modules were also updated.

In common with the MF160×128 device, the RangingTest chip features serial shift registers to 

provide the ROWEN and COLEN signals, instead of I2C registers as in the MF32. A firmware 

module was created to  control these for the Megaframe chip by Dr. David Li, based on the  

existing DAC module, and adapted for the RangingTest project. The other modules retain the  

same  functions  as  for  the  MF32,  with  functionality  updated  where  necessary  to  suit  new 

requirements.

Due to project time constraints, in part related to a number of control signal timing issues which  

had to be circumvented, the RangingTest firmware platform was only developed to the extent 

required to allow raw image data to be read from the pixel array without operating the column 

decimation logic. While this restricted the practicality of the system, this level of functionality 

proved  sufficient  for  characterisation  of  the  sensor's  range  imaging  performance,  as  will  be 

discussed in chapter 6.

5.3.4 Software

In order to interact with the firmware to configure and acquire data from the sensor, a software 
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application is clearly required. Based on the lessons learned from experience with the MF32 

platform,  the  RangingTest  software  was  intended  to  be  easier  to  develop,  understand  and 

maintain: vital features for a research project. C# was chosen as the language for the project,  

providing many features beneficial from a software engineering perspective, and allowing the 

.NET GUI components and Windows Form builder to be used to create the graphical interface, as 

was the case with the MF32 software.

The graphical interface was built with the established “Model, View, Controller” architecture in 

mind, partitioning the application into 3 distinct internal components. The user is presented with 

a graphical interface (the “view”), which contains no embedded knowledge of how the system 

works. Conversely, the “model” is concerned only with operational aspects of the system: how to 

configure registers, request data and so forth. It is the job of the “controller” to shuffle requests 

back and forth between the model and view components, ensuring that for each user command, 

the correct sequence of “behind the scenes” actions is performed, and that for each change in the  

status of the underlying system, the view is instructed to update accordingly.

A C# class was created to implement each of these three key functions. However, in each case,  

any functionality identified as non-specific to the RangingTest project and potentially of wider 

interest was placed in a series of generic implementations of these classes, intended to be shared 

with any other project utilising the same testboard or Opal Kelly platform. These were grouped 

together into a C# library named UNIED_testboard_common, and include the various model, 

view and controller  functions for  interfacing with:  an I2C module with a software definable 

register map; a DAC module; the row and column enable chain module and a number of other 

minor features. These components were eventually shared with another project for characterising 

SPAD test chips [6].

All functionality relating to the USB communications interface was embedded within the model 

class, named the RangingTest_API. It was intended that this class, compiled into a standalone  

DLL,  could  be  used  not  only  within  the  RangingTest  GUI,  but  also  by  other  programming 

environments such as Matlab or the ST ModularTest environment, which also permits the control 

of many common pieces of laboratory equipment such as power supplies, oscilloscopes, light  

sources and meters for characterisation purposes. However, at the time of writing, this had not  

yet been attempted due to time constraints. Figure  5.27 summarises the RangingTest software 

structure and the use of library components.
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Figure 5.27: RangingTest Software Structure

Block diagram of RangingTest software structure, with colouring showing origin of modules.

For reference, a screen-shot of the software operating with the 3D camera connected is shown in  

Figure 5.28.

Figure 5.28: Screenshot of RangingTest GUI

Screenshot of RangingTest GUI operating with 3D camera operating. Note that numerous tabs at the  
top of the window provide different functionality. 
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5.3.5 Imaging Optics

As discussed in section  2.6.2, there are numerous requirements for the imaging optics in a 3D 

imaging system. A custom lens holder, provided by STMicroelectronics, was used in order to 

mount a lens on the evaluation platform. This machined plastic part clamps over the CPGA 

sensor package, and provides a board into which a standard M12 (S-mount) lens may be screwed 

for prototyping purposes. This arrangement was used for initial system debugging, as shown in 

the leftmost image of Figure 5.29.

However, this lens had a very small  aperture, and finding an M12 lens with no IR blocking 

coating is difficult. To address these limitations, parts were sourced to allow a standard C or CS  

mount CCTV camera lens to be attached to the same lens holder. A 16mm, variable aperture lens 

with a maximum aperture of F1.4 was obtained. As CCTV systems are often used with NIR 

illumination to provide enhanced images in dark environments, such a lens is ideally suited to a  

3D imaging  system.  The  variable  aperture  is  an  advantage  here  also,  allowing the  trade  off 

between lens speed and depth of field to potentially be investigated. This lens, mounted to the  

lens holder, is shown in the rightmost image of Figure 5.29.

Figure 5.29: Imaging Lens Trials

Photograph showing two lenses tested with the system attached to a CPGA package lens holder. Left:  
initial camera module lens. Right: CS mount CCTV camera lens attached with C-S mount adapter.

The  lens  assembly  was  then  mounted  on  the  evaluation  platform  discussed  previously.  To 
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complete the setup, a 40nm bandpass optical filter was affixed to the end of the lens barrel. This 

placement is not ideal, as the filter is intended only for collimated light. For a narrow FOV, the 

error this introduces is tolerable, and will affect only the outer pixels for which incident light  

strikes the filter at acute angles. The idea of placing the filter beneath the lens was considered,  

but this was not possible due to the back focal length limitation of the lens – the lens would then  

be too far from the sensor to form a focused image. Images of the complete assembly are shown  

in Figure 5.30, both with and without the filter installed.

Figure 5.30: Mounted imaging Optics

Photographs  showing  imaging  optics  mounted  on  test  platform.  Left:  without  filter.  Right:  with  IR  
bandpass filter installed.

5.3.6 Illumination System

A  number  of  prototype  illumination  PCBs  were  developed  in  order  to  investigate  the 

performance of various types of IR LEDs and different driver circuits. A photograph showing 

this family of boards is contained in Figure  5.31. Investigation began with a number of small, 

readily available IR LEDs from a variety of manufacturers. During the project, however, Osram 

launched a new high power IR diode with an integrated 40° field of illumination (FOI) lens 

[236]. This device, the SFH4236 [171], was then used to construct a high brightness illuminator 

using far fewer individual LEDs than would have otherwise been required,  with no need for  

additional optics.
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Figure 5.31: Illuminator Board Development

Photograph  showing  family  of  prototype  illumination  boards.  From left  to  right:  first  prototype  for  
evaluating three small IR LEDs; second prototype using single Osram SFH4236; third prototype used  
to gather publication results, employing four Osram SFH4236 LEDs.

The circuit chosen to drive the LEDs consists simply of a high power, high bandwidth bipolar 

transistor  configured  as  a  current  sink.  The  schematic  of  this  driver,  as  used  for  the  final 

illumination prototype, is shown in Figure 5.32. The chosen transistor, a Sanyo 2SC5706 [237], 

offered the best available combination of drive strength (5A) and bandwidth (400MHz), with a 

high hfe of 560. The VIN node is connected directly to an FPGA output to command the LEDs. 

The emitter resistor R1 was selected to provide a 1A current flow through the LEDs when the  

VIN node is asserted to the FPGA's 3.3V output level. The path consisting of C1 and R2 provides 

an additional path for the high frequency AC portion of the driving waveform. The values were  

chosen by simulation to boost the rise and fall portions of the square wave driving waveform in  

order to partially compensate for the circuit and LED dynamics, although the performance gained 

from the inclusion of this path fell far short of that predicted by simulation of ideal components,  

most likely due to the equivalent series resistance (ESR) of the capacitor. Finally, a 1Ω resistor 

(R3) was included in line with the LED chain to allow the current waveform to be monitored 

indirectly by measuring the voltage across this component with an oscilloscope.
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Figure 5.32: Illuminator Prototype Driver Schematic

Schematic  of  single transistor driver circuit  for  the final  prototype illumination board,  featuring four  
Osram SFH4236 LEDs.

Images of the final illumination prototype board mounted on the system are shown in Figure 

5.33.

Figure 5.33: Mounted Illuminator PCB

Photographs of illuminator board. Left: mounted on platform with debugging cables attached. Right:  
illuminator operating in the dark. Note that the illumination light is only faintly visible to the human eye,  
but a CMOS camera detects significant light output.

5.4 Discussion

This  chapter  has  presented the  design  and implementation of  the  RangingTest  chip,  and the  

creation of a 3D camera prototype utilising it to serve as a proof of concept demonstrator for the  

PDΔΣ approach introduced in chapter 4. Each SPAD-based pixel therefore includes an all-digital, 
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phase-domain ΔΣ loop to process the output of the detector and directly generate a bitstream 

signifying the mean phase of the reflected modulation light. Combining a 128×96 array of these 

pixels with on-chip decimation logic, this sensor is believed to be the first 3D imaging System on 

Chip (SoC) able to generate depth maps internally, requiring only simple inter-frame averaging 

and  defect  correction  to  be  performed off  chip  in  place  of  the  high-bandwidth  readout  and 

external distance computation required for many existing solutions, as discussed in chapter  2. 

The device was implemented using a 130nm CMOS imaging process – one of most advanced 

manufacturing technologies applied to the field of SPAD-based 3D imaging to date – facilitating 

the inclusion of on-chip decimation logic.

While the necessary firmware to support full on-chip decimation was not completed due to time 

constraints, the sensor has nevertheless been demonstrated to be functional and produced exciting 

results,  as  the  characterisation  data  presented  in  the  following  chapter  6 will  show.  This 

restriction merely presents an issue of practicality, restricting the frame rate that the prototype 3D 

camera system is able to sustain, which could be addressed with further firmware development 

time. 

With the PDΔΣ concept now having been proven, future work in this area could include the  

refinement  of  the  prototype  sensor.  A  number  of  areas  exist  which  would  benefit  from the 

inclusion of  the latest  technology developments and further  design effort.  The positive drive 

SPAD orientation, coupled with an active quench circuit now proven in the target process, allows 

dramatically shorter dead time to be achieved, thus limiting the susceptibility of the system to 

photon pile up. Similarly, improvements in fill factor could be achieved with the inclusion of  

more recent SPAD guard ring designs and optimisation of the pixel logic to remove the now 

superfluous test features. With respect to the existing sensor design, the main potential area for 

improvement is the decimation logic, where future work might explore the use of compact IIR 

filters instead of an accumulate and dump regime to achieve a greater on-chip data rate reduction  

in  a  compact  fashion.  These  ideas,  and further  suggestions  for  the  refinement  of  the  PDΔΣ 

concept itself, are presented in chapter 7.

168



6
CHAPTER 6:EXPERIMENTAL RESULTS

6.1 Introduction

This chapter presents the characterisation of the RangingTest sensor reported in chapter 5. As has 

been discussed, the purpose of this device was primarily to act as a proof of concept demonstrator 

for the Phase-Domain Delta-Sigma (PDΔΣ) principle. Firstly, the illumination source described 

in section 5.3.6 was characterised, so that its contribution to the system's performance could be 

understood.  This  characterisation,  which  investigated  the  pulse  shape,  power  and  spectral 

properties of the light source, is presented in section 6.2. The characterisation of the sensor under 

different  conditions  is  then  reported  in  section  6.3,  quantitatively  evaluating  its  ranging 

performance and exploring the issues encountered. 3D images captured with the system are then 

presented in  section  6.4,  proving that  the  PDΔΣ principle  can indeed be employed within a 

functional depth camera. Finally, a critical discussion of the results is provided in section 6.5.

6.2 Illuminator Characterisation

6.2.1 Overview

As was discussed in chapter  2,  the illumination source is a critical component in any active 

ranging  or  3D  imaging  system.  Its  properties  can  have  a  significant  impact  on  the  overall  

performance of the system, although the effects vary depending on the approach in question. 

While  TCSPC ranging systems typically  require  extremely short  pulses of  illumination light 

where the exact pulse shape may not be of paramount importance, sensors employing phase-

demodulation require a carefully controlled waveform. The PDΔΣ approach lies within this latter 

class of system, therefore it is critical that the pulse shape produced by the illuminator is known 

and understood. Similarly, the optical power output and spectral properties must be known when 

comparing the performance of the sensor to that of other systems.
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6.2.2 Measurement Techniques

In order to measure waveform shape, an ET2030A fast photodiode was used. The frequency 

response of this device is rated as 30kHz to 1.2GHz, with sub-500ps rise and fall times  [238], 

which is sufficient for measuring the pulse characteristics of LEDs with rise and fall times of 

several nanoseconds. A high bandwidth LeCroy WavePro 735Zi 40Gs/s oscilloscope [239] was 

used to capture the output of the photodiode. Figure 6.1 shows a photograph of the test setup. The 

photodiode  was  securely  fixed  to  an  air-cushioned  optical  breadboard.  The  RangingTest 

hardware platform, described in section 5.3.2, was attached to an XYZ translation stage to allow 

careful alignment of each illuminator board LED to the photodiode for repeatable measurement.

Figure 6.1: Fast Photodiode Measurement Setup

Clockwise, from the left: Photograph showing bench setup for measuring LED pulse profile with an ET-
2030A  fast  photodiode,  with  both  the  testboard  and  photodiode  firmly  secured  to  an  optical  
breadboard; measurement in progress with LEDs illuminated; close up showing alignment of the tip of  
the LED lens with the aperture in the photodiode housing.

To measure the power output of an illuminator LED, an integrating sphere was used. By shining 

the LED into a narrow port in a sphere with an internal surface of high diffuse reflectivity, and 
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measuring the power at another port facing into the sphere perpendicular to the LED, power 

measurements can be obtained without danger of bias due to the beam profile properties of the  

diode.  A  UDT  S370  optometer  was  used  in  conjunction  with  a  matching  radiometric 

measurement head (containing a calibrated 1cm2 photodiode)  [240] to  perform optical power 

measurements,  as illustrated in Figure  6.2.  The sphere and mounting plate  forming the LED 

aperture  were both internally  coated with highly  reflective barium sulfate.  As the illustration 

shows, the lens of the LED was placed within the aperture of the mounting plate to ensure that all  

light emitted from its 40° viewing angle was captured by the sphere. It should be noted that the 

input aperture was slightly larger than the diameter of the LED, leaving a small gap through 

which  light  could  escape,  leading  to  a  small  but  unquantified  error  in  the  optical  power 

measurements.  The laboratory was maintained in complete darkness during the measurement 

process, with RangingTest status LEDs disabled to ensure the measured optical power originated 

solely from the LED under test.

Figure 6.2: Integrating Sphere LED Power Measurement Setup

Photograph showing integrating sphere test setup used for optical power measurements.

The optometer reports the incident power on the 1cm2 photodiode area. The total LED emission 

power can be calculated using equation 6.1:
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LED=PD⋅13.1×10−3 (6.1)

Where:

LED Radiant flux (power) output of LED (W)

PD Radiant flux measured by 1cm2 photodiode (µW)

Finally, spectral measurements were obtained using a Gamma Scientific GS-1252C spectrometer 

head in conjunction with a GS-1271 detector interface, connected to a PC via an IEEE-488 GPIB 

interface. This apparatus is illustrated in Figure  6.3. Measurements were again conducted with 

the laboratory in complete darkness to ensure that the measured spectra related only to the LED 

under test.

Figure 6.3: Spectrometer Setup for LED Spectra Measurement

Photographs showing spectrometer setup used for LED spectra measurements and alignment of LED  
under test with the spectrometer's input port. Note that the other 3 LEDs on the illuminator board do  
not significantly project into the input port.

6.2.3 Waveform Shape

During  the  design  of  the  illuminator  presented  in  section  5.3.6,  simulations  of  the  expected 

current waveform through the LED were performed. To accomplish this, a SPICE model of the 

LEDs was obtained from the manufacturer (Osram SFH4236 [241]). Similarly, a SPICE model 

for  the  Sanyo  2SC5706  drive  transistor  was  obtained  [237].  Together,  these  were  used  to 

simulate the circuit shown previously in section 5.3.6. Figure 6.4 shows the waveforms arising 

from such a simulation. In this case, a 1Ω power supply series resistance was modelled. The 
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drive signal, VIN, which comes from the FPGA in the physical hardware, was modelled as a 

square wave with 1ns rise and fall times, driven through a 5Ω resistance. In this simulation, the 

AC gain path was inhibited by setting R2 to an extremely large value. 

Figure 6.4: Illuminator Drive Circuit Simulation

Waveforms from a simulation of the illumination driver circuit shown previously in section 5.3.6.

These results predict that the LED current waveform should rise very sharply, within 2ns. While 

the optical power output of an LED is in general directly proportional to the forward current 

driven through it, this does not necessarily hold true during transient conditions.  In an effort to 

address  this,  the  driver  circuit  included  an  AC boost  or  'peaking'  path,  which  provides  an 

additional gain with a high pass characteristic in the frequency domain, aiming to enhance the 

speed of the rising and falling edges. Figure 6.5 shows the same simulation results as Figure 6.4, 

but with this AC path enabled. This additional path is clearly more effective at boosting the rising  

edge than the falling edge, for which a push-pull driver topology would be required to actively 

discharge the LED junction capacitance during turn-off.
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Figure 6.5: Illuminator Drive Circuit Simulation with AC Boost

Waveforms from a simulation of the illumination driver circuit with the AC boost path enabled, showing  
peaking during the rising edge of the waveform.

As can be seen, the rising edge continues to traverse from 10% to 90% within 2ns, but with the 

addition of a large current peak for the first 10ns. Optical characterisation of the driver circuit 

was  then  performed using the  techniques  discussed  in  section  6.2.2,  beginning  with  a  time-

domain  characterisation  of  the  resulting pulse  shape.  Figure  6.6 illustrates  an example  LED 

optical output waveform, captured using the fast photodiode discussed previously, in this case 

with a 200ns pulse width and 20% duty ratio. This clearly shows that the optical pulse profile  

differs significantly from the current waveform predicted by simulation, with actual rise and fall 

times of approximately 50ns,  corresponding to  a bandwidth of  approximately 5MHz, and an 

exponential extinction tail persisting for the 800ns inter-pulse period.

Figure 6.6: LED Pulse Shape Measurement

Oscilloscope-captured  waveform  showing  fast  photodiode  output,  with  a  timebase  of  500ns  per  
division.

A number of potential reasons for this disparity exist. The simulation of course assumes that the  
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components are ideal, neglecting a number of parasitics which exist in the physical hardware. 

These include supply impedance, which may be greater than the 1Ω included in the simulation, 

and the Equivalent Series Resistance (ESR) of the low value capacitor used in the peaking path,  

which may be comparable to the value of the resistors included in the bias network, consequently  

reducing  the  effectiveness  of  this  addition  to  the  circuit.  An  improvement  to  this  circuit,  

suggested by a colleague, would be to provide buffering of the FPGA output signal controlling 

the bipolar drive transistor, for example with a small MOSFET  [242]. This may have further 

improved the switching characteristics of the illuminator.

While  other  authors  have  reported  3D  cameras  with  illumination  systems  operating  at 

considerably higher frequencies, such as the 50MHz sinusoidal modulation reported in [141], the 

prototype reported above was deemed sufficient for functional verification of the RangingTest  

platform. With the two-bin phase-demodulating approach employed in the PDΔΣ pixel, deviation 

of the optical waveform from the ideal leads only to a DC offset in measured values as long as 

the pulse profile is linear in the vicinity of the sampling bin boundary, which typically aligns with 

the onset of the falling edge for a 0° phase shift. This condition is satisfied for the waveform 

shown above, with the caveat that the pulse power is not static, but increasing approximately  

linearly  over  the  90-180°  range.  This  gradient  results  in  a  slight  gain  error  in  the  system's 

distance to code transfer function, although the linearity of the response is not affected. Although 

the limited bandwidth does restrict the maximum operating frequency of the system, it must be 

stressed that the principal objective of this work was to demonstrate the functionality of a new 

concept – the PDΔΣ pixel – rather than to set a new 3D camera performance record.

6.2.4 Power Level

The optical power output of one of the four Osram SFH4236 LEDs used on the RangingTest  

illuminator  board  was  measured  using  the  integrating  sphere  and  power  meter  described 

previously for a range of DC forward current (If) levels.  The LED forward voltage was also 

recorded for each current level, allowing the input electrical power, and hence efficiency, to be  

calculated.  Figure  6.7 shows these results.  The maximum DC drive current was restricted to 

100mA, as beyond this value, significant heating of the bipolar drive transistor occurs. 

The efficiency curve shows a rapid increase as If is increased from 10mA (1% of the maximum 

rated  DC current  for  these  LEDs)  to  30mA,  after  which  the  rate  of  increase  tails  off,  with  

efficiency tending towards 46% at  100mA. It is important to note that  the data presented in  

Figure 6.7 only covers the lower 10% of the rated power range for the LEDs used. It is expected 
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that efficiency will begin to tail off significantly as the drive current nears and exceeds the rated 

maximum level.

Figure 6.7: Single Illuminator LED DC Power and Efficiency Performance

Graphs showing variance of LED electrical input power, optical output power and efficiency versus DC  
forward current.

During  sensor  characterisation,  the  illuminator  was  pulsed  with  a  peak  forward  current  of 

330mA, resulting in a measured optical power emission of 25mW per LED, totalling 100mW. 

However, since the 40° Field of Illumination (FoI) is wider than the approximately 20° Field of 

View (FoV) of the imaging optics, not all of this power falls on the target area imaged by the  

sensor.  Correspondingly,  an effective  target  illumination  power  of  50mW was calculated by 

considering the FoI/FoV mismatch and the intensity-angle relationship data provided in the LED 

datasheet  [171]. In this regard, a measurement of the illumination power incident on the target 

area  for  which  ranging  performance  is  quoted  would  provide  a  more  useful  metric  for 

comparison than the more widely reported illuminator output power, as the latter is only one of 

several aspects influencing the number of illumination photons striking the target. Unfortunately, 

the NIR target irradiance was not measured during the characterisation reported in this chapter,  

but would be considered an essential task in any future continuation of the work.
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6.2.5 Spectral Properties

The  datasheet  for  the  Osram  SFH4236  LEDs  used  in  constructing  the  illuminator  for  the 

RangingTest device provides an emission spectra plot, measured with an LED forward current 

(If) of 1A, the maximum rated DC operating current  [171]. However, it is well known that the 

wavelength emission of an LED varies with If. In order to ascertain how significant this effect is, 

the emission spectra of one of the four LEDs on the RangingTest illuminator was measured at a 

range of forward current levels, including the value used during 3D sensor characterisation.

The forward current was swept from 10mA to 100mA in 10mA steps, with additional data points 

at 5mA and 15.5mA. At each current level, the Gamma Scientific GS-1252C spectrometer head 

was used, as described in section 6.2.2, to measure the spectral emission properties. Figure 6.8 

shows the family of individual emission spectra curves over this range.

Figure 6.8: Emission Spectra Family for Varied LED Forward Current

Family of LED emission spectra curves for Osram SFH4236 LED at various forward current levels from  
5 to 100mA. Note that  the Y axis values are normalised to allow direct  pulse shape comparison.  
Arrows show effect of increasing If.

As can be seen, the primary change associated with increasing the forward current is a shift of the 

steeper  long  wavelength  edge  out  to  longer  wavelengths.  From this  raw data,  the  peak  and 

centroid emission wavelengths were determined, and the Full Width at Half Maximum (FWHM) 

of the spectra was calculated. Table  6.1 summarises these results, while Figure  6.9 shows the 

same information graphically.
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Table 6.1: LED Spectral Characterisation Results Summary

DC Forward Current If 
(mA)

Peak (nm) Centroid (nm) FWHM (nm)

5 849 844.56 16.91

10 849 844.89 17.29

15.5 849 844.93 17.67

20 849 844.63 17.88

30 849 845.19 18.34

40 849 845.15 18.8

50 849 845.59 19.09

60 849 845.55 19.51

70 849 846.15 19.9

80 850 846.24 20.26

90 850 846.64 20.54

100 850 846.64 20.97

1000 (datasheet) 860 850 30

Table summarising spectral properties of Osram SFH4236 LED used in the RangingTest illuminator at  
various current levels.
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Figure 6.9: LED Spectral Characterisation Results Analysis

Graphs showing LED emission spectra properties against DC forward current, If,, showing the gradual  
shift in centroid wavelength and broadening of the spectral profile.

Finally, the spectra were multiplied by the transmission characteristic of the 40nm notch filter  

used in the RangingTest optical path to determine how the variance of the LED spectra would 

affect system performance. For each current level, the total optical power in both the measured 

spectra and the filtered version of it was calculated, and the ratio between these calculated to  

yield the transmission factor of the filter for that spectral profile. Figure 6.10 shows these results.
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Figure 6.10: Analysis of Illumination Light Transmitted Though Notch Filter

Graph showing the transmission factor of the 40nm notch filter used in the RangingTest optical path to  
the LED spectra measured over a range of forward current levels.

This data suggests that the variation in LED emission spectral properties has a negligible effect 

over the 5-100mA range. While the FWHM of the distribution is 9nm narrower at 100mA than 

for 1A as quoted in the datasheet, this broadening primarily consists of a shift in the steep long 

wavelength edge out to slightly longer wavelengths. Since the best available notch filter has a 

centre  wavelength  of  850nm,  ample  bandwidth  is  available  in  the  850-870nm  range  to 

accommodate  this  shift  without  causing  further  attenuation.  Conversely,  it  is  the  shorter 

wavelength side of the LED emission spectra which presents the problem, as there is significant  

energy  emitted  below  830nm  which  is  strongly  attenuated  by  the  filter.  While  the  results  

presented in Figure 6.10 are too variable to draw statistically significant conclusions, the general 

trend would appear to support the observation that the broadening of the emission spectra into 

higher wavelengths actually  increases the portion of illuminator light penetrating the filter. In 

fact, an earlier simulation using the 1A emission spectra provided in the datasheet implied that 

this  would  give  slightly  improved  performance,  with  a  filter  transmission  factor  of  59%, 

compared to the 57.2% average in the measured data presented above.

6.3 Sensor Characterisation

6.3.1 Overview

Characterisation of the RangingTest sensor was carried out in order to verify that the PDΔΣ pixel 

structure performs as expected,  and to  allow its  performance to  be compared to  pre-existing 
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solutions. One of the key measurements performed on any range image sensor is of course the  

assessment of its distance to output code transfer function. This involves moving a target through 

a known series of positions and capturing the output of the sensor. Of principal importance are 

the standard deviation between successive measurements, and the Integral Non-Linearity (INL) 

of this data. Factors influencing these critical parameters were then investigated.

Finally, 3D images were captured with the sensor. Although the primary applications for 3D 

imaging lie in machine interpretation of the data, it is nevertheless desirable to view the images 

captured as a result of many years of hard work. To allow these to be easily visually interpreted,  

they  were  transformed  into  mesh  images  using  Matlab,  and  rendered  with  a  matching  2D 

intensity image overlay. Example images are contained in section 6.4.

6.3.2 Measurement Techniques

To speed up the process of measuring the distance to output code transfer function, an automated 

linear rail was used. This apparatus allows a trolley to be moved in one axis over a distance of  

2.4m. By placing a target object on the trolley and fixing the position of the camera (or vice 

versa), the sensor to target distance can be varied under computer control. Mounting the camera 

on the rail and using a static target is the preferred configuration, as the ambient illumination of  

the  target  object  is  easier  to  control  in  this  case,  although care has to  be taken with sensor  

cabling. This is made easier by the fact that the RangingTest hardware platform requires only two 

cable connections: a 5V power supply and USB link for communications. Figure 6.11 shows the 

setup used.

The  apparatus  was  custom  built  within  STMicroelectronics,  initially  for  the  non-related 

application of camera module autofocus characterisation, and was kindly made available for use 

in characterising the RangingTest sensor. The rail mounted trolley is driven by a stepper motor  

actuated belt, with limit sensors at either end of the rail providing feedback to a computer control  

application  via  a  National  Instruments  PXI  interface.  The  apparatus  is  specified  to  have  a 

positional  accuracy  of  ±1mm,  which  must  be  taken  into  account  when  investigating  INL. 

However, it is able to remain completely static when at rest, so the repeatability error between 

successive  sensor  frames  is  unaffected.  A custom software  application  was  provided  by  the 

developers, which can be seen displayed on the left screen in the photographs contained in Figure 

6.11,  alongside the RangingTest  software application  used for  sensor configuration and data  

capture on the right monitor attached to the same PC.
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Figure 6.11: Automated Linear Rail Used for Range Sensor Characterisation

Photographs showing automated linear rail setup and key hardware components.

A large target consisting of a white board was positioned at one end of the rail, and the distance  

between it and the sensor die was measured to be 110mm with the rail set to position 0. This 

offset was taken into account when instructing the rail to move to target distances. The target was  

sized such that at the maximum 2.4m distance achievable with the rail, it completely filled the 

sensor's field of view with the 16mm focal length objective lens used during testing. While there 

was no Application Programming Interface (API) available at the time of writing to interface 

external software (such as the RangingTest application) with the rail control system, a simple 

means  of  providing  autonomous  control  was  nevertheless  devised.  Using  a  PC  with  two 

monitors, it is possible to display both applications at the same time. The RangingTest software 

was modified to allow it to control the PC cursor position, and by sending mouse clicks and 

keyboard input, it is able to request the rail application to move the trolley to the desired location.  

Similarly, by monitoring the current position reported in the rail control GUI, the RangingTest 

software was able to monitor the progress of the trolley towards the target position, beginning 

data acquisition only after it has stopped moving. Although the stated ±1mm positional accuracy 

of the equipment is not ideal, it was found to be lower than the measured INL of the system 

under  test  and  proved  invaluable  for  characterisation,  allowing  fully  automated  sweeps  of 

distance  to  be  performed in  the  lab  without  human  interruptions,  with  data  captured  at  any 

number of points along the way and for a variety of sensor settings.

6.3.3 Range Characterisation

Characterisation began with the determination of the best operating parameters for the system. As 
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has  been  discussed,  the  standard  illumination  pulse  width  for  square  wave  modulation  was 

chosen to be 150ns. This value provided a good compromise between the desire to maximise the 

Pulse Repetition Frequency (PRF), and the adverse effect of the illuminator's limited bandwidth 

on the INL of the system. 

As was  discussed in  section  4.3.3,  two timing modes  are  available  for  the  sensor:  with and 

without ambient suppression. The use of a narrowband 40nm notch filter with 850nm centre 

wavelength was found to significantly attenuate the ambient light to a level comparable to DCR 

in  the  indoor  laboratory  setting  used  throughout  the  measurement  process,  with  an  ambient  

illumination  of  approximately  110lux  from  overhead  fluorescent  lighting.  Consequently,  the 

standard  mode  without  ambient  suppression  was  used  throughout  the  majority  of  the 

characterisation work. The use of the ambient suppression regime was also evaluated, but found 

to give little advantage over the simplistic timing in the setting described above. DC cancellation 

does  however  reduce  the  duty  cycle  of  the  illumination  waveform from 50% to  25% when 

implemented as presented previously, necessitating longer exposures to achieve the same quality 

of measurement – clearly an issue which must be addressed in any future continuation of this  

work.

The sensor was operated with the ΔΣ bitstream being updated following every cycle in which a  

photon was detected. Data was read out from the sensor pixels every 16 illumination cycles. The 

use of a power of two interval simplified the firmware control logic. This value was chosen over 

the more desirable interval of 32 cycles in order to avoid the pixel counter MSBs being required,  

thus avoiding the previously discussed firmware issues with the readout of these bits . Firmware 

averaging was enabled to combine 2048 frames,  with an additional  5 sets of this data being  

averaged in  software,  to  provide  a  final  exposure  time of  just  under  50ms,  as  described by 

equation  6.2. Actual acquisition of this data takes considerably longer when operating in this 

constrained fashion without the full on-chip decimation logic functioning.

T S=NFW⋅N SW⋅T F⋅TUD⋅T pulse⋅2

=2048⋅5⋅16⋅1⋅150×10−9
⋅2

=49.152×10−3

(6.2)

Where:

T S Exposure time

N FW Number of frames averaged in firmware
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N SW Number of frames averaged in software

T F Sensor readout frame period (in bitstream cycles)

TUD Delta-Sigma bitstream update interval (in modulation cycles)

T pulse Illumination pulse duration

The key operating parameters and specifications of the sensor are summarised in Table 6.2.

Table 6.2: RangingTest Sensor Operating Parameters and Specifications

Parameter Value Unit

Excess bias voltage 1.2 V

Breakdown voltage -13.3 V

SPAD dead time 50 ns

Imaging lens F-number 1.4 -

Illumination wavelength 850 nm

Narrowband optical filter width 40 nm

Illumination modulation frequency 3.33 MHz

Illumination field of view 40 °

Illumination optical power on scene 50 mW

Unambiguous range 45 m

Characterisation target reflectivity White -

Ambient illumination 110 lux

Supply voltage Core: 1.2
IO: 2.8

V

6.3.3.1 Number of Samples Required for Repeatability

Before performing detailed characterisation, it  was first necessary to determine the minimum 

number of samples which must be averaged before calculating INL to ensure that the results are 

repeatable. To achieve this, a target was placed at a fixed distance of 2.4m, and a very large 

number of frames of data were captured from the sensor under standard settings. The INL was 

then calculated using a series of average values computed from different numbers of input values, 

ranging from 100 to 1000. This data is summarised in Figure 6.12. As can be seen, the INL tends 
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towards a constant value when over 200 frames are averaged, the minimum number utilised in  

the subsequent characterisation measurements.

Figure 6.12: Number of Samples Versus INL at Fixed Distance

Graph showing the number of consecutive samples averaged before calculating INL at a fixed distance 
of 2.4m, versus the INL obtained, showing that approximately 200 samples are required as a minimum.

6.3.3.2 Linearity and Repeatability Error

With  the  default  settings  established  as  described  above,  characterisation  of  the  sensor  was  

undertaken. The INL and measurement repeatability error of the system were measured over the  

2.4m range permitted by the linear rail, as shown in Figure 6.13. While characterisation over a 

greater range would have been desirable,  this range was deemed sufficient for use in indoor 

consumer  applications,  and  exactly  matches  the  reported  measurement  range  of  the  nearest  

comparable sensor [48]. Of course, with a 150ns illumination pulse, this spans just over 10.6% of 

the available 22.5m dynamic range (assuming the system is able to resolve phase shifts only in  

the 0-180º range).
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Figure 6.13: System INL and Repeatability Error Characterisation

Graphs showing the characterisation of the RangingTest 3D camera sensor and system over a 0.2-
2.4m range.

A best fit INL of ±5mm was achieved across the 0.4 to 2.4m range. This excludes the 0.2m point,  

at which photon pile up occurs distorting the measurement: Figure 6.14 confirms that this effect 

is mitigated when the returning pulse energy is reduced. This result  improves on that of the  

nearest comparable work [47, 48, 52], which achieved a 110mm INL largely limited by harmonic 

distortion of the sinusoidal illumination waveform employed: an issue avoided in the present 

research with the use of a low duty cycle square wave. However, this result also surpasses the  

linearity achieved by recent charge domain demodulating pixels, such as [141], where a 40mm 

INL was measured over the same range. As previously noted, the sensor was operated with an 

illumination power of 50mW incident on the scene, which is lower than that of similar works [47, 

141]. However, this is at the expense of measurement repeatability error, with a maximum 1σ 

deviation of 160mm over the 2.4m range. 

186



Sensor Characterisation : 6.3

6.3.3.3 Effect of Intensity on INL

Further experiments were conducted to establish the effect of the intensity of incident optical  

power on ranging performance. There are clearly a number of ways of achieving a variation in 

the  number  of  detected  photons.  Perhaps  the  most  intuitive  is  to  sweep  the  power  of  the 

illumination  source,  although  this  risks  changing  the  pulse  profile  as  well  as  optical  output 

power. An alternative would be to vary the reflectivity of the target, however this would require a 

number of targets spanning a known range of well defined reflectivities, each sufficiently large to  

fully  occupy the  sensor's  field  of  view over  the  measurement  range  of  interest.  Instead,  for 

simplicity, the aperture of the imaging lens was varied (as noted in section 5.3.5, a variable lens 

was used with a maximum opening of F1.4). Adjusting the aperture allows the optical power 

falling on each pixel to be varied in a controlled way, affecting both the ambient and reflected  

illumination light  equally.  Figure  6.14 illustrates  the results  from such a sweep, plotting the 

system's response, INL and repeatability error for three different aperture values.

Figure 6.14: Effect of Imaging Lens Aperture on Performance

Plots showing the effect of imaging lens aperture on the performance of the ranging system. 

Aside from confirming that the outlier observed at 0.2m does indeed disappear when the aperture 

diameter is reduced – consistent with photon pile up – this data shows two key trends. Firstly, the 
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gradient  of  the  system's  distance  response  unfortunately  varies  with  incident  light  level. 

Secondly,  when  decreasing  the  lens  aperture,  the  standard  deviation  of  measurement  values 

broadens by a greater degree than can be explained by the reduction in signal intensity (and the 

resulting increase in photon shot noise) alone, as illustrated in Table 6.3. In moving 3 stops from 

F1.4 to F4, which corresponds to an 8x reduction in light falling on the sensor, the repeatability 

error increases from 202mm to 661mm. The increased shot noise component would be expected 

to contribute approximately a 2.8x increase in standard deviation as noted in chapter  4, but the 

observed increase is a factor of over 3.2. Note that in these measurements, a shorter exposure 

time was used, explaining the difference in standard deviation between this data and the results  

presented in Figure 6.13 previously.

Table 6.3: Variation of Standard Deviation with F#

F# Relative 
Aperture Size

Expected 
Relative Shot 

Noise

Measured 
Standard 

Deviation (mm)

Measured 
Relative 
Standard 
Deviation 

1.4  2
1 1 1 202 1

4  2
4 1/8  8≈2.83 661 3.27

8  2
6 1/32  32≈5.66 1532 7.58

Table comparing the  expected relationship  between photon shot  noise and imaging aperture  with  
measured data.

As was discussed in chapter  4, the PDΔΣ principle exhibits different behaviour with respect to 

measurement variability than simple binning based schemes employing external computation. 

While such systems integrate the bin values over the full exposure time before performing a 

single  calculation  to  generate  the  phase  estimate,  the  PDΔΣ  approach  involves  temporal 

oversampling, whereby the loop quantiser makes many decisions over the same exposure period, 

each involving a  considerably smaller  number of  photons.  This  can be shown to be entirely 

effective in the hypothetical absence of photon and DCR shot noise, allowing DC suppression to  

completely eliminate the uncorrelated SPAD pulses relating to dark counts and ambient photons. 

However,  when  shot  noise  is  considered,  DC  suppression  is  unable  to  achieve  perfect 

cancellation on a per-cycle basis, with the residual component manifesting itself as noise on the 

integration node, leading to additional bitstream toggling. The results presented above illustrate 

that this behaviour is exaggerated for weak reflected signals, where the shot noise component of 
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the combined ambient and DCR exerts a sufficiently significant influence on the integration node 

as to generate spurious bitstream activity with a mean of mid-scale, thus lending an intensity  

weighting to the output and poorer measurement repeatability error than can be explained by the 

increase in photon shot noise alone.

6.4 3D Images

Following the characterisation reported above, a number of 3D images were captured using the  

system as final validation of the PDΔΣ principle. This section presents two examples of those 

images, and discusses the practicality of the constructed prototype hardware as a functional 3D 

camera system. To produce each image, the sensor was first operated in 3D mode to acquire a 

depth map. This  was then imported into Matlab – which provides simple methods for  post-

processing and visualising data – to generate a mesh plot showing the topology of the target  

object.  A matching intensity  image was then captured to  complement the 3D data  using the 

sensor's photon counting mode. This required the removal of the narrowband optical filter to 

allow ambient light to fall on the sensor. The intensity data was then rendered onto the mesh to 

create the final image. The data processing step firstly involves averaging the required number of 

sensor depth frames to achieve the desired exposure time. This is required since the sensor's  

maximum exposure time is currently restricted, with only the in-pixel decimation logic being 

used at the time of writing. The averaged frames were then converted from sensor codes into  

distance  values,  and  the  camera's  systematic  depth  offset  was  subtracted.  Finally,  the 

STMicroelectronics  “scythe”  defect  correction  algorithm  [243] was  applied  to  the  data  to 

eliminate the jarring visual presence of high DCR pixels, which often yield spurious distance 

estimates. This operation, which identifies and suppresses pixels which differ significantly in 

value from the average of their nearest neighbours, was implemented alongside the other steps in 

Matlab. However, there is no reason why all of the processing and visualisation processes could 

not be implemented within the dedicated RangingTest software application for future stand-alone 

operation.

Firstly, a detailed image of a mannequin's head was acquired. Figure 6.15 depicts the resulting 

data.  A  conventional  photograph  of  the  mannequin  is  shown  alongside  the  3D  image  for 

reference. To capture the facial structures in sufficient quality, a long exposure time of 20s was 

required. Note  that  in  this  image,  distances  beyond the  back  of  the  subject  were  truncated,  

resulting in the flat background shown.
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Figure 6.15: 3D Image of Mannequin's Face

Left:  3D  image  of  a  mannequin's  face,  captured  with  a  20s  exposure  time.  Right:  reference  
photograph.

As  has  previously  been  discussed,  the  relatively  low  PRF  of  3.33MHz  was  the  maximum 

achievable with the prototype illumination source operating with square wave modulation, and 

only with ambient suppression timing disabled. This is an order of magnitude lower than typical 

3D cameras, such as the most closely related SPAD-based 3D imager (the SPSD sensor reported 

in  [48]), and is one of the primary factors contributing to the large measurement repeatability 

error  observed  during  the  characterisation  reported  earlier  in  this  chapter.  Additionally,  the 

50mW optical  power  incident  on  the  scene  was  also  an  order  of  magnitude  lower  than  the 

800mW reported in [48], although other analogue based pixels have reported comparable results 

with sub-100mW illumination power, such as [141]. It is the need to suppress this temporal noise 

that leads to the requirement for relatively long exposure times, such as the 20s noted for the  

images above. Nevertheless, imaging with shorter exposure times is possible, particularly if the 

objective is merely to discriminate between separate objects over the full depth dynamic range as 

opposed to imaging the detailed profile of a single object. Figure 6.16 shows an example of such 

an image, captured in a 1s exposure with objects placed 0.75, 1.1 and 1.8m from the sensor. In 

this case, the displayed depth range was not truncated, so the background (a large white board 
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placed at approximately 2.5m) can also be seen in the image.

Figure 6.16: High Depth-Dynamic Range Image

Left: 3D image showing 3 objects placed at different distances from the sensor. Right: a reference  
photograph of the scene.

6.5 Discussion and Conclusions

This chapter has so far presented the raw characterisation results obtained during the limited time 

available for testing,  demonstrating the first known implementation of a PDΔΣ ranging pixel 

within  the  128×96  pixel  RangingTest  sensor,  and  a  selection  of  depth  images  successfully 

captured using it. This section presents a critical discussion of these results, with a focus on areas 

which would benefit from additional characterisation or developmental effort, with concepts for 

further refinement being presented in section 7.3 of the conclusions and future work chapter.

As the characterisation results have shown, an excellent linearity of ±5mm was achieved over a 

0.4-2.4m range in indoor conditions.  As was discussed,  this represents an improvement over 

comparable phase-demodulating sensors, such as [47, 48], which achieved a 110mm INL largely 

limited by harmonic distortion of the illumination waveform, and the 40mm INL presented in 

[141]. However, a number of factors limited the repeatability error performance of the prototype 

hardware. The time-domain bandwidth of the illumination source proved to be a restriction when 

creating the square wave modulated waveform required for the PDΔΣ to directly produce a linear 

output with distance (the use of sine wave illumination and post-processing to normalise the  

response is feasible, but was not investigated). This limitation forced the adoption of a relatively  
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long illumination pulse width, with a practical minimum value of around 150ns below which  

pulses are too distorted to provide an acceptably linear system response. Being in the low MHz 

range, the resulting PRF is an order of magnitude lower than the typical 10s of MHz used in the  

existing 3D imaging systems reviewed in chapter 2. This consequently impaired the measurement 

repeatability error of the system: a situation which could be improved with a careful redesign of 

the illumination hardware, possibly utilising a pulsed laser diode instead of LED. Additional 

constraints relating to the on-chip decimation logic, as noted in chapter  5, prevented the sensor 

from  streaming  at  video  rate.  The  predominant  issue  encountered  during  characterisation, 

however,  was the relationship between incident light  level  and the system's  distance to  code 

transfer  function.  Nevertheless,  section  7.3 presents  ideas  for  the  future  refinement  of  the 

algorithm with the potential to circumvent this issue, while retaining the advantages of the PDΔΣ 

approach.

With respect to the practicality of the constructed system, the need to capture the intensity and 

depth images sequentially rather than simultaneously may at first seem like a restriction. This 

need arises from the fact that when operating in ranging mode, the ΔΣ loop internally processes 

incident photons to generate a bitstream directly representing the phase of the returning light. By 

design, the output data does not contain a representation of the incident light level. In contrast, 

existing systems which simply output raw bin values allow simultaneous depth and intensity 

image acquisition, as both can be calculated from the same set of output data. Of course, the 

avoidance of  the need to  transmit  such raw data  and process it  externally  is one of  the key 

motivations  in  adopting  the  PDΔΣ  architecture.  Consequently,  without  the  inclusion  of  an 

additional in-pixel counter to implement intensity imaging in parallel, this restriction comes built  

in. 

However, it must be stressed that the ability to perform concurrent depth and intensity imaging 

using the same sensor is of limited use, since most practical 3D imaging systems reported have 

utilised a narrowband optical filter specifically to suppress the ambient light which is of interest 

during intensity imaging. Commercial 3D camera systems which implement both features do so  

using physically separate sensors, employing a dedicated sensor for 3D imaging along with a 

conventional high resolution 2D image sensor for intensity data. Regardless of whether or not 

these share the same imaging objective optics, only the depth sensor will receive notch filtered 

light. Due to the maturity of the conventional CMOS imaging industry, a companion 2D sensor 

can be easily and economically sourced which provides a significantly higher spatial resolution 

than the depth sensor, with colour capability. When the images are fused, this approach is able to  
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provide much higher quality output than would be possible using the depth sensor alone. Of 

course,  there  is  complexity  involved  in  accurately  overlaying  the  images  produced  by  the 

separate sensors. In summary, the requirement to capture depth and intensity images sequentially 

when using the RangingTest platform, respectively with and without the optical filter installed, is  

not viewed as a disadvantage. Should this sensor, or more generally the PDΔΣ pixel concept, be  

used in a real 3D camera system required to produce both depth and intensity images, it would  

almost certainly be used in conjunction with a companion CMOS image sensor inside the same 

camera housing. More problematic in practical terms were the firmware and software limitations 

which prevented the on-chip decimation logic from fully operating, restricting the sensor's output  

from 10 to 6 bits. This in turn limited the maximum exposure time possible with the sensor to 

such  an  extent  that  video  streaming  was  not  possible,  forcing  integration  to  be  regularly 

suspended to allow the decimation counters to be read out. Of course, future work could address  

these prototype limitations, arising from project time constraints. Furthermore, as is discussed in  

section  7.3,  enhancements to the decimation strategy used in any future PDΔΣ could indeed 

permit video rate streaming direct from the sensor itself, with no need for additional firmware 

frame averaging to reduce the data rate and produce acceptable images.

Despite the difficulties with theoretical prediction of the performance of this approach, the phase-

domain ΔΣ pixel has been demonstrated experimentally to be a functional means of measuring 

distance. While the observed standard deviation of successive measurements is greater than that  

of similar systems, 3D images were captures at lower illumination power and repetition rate than 

these works, with the system exhibiting superior linearity. 
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CHAPTER 7:FUTURE WORK AND CONCLUSIONS

7.1 Summary

The research presented in this thesis began by exploring the issues affecting established methods 

of  capturing  3D  images,  with  particular  focus  on  phase-demodulating  Time-of-Flight  (ToF) 

systems, the primary scope of this work. As was presented in chapter 2, this highlighted a number 

of limitations.  While there is a diverse range of methods of performing phase demodulation,  

these share the issue that the integration nodes – regardless of whether these are implemented as  

digital counters, capacitors or photo-charge collecting implants – all have a saturation point. The 

consequence of this is that a trade-off inherently exists between the desire to use a long exposure  

time to minimise shot noise and the risk of the integration nodes saturating in one or more highly 

exposed pixels. Unlike in standard photography, where saturation merely clips the luminosity 

value for a pixel, in 3D imaging, saturation of one of the integration nodes completely corrupts 

the depth measurement for that location. Demodulating ranging systems often therefore operate  

at very high internal frame rates – typically many orders of magnitude greater than the output 

video rate – in order to prevent the pixels from saturating. This is particularly the case for sensors  

based on SPADs – such as the implementation reported in [47], employing a maximum readout 

bandwidth of over 10Gbps in order to sustain video rate images at 60x48 pixel resolution – due to 

the relatively low storage density  of digital  counters  compared to capacitors  or  photo-charge 

collecting implants. These issues are exacerbated by the very high dynamic range of the reflected 

illumination intensity found across a scene, as no single integration time will be appropriate for 

all pixels. Furthermore, depending on the pixel architecture, ambient illumination may also cause 

the pixel integration nodes to fill up rapidly.

An additional problem common to the existing family of demodulating approaches lies in the  

generation of the 3D images themselves. Since the sensors reported in prior art output the raw bin  

values, potentially at very high rates, these must be streamed to a processing device for analysis.  

This high-bandwidth transmission is itself an issue, with an associated power consumption which 

is  not  insignificant.  The  task  of  performing  this  computation  consumes  still  further  system 

resources. A further potential  issue with phase-demodulating systems is their vulnerability to  
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distortion  of  the  illumination  waveform,  with  any  deviation  from  the  ideal  shape  directly 

appearing in the INL of the system.

An investigation was then performed to establish whether alternative system concepts could be 

found to address these limitations. Chapter 3 explored the use of highly parallel,  direct  ToF 

measurement for 3D imaging, enabled by the Megaframe project and the contributions made 

towards it during the undertaking of this research. A software depth estimation approach was 

demonstrated which, although being limited in frame rate, served as the first 3D imaging system 

to employ a single array-format, monolithic sensor die capable of time-stamping photons in all 

pixels simultaneously. Proposals for the full frame rate processing of this data in firmware rather  

than software were made, with the goal of realising a real-time depth imaging system immune to  

distortion of the illumination waveform, although implementation of these techniques was not 

possible  within  the  time constraints  of  the  project.  Ultimately,  however,  a  new 3D imaging 

concept was conceived, developed and tested: the Phase-Domain ΔΣ (PDΔΣ) pixel. 

As was presented in chapter 4, the use of a PDΔΣ loop within each pixel allows many of the  

limitations of existing demodulating systems to be addressed. Borrowed from the related field of  

analogue to  digital  conversion,  the  ΔΣ converter  is  a  well  known structure ideally  suited to  

applications necessitating the digitisation of signals at low rate, but with extremely high linearity.  

Since a multi-bit output ΔΣ ADC may be constructed using just a single-bit internal quantiser and 

DAC, many of the linearity issues relating to mismatch between elements are avoided. Instead,  

the  ΔΣ  architecture  utilises  a  combination  of  temporal  oversampling  and  noise  shaping  to  

produce a bitstream which can be decimated and filtered to yield an accurate estimation of the 

analogue input. 

As this thesis has illustrated by an analysis of conventional ADC structures, the ΔΣ converter is 

unique in having a readily realisable phase-domain equivalent. The present research has extended 

this concept from the analogue implementation previously demonstrated in a temperature sensing 

application  [21],  to  produce  an all-digital  PDΔΣ loop suitable  for  use  in  conjunction with a 

SPAD.  This  research  has  shown for  the  first  time that  this  structure  is  not  only  capable  of 

performing 3D imaging, but has a number of significant advantages [1].

In the same way that a conventional ΔΣ ADC expresses its input voltage with respect to two  

voltage references, the PDΔΣ pixel expresses the mean phase of the returning illumination light  

with respect to a pair of references phases. In so doing, each ΔΣ loop consumes the output of a 

SPAD to generate a representation of distance locally within the pixel. If equipped with on-chip  
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decimation  filters,  a  sensor  utilising  this  approach  is  able  to  generate  complete  depth  maps 

internally,  with the  potential  to  directly  create  video  rate  3D images.  This  avoids  the  issues 

discussed  previously  regarding  the  rapid  and  high  bandwidth  readout  of  many  existing  3D 

imaging sensors. An additional benefit of the PDΔΣ pixel is that issues relating to the very high 

dynamic  range  of  reflected  illumination  light  are  somewhat  mitigated.  Instead  of  simply 

integrating photons in bins for the duration of the exposure time, the ΔΣ pixel constantly seeks to  

compare the energy in the bins, with the integration node ramping up and down around zero 

instead of accumulating in a linear fashion. This can either be considered to significantly reduce 

the likelihood of integration node saturation, or conversely, allows a lower capacity integration 

node (i.e. a smaller digital counter) to be used while retaining the same intensity dynamic range 

handling ability. Finally, when used with square wave illumination, the ΔΣ bitstream directly 

signifies  the  phase  of  the  returning  light,  so  no  external  computation  is  required.  This  

simultaneously reduces the host system processing requirements while avoiding the non-linear 

effects of trigonometric calculations. Of course, other waveforms, such as sinusoidal modulation, 

can also be used with the addition of a normalising post-processing step.

Chapter 5 then presented the design of a test chip, named RangingTest, which implements a 

128×96 pixel sensor using the all-digital PDΔΣ principle. Table 7.1 provides a comparison of the 

specifications of this device with those of the two most relevant phase-demodulating ToF sensors  

in published literature: an all-digital SPAD-based approach [47], and a compact analogue pixel 

implementation  [141]. Each RangingTest pixel features a PDΔΣ loop with a 6-bit integration 

node, with on-chip decimation filters split between in-pixel and in-column logic. This sensor was 

manufactured  in  a  130nm  CMOS  imaging  process,  provided  by  STMicroelectronics.  The 

availability of this process and the low DCR PWELL-NISO SPAD were key enabling factors for 

this work, representing a significant step forward over previous SPAD-based 3D cameras which 

were implemented in standard 0.35μm or older processes [47, 107]. The modern geometry of this 

technology (based on the 130nm node with 90nm metallisation) allowed a relatively compact  

implementation of the required logic, with a pitch of 44.65μm and 3.17% fill factor, where a 

prior in-pixel digital binning sensor achieved only 0.5% fill factor with 85μm pitch [47]. The use 

of  an  imaging-optimised  process  instead  of  a  standard  one  also  provided  significant  optical 

benefits. The characterisation of this sensor was presented in chapter 6, including example 3D 

images confirming that  the  PDΔΣ principle  can indeed be employed within a  functional  3D 

camera system, achieving an excellent ±5mm INL. This was accomplished while operating at a 

lower illumination power and pulse repetition rate than comparable work, in part due to prototype 

limitations, at the expense of repeatability error.
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Table 7.1: Comparison with Prior Art

Parameter [47, 48, 52] [51, 141] This work Unit

Sensor resolution 60×48 80×60 128×96 Pixels

Pixel pitch 85 10 44.65 µm

Process node 0.35 0.18 (imaging) 0.12 (imaging) µm

Pixel fill factor 0.5 24 3.17 %

Median DCR 245 - 100 (@1.2VEB) Hz

SPAD dead time 40 - 50 ns

Imaging lens F-number 1.4 1.4 1.4 -

Illumination wavelength 850 850 850 nm

Narrowband optical filter width 40 Not stated 40 nm

Illumination modulation frequency 30 20 3.33 MHz

Illumination field of view 50 Not stated 40 °

Illumination optical power on scene 800 80 50 mW

PDP at illumination wavelength 3 - 5 %

Unambiguous range 5 7.5 45 m

Integration time 45 50 50 ms

Characterisation target reflectivity Not stated White White -

Ambient illumination 150 Not stated 110 lux

Maximum 1  distance resolution atσ  
2.4m

38 140 160 mm

Maximum distance INL up to 2.4m 110 40 5 mm

Maximum readout bandwidth 2133 Not stated Typical: 61.4

Test mode: 10,240

Mbps

Supply voltage 3.3 1.8 / 3.3 Core: 1.2
IO: 2.8

V

Chip power dissipation 35 18 40 mW

7.2 Critical Discussion

The summary  presented on the  previous  pages  has  recapped the  key results  of  the  research  

documented in this thesis. This section provides a critical discussion of those achievements and 

the issues associated with the reported advances. 

198



Critical Discussion : 7.2

While the phase-domain ΔΣ pixel which has been presented as the main accomplishment of this 

work has a number of benefits, it brings with it a number of new challenges for the 3D imaging  

system designer.  A common theme throughout the discipline of  3D imaging,  and indeed the 

wider imaging field in general, is the concept that photons are precious. In that regard, significant 

engineering effort is devoted, in every aspect of the industry from pixel design through to lens  

manufacture, to capturing every photon of incident optical energy to provide the best quality  

image. Yet one of the key limitations of the ΔΣ ranging algorithm as described in the body of this 

thesis is that in excess of 50% of the detectable photons incident on the light sensitive portion of 

each pixel are not utilised. This is in addition to the very large percentage of incoming light lost  

due to the poor sensitivity of the SPAD to 850nm light, and the extremely low fill factor of 2.5 or 

3.17% (for the two SPAD variants). This loss arises due to the timing employed by the pixel,  

which must collect light in only one bin at a time, as it is the relative time taken to equate energy  

captured by the two bins that provides the very information the system is seeking to extract: the 

phase of the reflected illumination light. This statement, 'in excess' of 50%, clearly signifies the 

best case: when the returning waveform phase is 90º, the bins contents are equal, and 50% of the  

incident light is utilised. As has been discussed in chapter 4, the efficiency theoretically tends 

towards 0% as the phase shift approaches 0 or 180º. While this can be mitigated to some extent 

by centring the boundary between the sampling phases within the depth range of interest, it is  

clearly important that this limitation be addressed in any future work.

A further issue affecting the ΔΣ pixel implementation presented in chapter 5 is the tendency for 

the  bitstream state  to  toggle  'spuriously'  due  to  the  influence  of  photon  shot  noise.  As  was  

discussed in chapter 6, this behaviour occurs because the integrator does not ramp smoothly up  

and down while collecting energy in the two bins, but instead jitters along this trajectory due to 

the residual component of uncorrelated counts (from ambient light and SPAD DCR) which is not  

completely cancelled due to photon shot noise. This occurs since the number of photons detected 

in the bins during each cycle is not fixed, but varies with Poissonian statistics. Consequently, this  

integrator noise can cause the bitstream to flicker instead of providing a series of clean, discrete 

transitions. The  impact  of  this  is  to  pull  the  average  bitstream  density  towards  mid-scale. 

However, the severity of this behaviour is dependent on the relative magnitude of the reflected 

illumination light  and uncorrelated noise floor of ambient light  plus dark counts, as spurious 

transitions are more likely to occur when the integrator slew rate is slight, on top of a large DC 

component. This behaviour therefore leads to the highly undesirable property of the phase to  

digital code transfer function being weighted by the intensity of ambient illumination: an issue 

which  must  be  carefully  considered  during  any  future  work  in  this  area.  The  system  does,  
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however, retain a linear response when operating under fixed conditions.

In addition to these two limitations, there were also a number of minor practical deficiencies in 

the reported implementation of the phase-domain ΔΣ principle and the associated test hardware.  

Since firmware limitations prevented the sensor from being operated for multiple illumination 

cycles between updates of the ΔΣ loop, pixel data must be read out at a relatively high rate to 

prevent the in-pixel decimation counters from saturating. The in-column decimation logic was 

not  put  to  use  during  the  duration  of  the  project  due  to  development  time  constants.  

Consequently, the sensor had to be operated in a time-gated mode during characterisation, where 

data would be captured for a period and then acquisition halted while this data was read out, 

instead of the fully pipelined operation which the sensor was designed to support. However, even 

if this were not the case and the column decimation logic had been used, the required output data  

rate would still have been significant, as the 10-bit decimating capability of the sensor is not  

sufficient  when  the  bitstream  is  forced  to  update  during  every  illumination  cycle.  These 

limitations also prevented the complete system from operating in a video mode, so only single  

frame 3D images are currently available for presentation.

The  architectural  issues  and implementation  limitations  which have  been  discussed  over  the 

course of these past pages do indeed present challenges with respect to the further refinement of 

the system. However, it is important that these drawbacks are understood in the wider context. 

The  latter  hardware  limitations  do  not  discredit  the  PDΔΣ pixel  concept,  and  are  merely  a 

consequence of a constrained project time-scale. The more serious algorithm issues discussed 

earlier are of course worthy of further consideration.

The PDΔΣ ranging principle may be said to break a single exposure period down into a large 

number of very short exposures, each with a binary decision attached to it in generating the next  

bitstream value. The effect of shot noise is clearly much greater for a very short exposure than for 

a typical frame time on the order of many milliseconds, making these individual 'decisions' prone 

to shot noise induced error. Since photon shot noise is nearly always the key limiting factor in 3D 

imaging systems, it would seem to logically follow that such an approach will inherently result in 

poorer  performance.  However,  this  is  an  overly  simplistic  argument.  While  this  thesis  has 

demonstrated that the process of making a binary bitstream decision following every illumination 

cycle is indeed highly sensitive to shot noise induced distortion, the system need only wait until 

sufficient energy has been accumulated in the integrator to exceed the peak level of shot noise 

induced variation to alleviate this effect. It is certainly true to say that shot noise is a limiting 

factor for conventional 3D imaging pixels (even with a long integration time). In this case, shot 
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noise affects the absolute bin values reported at the end of the exposure period, and so is of direct 

relevance  to  the  estimated  distance  value.  However,  when  considering  the  individual  short 

integrations preceding each update of the ΔΣ bitstream, the spurious toggling issue only occurs if 

bitstream  decisions  are  taken  at  times  when  the  integrator  magnitude  is  less  than  the  peak 

magnitude of the residual DC component. Conversely, if the bitstream is only allowed to update  

at times when the integrator value exceeds this noise floor, spurious bitstream toggling will not  

take  place.  Crucially,  a  ΔΣ integrator  is  not  reset  between  bitstream updates,  but  is  instead  

allowed to maintain a long term residual. If spurious bitstream toggling can in some way be  

avoided, the shot noise contribution from both ambient and signal light is averaged not only over 

the bitstream update period, but the entire exposure time used to generate a single 3D image. In  

this case, the shot noise behaviour is theoretically equivalent to that in a standard integrating 3D 

image sensor, but the previously discussed benefits of the PDΔΣ architecture are retained. The 

following  future  work  section  discusses  numerous  potential  improvements  to  the  system, 

including  methods  of  addressing  various  implementation-specific  issues  and  suggestions  for 

adaptive control of system parameters, through to enhanced pixel architectures which extend the 

ΔΣ concept to provide two potential methods of achieving precisely the goals discussed above: 

the suppression of shot noise induced bitstream toggling and enhanced photon utilisation.

7.3 Future Work

This chapter has so far recapped the key issues which the PDΔΣ pixel was intended to solve,  

summarised  the  benefits  of  this  architecture  and  provided  a  critical  discussion  of  its  

shortcomings. The present section proposes a number of potential  improvements to the work 

presented. These begin with relatively minor improvements to the system, discussed in section 

7.3.1. Section  7.3.2 then presents a number of options for adaptive control of critical system 

operating  parameters  which  could  lead  to  a  number  of  benefits.  Two  pixel  architecture 

enhancements are proposed in section 7.3.3 which build on the work presented in this thesis, with 

the  objective  of  realising  a  system  which  retains  the  benefits  of  the  ΔΣ  approach,  while 

overcoming the weaknesses which have been discussed. Finally, potential enhancements arising 

from more advanced manufacturing processes and novel SPAD junctions are discussed in section 

7.3.4.

7.3.1 Minor System Enhancements

Were the research documented in this thesis to be continued, one of the most immediate ways of 
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further exploiting the existing RangingTest chip would be to complete the platform firmware and 

software to allow the sensor's column decimation logic to be exploited. This would then permit 

the device to operate in a video rate streaming mode. While clearly beneficial for demonstrative  

purposes, this would however represent little in the way of scientific advance. More academically 

significant developments would involve re-evaluating the device architecture. The decimation 

logic has been identified as one of the key constraining factors. This is in a large part due to the  

unintended requirement for the ΔΣ bitstream to update very regularly in order to prevent the  

relatively  small  6-bit  up/down counter  used  as  the  integration  node  from overflowing.  This  

dictates  the  bitstream  data  rate  which  the  decimation  logic  must  accept.  With  only  10-bit 

decimation available on chip (and only 6 of those bits currently being utilised),  the resulting 

sensor  output  data  rate  is  unnecessarily  high.  While  the  improved  pixel  architecture  to  be 

presented in section  7.3.3 will  address the  root  cause of  this  limitation,  namely the required 

bitstream update interval, further gains could be realised by also upgrading the decimation logic 

utilised on any future RangingTest family devices. Avenues for decimation filter improvement  

include increasing the filter output data width,  possibly to 16 bits (the width used within the 

firmware and software); improving the filtering function, such as including an IIR response as  

opposed to a simple accumulate and dump regime; and finally, considering higher order loop and 

decimation strategies. 

7.3.2 Adaptive Control of system parameters

In  addition  to  the  potential  refinements  discussed  in  section  7.3.1,  a  number  of  further 

possibilities  exist  to  improve system performance by adaptively controlling certain operating 

parameters, including the SPAD bias conditions and output illumination power. These techniques 

have  been  suggested  in  the  past  [52],  and  are  clearly  of  direct  relevance  to  spot  ranging 

applications, where complete freedom exists to optimise parameters for a single measurement. In 

the case of imaging, the benefit is less well defined, as differing conditions across the scene will 

favour different parameters. However, that is not to say that adjusting global parameters is of no  

benefit in imaging systems. There are clear examples of this in the field of conventional 2D 

photography, where exposure time and various other sensor parameters are varied to best suit the 

range of conditions present in a particular scene.

In choosing the operating parameters for a 3D camera, there are a number of objectives. The goal  

is often to create the 'best quality' 3D image possible, but there are various factors to consider in 

this regard. While it is generally the case that the more reflected illumination photons can be 

detected the better the image will be, this statement breaks down if pile up occurs, leading to  
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distortion of the image. A similar argument may be applied to SPAD photon detection probability 

– while detecting every incident photon is generally desirable, if the system is being flooded with  

ambient light this may no longer be the case. 

Figure  7.1 illustrates  one  potential  way  in  which  the  illumination  power  level  and  detector 

sensitivity, set by the SPAD excess bias voltage, may be varied as orthogonal controls. In this 

scheme, the SPAD biasing is first set by monitoring the ambient light level and choosing the 

highest  possible  bias  voltage  to  maximise  sensitivity  while  retaining  sufficient  headroom to  

accommodate the reflected illumination light before the onset of pile up. The system may then 

enter an operating mode, during which the illumination power may be set to achieve a sufficient  

SNR to meet the required level of performance. Where this is exceeded, the option of reducing 

illumination intensity to save power exists. Of course, if the reflected illumination light is of  

greater intensity than expected for a number of pixels, such that the head room provided when  

setting the  SPAD bias level  is  insufficient  to  avoid pile  up,  then  the  illumination  power  or  

sensitivity must be further decreased.
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Figure 7.1: Orthogonal Power/Sensitivity Adaptive Control Proposal

Diagram illustrating one possible means of adaptively controlling the illumination power output and  
detector sensitivity of  a 3D imaging system to optimise performance,  utilising these as orthogonal  
control parameters to respectively adjust SNR and pile-up probability interdependently.

7.3.3 Alternative pixel architectures

While the suggestions for future work on the previous pages have focused on relatively minor  

modifications and enhancements to the research reported in this thesis, this section presents two 

more radical ideas, potentially providing a 'next generation' PDΔΣ-based 3D imaging technology.

Chapter 3 proposed the concept of developing 3D imaging pixels tolerant of distortion of the 

illumination waveform, exploring strategies for achieving this using pulse searching algorithms 

in conjunction with a TCSPC-based sensor. The challenges in accomplishing this are significant, 

and while the proposed approach has merits, the hardware implications of this architecture may 

be prohibitive.
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This  pulse  searching  concept  does,  however,  have  potential.  During the  development  of  the  

PDΔΣ pixel architecture, the issue of pulse shape dependency soon became apparent. The PDΔΣ 

pixel favours square wave illumination, allowing the pixel to directly estimate distance without  

requiring external computation or normalisation. However, it is clearly impossible to create an 

ideal optical square wave with an LED: as the characterisation results presented in chapter 6 have  

shown,  even  producing  something  close to  a  square  wave  is  difficult.  In  the  reported 

characterisation data, this problem was partially circumvented by operating the camera with a 

long (150ns) illumination pulse period,  although this  limited the performance of  the system. 

During the development of the phase-domain ΔΣ pixel, it was observed that the response is linear 

when the relatively flat 'peak' of the illumination pulse is in the vicinity of the boundary between 

the two sampling bins. This led to the idea of adaptively shifting the timing of the bins to always 

position the boundary in this linear region, regardless of when the illumination pulse returns. This 

simple adaptive control would be difficult to implement for a pixel array, but is feasible if the  

choice is restricted to a limited number of positions by globally distributing a small number of 

phases such as 4 and their complements,  as shown in Figure  7.2.  In this  case, the full  180º 

dynamic range of the ΔΣ pixel would be broken down into 8 segments of 22.5º. As long as the 

illumination waveform is flat for 22.5º of its cycle, these segments will fit together to give a 

linear INL, although any distortion over the 22.5º range or deviation of individual phases from 

their target values will lead to discontinuities at the boundaries.

Figure 7.2: Dynamic Bin Boundary Positioning

Illustration of two-bin ranging system adaptively positioning bin boundaries in the flat portion of the  
optical pulse.

There are of course limitations to this scheme. In this approach, the ΔΣ algorithm still produces 

output with a full scale value of 180º, however, only 22.5º of this resolution are utilised. This 
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must then be converted into a range estimate by adding an appropriate offset to account for the  

bin boundary position used during the measurement. Since the full dynamic range of the ΔΣ 

converter  is  not  being  used,  and  the  bin  boundary  position  (which  must  be  generated  by  a 

searching process) is only used to normalise the ΔΣ output rather than contributing directly to the 

bits forming the output code, this system can be considered to use the extracted information  

inefficiently.

Following the research documented in this thesis, an enhanced pixel architecture was conceived,  

building on both the phase-domain ΔΣ pixel and the peak searching concept aiming to alleviate 

waveform shape dependency. It is from a realisation that these concepts may be combined that  

this  new architecture,  which  has  the  potential  to  address  the  shortcomings  of  the  basic  ΔΣ 

approach, has emerged. In summary, the full scale range is broken down into segments with a 

plurality of sampling phases as previously proposed, but with the significant difference that the  

ΔΣ loop itself is used to both select the two adjacent pairs of these phases which most closely  

divide the detected optical energy in two, and to interpolate between them to find the exact pulse 

position.

The basic concept is that the pixel will seek to equate the energy in two bins, by positioning the 

bin boundary at the centroid of the detected illumination pulse (corresponding to peak of the 

pulse in the case of sine wave illumination, or somewhere in the flat portion of the pulse when 

using square wave illumination). Peak searching in this fashion is quite straightforward,  as a 

comparison of the bin values indicates which is greater, determining the direction in which the 

boundary should be moved to equate the bin values. The proposed system will utilise a finite  

number of possible bin boundary locations, perhaps defined by a set of 4 or 8 phases and their 

compliments  as  suggested previously.  A coarse measure of  distance is  therefore obtained by 

simply determining which pair of bins has a boundary closest to the centroid of the optical pulse. 

Of course, the actual midpoint will generally lie between two such locations. It is proposed that 

the ΔΣ loop interpolate between these two positions to determine the exact phase of the returning 

light. Crucially, the ΔΣ loop will be configured such that its full scale range exactly corresponds 

to the distance between the bin boundaries of adjacent phases, such that a decimated bitstream 

value of 0 indicates the returning pulse aligns exactly with one phase boundary in the pair and a 

value of 1 indicating it aligns with the other. This exact mapping of the ΔΣ dynamic range to the  

LSB width of the coarse searching operation ensures that the system will have a linear INL. The 

same ΔΣ loop can be used to  both perform the interpolation and select  the  required pair  of 

phases, by incrementing or decrementing the phase choice whenever the loop starts to diverge in 
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a particular direction.

One of  the  key benefits  of  this  scheme is  that,  like the  earlier  peak-searching proposal,  the  

positioning of the pair of bin boundaries around the optical centroid minimises sensitivity to  

waveform distortion, as the waveform's gradient is zero at this position. However, the benefits do 

not end there. As was previously discussed, a critical limitation of the reported ΔΣ algorithm is 

its very poor utilisation of incident photons, with over 50% of those striking the SPAD being 

wasted due to pixel timing. This is because the loop must measure the time taken for the energy  

captured by the individual bins to equate. But since the proposed pixel instead seeks to position a  

pair of bin boundaries around the mid point of the optical pulse, i.e. the point at which the bin  

values are equal, it must necessarily compare the differences between pairs of bin values. This 

key difference results in the proposed pixel theoretically being able to utilise all photons incident 

on the detector, as complementary pairs of 180º wide bin values must be subtracted, requiring the 

pixel to integrate continuously.

One of the benefits of the basic ΔΣ pixel over conventional integrating 3D sensing pixels is that  

instead of linearly accumulating energy in multiple bins, a single integrator ramps up and down 

around zero  equating this  energy,  reducing the typical  counter  dynamic range  required.  The 

proposed enhanced pixel concept extends this idea, whereby the integrator accumulates not the 

bin values themselves, but the difference between a pair of complementary bin values for each 

bitstream state.  Considering  that  the  loop  seeks to  place  the  two bin boundaries  around the 

centroid of the detected waveform, these 'delta' values will be small in nature. By comparing the 

deltas for adjacent sets of bins, the ΔΣ loop integrator will slew at a much slower rate than the 

original ΔΣ pixel under the same conditions. This represents another key advantage of the refined 

architecture. By avoiding the need for the bistream to be updated following every modulation 

cycle to prevent integrator overflow, the excessively high bitstream rate is reduced allowing the 

downstream decimation logic to then operate at a much lower and more manageable speed.

In an effort to further explain the proposed pixel structure, it is useful to consider what this would 

resemble if ported back into the domain of ADCs from which the underlying principle came. The  

result would be a ΔΣ ADC which converts between two reference voltages not at opposite ends 

of the full scale dynamic range, but instead closely surrounding the input voltage. This pair of  

thresholds would be chosen dynamically from a small range of possible levels. Such a structure 

would seem to undermine the key advantage gained from using a ΔΣ converter in the first place, 

namely the avoidance of the need for a range of such references and the associated risks of non-

linearity due to any offsets of the individual thresholds. Indeed it seems apparent that this would 
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lead to a poorer INL – one of the primary strengths of the ΔΣ concept – than a standard ΔΣ  

converter with a single pair of thresholds spanning the full input range of the ADC. However it is 

important to stress that the benefits of avoiding the effects of illumination waveform distortion  

are likely to have a much more significant effect than any small offsets of the reference phases, 

yielding a positive net impact on INL.

The proposed pixel would undoubtedly require additional logic devoted to the selection of the 

pair of sampling phases. However, the potential reduction in bitstream data rate might allow the 

sensor hardware to be significantly repartitioned from the arrangement used on RangingTest. In 

particular, the decimation filtering could be entirely positioned in column logic, possibly along 

with the logic to choose the next set of phases for each pixel and perhaps even to generate the 

bitstream itself, by scanning out the pixel integrator MSBs to the array periphery at low rate. It is 

hoped that this would lead to a more compact pixel supported by dense digital logic outside the  

pixel array.

The remaining limitation of the existing ΔΣ pixel which has yet to be addressed is the tendency 

of  the bitstream to toggle  spuriously  under the  influence of  ambient  light,  pulling the  mean 

bitstream value towards mid-scale and consequently skewing the system response dependent on 

the intensity of ambient illumination. However, as was previously discussed, this only occurs if  

the bitstream is allowed to update at times when the integrator value is low compared to the  

typical shot  noise induced variation. A partial suppression of this behaviour can be expected 

purely by extending the interval between successive updates of the bitstream. This increases the 

chance that the integrator will contain a value above the shot noise floor when the decision is  

made, but does not suppress the issue fully. As a final suggestion for future pixel architecture  

development,  it  is  proposed  that  hysteresis  be  intentionally  introduced  into  the  ΔΣ  loop 

comparator. This could quite simply be implemented in the all-digital pixel by utilising the 2nd 

MSB as well as the sign bit as the basis of the comparator. By forcing the integrator to slew the  

full distance separating the two thresholds between successive bitstream transitions, the spurious 

toggling seen previously could be completely avoided.  This  is true as long as the difference 

between the chosen thresholds is sufficiently greater than the typical magnitude of shot noise 

induced  variation  of  the  integrator  value,  a  parameter  which  would  have  to  be  carefully 

determined. 

It  must  be  noted  that  since  these  'future  work'  ideas  have  by  definition  not  yet  been  fully 

explored, the possibility of these developments introducing further issues cannot be excluded.  

However, if successful, the advances proposed in this section would circumvent the two critical 
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limitations of the ΔΣ-based 3D pixel approach presented in this thesis. 

7.3.4 Future Technology developments

The last  avenue  of  potential  improvements  to  the  performance  of  the  3D imaging  concepts  

detailed in this thesis comes from harnessing current and future developments of the underlying 

process  technologies,  namely  the  manufacturing  process  and  the  SPAD.  While  the  IMG175 

130nm CMOS imaging process  [44] used to fabricate the RangingTest sensor reported in this 

work was the most advanced technology node used for 3D imaging at the time of writing, finer  

processes are both available and under development [244]. 90nm imaging technologies have been 

in mass production for some time [245], with 65nm feature sizes also now available  [246]. 3D 

image sensors, in particular those employing in-pixel digital logic such as the PDΔΣ approach,  

stand  in  the  unique  position  of  being  able  to  benefit  enormously  from  these  process 

developments, offering greatly reduced pixel size and enhanced optical performance. Table  7.2 

contains projections of the pixel pitch which could be expected if the RangingTest pixel was 

directly ported into these newer processes, maintaining both the active and outer diameters of the 

SPAD. While the exact dimensions would of course be dictated by layout constraints, the scaling  

projections are nevertheless deemed valid as the pixel circuitry consists almost entirely of digital 

logic implemented using standard cells. The resulting sensor resolution is also estimated in each 

case, assuming a pixel array of identical size to that of the RangingTest chip (approximately 

5.7×4.3mm). The dimensions relating to the nearest comparable prior-art sensor  [47] are also 

provided  for  comparison.  It  is  worth  noting  that  potentially  greater  improvements  could  be 

realised with the removal of unnecessary test logic from the pixel, the repartitioning discussed 

above to move elements of the logic to the array periphery, and potentially from optimisation of  

the SPAD guard ring layout.

Table 7.2: Projected Pixel and Sensor Dimensions in Various Processes

Process Pixel Pitch 
(µm)

Fill Factor
(%)

Sensor 
Resolution

Relative Pixel 
Count

AMS 0.35µm [47]* 85 0.5 60 × 48 0.23

130nm/90nm [1]
(ST IMG175)

44.65 3.17 128 × 96 1

90nm 30.91 6.61 184 × 138 2.07

65nm 22.33 12.68 256 × 192 4
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Table  listing  the  projected  dimensions  of  the  RangingTest  pixel  and  resulting  sensor  resolution  
assuming an equal pixel array area if ported directly into more advanced processes, shown along side  
the existing dimensions (highlighted) and those of the nearest comparable sensor (*) implemented in  
an older technology.

An additional benefit of moving to more advanced manufacturing technologies is the reduction in 

gate  delay,  and  consequently  jitter,  which  may  improve  the  timing  resolution  of  the  pixel  

circuitry to deliver enhanced ranging performance. Of course, these new processes will not be of 

use for the continuation of this research until successful SPAD designs have been proven at these 

nodes.  Within  the  University  of  Edinburgh,  the  first  SPADs to  be  manufactured in  a  90nm 

CMOS  imaging  process  have  already  been  demonstrated  [247].  Crucially,  this  SPAD 

development  work  has  also  now  yielded  a  novel  'deep'  device  structure  with  significantly 

enhanced PDP in the infra-red region of the spectrum of relevance to 3D imaging systems [174]. 

Improvements in the design of the associated quench circuit can also boost the light handling  

capability of the system by extending the SPAD's dynamic range [45]. Finally, with shrinking 3D 

imaging pixels, the manufacture of appropriate pitch microlenses may eventually be possible 

within the silicon foundry at wafer level, delivering a substantially improved photon collection 

efficiency without the cost and defectivity issues associated with post-processing of microlenses 

on individual die [248]. 

Table  7.3 summarises  the  factors  limiting  the  photon  collection  efficiency  of  the  current 

prototype system, alongside the various improvements which have been discussed in this section. 

The attenuation of the broad spectral characteristic of the illumination LEDs by the commercial 

40nm narrowband optical notch filter is difficult to address without additional expense: a diode 

laser with a tighter emission spectra could be used; or a custom filter with a wider transmission 

band could be sourced, although this would also increase the intensity of ambient light reaching 

the  sensor.  However,  the  use  of  a  90nm  CMOS  imaging  process,  available  within 

STMicroelectronics, would provide a fill factor gain of over 2×. The addition of microlenses 

could contribute a factor on the order of 10: a conservative estimate, as 35× concentration has 

been demonstrated with an optical  concentrator applied to  a Megaframe sensor  [249], which 

shares a comparable SPAD size and pixel pitch, although the exact gain achieved is strongly  

dependent on the lens configuration of the system. Finally, the enhanced PDP delivered by the 

deep SPAD [174], coupled with the modified algorithm proposed in section  7.3.3, could yield 

additional  gains,  boosting the  photon  collection efficiency  of  a  future system by a  factor  of  

almost 170 compared to the present work: clearly yielding a significant improvement in range 

image quality or acquisition speed. This gain would deliver a reduction in measurement standard 

deviation of almost 13×, resulting in an estimated measurement repeatability error of 12.4mm.
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Table 7.3: Potential Photon Collection Efficiency Improvements

Current Limitation Optical 
Gain

Potential Improvement Optical 
Gain

Change

Optical filter attenuation of LED 
emission spectra

0.5 0.5

Pixel fill factor 0.03 Using 90nm technology 0.07 2.09

No microlenses 1 Using microlenses 10 10

Photon Detection Probability 0.05 Using 'deep' SPAD [174] 0.2 4

System timing 0.5 Improved algorithm 1 2

Total 0.0004 Total 0.07 200≈

Measurement std. dev. 160mm Predicted  std. dev. 12mm≈ 13≈

Table summarising the main optical  losses in the constructed prototype system, and the potential  
improvements which could be made in future work.

7.4 Final Remarks

The key initial motivation in undertaking this project was to explore the limitations of existing 

3D imaging systems, with respect to the broad category of machine vision applications.  This 

research has benefited from the identification of parallels between the task of phase measurement  

and more established concepts,  notably the highly  mature field of  ADCs.  Consequently,  this 

thesis has presented a new 3D imaging pixel concept, employing a fully digital, phase-domain in-

pixel ΔΣ loop, borrowing from a well known ADC structure. The merits of this approach include  

a reduced susceptibility to integration node saturation, the ability for the sensor to directly report  

distance, and the associated reduction in IO and external processing requirements. While this  

approach  has  a  number  of  limitations,  namely  a  poor  utilisation  of  incident  photons  and 

weighting  of  the  measured  distance  depending  on  ambient  light  level,  proposals  for  future 

refinements to the implementation have been provided with the potential to circumvent these 

issues. The system reported achieved a linearity of ±5mm, surpassing that of similar sensors [47, 

51],  while  operating  with  a  lower  illumination  power  and  repetition  rate  at  the  expense  of 

repeatability error.

The  various  3D  imaging  methodologies  continue  to  advance  in  parallel,  with  much  recent 

progress having been made. Despite this,  there is no single best solution for all  3D imaging 

applications, with individual approaches best suiting particular requirements. For example, the 

flexibility and performance offered by TCSPC systems, such as those presented in  [250, 251], 
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make these considerably better suited to military and security applications than the commercially 

available  demodulation-based  3D  cameras.  The  work  presented  in  thesis  has,  however, 

successfully met the initial research objectives discussed in chapter 1 by demonstrating a new 3D 

imaging  pixel  concept  addressing  some  of  the  barriers  to  the  adoption  of  3D  imaging 

technologies in high volume, low cost consumer applications. It is the author's hope that this  

approach, in conjunction with the proposals given for future refinement, might lead to further  

research  in  this  area  and  ultimately  facilitate  the  more  widespread  adoption  of  this  exciting 

technology.

212



References

[1] R. J. Walker, J. R. Richardson and R. K. Henderson; “A 128×96 Pixel Event-Driven 
Phase-Domain  ΔΣ-Based  Fully  Digital  3D  Camera  in  0.13µm  CMOS  Imaging 
Technology”,  IEEE International  Solid-State  Circuits  Conference  (ISSCC),  Digest  of  
Technical Papers, San Francisco, USA, February 2011, pp. 410-412.

[2] D.  Li,  J.  Arlt,  R.  Henderson,  J.  Richardson,  D.  Tyndall,  R.  Walker  and  W.  Wang; 
“Video-rate fluorescence lifetime imaging camera with CMOS single-photon avalanche 
diode  arrays  and  high-speed  imaging  algorithm”,  Journal  of  Biomedical  Optics, 
September 2011, vol. 16, no. 096012.

[3] C. Veerappan, J. Richardson, R. Walker, D. Li, M. W. Fishburn, S. Stoppa, F. Borghetti,  
Y.  Maruyama,  M.  Gersbach,  R.  K.  Henderson,  C.  Bruschini  and  E.  Charbon; 
“Characterization  of  Large-Scale  Non-Uniformities  in  a  20k  TDC/SPAD  Array 
Integrated in a 130nm CMOS Process ”, Proceedings of the European Solid-State Device  
Research Conference (ESSDERC), Helsinki, Finland, September 2011, pp. 331-334.

[4] D. Tyndall, R. Walker, K. Nguyen, R. Galland, J. Gao, I. Wang, M. Kloster, A. Delon 
and R. Henderson; “Automatic laser alignment for multifocal microscopy using a LCOS 
SLM and a 32×32 pixel CMOS SPAD array”,  European Conferences on Biomedical  
Optics (ECBO), Advanced Microscopy Techniques, vol. 8086, Münich, Germany, May 
2011.

[5] C.  Veerappan,  J.  Richardson,  R.  Walker,  D.  Li,  M. W.  Fishburn,  Y.  Maruyama,  D. 
Stoppa,  F.  Borghetti,  M.  Gersbach,  R.  K.  Henderson  and  E.  Charbon;  “A  160x128 
single-photon  image  sensor  with  on-pixel  55ps  10b  time-to-digital  converter”,  IEEE 
International Solid-State Circuits Conference (ISSCC), Digest of Technical Papers, San 
Francisco, USA, February 2011, pp. 312-314.

[6] R. K. Henderson, E. A. G. Webster, R. Walker, J. A. Richardson and L. A. Grant; “A 
3×3, 5µm pitch, 3-transistor single photon avalanche diode array with integrated 11V 
bias  generation  in  90nm  CMOS  technology”,  IEEE  International  Electron  Devices  
Meeting (IEDM), San Francisco, USA, December 2010, p. 14.2.1-14.2.4.

[7] G. Giraud, H. Schulze, D. Li, T. T. Bachmann, J. Crain, D. Tyndall, J. Richardson, R. 
Walker,  D.  Stoppa,  E.  Charbon,  R.  Henderson  and  J.  Arlt;  “Fluorescence  lifetime 
biosensing  with  DNA  microarrays  and  a  CMOS-SPAD  imager”,  Biomedical  Optics  
Express, December 2010, vol. 1, no. 5, pp. 1302-1308.

[8] M. Gersbach, R. Trimananda, Y. Maruyama, M. Fishburn, D. Stoppa, J. Richardson, R. 
Walker, R. Henderson and E. Charbon; “High frame-rate TCSPC-FLIM using a novel 
SPAD-based image sensor”, SPIE Optics+Photonics, Single Photon Imaging Conference  
(OP111), San Diego, USA, August 2010.

[9] D.  Li,  J.  Arlt,  J.  Richardson,  R.  Walker,  A.  Buts,  D.  Stoppa,  E.  Charbon  and  R.  
Henderson;  “Real-time  fluorescence  lifetime  imaging  system  with  a  32×32  0.13μm 
CMOS low dark-count single-photon avalanche diode array”, Optics Express, May 2010, 
vol. 18, no. 10, pp. 10257-10269.

213



References

[10] M.  Gersbach,  Y.  Maruyama,  E.  Labonne,  J.  Richardson,  R.  Walker,  L.  Grant,  R. 
Henderson, F. Borghetti, D. Stoppa and E. Charbon; “A parallel 32×32 time-to-digital  
converter array fabricated in a 130 nm imaging CMOS technology”, Proceedings of the  
European Solid State Circuits Conference (ESSCIRC), Athens, Greece, September 2009, 
pp. 196-199.

[11] D.  Stoppa,  F.  Borghetti,  J.  Richardson,  R.  Walker,  L.  Grant,  R.  K.  Henderson,  M. 
Gersbach  and  E.  Charbon;  “A  32×32-pixel  array  with  in-pixel  photon  counting  and 
arrival time measurement in the analog domain”,  Proceedings of  the European Solid  
State Circuits Conference (ESSCIRC), Athens, Greece, September 2009, pp. 204-207.

[12] J. Richardson, R. Walker, L. Grant, D. Stoppa, F. Borghetti, E. Charbon, M. Gersbach 
and R. K. Henderson; “A 32×32 50ps resolution 10 bit time to digital converter array in 
130nm  CMOS  for  time  correlated  imaging”,  IEEE  Custom  Integrated  Circuits  
Conference (CICC), San Jose, USA, September 2009, pp. 77-80.

[13] J. Richardson, R. Walker, L. Grant, D. Stoppa, F. Borghetti, E. Charbon, M. Gersbach 
and R. K. Henderson; “A 32×32 50ps resolution 10 bit time to digital converter array in 
130nm CMOS for  time  correlated  imaging”,  International  Image  Sensors  Workshop  
(IISW), Bergen, Norway, June 2009.

[14] D. Li, R. Walker, J. Richardson, B. Rae, A. Buts, D. Renshaw and R. Henderson; “FPGA 
implementation  of  a  video-rate  fluorescence  lifetime  imaging  system  with  a  32×32 
CMOS single-photon avalanche diode array”, IEEE International Symposium on Circuits  
and Systems (ISCAS), Taipei, PRC, May 2009, pp. 3082-3085.

[15] D.  Li,  R.  Walker,  J.  Richardson,  B.  Rae,  A.  Buts,  D.  Renshaw and  R.  Henderson; 
“Hardware implementation and calibration of background noise for an integration-based 
fluorescence lifetime sensing algorithm”,  Journal of the Optical Society of America: A, 
April 2009, vol. 26, no. 4, pp. 804-814.

[16] R.  Walker;  “A  128x96  pixel  3D  camera  SOC  with  internal  depth  map  generation 
capability”, (Invited), Range-Imaging Sensors and Applications Workshop (RISA 2011), 
Trento, Italy, January 2011.

[17] R. Walker; “Three Dimensional Imaging Using the Time of Flight Principle: Time of 
Flight  Camera Design and Manufacture”,  MEng Group Dissertation Report  HD1791, 
School of Engineering and Electronics, The University of Edinburgh, April 2006.

[18] C.  Wang;  “Three  Dimensional  Imaging  Using the  Time of  Flight  Principle:  Display 
Technologies”, MEng Group Dissertation Report HD1792, School of Engineering and 
Electronics, The University of Edinburgh, April 2006.

[19] J. Wolstencroft; “Three Dimensional Imaging Using the Time of Flight Principle: Image 
Processing”,  MEng  Group  Dissertation  Report  HD1793,  School  of  Engineering  and 
Electronics, The University of Edinburgh, April 2006.

[20] G.  Towers;  “Three  Dimensional  Imaging  Using  the  Time  of  Flight  Principle: 
Applications”,  MEng Group Dissertation Report HD1790,  School of Engineering and 
Electronics, The University of Edinburgh, April 2006.

214



References

[21] C. van Vroonhoven and K. Makinwa; “A CMOS Temperature-to-Digital Converter with 
an  Inaccuracy  of  ±0.5ºC  (3σ)  from  -55  to  125ºC”,  IEEE  International  Solid-State  
Circuits Conference (ISSCC), Digest of Technical Papers, San Francisco, USA, February 
2008, pp. 576-637.

[22] CMOS  Sensors  and  Systems  Group,  The  University  of  Edinburgh. 
http://www.css.eng.ed.ac.uk

[23] D. C. Plachetzki,  J.  M. Serb and T. H. Oakley;  “New insights  into the evolutionary 
history of photoreceptor cells”, Trends in Ecology & Evolution,  2005, vol. 20, no. 9, pp. 
465-467.

[24] M. F. Land and D. Nilsson; “Animal eyes”,  1st edn,  Oxford University  Press,  2002,  
ISBN: 0-198-50968-4.

[25] E.  C.  Teeling,  M.  Scally,  D.  J.  Kao,  M.  L.  Romagnoli,  M.  S.  Springer  and  M.  J.  
Stanhope; “Molecular evidence regarding the origin of echolocation and flight in bats”, 
Nature, January 2000, vol. 403, no. 6766, pp. 188-192.

[26] M.  S.  Springer,  E.  C.  Teeling,  O.  Madsen,  M.  J.  Stanhope  and  W.  W.  de  Jong; 
“Integrated fossil and molecular data reconstruct bat echolocation”,  Proceedings of the  
National Academy of Sciences,  2001, vol. 98, no. 11, pp. 6241-6246.

[27] R. E. Fordyce and L. G. Barnes; “The Evolutionary History of Whales and Dolphins”,  
Annual Review of Earth and Planetary Sciences, 1994, vol. 22, pp. 419-455.

[28] R. Schwarte, H. Heinol, B. Buxbaum, T. Ringbeck, Z. Xu and K. Hartmann; “Principles 
of 3-D Imaging Techniques”,  Handbook of Computer Vision and Applications, vol. 1, 
Academic Press,  1999, pp. 463-484.

[29] P. J. Besl; “Active, optical range imaging sensors”,  Machine vision and applications, 
1988, vol. 1, pp. 127-152.

[30] P.  Seitz;  “The  history  of  optical  time-of-flight  techniques  for  3D  imaging”,  EOS 
Conference on Frontiers in Electronic Imaging, Munich, Germany, June 2007, pp. 62-
63.

[31] Guinness Book of World Records entry: "Fastest-Selling Consumer Electronics Device" 
-  Microsoft  Kinect.  http://www.guinnessworldrecords.com/Search/Details/Fastest-
selling-consumer-electronics-device/74941.htm

[32] F.  K.  Vreeland  and  H.  Poincaré;  “Experiments  of  MM.  Fizeau  and  Gounelle”  in 
“Maxwell's theory and wireless telegraphy”, 1st edn, McGraw Publishing Co, 1904, .

[33] A. Al-Azzawi; “Photonics: principles and practices”, 1st edn, CRC Press, 2006, ISBN: 0-
849-38290-4.

215



References

[34] A.  Einstein;  “Über  einen  die  erzeugung  und  verwandlung  des  lichts  betreffenden 
heuristischen gesichtspunkt”,  (“On a Heuristic  Point of  View about the Creation and 
Conversion of Light”), Annalen Der Physik, 1905, vol. 17, pp. 132-148.

[35] R.  Cubeddu,  D.  Comelli,  C.  D'Andrea,  P.  Taroni  and  G.  Valentini;  “Time-Resolved 
Fluorescence Imaging in Biology and Medicine”, Journal of Physics D: Applied Physics, 
2002, vol. 35, pp. 61-76.

[36] B. B. Das, F. Liu and R. R. Alfano; “Time-resolved fluorescence and photon migration 
studies in biomedical and model random media”, Reports on Progress in Physics,  1997, 
vol. 60, no. 2, pp. 227-292.

[37] J.  C.  Hebden,  S.  R.  Arridge  and  D.  T.  Delpy;  “Optical  imaging  in  medicine:  I. 
Experimental techniques”,  Physics in Medicine and Biology,   1997, vol. 42, no. 5, pp. 
825-840.

[38] J. A. Richardson, L. A. Grant and R. K. Henderson; “Low Dark Count Single-Photon 
Avalanche  Diode  Structure  Compatible  With  Standard  Nanometer  Scale  CMOS 
Technology”, Photonics Technology Letters, IEEE, Jul. 2009, vol. 21, no. 14, pp. 1020-
1022.

[39] Hamamatsu Photonics K. K.; “Photomultiplier Tubes: Basics and Applications”, 3rd edn,  
Hamamatsu City, Japan, 2006.

[40] J. L. Wiza; “Microchannel plate detectors”,  Nuclear Instruments and Methods,   1979, 
vol. 162, no. 1-3, pp. 587-601.

[41] N. Bertone, R. Biasi and B. Dion; “Overview of Photon Counting Detectors Based on 
CMOS Processed Single Photon Avalanche Diodes (SPAD) InGaAs APD's and Novel 
Hybrid (Tube + APD) Detectors”, Proceedings of SPIE, 2005, vol. 5726, pp. 153-163.

[42] W. Becker; “Advanced Time-Correlated Single Photon Counting Techniques”, 1st edn, 
Springer, 2005, ISBN: 3-540-26047-1.

[43] Megaframe Project public web site. http://www.megaframe.eu

[44] M. Cohen, F. Roy, D. Herault, Y. Cazaux, A. Gandolfi, J. P. Reynard, C. Cowache, E.  
Bruno, T. Girault,  J. Vaillant, F. Barbier,  Y. Sanchez, N. Hotellier,  O. LeBorgne,  C. 
Augier,  A.  Inard,  T.  Jagueneau,  C.  Zinck,  J.  Michailos  and  E.  Mazaleyrat;  “Fully 
Optimized Cu based process with dedicated cavity etch for 1.75µm and 1.45µm pixel  
pitch  CMOS  Image  Sensors”,  International  Electron  Devices  Meeting  (IEDM),  San 
Francisco, USA, December 2006, pp. 1-4.

[45] A. Eisele, R. Henderson, B. Schmidtke, T. Funk, L. Grant, J. Richardson and W. Freude; 
“185 MHz Count Rate, 139 dB Dynamic Range Single-Photon Avalanche Diode with 
Active Quenching Circuit in 130 nm CMOS Technology”, International Image Sensors  
Workshop (IISW), Hokkaido, Japan, June 2011.

216



References

[46] R.  Walker  and  J.  Richardson;  “MF32  EVK  Architecture”,  Megaframe  project 
documentation,  https://svn.see.ed.ac.uk/svn/Megaframe/trunk/Megaframe32x32_
platform/doc/Firmware_design_docs/EVK Architecture.doc, March 2008.

[47] C. Niclass, C. Favi, T. Kluter, F. Monnier and E. Charbon; “Single-photon synchronous 
detection”,  Proceedings of the European Solid State  Circuits  Conference (ESSCIRC), 
Edinburgh, UK, September 2008, pp. 114-117.

[48] C. Niclass, C. Favi, T. Kluter, F. Monnier and E. Charbon; “Single-Photon Synchronous 
Detection”,  Solid-State Circuits, IEEE Journal of, July 2009, vol. 44, no. 7, pp. 1977-
1989.

[49] C. Niclass, C. Favi, T. Kluter, M. Gersbach and E. Charbon; “A 128x128 Single-Photon 
Image  Sensor  With  Column-Level  10-Bit  Time-to-Digital  Converter  Array”,  IEEE 
Journal of Solid-State Circuits (JSSC), Dec. 2008, vol. 43, no. 12, pp. 2977-2989.

[50] G. F. Dalla Betta, S. Donati,  Q. D. Hossain, G. Martini, L. Pancheri, D. Saguatti, D. 
Stoppa and G. Verzellesi;  “Design and Characterization of Current-Assisted Photonic 
Demodulators in 0.18-μm CMOS Technology”, IEEE Transactions on Electron Devices, 
June 2011, vol. 58, no. 6, pp. 1702-1709.

[51] D. Stoppa, N. Massari, L. Pancheri, M. Malfatti, M. Perenzoni and L. Gonzo; “A Range 
Image Sensor Based on 10-µm Lock-In Pixels in 0.18-µm CMOS Imaging Technology”, 
IEEE Journal of Solid-State Circuits (JSSC), Janurary 2011, vol. 46, no. 1, pp. 248-258.

[52] C. Niclass, “Single-photon image sensors in CMOS : picosecond resolution for three-
dimensional imaging”, PhD Thesis, EPFL, Switzerland, 2008.

[53] S.  Se  and  P.  Jasiobedzki;  “Instant  Scene  Modeler  for  Crime  Scene  Reconstruction”, 
Computer Vision and Pattern Recognition - Workshops, 2005. CVPR Workshops. IEEE  
Computer Society Conference on, June 2005, pp. 123-123.

[54] R. M. Marino and W. R. Davis Jr.; “Jigsaw: A Foliage-Penetrating 3D Imaging Laser 
Radar System”, Lincoln Laboratory Journal,  2005, vol. 15, no. 1, pp. 23-36.

[55] F. Lefevere  and M. Saric;  “Detection of  Grooves  in  scanned images”,  United States 
Patent 7,508,978 B1, Mar 24 2009.

[56] M. Romanelli, V. Dini, L. Rogers, C. Hammond and M. Nixon; “Clinical Evaluation of a  
Wound Measurement and Documentation System”,  Wounds,   2008, vol. 20, no. 9, pp. 
256-264.

[57] K. Iizuka; “Divergence-ratio axi-vision camera (Divcam): A distance mapping camera”, 
Review of Scientific Instruments,  2006, vol. 77, no. 4, p. 045111.

[58] K. Yu, N. Park, D. Lee and O. Solgaard; “Compact Laser Scanning Distance Sensor with 
a Two-Axis Gimbaled Microscanner for Volumetric Imaging”,  Conference on Lasers  
and Electro-Optics/Quantum Electronics and Laser Science Conference and Photonic  
Applications Systems Technologies, Technical Digest,  2006, p. CWL5.

217



References

[59] G.  Desouza  and  A.  Kak;  “Vision  for  mobile  robot  navigation:  a  survey”,  Pattern 
Analysis and Machine Intelligence, IEEE Transactions on, February 2002, vol. 24, no. 2, 
pp. 237-267.

[60] J.  Gutmann,  M.  Fukuchi  and  M.  Fujita;  “3D  Perception  and  Environment  Map 
Generation  for  Humanoid  Robot  Navigation”,  The  International  Journal  of  Robotics  
Research, Vol. 27, 2008, pp. 1117-1134.

[61] M. Kurisu, H. Muroi, Y. Yokokohji and H. Kuwahara; “Development of a Laser Range 
Finder for 3D Map-Building in Rubble; Installation in a Rescue Robot”,  International 
Conference on Mechatronics and Automation (ICMA), Harbin, China, August 2007, pp. 
2054-2059.

[62] J. Z. Kolter, C. Plagemann, D. T. Jackson, A. Y. Ng and S. Thrun; “A Probabilistic  
Approach to  Mixed Open-loop and Closed-loop Control,with Application to  Extreme 
Autonomous  Driving”,  IEEE  International  Conference  on  Robotics  and  Automation  
(ICRA), Anchorage, USA, May 2010, pp. 839-845.

[63] E.  Szádeczky-Kardoss  and  B.  Kiss;  “Path  Planning  and  Tracking  Control  for  an 
Automatic Parking Assist System”, Springer Tracts in Advanced Robotics, 2008, vol. 44, 
pp. 175-184.

[64] News article: "Nintendo hails Wii sales success", BBC News, 28th November, 2006, 
http://news.bbc.co.uk/1/hi/business/6191260.stm

[65] G.  Yahav,  G.  Iddan  and  D.  Mandelboum;  “3D  Imaging  Camera  for  Gaming 
Application”,  Consumer Electronics,  2007.  ICCE 2007.  Digest  of  Technical  Papers.  
International Conference on, Jan. 2007, pp. 1-2.

[66] R.  Jarvis;  “Range  Sensing  for  Computer  Vision”  in  “Three-Dimensional  Object 
Recognition Systems”, 1st edn, Elsevier Science, 1993, .

[67] F.  Roewer  and  U.  Kleine;  “Stereoscopic  Vision  System  Using  on  Sensor  Pre-
Processing”, Third Joint Symposium on Opto- and Microelectronic Devices and Circuits  
(SODC), Nanjing, China, March 2004.

[68] T. Kato, S. Kawahito, K. Kobayashi, H. Sasaki, T. Eki and T. Hisanaga; “A binocular  
CMOS range image sensor with bit-serial block-parallel interface using cyclic pipelined 
ADCs”,  Symposium on VLSI Circuits, Digest of Technical Papers, June 2002, pp. 270-
271.

[69] R. M. Philipp and R. Etienne-Cummings; “A 128 x128 33mW 30frames/s single-chip 
stereo imager”,  IEEE International Solid-State Circuits Conference (ISSCC), Digest of  
Technical Papers, San Francisco, USA, February 2006, pp. 506-507.

[70] M.  Gokstorp;  “Computing  depth  from  out-of-focus  blur  using  a  local  frequency 
representation”,  Proceedings  of  the  12th  IAPR  International  Conference  on  Pattern  
Recognition,  Conference  A:  Computer  Vision  Image  Processing,  Jerusalem ,  Israel  , 
October 1994, pp. 153-158.

218



References

[71] A.  P.  Pentland;  “A New Sense  for  Depth  of  Field”,  IEEE Transactions  on  Pattern  
Analysis and Machine Intelligence (PAMI), July 1987, vol. 9, no. 4, pp. 523-531.

[72] S. K. Nayar, M. Watanabe and M. Noguchi; “Real-time focus range sensor”,  Pattern 
Analysis and Machine Intelligence, IEEE Transactions on, December 1996, vol. 18, no. 
12, pp. 1186-1198.

[73] E. R. Dowski Jr. and G. E. Johnson; “Wavefront coding: a modern method of achieving 
high-performance and/or low-cost imaging systems”,  Proceedings of SPIE,   1999, vol. 
3779, no. 37, pp. 137-145.

[74] F. Okano, J. Arai, H. Hoshino and I. Yuyama; “Three-dimensional video system based 
on integral photography”, Optical Engineering, June 1999, vol. 38, no. 6, pp. 1072-1077.

[75] E. Adelson and J. Wang; “Single lens stereo with a plenoptic camera”, Pattern Analysis  
and Machine Intelligence, IEEE Transactions on, February 1992, vol. 14, no. 2, pp. 99-
106.

[76] R.  Ng, M. Levoy, M. Brédif,  G. Duval,  M. Horowitz  and P.  Hanrahan; “Light  field 
photography with a hand-held plenoptic camera”, Stanford Tech Report, CTSR 2005-02, 
2005.

[77] E.  Adelson  and  J.  Wang;  “A  stereoscopic  camera  employing  a  single  main  lens”, 
Computer  Vision  and  Pattern  Recognition,  1991.  Proceedings  CVPR  '91.,  IEEE  
Computer Society Conference on, June 1991, pp. 619-624.

[78] T. Naemura, T. Yoshida and H. Harashima; “3-D computer graphics based on integral  
photography”, Optics Express,  2001, vol. 8, no. 4, pp. 255-262.

[79] D.  L.  Marks,  R.  A.  Stack,  D.  J.  Brady  and  J.  van  der  Gracht;  “Three-dimensional 
tomography using a cubic-phase plate extended depth-of-field system”,  Optics Letters, 
February 15 1999, vol. 24, no. 4, pp. 253-255.

[80] B. A. Barbour; “Apparatus and method of information extraction from electromagnetic 
energy  based  updon  multi-characteristic  spatial  geometry  processing”,  United  States 
Patent Application US 2005/0163365 A1, July 2005.

[81] M. Vedel, N. Lechocinski and S. Breugnot; “3D shape reconstruction of optical element 
using polarization”, Polarization: Measurement, Analysis, and Remote Sensing IX, April 
2010, vol. 7672, no. 767203.

[82] Photon-X homepage. http://www.photon-x.com/

[83] Bossa Nova Tech homepage. www.bossanovatech.com/

[84] F. Blais; “Review of 20 Years of Range Sensor Development”,  Journal of Electronic  
Imaging, January 2004, vol. 13, no. 1, pp. 231-240.

219



References

[85] K.  Creath;  “Phase-Measurement  Interferometry  Techniques”  in  “Progress  in  Optics”, 
XXVI edn, 349-393, 1988, .

[86] R.  Dändliker,  Y.  Salvadé  and E.  Zimmermann;  “Distance  measurement  by  multiple-
wavelength interferometry”, Journal of Optics,  1998, vol. 29, no. 3, pp. 105-114.

[87] Y. Oike, M. Ikeda and K. Asada; “A CMOS image sensor for high-speed active range  
finding  using  column-parallel  time-domain  ADC  and  position  encoder”,  Electron 
Devices, IEEE Transactions on, January 2003, vol. 50, no. 1, pp. 152-158.

[88] Y. Oike, M. Ikeda and K. Asada;  “A 375 x 365 3D 1k frame/s range-finding image 
sensor with 394.5 kHz access rate and 0.2 subpixel accuracy”, IEEE International Solid-
State Circuits Conference (ISSCC), Digest of Technical Papers,  San Francisco, USA, 
February 2004, pp. 118-119.

[89] Press release: "Prime Sense claims to have the best 3D game controller."

[90] BBC news article: "Gamers queue as Xbox Kinect hits UK". http://www.bbc.co.uk/news/
technology-11725282

[91] W.  Koechner;  “Optical  Ranging  System  Employing  a  High  Power  Injection  Laser 
Diode”, Aerospace and Electronic Systems, IEEE Transactions on, Jan. 1968, vol. AES-
4, no. 1, pp. 81-91.

[92] N. Stevanovic, M. Hillebrand, B. Hosticka and A. Teuner; “A CMOS image sensor for  
high-speed imaging”, IEEE International Solid-State Circuits Conference (ISSCC 2000),  
Digest of Technical Papers, February 2000, pp. 104-105.

[93] C.  Bamji;  “CMOS-compatible  Three-dimensional  Image  Sensor  IC”,  United  States 
Patent US 6,323,942 B1, November 27 2001.

[94] M. Tanzer, A. Graupner and R. Schuffny; “Design and evaluation of current-mode image 
sensors  in  CMOS-technology”,  Circuits  and  Systems  II:  Express  Briefs,  IEEE  
Transactions on,  2004, vol. 51, no. 10, pp. 566-570.

[95] L. Pancheri, M. Scandiuzzo, D. Stoppa and G. F. Dalla Betta; “Low-Noise Avalanche 
Photodiode in Standard 0.35-μm CMOS Technology”,  IEEE Transactions on Electron  
Devices, Janurary 2008, vol. 55, no. 1, pp. 457-461.

[96] J.  Richardson,  “Time  resolved  single  photon  imaging  in  nanometer  scale  CMOS 
technology”, PhD Thesis, The University of Edinburgh, Edinburgh, UK, 2010.

[97] R. H. Haitz;  “Studies on optical  coupling between silicon p-n junctions”,  Solid-state 
electronics, 1965, vol. 8, pp. 417-425.

[98] C. L. Niclass, A. Rochas, P. Besse and E. Charbon; “A CMOS single photon avalanche 
diode  array  for  3D  imaging”,  IEEE  International  Solid-State  Circuits  Conference  
(ISSCC), Digest of Technical Papers, San Francisco, USA, February 2004, pp. 120-121.

220



References

[99] L. Pancheri and D. Stoppa; “Low-Noise CMOS single-photon avalanche diodes with 32 
ns dead time”,  Proceedings of the European Solid-State Device Research Conference  
(ESSDERC), Muenchen, Germany, September 2007, pp. 362-365.

[100] C.  Niclass,  M.  Sergio  and  E.  Charbon;  “A  Single  Photon  Avalanche  Diode  Array 
Fabricated in Deep-Submicron CMOS Technology”,  Design,  Automation and Test  in  
Europe (DATE), 2006, vol. 1, pp. 1-6.

[101] C. Niclass, M. Gersbach,  R. Henderson, L. Grant and E. Charbon; “A Single Photon  
Avalanche  Diode  Implemented  in  130-nm  CMOS  Technology”,  IEEE  Journal  of  
Selected Topics in Quantum Electronics, July-Aug. 2007, vol. 13, no. 4, pp. 863-869.

[102] C. L. Niclass, A. Rochas, P. Besse and E. Charbon; “Toward a 3-D camera based on 
single photon avalanche diodes”, Selected Topics in Quantum Electronics, IEEE Journal  
of, July-Aug. 2004, vol. 10, no. 4, pp. 796-802.

[103] C.  Niclass,  A.  Rochas,  P.  Besse  and E.  Charbon;  “Design  and characterization of  a  
CMOS  3-D image  sensor  based  on  single  photon  avalanche  diodes”,  IEEE Journal  
ofSolid-State Circuits (JSSC), Sept. 2005, vol. 40, no. 9, pp. 1847-1854.

[104] S. Tisa, F. Zappa and I. Labanca; “On-chip detection and counting of single-photons”, 
IEEE  International  Electron  Devices  Meeting  (IEDM),  Washington  D.C.,  USA, 
December 2005, pp. 815 -818.

[105] M. Sergio, C. Niclass and E. Charbon; “A 128×2 CMOS Single-Photon Streak Camera 
with  Timing-Preserving  Latchless  Pipeline  Readout”,  IEEE  International  Solid-State  
Circuits Conference (ISSCC), Digest of Technical Papers, San Francisco, USA, February 
2007, pp. 394-610.

[106] S. Tisa, F. Guerrieri, A. Tosi and F. Zappa; “100 kframe/s 8 bit monolithic single-photon 
imagers”,  European Solid-State Device Research Conference (ESSDERC),  Edinburgh, 
U.K., Sept 2008, pp. 274-277.

[107] C. Niclass, C. Favi, T. Kluter, M. Gersbach and E. Charbon; “A 128x128 Single-Photon 
Imager with on-Chip Column-Level 10b Time-to-Digital  Converter Array Capable of 
97ps  Resolution”,  Solid-State  Circuits  Conference,  2008.  ISSCC  2008.  Digest  of  
Technical Papers. IEEE International, Feb. 2008, pp. 44-45.

[108] M. Gersbach, C. Niclass, E. Charbon, J. Richardson, R. Henderson and L. Grant; “A 
single photon detector implemented in a 130nm CMOS imaging process”,  Proceedings 
of the European Solid-State Device Research Conference (ESSDERC), Edinburgh, UK, 
September 2008, pp. 270-273.

[109] J.  Richardson,  R.  K.  Henderson  and  D.  Renshaw;  “Dynamic  Quenching  for  Single 
Photon  Avalanche  Diode  Arrays”,  International  Image  Sensors  Workshop  (IISW), 
Ogunquit, Maine, USA, June 2007.

[110] G.  Patounakis,  K.  L.  Shepard  and  R.  Levicky;  “Active  CMOS  Biochip  for  Time-
Resolved Fluorescence Detection”,  Symposium on VLSI Circuits,  Digest  of  Technical  
Papers, June 2005, pp. 68-71.

221



References

[111] C.  Niclass,  M.  Sergio  and  E.  Charbon;  “A  Single  Photon  Avalanche  Diode  Array 
Fabricated  in  0.35μm  CMOS  and  based  on  an  Event-Driven  Readout  for  TCSPC 
Experiments”, SPIE Optics East, Boston, October 2006.

[112] M. Tanaka,  H.  Ikeda,  M.  Ikeda  and  S.  Inaba;  “Development  of  monolithic  time-to-
amplitude  converter  for  high  precision  TOF  measurement”,  Nuclear  Science,  IEEE 
Transactions on, April 1991, vol. 38, no. 2, pp. 301-305.

[113] D. Stoppa, L. Pancheri, M. Scandiuzzo, L. Gonzo, G. D. Betta and A. Simoni; “A CMOS 
3-D Imager Based on Single Photon Avalanche Diode”, Circuits and Systems I: Regular  
Papers, IEEE Transactions on,  2007, vol. 54, no. 1, pp. 4-12.

[114] R. Staszewski, S. Vemulapalli, P. Vallur, J. Wallberg and P. Balsara; “Time-to-digital 
converter for RF frequency synthesis in 90 nm CMOS”,  Radio Frequency integrated  
Circuits (RFIC) Symposium, 2005. Digest of Papers. 2005 IEEE, June 2005, pp. 473-
476.

[115] N. Minas, D. Kinniment, G. Russell and A. Yakovlev; “High resolution flash time-to-
digital converter with sub-picosecond measurement capabilities”, System-on-Chip, 2008.  
SOC 2008. International Symposium on, Nov. 2008, pp. 1-4.

[116] P. Dudek, S. Szczepanski and J. V. Hatfield; “A High-Resolution CMOS Time-to-Digital 
Converter Utilizing a Vernier Delay Line”,  IEEE Transactions on Solid-State Circuits, 
February 2000, vol. 35, no. 2, pp. 240-247.

[117] B. F. Aull, A. H. Loomis, D. J. Young, R. M. Heinrichs, B. J. Felton, P. J. Daniels and D. 
J.  Landers;  “Geiger-Mode  Avalanche  Photodiodes  for  Three-Dimensional  Imaging”, 
Lincoln Laboratory Journal,  2002, vol. 13, no. 2, pp. 335-350.

[118] A. Wallace, G. Buller and A. Walker; “3D imaging and ranging by time-correlated single 
photon counting”, Computing & Control Engineering Journal, August 2001, vol. 12, no. 
4, pp. 157-168.

[119] J. Massa, G. Buller,  A. Walker,  G. Smith,  S. Cova,  M. Umasuthan and A. Wallace;  
“Optical Design and Evaluation of a Three-Dimensional Imaging and Ranging System 
Based on Time-Correlated Single-Photon Counting”, Applied Optics, February 2002, vol. 
41, no. 6, pp. 1063-1070.

[120] M. A. Albota, B. F. Aull, D. G. Fouche, R. M. Heinrichs, D. G. Kocher, R. M. Marino, J.  
G.  Mooney,  N.  R.  Newbury,  M.  E.  O'Brien,  B.  E.  Player,  B.  C.  Willard  and  J.  J.  
Zayhowski;  “Three-Dimensional  Imaging Laser Radars with Geiger-Mode Avalanche 
Photodiode Arrays”, Lincoln Laboratory Journal,  2002, vol. 13, no. 2, pp. 351-370.

[121] S. Kawahito, I. Halin, T. Ushinaga, T. Sawada, M. Homma and Y. Maeda; “A CMOS 
Time-of-Flight  Range  Image  Sensor  With  Gates-on-Field-Oxide  Structure”,  IEEE 
Sensors Journal, December 2007, vol. 7, no. 12, pp. 1578-1586.

[122] R.  Lange,  “3D  Time-of-flight  distance  measurement  with  custom  solid-state  image 
sensors in CMOS/CCD-technology”, PhD Thesis, ETH-Zürich, Switzerland, 2000.

222



References

[123] H.  Heinol,  Z.  Xu,  R.  Schwarte,  J.  Olk  and  R.  Klein;  “Electro-optical  correlation 
arrangement for fast 3D cameras: properties and facilities of the electro-optical mixer  
device”,  Sensors, Sensor Systems, and Sensor Data Processing,  September 1997, vol. 
254-260, no. , pp. 254-260.

[124] G. J. Iddan and G. Yahav; “3D imaging in the studio (and elsewhere)”,  Proceedings of  
SPIE 4298:  Three-Dimensional  Image Capture  and Applications IV,  San Jose,  USA, 
January 2001, pp. 48-55.

[125] R. Gvili, A. Kaplan, E. Ofek and G. Yahav; “Depth keying”, Proceedings of SPIE 5006:  
Stereoscopic Displays and Virtual Reality Systems X, Santa Clara, USA, January 2003, 
pp. 564-574.

[126] M. Kawakita, K. Iizuka, H. Nakamura, I. Mizuno, T. Kurita, T. Aida, Y. Yamanouchi, H. 
Mitsumine,  T.  Fukaya,  H.  Kikuchi  and  F.  Sato;  “High-definition  real-time  depth-
mapping TV camera: HDTV Axi-Vision Camera”,  Optics Express, June 2004, vol. 12, 
no. 12, pp. 2781-2794.

[127] M.  Kawakita,  K.  Iizuka,  R.  Iwama,  K.  Takizawa,  H.  Kikuchi  and  F.  Sato;  “Gain-
modulated  Axi-Vision  Camera  (high  speed  high-accuracy  depth-mapping  camera)”, 
Optics Express, 1 November 2004, vol. 12, no. 22, pp. 5336-5344.

[128] X.  Zhang,  H.  Yan  and  Q.  Zhou;  “Overcoming  the  shot-noise  limitation  of  three-
dimensional active imaging”, Optics Letters, April 2011, vol. 36, no. 8, pp. 1434-1436.

[129] R. Lange, P. Seitz, A. Biber and S. C. Lauxtermann; “Demodulation pixels in CCD and 
CMOS technologies for time-of-flight ranging”, Proceedings of SPIE 3965: Sensors and 
Camera Systems for Scientific, Industrial,  and Digital Photography Applications,  San 
Jose, USA, January 2000, pp. 177-188.

[130] T.  Spirig,  P.  Seitz,  O.  Vietze  and  F.  Heitger;  “The  lock-in  CCD-two-dimensional 
synchronous detection of light”, IEEE Journal of Quantum Electronics, September 1995, 
vol. 31, no. 9, pp. 1705-1708.

[131] R. Burdett; “Amplitude Modulated Signals - The Lock-in Amplifier” in “Handbook of 
Measuring System Design”, 1st edn, Wiley, 2005, ISBN 978-0-470-02143-9.

[132] H. Povel, H. Aebersold and J. O. Stenflo; “Charge-coupled device image sensor as a 
demodulator in a 2-D polarimeter with a piezoelastic modulator”, Applied Optics, March 
1990, vol. 29, no. 8, pp. 1186-1190.

[133] R. Schwarte, Z. Xu, H. Heinol, J. Olk, R. Klein, B. Buxbaum, H. Fischer and J. Schulte; 
“New electro-optical mixing and correlating sensor: Facilities and Applications of the 
Photonic Mixer Device (PMD)”, SPIE EOS -Sensors, Sensor Systems, and Sensor Data  
Processing, Munich, Germany,  1997, pp. 254-259.

[134] K.  Oberhauser,  A.  Nemecek  and  H.  Zimmermann;  “Time-of-flight  based  distance 
measurement  sensor  with  integrated  double-anode  photodetector”,  Electrotechnical  
Conference,  2006.  MELECON  2006.  IEEE  Mediterranean,  Benalmádena  (Málaga), 
Spain, May 2006, pp. 377-380.

223



References

[135] K. Oberhauser, G. Zach, A. Nemecek and H. Zimmermann; “Monolythically Integrated 
Optical  Distance  Measurement  Sensor  with  Double-Cathode  Photodetector”,  IEEE 
Instrumentation  and  Measurement  Technology  Conference  (IMTC),  Warsaw,  Poland, 
May 2007, pp. 1-4.

[136] Z. Xu, R. Schwarte, H. Heinol, B. Buxbaum and T. Ringbeck. Smart pixel - photonic 
mixer device (PMD).

[137] R.  Lange  and  P.  Seitz;  “Solid-state  time-of-flight  range  camera”,  IEEE  Journal  of  
Quantum Electronics,  2001, vol. 37, no. 3, pp. 390-397.

[138] R.  Miyagawa  and T.  Kanade;  “CCD-based  range-finding  sensor”,  Electron  Devices,  
IEEE Transactions on, October 1997, vol. 44, no. 10, pp. 1648-1652.

[139] R. Schwarte, Z. Xu, H. Heinol, J. Olk and B. Buxbaum; “New optical four-quadrant 
phase  detector  integrated into  a  photogate  array  for  small  and precise  3D cameras”,  
Proceedings of SPIE 3023,  1997, vol. 3023, no. 1, pp. 119-128.

[140] A.  Nemecek  and  H.  Zimmermann;  “Buried  finger  concept  for  a  correlating  Double 
Cathode Photodetector in BiCMOS”,  Proceedings of the European Solid-State Device  
Research Conference (ESSDERC), Seville, Spain, September 2010, pp. 261-264.

[141] D. Stoppa, N. Massari, L. Pancheri, M. Malfatti, M. Perenzoni and L. Gonzo; “An 80x60 
range image sensor based on 10um 50MHz lock-in pixels  in 0.18um CMOS”,  IEEE 
International Solid-State Circuits Conference, February 2010, pp. 406-407.

[142] Mesa Imaging web site. http://www.mesa-imaging.ch

[143] PMDtec web site. http://www.pmdtec.com

[144] Z.  Xu,  Z.  Zhang,  R.  Schwarte  and  B.  Buxbaum;  “PMD/OEP-Technologies  for  3D-
Imaging and Ultra-fast Analog and Digital OE-Multi-channel Signal processing”, Third 
Joint Symposium on Opto- and Microelectronic Devices and Circuits (SODC), Nanjing, 
China, March 2004.

[145] R. Schwarte; “Dynamic 3D-Vision”,  International Symposium on Electron Devices for  
Microwave and Optoelectronic Applications, Vienna, Austria, November 2001, pp. 241-
248.

[146] D. V. Nieuwenhove, W. van der Tempel and M. Kuijk; “Novel standard CMOS detector 
using  majority  current  for  guiding  photo-generated  electrons  towards  detecting 
junctions”, 10th Annual Symposium of the IEEE/LEOS Benelux Chapter, Mons, Belgium, 
December 2005, pp. 229-232.

[147] Softkinetic web site. http://www.softkinetic.com

[148] D. V. Nieuwenhove, W. van der Tempel, R. Grootjans, J. Stiens and M. Kuijk; “Photonic 
Demodulator With Sensitivity Control”, IEEE Sensors Journal,  2007, vol. 7, no. 3, pp. 
317-318.

224



References

[149] W.  van  der  Tempel,  D.  V.  Nieuwenhove,  R.  Grootjans  and  M.  Kuijk;  “An  Active 
Demodulation Pixel using a Current Assisted Photonic Demodulator Implemented in 0.6 
μm  Standard  CMOS”,  3rd  IEEE  International  Conference  on  Group  IV  Photonics, 
Ottawa, Canada, September 2006, pp. 116-118.

[150] D. V. Nieuwenhove, W. van der Tempel and M. Kuijk; “Time-of-flight Optical Ranging 
Sensor Based on a Current Assisted Photonic Demodulator”, 11th Annual Symposium of  
the  IEEE/LEOS Benelux  Chapter,  Eindhoven,  The  Netherlands,  November/December 
2006, pp. 209-212.

[151] W. van der Tempel, R. Grootjans, D. Van Nieuwenhove and M. Kuijk; “A 1k-pixel 3D 
CMOS sensor”,  Proceedings of  IEEE Sensors,  Lecce,  Italy,  October 2008,  pp. 1000-
1003.

[152] Softkinetic-Optrima  OptriCam  DS10k-A  Datasheet.  http://72dpi02.cblue.be/SKO/pdf/
SoftkineticOptrima_Datasheet_OptricamDS10kA_V3.pdf

[153] Softkinetic-Optrima  OptriCam  DS19k-A  Datasheet.  http://72dpi02.cblue.be/SKO/pdf/
SoftkineticOptrima_Datasheet_OptricamDS19kA_V1.pdf

[154] Softkinetic DepthSense DS311 Product Datasheet. http://www.softkinetic.com/Portals/0/
Download/SK_datasheet_DepthSense_311_V1.pdf

[155] Softkinetic DepthSense Time-of-Flight Camera & Sensor Product Family Datasheet: 400 
Family  /  DS410  For  Commercial  Deployment.  http://www.softkinetic.com/Portals/0/
Download/DS410_Datasheet_V1_050411.pdf

[156] Q. D. Hossain, D. Stoppa, G. F. Dalla Betta and L. Pancheri; “Current assisted photonic 
mixing  demodulator  implemented  in  0.18  μm  standard  CMOS  technology”,  PhD 
Research in Microelectronics and Electronics (PRIME),  Cork, Ireland,  July 2009, pp. 
212-215.

[157] G. F. Dalla Betta, S. Donati, G. Martini, L. Pancheri, D. Stoppa and G. Verzellesi; “A 
180-nm  CMOS  time-of-flight  3-D  image  sensor”,  (Invited),  9th  Euro-American 
Workshop on Information Optics (WIO) , Helsinki, Finland, July 2010, pp. 1-3.

[158] L. Pancheri, D. Stoppa, N. Massari, M. Malfatti, L. Gonzo, Q. D. Hossain and G. D. 
Betta; “A 120x160 pixel CMOS range image sensor based on current assisted photonic  
demodulators”, Optical Sensing and Detection, Brussels, Belgium,  2010.

[159] L. Pancheri,  D. Stoppa, N. Massari, M. Malfatti,  C. Piemonte and G. F. Dalla Betta; 
“Current  assisted  photonic  mixing  devices  fabricated  on  high  resistivity  silicon”, 
Proceedings of IEEE Sensors, Lecce, Italy, October 2008, pp. 981-983.

[160] G.  Zach,  M.  Davidovic  and  H.  Zimmermann;  “Extraneous-light  resistant  multipixel 
range  sensor  based  on  a  low-power  correlating  pixel-circuit”,  Proceedings  of  the  
European Solid State Circuits Conference (ESSCIRC), Athens, Greece, September 2009, 
pp. 236-239.

225



References

[161] C. Bamji and K. Salama; “Method and system to differentially enhance sensor dynamic 
range using enhanced common mode reset”, United States Patent US 7,176,438 B2, Feb 
13 2007.

[162] A. Nemecek, K. Oberhauser and H. Zimmermann; “PIN-bridge distance measurement 
sensor”, Proceedings of IEEE Sensors, Vienna, Austria, October 2004, pp. 1538-1541.

[163] M.  Perenzoni  and  L.  Pancheri;  “A  160×120-Pixels  Range  Camera  with  In-Pixel 
Correlated Double Sampling and Fixed-Pattern Noise Correction”, IEEE Journal of Solid 
State Circuits (JSSC), July 2011, vol. 46, no. 7, pp. 1672-1681.

[164] M.  Perenzoni,  N.  Massari,  D.  Stoppa,  L.  Pancheri,  M.  Malfatti  and  L.  Gonzo;  “A 
160x120-pixels  range  camera  with  on-pixel  correlated  double  sampling  and 
nonuniformity correction in 29.1um pitch”,  Proceedings of  the European Solid State  
Circuits Conference (ESSCIRC), Seville, Spain, September 2010, pp. 294-297.

[165] M. Davidovic, G. Zach, K. Schneider-Hornstein and H. Zimmermann; “Range finding 
sensor  in  90nm  CMOS  with  bridge  correlator  based  background  light  suppression”, 
Proceedings of the European Solid State Circuits Conference (ESSCIRC), Seville, Spain, 
September 2010, pp. 298-301.

[166] A. Nemecek, K.  Oberhauser,  G.  Zach and H.  Zimmermann;  “Distance  Measurement 
Line Sensor with PIN Photodiodes”, Proceedings of IEEE Sensors, Daegu, South Korea, 
October 2006, pp. 275-278.

[167] M.  Davidovic,  G.  Zach,  K.  Schneider-Hornstein  and  H.  Zimmermann;  “TOF  range 
finding  sensor  in  90nm  CMOS  capable  of  suppressing  180  klx  ambient  light”, 
Proceedings of IEEE Sensors, Waikoloa, Hawaii, USA, November 2010, pp. 2413-2416.

[168] S. Cova, A. Longoni and A. Andreoni; “Towards Picosecond Resolution with Single-
Photon Avalanche Diodes”, Rev. Sci. Instrum.,  1981, vol. 52, no. 3, pp. 408-412.

[169] F. Maloberti,  M. Belloni and P. Malcovati;  “Incremental Sigma-Delta Modulators for 
3D-Imaging: System Architecture and Signal Processing”, Proceedings of IEEE Sensors, 
Daegu, South Korea, October 2006, pp. 868-871.

[170] Osram  SFH4232  IR  LED  Datasheet.  http://catalog.osram-os.com/catalogue/
catalogue.do?favOid=0000000300004c7705780023&act=showBookmark

[171] Osram  SFH4236  IR  LED  Datasheet.  http://catalog.osram-os.com/catalogue/
catalogue.do?favOid=0000000400017b8106970023&act=showBookmark

[172] IEC 60825-1,  edition 2.0: "Safety of laser products - Part 1: Equipment classification 
and requirements". 

[173] M. Gersbach, J. Richardson, E. Mazaleyrat, S. Hardillier, C. Niclass, R. Henderson, L. 
Grant and E. Charbon; “A low-noise single-photon detector implemented in a 130 nm 
CMOS imaging process”, Solid-State Electronics,  2009, vol. 53, no. 7, pp. 803-808.

226



References

[174] E. A. G. Webster, J. A. Richardson, L. A. Grant, D. Renshaw and R. K. Henderson; “An 
Infra-Red  Sensitive,  Low  Noise,  Single-Photon  Avalanche  Diode  in  90nm  CMOS”, 
International Image Sensors Workshop (IISW), Hokkaido, Japan, June 2011.

[175] "Reference  Solar  Spectral  Irradiance",  American  Society  for  Testing  and  Materials 
(ASTM). http://rredc.nrel.gov/solar/spectra/am1.5

[176] O. Elkhalili, O. M. Schrey, P. Mengel, M. Petermann, W. Brockherde and B. J. Hosticka; 
“A 4×64 pixel CMOS image sensor for 3-D measurement applications”, IEEE Journal of  
Solid-State Circuits (JSSC), July 2004, vol. 39, no. 7, pp. 1208-1212.

[177] Edmund  Optics  NT67-786  850nm  CWL,  40nm  bandwidth  interference  filter. 
http://www.edmundoptics.com/optics/optical-filters/

[178] Edmund  Optics  NT67-785  850nm  CWL,  10nm  bandwidth  interference  filter. 
http://www.edmundoptics.com/optics/optical-filters/

[179] W. Kim, W. Yibing,  I.  Ovsiannikov, S. Lee,  Y. Park, C. Chung and E. Fossum; “A  
1.5Mpixel RGBZ CMOS image sensor for simultaneous color and range image capture”, 
IEEE International Solid-State Circuits Conference (ISSCC), Digest of Technical Papers, 
San Francisco, USA, February 2012, pp. 392-394.

[180] X. Michalet,  A. Kapanidis, T. Laurence, F. Pinaud, S.  Doose, M. Pflughoefft  and S. 
Weiss;  “The  power  and  prospects  of  fluorescence  microscopies  and  spectroscopies”, 
Annual Review of Biophysics and Biomolecular Structure,  2003, vol. 32, no. , pp. 161-
182.

[181] F.  Borghetti,  D.  Mosconi,  L.  Pancheri  and  D.  Stoppa;  “A  CMOS  Single-Photon 
Avalanche  Diode  Sensor  for  Fluorescence  Lifetime  Imaging”,  International  Image  
Sensors Workshop (IISW), Ogunquit, Maine, USA, June 2007.

[182] R. Walker and J. Richardson; “MF32x32 Device Architecture Document”, Megaframe 
project documentation, https://svn.see.ed.ac.uk/svn/Megaframe/trunk/Megaframe32x32_
platform/doc/Silicon_architecture_docs/Architecture_32x32.pdf, January 2008.

[183] R. Walker; “Megaframe 32x32 Software Platform”, Megaframe project documentation, 
https://svn.see.ed.ac.uk/svn/Megaframe/trunk/Megaframe32x32_platform/doc/
Software_spec/Megaframe32x32 Software Platform.doc, April 2008.

[184] The Megaframe Consortium; “MEGAFRAME Design: From Concepts to Requirements 
(public  version)”,  Deliverable  D2.1,  http://megaframe.ewi.tudelft.nl/Contents/
Publications/OtherPUBLIC/D2_1-v1_0public.pdf, October 2006.

[185] J. Richardson and R. Walker; “Megaframe32 Daughtercard Requirement Specification”, 
Megaframe  project  documentation,  https://svn.see.ed.ac.uk/svn/Megaframe/trunk/
Megaframe32x32_platform/doc/Daughtercard_docs/Megaframe32  Daughtercard 
Requirement Specification.pdf, March 2008.

227



References

[186] J.  Richardson  and  R.  Walker;  “Megaframe32  EVK  Requirement  Specification”, 
Megaframe  project  documentation,  https://svn.see.ed.ac.uk/svn/Megaframe/trunk/
Megaframe32x32_platform/doc/Megaframe32  EVK  Requirement  Specification.doc, 
March 2008.

[187] LASP motherboard design documentation. T. Kluter.

[188] Specification for  the WISHBONE System-onChip (SoC) Interconnection Architecture 
for Portable IP Cores. http://opencores.org/cdn/downloads/wbspec_b3.pdf

[189] Wishbone Builder Overview. http://opencores.org/project,wb_builder

[190] R. Walker and L. Carrara; “MF32 USB Interface Module Documentation”, Megaframe 
project documentation, https://svn.see.ed.ac.uk/svn/Megaframe/trunk/Megaframe32x32_
platform/doc/FPGA_Microarchitecture_docs/USB_interface.doc, March 2008.

[191] D.  Li,  B.  Rae,  R.  Andrews,  J.  Arlt  and  R.  Henderson;  “Hardware  implementation 
algorithm and error analysis of high-speed fluorescence lifetime sensing systems using 
center-of-mass  method”,  Journal  of  Biomedical  Optics,  February  2010,  vol.  15,  no. 
017006.

[192] R. Walker; “MF32x32 Firmware Memory Controller Specification”, Megaframe project 
documentation,  https://svn.see.ed.ac.uk/svn/Megaframe/trunk/Megaframe32x32_
platform/doc/FPGA_Microarchitecture_docs/Memory_interface.doc, November 2008.

[193] Pixic Ltd. company information. http://www.pixic.co.uk/about.htm

[194] LibUSB project documentation. http://www.libusb.org/

[195] M. Gersbach, “Single-photon detector arrays for time-resolved fluorescence imaging”, 
PhD Thesis, EPFL, Switzerland, 2009.

[196] S.  Shald;  “Comparison  of  FIR and  IIR  Filters  in  Coherent  Lidar  Processing”,  14th 
Coherent Laser Radar Conference, Snowmass, Colorado, USA, July 2007.

[197] Picoquant Ultraviolet  to  Infrared Picosecond Diode Laser  Heads:  LDH 375 to 1550.  
http://www.picoquant.com/_products.htm

[198] Picoquant  PDL  800-D  Picosecond  Pulsed  Diode  Laser  Driver  Datasheet. 
www.picoquant.com/datasheets/laser/PDL800-D.pdf

[199] D. Li, M. Fishburn, R. Walker, J. Richardson and R. Henderson; “MF160x128 Device 
Architecture  Document”,  Megaframe  project  documentation,  https://svn.see.ed.ac.uk/
svn/Megaframe/trunk/Megaframe160x128_platform/doc/
Architecture_160x128_Ver1.1.doc, June 2009.

228



References

[200] R.  Henderson  and  E.  Charbon;  “Million  Frame  Per  Second,  Time-Correlated  Single 
Photon  Camera”,  FET09  -  The  European  Future  Technologies  Conference  and 
Exhibition,  Prage,  Czech  Republic 
http://ec.europa.eu/information_society/events/fet/2009/exhibition, April 2009.

[201] Megaframe and SPADnet consotria; “Single Photon Imaging: from Dream to Reality”, 
FET11  -  The  European  Future  Technologies  Conference  and  Exhibition 
http://www.fet11.eu/programme-and-exhibition/exhibition, April 2011.

[202] E. Charbon and S. Donati; “An Ultrafast Single-Photon Image Diagnostics Sensor with 
SPAD Arrays  for  Industrial  and Bio-applications”,  17th International Conference  on  
Advanced Laser Technologies (ALT´09), invited paper, Antalya, Turkey, October 2009.

[203] R.  Henderson; “High frame rate  time-correlated imaging with CMOS SPAD arrays”, 
Rank Prize Mini-Symposium on Single Photon Detectors, invited paper, Grasmere, Lake 
District, UK, January 2009.

[204] B. F. Aull,  A. H. Loomis,  J.  A. Gregory and D. J. Young;  “Geiger-mode avalanche 
photodiode  arrays  integrated  with  CMOS  timing  circuits”,  IEEE  Annual  Device  
Research Conference, Digest of Proceedings, Charlottesville, USA , June 1998, pp. 58-
59.

[205] J.  Li;  “A  pulsed  illumination  source  for  TCSPC  3D  imaging”,  MEng  thesis,  The 
University of Edinburgh, 2011.

[206] D. Li; “System for Histogram Generation and Peak Searching for a 3D Image Sensor”,  
BEng Hons Project Report HSP2357, The University of Edinburgh, 2012.

[207] B.  Banerjee,  C.  C.  Enz  and  E.  Le  Roux;  “Detailed  analysis  of  a  phase  ADC”, 
Proceedings of 2010 IEEE International Symposium on Circuits and Systems (ISCAS) , 
May 2010, pp. 4273-4276.

[208] I. Hayashi, T. Matsubara, S. Kumaki, A. H. Johari, H. Ishikuro and T. Kuroda; “A Phase-
to-Digital Converter for wide tuning range and PVT tolerant ADPLL operating down to 
0.3 V”, Asian Solid State Circuits Conference (ASSCC), Beijing, China, November 2010, 
pp. 1-4.

[209] F. Maloberti; “Data Converters”, 1st edn, Springer, 2007, ISBN: 0-387-32485-2.

[210] S. Park, Y. Palaskas and M. P. Flynn; “A 4GS/s 4b Flash ADC in 0.18μm CMOS”, IEEE 
International Solid-State Circuits Conference (ISSCC), Digest of Technical Papers, San 
Francisco, USA, February 2006, pp. 570-571.

[211] R. B. Staszewski, S. Vemulapalli, P. Vallur, J. Wallberg and P. T. Balsara; “1.3 V 20 ps  
time-to-digital converter for frequency synthesis in 90-nm CMOS”, IEEE Transactions  
on Circuits and Systems II: Express Briefs, March 2006, vol. 53, no. 3, pp. 220-224.

229



References

[212] H.  Wei,  C.  Chan,  U.  Chio,  S.  Sin,  U.  Seng-Pan,  R.  Martins  and  F.  Maloberti;  “A  
0.024mm2 8b 400MS/s SAR ADC with 2b/cycle and resistive DAC in 65nm CMOS”, 
IEEE International Solid-State Circuits Conference (ISSCC), Digest of Technical Papers, 
San Francisco, USA, February 2011, pp. 188-190.

[213] A.  Mantyniemi,  T.  Rahkonen  and  J.  Kostamovaara;  “A  CMOS  Time-to-Digital 
Converter  (TDC)  Based  On  a  Cyclic  Time  Domain  Successive  Approximation 
Interpolation Method”, IEEE Journal of Solid-State Circuits (JSSC), Nov. 2009, vol. 44, 
no. 11, pp. 3067-3078.

[214] A.  M.  Abas,  A.  Bystrov,  D.  J.  Kinniment,  O.  V.  Maevsky,  G.  Russell  and  A.  V.  
Yakovlev; “Time difference amplifier”, Electronics Letters, November 2002, vol. 38, no. 
23, pp. 1437-1438.

[215] M.  Lee  and  A.  A.  Abidi;  “A  9b,  1.25ps  Resolution  Coarse-Fine  Time-to-Digital 
Converter in 90nm CMOS that Amplifies a Time Residue”,  IEEE Symposium on VLSI  
Circuits, Kyoto, Japan, June 2007, pp. 168-169.

[216] M.  W.  Hauser;  “Principles  of  Oversampling  A/D  Conversion”,  Journal  Audio 
Engineering Society, Jan-Feb 1991, vol. 39, no. 1/2, pp. 3-26.

[217] S. R. Norsworthy, R. Schreier and G. C. Temes; “Delta-Sigma Data Converters: Theory,  
Design, and Simulation”, 1st edn, IEEE Press, 1997, ISBN: 0-780-31045-4.

[218] C. C. Cutler; “Transmission Systems Employing Quantization”, U.S. Patent 2,927,962, 
April 26 1954.

[219] M. Bolatkale, L. J. Breems, R. Rutten and K. A. A. Makinwa; “A 4GHz CT ΔΣ ADC 
with 70dB DR and -74dBFS THD in 125MHz BW”,  IEEE International Solid-State  
Circuits Conference (ISSCC), Digest of Technical Papers, San Francisco, USA, February 
2011, pp. 470-472.

[220] S. Kawahito, A. Yamasawa, S. Koga, Y. Tadokoro, K. Mizuno and O. Tabata; “Digital 
interface circuits using sigma-delta modulation for integrated micro-fluxgate magnetic 
sensors”,  IEEE  International  Symposium  on  Circuits  and  Systems  (ISCAS),  Atlanta, 
USA, May 1996, pp. 340-343.

[221] S. Kashmiri, S. Xia and K. Makinwa; “A Temperature-to-Digital Converter Based on an 
Optimized  Electrothermal  Filter”,  Proceedings  of  the  European  Solid  State  Circuits  
Conference (ESSCIRC), Edinburgh, UK, September 2008, pp. 74-77.

[222] S. M. Kashmiri, S. Xia and K. A. A. Makinwa; “A Temperature-to-Digital Converter 
Based  on  an  Optimized  Electrothermal  Filter”,  IEEE Journal  of  Solid-State  Circuits  
(JSSC),  2009, vol. 44, no. 7, pp. 2026-2035.

[223] Y. Chae, J. Cheon, S. Lim, D. Lee, M. Kwon, K. Yoo, W. Jung, D. Lee, S. Ham and G. 
Han;  “A 2.1Mpixel  120frame/s  CMOS image  sensor  with  column-parallel  ΔΣ  ADC 
architecture”,  IEEE International  Solid-State  Circuits  Conference  (ISSCC),  Digest  of  
Technical Papers, San Francisco, USA, February 2010, pp. 394-395.

230



References

[224] Y. Cao, P. Leroux, W. De Cock and M. Steyaert; “A 1.7mW 11b 1-1-1 MASH ΔΣ time-
to-digital  converter”,  IEEE  International  Solid-State  Circuits  Conference  (ISSCC),  
Digest of Technical Papers, San Francisco, USA, February 2011, pp. 480-482.

[225] A.  Bandyopadhyay,  M.  Determan,  S.  Kim and  K.  Nguyen;  “A  120dB-SNR 100dB-
THD+N  21.5mW/channel  multibit  CT  ΔΣ  DAC”,  IEEE  International  Solid-State  
Circuits Conference (ISSCC), Digest of Technical Papers, San Francisco, USA, February 
2011, pp. 482-483.

[226] M. E. O’Brien and D. G. Fouche; “Simulation of 3D Laser Radar Systems”,  Lincoln 
Laboratory Journal,  2005, vol. 15, no. 1, pp. 37-60.

[227] R. J. Grasso, G. F. Dippel and L. E.  Russo; “A model and simulation to predict 3D 
imaging  LADAR  sensor  systems  performance  in  real-world  type  environments”, 
Atmospheric Optical Modeling, Measurement, and Simulation II, vol. 6303, San Diego, 
CA, USA, September 2006, p. 63030H.

[228] A. M. Lytle; “Development of a probabilistic sensor model for a 3D imaging system”,  
International Symposium on Automation & Robotics in Construction (ISARC), 2007, vol. 
9, pp. 75-80.

[229] P.  Seitz;  “Quantum-Noise  Limited  Distance  Resolution  of  Optical  Range  Imaging 
Techniques”, Circuits and Systems I: Regular Papers, IEEE Transactions on,  2008, vol. 
55, no. 8, pp. 2368-2377.

[230] F. Leonardi, D. Covi, D. Petri  and D. Stoppa; “Accuracy Performance of a Time-of-
Flight CMOS Range Image Sensor System”, IEEE Transactions on Instrumentation and  
Measurement, May 2009, vol. 58, no. 5, pp. 1563-1570.

[231] T. Sawada, S. Kawahito, M. Nakayama, K. Ito, I. A. Halin, M. Homma, T. Ushinaga and 
Y. Maeda; “A TOF range image sensor with an ambient light charge drain and small  
duty-cycle light pulse”, International Image Sensor Workshop (IISW), Ogunquit Maine, 
USA, June 2007.

[232] T. Sawada, K. Ito, M. Nakayama and S. Kawahito; “TOF range image sensor using a  
range-shift technique”,  Proceedings of IEEE Sensors,  Lecce,  Italy, October 2008, pp. 
1390-1393.

[233] Kyocera  Standard  Specification  for  PGA  Packages,  AS-1002  Rev.  B. 
http://www.spectrum-semi.com/resource/pdf/cpga_specs.pdf

[234] Opal Kelly home page. http://www.opalkelly.com/

[235] Opal Kelly FrontPanel SDK. http://www.opalkelly.com/products/frontpanel

[236] Press release: 3.5 times more radiant intensity with an integrated lens. http://www.osram-
os.com/osram_os/EN/Press/Press_Releases/Infrared_Devices/Infrared-DRAGON-with-
integrated-lens.jsp

231



References

[237] Sanyo  2SC5706  Product  Page.  http://semicon.sanyo.com/en/search/property.php?
clcd=106&prod=2SC5706

[238] Electro-Optics  Technology  Inc.  ET-2030A  and  ET3000A  Fast  Photodiode  Product 
Datasheet. http://www.eotech.com/store/uploads/fck/file/2GHz_Amp_Detectors.pdf

[239] LeCroy  WavePro  7  Zi  Series  1.5Ghz-6GHz  Oscilloscope  Datasheet. 
http://www.lecroy.com/files/pdf/LeCroy_WavePro_7_Zi_Datasheet.pdf

[240] UDT S370 Optometer Datasheet. http://www.udtinstruments.com/pdf/S370.pdf

[241] Osram  IR  LED  PSpice  Electrical  Simulation  Models.  http://catalog.osram-os.com/
applications/applications.do?folderId=4&favOid=000000030003a11f01ca0023&
act=showBookmark#

[242] Private discussion with Prof. Dalla-Betta.

[243] S.  Smith;  “Defect  correction  in  electronic  imaging  systems”,  United  States  Patent 
6,970,194, November 2005.

[244] G.  Agranov,  S.  Smith,  R.  Mauritzson,  S.  Chieh,  U.  Boettiger,  X.  Li,  X.  Fan,  A.  
Dokoutchaev,  B.  Gravelle,  H.  Lee,  W.  Qian  and  R.  Johnson;  “Pixel  Continues  to 
Shrink….Small Pixels for Novel CMOS Image Sensors”,  International Image Sensors  
Workshop (IISW), Hokkaido, Japan, June 2011.

[245] R. Fontaine; “A Review of the 1.4 mm Pixel Generation”, International Image Sensors  
Workshop (IISW), Hokkaido, Japan, June 2011.

[246] H. Rhodes, S. Manabe, V. C. Venezia, K. C. Ku, Z. Lin, P. Fu, D. Tai, A. Shah, R. Liu, 
R. Yang, P. Matagne and S. Hu; “The Mass Production of Second Generation 65 nm BSI 
CMOS  Image  Sensors”,  International  Image  Sensors  Workshop  (IISW),  Hokkaido, 
Japan, June 2011.

[247] E.  A.  G.  Webster,  J.  Richardson,  L.  Grant  and  R.  K.  Henderson;  “Single  Photon 
Avalanche Diodes  in  90nm CMOS Imaging Technology with sub-1Hz Median  Dark 
Count  Rate”,  International  Image  Sensors  Workshop  (IISW),  Hokkaido,  Japan,  June 
2011.

[248] G. Martini, E. Randone, M. Fathi and S. Donati; “Uniformity of Concentration Factor 
and BFL in Microlens Array for Image Detectors Applications”, Frontiers in Optics, San 
Jose, CA, October 2009, p. FWG5.

[249] E.  Randone,  G.  Martini,  M.  Fathi  and  S.  Donati;  “SPAD-array  photoresponse  is 
increased by a factor 35 by use of a microlens array concentrator”, IEEE LEOS Annual  
Meeting Conference Proceedings, Antalya, Turkey, October 2009, pp. 324-325.

232



References

[250] G.  Buller  and  A.  Wallace;  “Ranging  and  Three-Dimensional  Imaging  Using  Time-
Correlated Single-Photon Counting and Point-by-Point Acquisition”,  IEEE Journal of  
Selected Topics in Quantum Electronics,  July-August 2007, vol. 13, no. 4, pp. 1006-
1015.

[251] B. Aull, J. Burns, C. Chenson, B. Felton, H. Hanson, C. Keast, J. Knecht, A. Loomis, M.  
Renzi, A. Soares, S. Vyshnavi, K. Warner, D. Wolfson, D. Yost and D. Young; “Laser 
Radar Imager Based on 3D Integration of  Geiger-Mode Avalanche  Photodiodes with 
Two SOI Timing Circuit Layers”,  IEEE International Solid-State Circuits Conference  
(ISSCC), Digest of Technical Papers, San Francisco, USA, February 2006, pp. 304-305.

[252] I2C Controller Core Overview. http://opencores.org/project,i2c

[253] Wishbone  Builder  User's  Manual.  http://opencores.org/svnget,wb_builder?file=/web_
uploads/users_manual.pdf

[254] Xilinx  Core  Generator  Overview.  http://www.xilinx.com/ise/products/coregen_
overview.pdf

233

http://www.xilinx.com/




APPENDIX A
APPENDIX A: ON THE ORIGIN OF FIRMWARE

Table  A.1 below describes  the  origin  of  each  of  the  firmware  modules  in  the  RangingTest 

platform. Due to the deliberate similarities between the readout architectures of the Megaframe 

MF32 and RangingTest devices, many of the key firmware modules were able to be reused, 

saving significant design time. While I was largely responsible for defining the MF32 firmware  

architecture  and  developed  many  of  these  modules  myself,  the  assistance  of  my  colleagues  

Robert  Henderson,  Justin  Richardson,  David  Tyndall  and  David  Li  of  The  University  of 

Edinburgh, and Lucio Carrara then of EPFL, is gratefully acknowledged.

Table A.1: Origin of RangingTest Firmware Modules

Module Project initially 
developed for

History / Authors

DAC control* MF32 Written by Justin Richardson under guidance 

of Richard Walker. Adapted for Opal Kelly 

platform by David Tyndall. Ported to 

RangingTest platform by Richard Walker.

Line timing RangingTest Richard Walker.

I2C bridge MF32 Initially developed by Robert Henderson and 

Richard Walker. Re-written for RangingTest 

platform by Richard Walker.

I2C master module Core [252] Open source block obtained from 

OpenCores.org. Developed by Richard 

Herveille.

I2C slave module Core Copy of I2C macro on RangingTest device, 

developed by Andrew Kinsey, courtesy of ST 

Microelectronics.

Row/column enable 

chain control 

MF160x128 Adapted from DAC control module by David Li 

under guidance of Richard Walker. Ported to 
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Module Project initially 
developed for

History / Authors

module. RangingTest platform by Richard Walker.

Deserialiser MF32 Developed and ported to RangingTest platform 

by Richard Walker.

Data housekeeper RangingTest Richard Walker.

T-piece MF32 Developed and ported to RangingTest platform 

by Richard Walker.

Streaming test 

source

MF32 Richard Walker.

Wishbone arbiter 

and interconnect

Core [189, 253] Produced using Wishbone Builder tool kit, 

obtained from OpenCores.org. Adapted by 

Richard Walker.

Reset control* RangingTest Richard Walker.

ID and status 

registers*

RangingTest Richard Walker.

Opal Kelly interface* Core Pre-compiled modules provided by Opal Kelly 

Inc.

USB bridge (top 

level)

MF32 Initially developed by Richard Walker and 

Lucio Carrara. Adapted for Opal Kelly platform 

by Richard Walker. (Note that Lucio's code 

related specifically to the MF32 LASP board 

and no longer remains in the design.)

USB wishbone bus 

interface

MF32 Developed and ported to RangingTest platform 

by Richard Walker.

USB controller MF32 Developed and ported to RangingTest platform 

by Richard Walker.

USB Opal Kelly 

endpoint interface*

RangingTest Developed by Richard Walker. Contains FIFO 

modules created using Xilinx Core Generator 

[254].
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Module Project initially 
developed for

History / Authors

Top level register 

bank

MF32 Developed by David Tyndall and extensively 

rewritten by Richard Walker.

Opal Kelly interface Core [235] Pre-synthesised module provided by Opal 

Kelly.

Table describing the origin of  the firmware modules used within  the RangingTest FPGA firmware.  
*Modules contain Opal Kelly endpoint modules, supplied as pre-synthesised blocks by Opal Kelly Inc  
[235]. 
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