
Appendix G 
ALARP Methodology 

(adapted from AHL (1 993a)) 

General Approach 

As the definition of ALARP relates the benefit of an upgrade to “gross 

disproportion” in costs, there are only two methods of demonstrating that the risks on 

a given installation are ALARP: 

(i) Show, to the satisfaction of management, the workforce and the Health and 

Safety Executive (HSE), that there are no further enhancements to safety that can 

be implemented. 

(ii) Undertake a Cost Benefit Analysis (CBA) to demonstrate that implementation of 

further upgrades involve a cost that is grossly disproportionate to the benefits 

gained. 

Recognising the difficulty of achieving (i), it will generally be necessary to undertake 

CBA. Such a study effectively equates the cost of an upgrade to the savings made by 

reduced fatalities, reduced equipment damage/outage, improved Public Relations 

(PR) etc. 

The basic steps to be undertaken when performing a CBA are outlined below: 

i) Identify the possible upgrades, and, using engineering judgement (qualitative), 

screen out those that appear unreasonable. 

ii) Perform an initial screening to identify those upgrades that can be readily 

justified. 

iii) Calculate the cost of each of the remaining candidate upgrades, including lost 

production costs caused by their installation. 

iv) Calculate the benefits resulting from the candidate upgrades in (iii) above. 

Depending on the phase of the work, this may be in terms of “tangible” benefits, 
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i.e. fatality reduction only, or include “intangibles” such as benefits to PR, 

industrial relations, “good standing” with the HSE, as well. 

v) Calculate the fatality probability for each work group during installation of the 

upgrades. 

vi) Determine the installation life. 

vii) Calculate the improvement in plant and equipment availability caused by the 

reduction in accidents over the remaining installation life as a result of the 

upgrade. 

viii) Re-calculate the average fatality risk following each candidate upgrade, to 

determine the incremental benefit for each. 

ix) Relate the cost of each modification to its benefit and hence develop a value for 

ICAF. 

x) In general terms, providing the ICAF is less than the accepted industry value, the 

upgrade should be implemented. Where the ICAF figure is greater than the 

accepted value, the remaining upgrades should be referred to management. 

Management will determine at which point gross disproportion arises, and hence 

which upgrades are to be implemented. During this step, it is important to 

remember the “skewing” effect of perceived risk - i.e. the need to spend more to 

prevent incidents that cause multiple fatalities, or are closer to the intolerable 

region (see HSE (1 992c)). 

The basic ICAF value is calculated from the equation below: 



Pre-conceptual/Conceptual Design Phase of New Installations 

During the early stages of design various safety studies will be undertaken, and many 

will provide recommendations for improvements. Although it will be obvious that 

some of the recommendations should be implemented, others will be less clear. 

In order to assist in the demonstration of ALARP later, those options that are obvious 

upgrades should be implemented, and the ‘dubious’ improvements should be 

subjected to a rough CBA to determine whether or not they should be implemented. 

Due to the unfinalised nature of the design at this point, it is not necessary to 

consider the intangible benefits, and decisions can be made by relating the cost of 

upgrade to the reduction in fatality cost. Thus if 



the upgrade should be implemented as a matter of course. It is important to retain the 

principle of “gross disproportion” even at this early stage. 

Detailed Design Phase of New Installations 

During this stage of a project, the majority of the safety studies supporting the safety 

case are produced. These will produce a number of recommendations which will act 

as a list of candidate upgrades for consideration. It is possible that upgrades that were 

rejected during the conceptual phase will be “re-proposed’’ in the detailed studies. 

Judgement will have to be applied to ascertain whether or not they should be 

reconsidered. 

At this point, it is essential to bear in mind that the ALARP principle must be 

demonstrated, so gross disproportionality must be shown. This in turn may entail 

consideration of the less tangible factors, such as benefits in PR, industrial relations, 

morale and so on. 

The objective can be achieved by including an aversion factor in the calculation of 

ICAF. 

Since the ICAF value should remain the same whether there is one fatality or more 

(the value of a life to the casualty or his family is not reduced by the number of 

casualties). It is clear, therefore, that for multiple fatality events the NPV of a 

candidate upgrade must be larger than that for an upgrade eradicating single 

fatalities. 

Thus the equation for ICAF becomes: 



It should be noted that the degree of aversion (i.e. value of a) can only be set after 

discussion with, and agreement of, management. 

An alternative and more rigorous approach is to consider all potential factors 

explicitly, using recently developed computer techniques based on multi-attribute 

utility analysis (HIVIEW User’s Manual, date unknown). This is based on the 

principles of decision theory, and background information may be found in Edwards 

(1 977) or Keeney and Raiffa (1 993). The multi-attribute technique is recommended 

as it enables rapid analysis of many combinations of upgrades to assess the optimal 

solution, as well as allowing sensitivity analyses. 

Existing Installations 

The approach taken for existing installations is similar to that during the detailed 

design stage of new installations. Safety studies will produce a list of candidate 

upgrades, and those that are readily implemented will proceed. Where 

implementation is problematic, costly, or not of obvious benefit, CBA shall be 

employed. 
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The use of decision theory based programmes (HIVIEW User Manual, date 

unknown)) is highly recommended, however, due to their ability to address a wide 

range of criteria, optimise selection of upgrades to be implemented, and analyse the 

sensitivity of the end result to the various criteria considered. 

It is noted that these latter approaches involve more effort than the simpler 

approaches, so the level of detail to be considered should only be formalised after 

discussions with management. 
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Appendix H 
Calculation of overall uncertainty for leak frequencies 

(adapted from RMRI (1 996a)) 

Overall uncertainty for the leak frequencies is calculated using the following general 

formulae, which are based on equations H1 and Appendix I: 
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Appendix I 
Propagation of Uncertainty 

(adapted directly from RMRI (1 996a)) 

When this joint probability distribution includes unusual or varied marginal 

distributions (the distributions of each on its own) or where there are many cross 

correlations involved between the various ‘s then as a general rule it is not possible 

to determine the probability distribution of ‘y’ in closed form. In such cases, the 

probability distribution of ‘y’ can best be obtained by means of Monte Carlo 

Simulation (MCS). However the MCS approach is not discussed further here. 

What is possible, however, is to obtain an estimate for the first two statistical 

moments of ‘y’, namely the mean and the variance This can be done by first 

approximating the model in equation (Il) by a linearized function based on the 

Taylor series expansion of equation (I 1). 
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Appendix J 
Ignition probabilities 

(extracted from DNV Technica (1 992a)) 

This Section contains an analysis of the effect of the size of a hydrocarbon release on 

the probability of ignition. Historical data is used to develop and verify a model 

which has been adopted in this study. 

Historical Data 

Historical leak events (small leaks, approximately 1 kg/s) from two North Sea 

platforms (from a DNV Technica confidential source), world-wide blowouts (Dahl et 

al (1983) and platform leaks in the Gulf of Mexico (GoM) (from a DNV Technica 

confidential source) have been used to estimate ignition probabilities. The data are 

summarised below in Table J1 

The data from the Gulf of Mexico is thought to over-predict the ignition probability, 

because unignited releases where no harm is done are likely to be under reported. 

The statistics on blowouts and the data obtained on two offshore platforms are 

considered to be more complete. 

Ignition Probability 

The ignition probability of a gas cloud obviously depends on its size. The bigger the 

cloud is, the more ignition sources could be in the cloud and the more likely ignition 

becomes. 
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The ignition probability would increase the more ignition sources are engulfed by the 

gas. In other words the number of ignition sources in a gas cloud would, in general, 

be proportional to the cloud volume. 

Hence, if the probability of ignition for a standard size cloud is known, the 

probability of ignition can be calculated using the Poisson equation: 

The ignition probability for small gas leaks of less than approximately 1 kg/s was 

0.005. This value can be used as starting value for p. Fourteen runs have been 

performed with our TECJET dispersion model (Emerson, 1986) to calculate the 

volume of various sizes methane jets. This volume was found to be proportional with 

release rate to a power 1.5 (Vol = Therefore, n must also be proportional to 

1.5. The ignition probability for any size leak can thus be estimated by: 

Using the above model a 100 kg/s gas release would have a 99% ignition probability 

if engulfing the entire topsides of the platform. It is interesting to compare this with 

blowouts which have taken place. Of 122 registered blowouts world-wide (from a 

DNV Technica confidential source) only 36 ignited. This implies that the model 

would tend to over predict the ignition probability for this specific case, and that the 

maximum ignition probability would be more in the order of 0.3. 

It should furthermore be noted that this base model does not include a factor for the 

duration of the release. One may argue that large leaks have a higher probability of 
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being detected before ignition occurs than smaller leaks. The model does not 

distinguish between different platform areas with possible different ignition sources 

being present. 

The above model can be applied to determine the ignition probabilities for 

hydrocarbon releases. However, the cloud caused by a release would not necessarily 

be confined to the platform. This means that the ignition probability for certain 

release directions would be over-estimated with the ignition model. Hence the 

maximum ignition probability is scaled as follows: 

The highest value of conforms to the historic ignition probability for 

blowouts. The lowest value is similar to the ignition probability for riser releases 

between level and the platform topsides. The remaining values have been chosen by 

considering the geometry of the platform and the release direction of the jet. 

The discussion above is valid for a gas cloud only containing gas. In addition, one 

uses this model calculating the gas cloud for a liquid/gas release on basis of the flash 

fraction of the release. This is an approximation of reality and physically not totally 

correct. It must be noted that calculating the size of a gas cloud with TECJET as done 

here is strictly taken only valid for releases in the open air. In confined spaces, like 

offshore modules, the jet will hit obstructions and follow a different pattern than 

predicted by TECJET. In spaces with limited ventilation (relative to leak source) 

there will be a build-up of gas a whole module could be filled with ignitable 

mixtures. The gas clouds will then become larger than calculated with TECJET. It is 

possible to use models that describe dispersion of gas jets and clouds inside modules. 

When such models are used, however, one has to remember that the factors used in 

the equation for probability of ignition may have to be adjusted in order to arrive at 

the same ignition probability for a given release rate. 
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Appendix L 
Probability of spurious values when using normal distributions 

The package has a facility to block a value of probability below O or above 1, but it is 

possible to calculate the probability of one occurring if it did not. This is possible by 

utilising statistical techniques. 

The initiating event frequency is unaffected by the introduction of a normal 

distribution instead of a single point value, as it is a frequency (per annum), as 

opposed to a probability. Therefore, by using statistical mathematics, plus the 

utilisation of simple Normal distribution equations and data tables (see equations L1 

and L2 below), one can ascertain the probability of an unfeasible probability 

occurring for ‘ignition’, and thus continuing across the event tree for the other 

branches. Using Table L1, below, if a value lies between two x numbers, then 

interpolation is required. 





As one will observe, the values for the probability of an impossible value for either 

branch of ‘ignition’, yes or no, is the same. This is the case, as the probabilities of the 

mean values, i.e. the best estimate probabilities, must total 1 when added together. 

Allied to the fact that the standard deviation being exactly the same for both branches 

means that the chance of a value being below O, for one fork of a branch, is identical 

to the possibility of a value being above 1, for the other fork. Therefore, using the 

above methodology, one can discover the chance of a random value, using Monte 

Carlo sampling, being above 1 or below O for all the remaining branches. The 

chances of these occurring are illustrated in Table L2 below, as a chance of 1 in 

iterations. There is also a need, outwith the event tree itself, to evaluate the 

possibility of the immediate fatalities being a negative number because this is 

obviously impossible. However, in the simulation of event 1/21 itself, the event tree 

data is ultimately multiplied by the ‘total’ number of fatalities and not the immediate 

fatalities. However, there are 10 branches that do total the same amount of the 

immediate fatalities and are therefore included in Table L2. The chance of the 

remaining number of fatality branches being negative is extremely unlikely. 

Examining Table L2, one will notice that the greatest chance of an unreal probability 

being randomly selected is one in 264 under the branch description of leak isolated 

and blowdown. The reason for this description being the greatest is because there is 

the greatest amount of uncertainty about the leak isolating than any of the other 

branches. Nevertheless, the chance of obtaining such an impossible value is still 

remote enough to be regarded as negligible. These extreme values are also consumed 

by the 5% cut-off points at either end of the EFP, and as such need no further 

consideration. Thus, using the Monte Carlo sampling technique on the values 

denoted on the event tree in Figure 6.12 is acceptable. 
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Appendix N 
Graphical representations of the Input Normal Distributions 

This appendix is included to depict all the input distributions, which are not 

displayed in the main text, that are present from Figure 7.1, purely to reinforce that 

Normal distribution curves are being achieved. Some of the descriptions (e.g. fire/gas 

detected) have more than one distribution, therefore, all are illustrated, differentiated 

by the inputted formulae, which are above all diagrams. Therefore, sequentially 

progressing from left to right on Figure 7.1. 












