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Abstract

In a replication of a psychometric study by Floyd, Shands, Rafael, Bergeron & McGrew (2009), generalizability theory was used to isolate and compare three different sources of error in general-factor loadings: the test battery size, test battery composition, factor-extraction technique, and their interactions.  Subtests from the Minnesota Study of Twins Reared Apart (MISTRA) were randomly selected to form independent and overlapping batteries of 2, 4 and 8 tests in size.  Eight “probe” tests were then inserted into each of the batteries, and principal components analysis, principal factors analysis and maximum likelihood estimation were used to obtain their general-factor loadings.  Results of the generalizability theory analysis initially indicated that the general-factor loadings were more dependable than in Floyd et al. (2009), but subsequent examination revealed this outcome to be largely a function of the greater diversity of probe tests selected in the present study.  As in Floyd et al. (2009) the characteristics of the probe tests constituted the largest source of variance in general-factor loadings, followed by the effects of psychometric sampling, the factor-extraction method and test battery size.  Our interpretation of these results differs from that by Floyd et al. (2009), however, in consideration of the standard errors of the factor loadings, and the correlation of general-factor scores to those for an estimated “true g”.  These indices demonstrate that general-factors from small non-hierarchical test batteries are not accurate enough estimates of g for the purposes of theoretical research, in particular when they are derived from principal components analysis.

1.  Introduction

In the context of intelligence research, the term standardization typically refers to the process of test norming based on scores obtained from a sample of the population.  In science more broadly, however, standardization of methods and procedures is a key element in the replication of experiments.  Psychologists studying individual differences do not often perform true or even quasi-experiments; in fact, most of their work would be classified as observational from the standpoint of natural science.  Nonetheless, standardization remains essential to differential psychologists to ensure that their measurement of constructs is reliable and valid across a range of studies.  Undoubtedly the most important construct for intelligence research is the general factor of intelligence or g.  Despite the widespread agreement among experts about the existence and importance of g in the structure of cognitive abilities (Jensen, 1998; Reeve & Charles, 2008), there are as yet no well-established standards for how the general factor is to be obtained from  a typical battery of intelligence subtests.  We sought a partial remedy to this situation by examining the conditions under which g is properly or improperly represented, applying the methods of generalizability theory (Brennan, 2001).
1.1. Accepted practices in obtaining the general factor
Although there are many methodological choices that could affect the character of the g factor obtained in any given study, those most under the control of researchers can be divided roughly into three areas: the sample, the number and diversity of tests selected to represent several broad cognitive domains, and the statistical methods used to model and extract a latent g (Reeve & Blacksmith, 2009).  The question of sufficient sample size has been dealt with extensively from the perspective of factor analysis in general (e.g. MacCallum, Widaman, Zhang, & Hong, 1999), and the issues of representative test selection and proper factor models are mainstay topics in intelligence research 
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(Carroll, 1993; Johnson & Bouchard, 2005b; McGrew, 2009)
.  Nevertheless, as some commentators have noted, a comparison of such ideals to actual practices is not often performed (Fabrigar, Wegener, MacCallum, & Strahan, 1999; Reeve & Blacksmith, 2009).  Without objective standards, researchers must rely on subjective notions of the norms of the field (Reeve & Blacksmith, 2009).  Two problems potentially arising from this situation are that, first, norms are typically implicit and thus may be inconsistently enforced, and second, even when norms are transparent they can be out of line with good standards.  Fortunately, at least one recent review found that the situation is not so dire in the area of cognitive abilities (Reeve & Blacksmith, 2009).  These authors surveyed 98 articles published between 1994 and July 2006 reporting factor analyses of cognitive ability tests, finding that most research was done with adequate sample size (two-thirds using 200 participants or more), number of indicators per factor (mean = 6.02), and breadth of broad ability factors covered (mean number = 4.59).  However, there remain three areas of concern that Reeve and Blacksmith (2009) did not address in detail.
First, although confirmatory factor analysis (CFA) was used slightly more often than exploratory methods, 27 of 55 exploratory analyses (49%) identified the general factor as the unrotated first principal component, while only 5 analyses (9%) used common factor methods with a factor rotation method that would allow a higher-order g to emerge (Reeve & Blacksmith, 2009).  This finding is consistent with the observations of Kvist and Gustafsson (2008), who noted that the first principal component method remains highly popular, despite the well-established hierarchical and multidimensional structure of cognitive ability (see also Fabrigar et al., 1999).  This popularity is likely supported by a perception among researchers that different factor extraction methods have little effect on the g factor obtained (Jensen & Weng, 1994).  However, it is worth noting that Jensen and Weng (1994) did not include the first principal component method in their test of the recovery of known factor structure, and remarked that principal components analysis (PCA) by necessity overestimated the percent variance accounted for by g as compared with other methods, by virtue of not distinguishing between common and unique variance.  In their “suggested strategy” for extracting a good g, Jensen and Weng (1994) advocated using common factor analysis to define first-order factors, only recommending principal components analysis as a complement to the Kaiser criterion for determining the number of significant factors to extract.  This position is in line with the views of methodologists that PCA is primarily a data reduction technique for scales of unknown dimension, and not a method which should be used to define latent constructs for basic research (Fabrigar, et al., 1999).  Such guidance is particularly relevant to intelligence research, where researchers have a wealth of theoretical background to draw from to test various exploratory or confirmatory factor models.  In addition to the overestimation of how much variance g accounts for in cognitive test batteries, it has been found that the use of single-factor models for general cognitive ability (with PCA or otherwise) gives undue weight to crystallized ability subtests 
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(Ashton & Lee, 2005; Kvist & Gustafsson, 2008)
 .  These two research groups concluded that the high g loadings of crystallized subtests in batteries such as the Multidimentional Aptitude Battery (MAB) and Wechsler Adult Intelligence Scale-III (WAIS-III), are not due so much to the overrepresentation of verbal subtests, as the fact that fluid ability subtests are more narrowly-defined tasks with more unique variance, leaving crystallized subtests to represent most of the common variance attributed to g.   The use of a single factor or component as g has also been found to be particularly problematic in conjunction with the method of correlated vectors, leading to the spurious result that Openness to Experience (Ashton & Lee, 2005) and differences in performance between immigrant and non-immigrant groups (Kvist & Gustafsson, 2008), appeared to be a function of tests’ g loadings, when they were in fact due to differences in crystallized-subtest performance.
As mentioned above, Reeve and Blacksmith (2009) found that intelligence researchers’ used a mean of six indicators per factor when all studies were averaged together.  However, the average for multi-factor models was only 3.17 (SD = 1.62).  In forming a hierarchical confirmatory factor model, three indicators per factor is the bare minimum for the model to be identified without constraining any of the parameter estimates (Brown, 2006).  Although a typical recommendation is three to five indicators per common factor, Fabrigar et al. (1999) have advised the use of a minimum of four in order for the model to be over-determined, and the analysis to yield accurate results (see also Velicer, Eaton, & Fava, 2000, cited in Frazier & Youngstrom, 2007).  Given that the average of three indicators per factor in the review by Reeve and Blacksmith (2009), it follows that about half the multi-factor intelligence models presented in high-quality research journals were underdetermined.  This state of affairs may be partly explained by the findings of Frazier and Youngstrom (2007), who discovered that there has been a sharp historical rise in the number of factors purportedly measured by commercial intelligence tests, without a concomitant increase in the number of subtests included in the batteries.  In fact, three tests created after 1989 do not even contain the minimum of three subtests needed to identify their proposed factors (the Differential Ability Scales, and the Woodcock-Johnson Revised and Third Edition, see Frazier & Youngstrom, 2007, for details).  Applying stricter decision rules for factor extraction to data from standardization samples, Frazier and Youngstrom (2007) found the intelligence tests to contain significantly fewer factors than was claimed by developers, even when they applied conventional methods such as Cattell’s scree test or the Kaiser criterion.  One reason proposed by the authors for this overfactoring of cognitive ability tests is the desire of test creators to match the increase in complexity of recent factor models of intelligence.  The Cattell-Horn-Carroll (CHC) model, for example, has 10 broad factors at the second stratum, of which it appears researchers strive to represent at least a majority in defining g (Reeve & Blacksmith, 2009).  However, lacking the minimum of 30 subtests which would be required to identify such a model, they must settle on an average of four to five factors (Reeve & Blacksmith, 2009).  This places researchers somewhat awkwardly between the full 10-factor CHC model and models with only 2 or 3 factors at the stratum below g, such as the fluid-crystallized, verbal-perceptual, or VPR models (Johnson & Bouchard, 2005b), which would require only 6 or 9 subtests to be identified.
Finally, Reeve and Blacksmith (2009) assessed the diversity of indicators used in their survey by calculating the coverage in the research of the three broad domains of the verbal, perceptual, and image rotational (VPR) model 
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(Johnson & Bouchard, 2005a, 2005b; Johnson, Te Nijenhuis, & Bouchard, 2007)
.  While this was an admirable attempt to touch base with current research, Reeve and Blacksmith (2009) mistakenly equated quantitative ability (Gq, in the classification scheme of McGrew, 1997) with the perceptual factor in the VPR model.  In fact, numerical or quantitative ability has a higher loading on the verbal factor (0.55) than the perceptual factor (0.27) in the VPR model (Johnson & Bouchard, 2005b).  In addition, visual-spatial ability (Gvs) is not identical with the image rotation facto.  The VPR model draws a distinction which had previously been discovered between spatial abilities for visualization and those for orientation (Hegarty & Waller, 2004).  Subtests involving visualization were found to load onto image rotation, while orientation-type tasks loaded onto the perceptual factor (Johnson & Bouchard, 2005b).  What Reeve and Blacksmith’s (2009) decomposition of ability domains covered by current research does reveal is that during the period from 1994 to 2006 the intelligence field was dominated by factors that are incompatible with the VPR model.  Most notably, fluid intelligence (Gf), crystallized intelligence (Gc), and visual-spatial abilities were each represented in over 80% of studies, while these factors play no distinct role in the model of cognitive ability adopted here.
1.2. Past investigations into the stability of g


The methodology of Floyd et al. (2009), which the current study replicates, has its origin in early research into the factor stability of g by those such as Thorndike (1987) and Ree and Earles (1991).  Thorndike (1987) originated the idea of using several target or “probe” test to assess the stability of general factor loadings.  In his study, 17 probe tests were added one at a time to six batteries of 8 tests each from the Aircrew Classification Battery of the Army Air Forces.  The probes’ g-loadings were found to be quite stable across the six test batteries, with a median Pearson correlation of .85 (range = .52 to .94).  The study served as preliminary evidence that the g-loadedness of a test was largely due to its own characteristics, and not to the other tests included in the battery.  Even so, Thorndike (1987) only examined one of the three main methodological choices that could affect the g factor, subtest selection or psychometric sampling, and even this was not systematic as the six batteries did not represent all possible combinations of the tests available from the Aircrew Classification Battery.

Ree and Earles (1991), continued investigation along different lines by examining the effect of different factor models and extraction techniques on the g factor.  Yet in actuality, only three main forms were tested: the first unrotated principal component, the first principal factor, and a hierarchical factor model with three to eight first-order factors.  The results demonstrated very high correlations between g factor scores from the different methods, ranging from .930 to .999.  From the standpoint of modern factor analysis however, Ree and Earles’ (1991) approach to hierarchical factor analysis was rather unorthodox.  Although both principal components and principal factors were used to compute first-order factor solutions, PCA was used to define all 12 higher-order solutions.  In half the analyses, a single higher-order factor did not emerge, but Ree and Earles (1991) simply selected the component which explained the most variance in the first-order factors or components.  The authors defended these practices by arguing that researchers would not want to reduce the dimensionality of a first-order factor solution by using common factor analysis at the higher level.  However, further reducing dimensionality at higher levels is exactly the point of a hierarchical factor analysis.  In the review by Reeve and Blacksmith (2009), only one out of 144 analyses in the literature was a higher-order analysis with PCA, while higher-order confirmatory factor models with maximum likelihood estimation (a common factor method) was the most popular technique, used in 38.9% of analyses.  While the results of Ree and Earles (1991) show strong agreement between g factor scores obtained by principal factors or principal components analysis at the first level and the latter at the second level, they do little to demonstrate the equivalence of the first principal component to the g from hierarchical factor models as they are currently employed by intelligence researchers.

Although Jensen and Weng (1994) included many more factor extraction and modeling techniques in their analysis, they left out the crucial comparison between a first principal component solution for g and a confirmatory hierarchical solution.  The Schmid-Leiman hierarchical analysis used in the second part of the study is an exploratory procedure, and while two LISREL models were also used, these were specified as bi-factor models, in which g was defined independently with four or five group factors at the second level.  Moreover, Jensen and Weng (1994) did not directly examine the correlation between g factor scores obtained by these different methods, but instead calculated the correlations between the vectors of the g loadings from the 24 tests in the Holzinger and Swineford (1939) dataset.  Congruence coefficients were also calculated based on these g vectors, which theoretically approach the Pearson correlation between g factor scores, however the authors themselves note that in practice the congruence coefficient overestimates the degree of similarity between factor scores, as also observed by Ree and Earles (1991).  Correlations between vectors of factor loadings are also uninformative of differences in absolute magnitude of the loadings.  It is well known that principal components analysis yields higher factor loadings than other extraction methods 


(Floyd et al., 2009) ADDIN EN.CITE , even as the size of these loadings is often of primary interest to differential psychologists.  If a test’s factor loading on g is inflated, so will be its apparent correlation with external variables, as well as the g factor’s correlations to those variables due to the higher amount of variance assigned to it.

Researchers after Jensen and Weng (1994) have been more concerned with demonstrating that the g factors obtained by confirmatory factor analysis of different test batteries are strongly related or even identical to each other 
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(Johnson, Bouchard, Krueger, McGue, & Gottesman, 2004; Johnson, te Nijenhuis, & Bouchard, 2008; Keith, Kranzler, & Flanagan, 2001)
 .  Such findings, while important on theoretical grounds, do not speak directly to the validity of exploratory methods which continue to be used frequently in cognitive ability research; nonetheless, they have suggested some methodological factors which affect the robustness of g.  For example, the number of indicators appears important, as batteries that contained 11 or more tests demonstrated g-factor correlations close to unity 
 ADDIN EN.CITE 
(e.g. in Johnson, et al., 2004; Keith, et al., 2001)
, while those using less indicators produced lower correlations; notably, the g-factor from a 4-subtest version of the Cattell Culture Fair Test had correlations as low as .77 with other g factors in Johnson et al. (2008).  However, Johnson et al. (2008) also argued that it was the conceptual narrowness of a battery composed of four matrix reasoning tasks that contributed to its reduced associations, stating that:  “it seems likely that both verbal and figural content are important [in measuring g]” (p. 90).  Specific psychometric sampling questions such as this one remain largely unresolved.  In summary, past research has failed to adequately address the issue of whether current factor analytic practices in the intelligence field undermine differential psychologists attempt at a consistent measurement of g. 
1.3. Goals of the current study
As observed by Floyd et al. (2009), one issue which cuts across all previous studies on the stability of the g factor is that they are based on absolute and non-decomposable measures of similarity: correlation or congruence coefficients.  Despite the high correlation between the general factors obtained by different methods being strong evidence of their equivalence, such correlations do not indicate whether it is the sample, test selection, factor extraction method, or some other aspect of study design that determine the quality of the g factor.  Such information is likely to be more important to researchers who are attempting to investigate g than an affirmation that the g factors from specific test batteries are similar to each other.  The statistical method best suited to this task is generalizability theory, as a result of its emphasis of issues of sampling and adequate measurement.  Unlike Item Response Theory (IRT), which views test items as fixed entities to be scaled appropriately, generalizability theory regards items and other conditions of measurement as samples from a universe of admissible observations, and ultimately, generalization (Brennan, 2001, p. 175).  Liberalizing the treatment of reliability in classical test theory, it uses variance decomposition procedures to determine how each condition of measurement impacts on the quality of measurement overall (Brennan, 2001).

The study by Floyd et al. (2009) was innovative in its application of this statistical method to the measurement of the g factor, yet it did have several limitations.  As reported in the conclusion, 43% of the tests used to form the batteries were tests of either verbal comprehension-knowledge (Gc), or reading and writing ability (Grw).  This resulted in the probe test Verbal Comprehension having significantly higher average loadings than the other probe tests, as well as numerous cases where its g loadings were at unity or above, indicating that the test was identical with g factor (or that there was a problem with model specification).  Floyd et al. (2009) acknowledged that their battery was lacking in basic speeded measures, such as those for reaction time, but it was also deficient in terms of image rotation tasks, with only a block rotation task measuring this aspect of mental functioning.  In contrast, the tests in the MISTRA test batteries were specifically chosen to offset the under-emphasis on visual-spatial abilities in many test batteries, including the Woodcock-Johnson (Johnson & Bouchard, 2005b).  For example, MISTRA contained just as many subtests loading on the second-stratum spatial and image rotation factors in the VPR model (18 tests) as the verbal and scholastic factors: 17 tests (Johnson & Bouchard, 2005b).

The main goal of the current study was to examine how a more diverse test battery would impact the findings in Floyd et al. (2009) that g factor loadings are moderately stable across the different test battery sizes, extraction methods and battery compositions that they employed, and almost perfectly dependable when principal components analysis was excluded.  The use of maximum likelihood, principal factors analysis and principal components analysis as factor extraction methods is well justified by the finding in Reeve and Blacksmith (2009), that these methods dominate the current literature, together being used in 99% of the analyses in the meta-analysis.  The test-battery sizes chosen by Floyd et al. (2009) of 2, 4 and 8 are smaller than what is typically employed in published research (a median of 11 indicators was reported by Reeve and Blacksmith, 2009), however, this use of smaller batteries is suited to a greater concern with research at the lower quality level, which was probably not well captured in the review in Reeve and Blacksmith (2009).  Also, the largest test battery size of 9, including the probe test, is close to the median of 11 subtests used in the literature.  In order to facilitate comparison of the current study with Floyd et al. (2009), all results below are reported in the same manner and order, wherever possible.
2. Method
2.1. Participants


Data for the current study was taken from 433 participants (186 males, 247 females) who were subjects in the Minnesota Study of Twins Reared Apart (MISTRA).  The sample was diverse in its members’ socioeconomic status, education, and occupation, and was drawn mainly from North America, Great Britain and Australia.  It consisted of 127 twin pairs, 2 sets of triplets, 116 spouses of twins, and 57 other adoptive and biological family members of the twins.  MISTRA was started in 1979, with a second assessment period occurring 7 to 12 years afterward, during which the three intelligence tests batteries for the current study were administered, along with numerous other psychological, medical and physical measurements.  Greater details of the recruitment and assessments can be found in 
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(Bouchard, Lykken, McGue, Segal, & et al., 1990; Segal, 1999)
.  The three tests of cognitive ability, described below, were taken by participants in blocks of 60 to 90 minutes over 6 days of assessments.
2.2. Measures
2.2.1. Comprehensive Ability Battery (CAB)


The CAB was designed by Hakstian and Cattell (1975) to measure 20 primary abilities with one brief (5-6 minute) subtest for each.  Six of the subscales were not administered during the MISTRA assessment in order to avoid duplication with other tests and to make optimal use of the available time.  As in previous studies with the MISTRA intelligence tests, the test of Esthetic Judgment was omitted due to its non-relevance to cognitive ability (Johnson & Bouchard, 2005b).  Split-half and retest reliabilities ranged from 0.64 for Perceptual Speed and Accuracy to 0.96 for Memory Span, as reported in Hakstian and Cattell (1978).  The Verbal Ability test was divided based on the two different tasks required, yielding a total of 14 subtest scores.
2.2.2. The Hawaii Battery, including Raven’s Progressive Matrices (HB)


The HB was originally created to test for familial resemblance in cognitive ability in the Hawaii Family Study of Cognition.  The battery has 15 short (3-10 minute) subtests, each assessing one primary ability (DeFries et al., 1974; Kuse, 1977)t.  As with the CAB, two tests were not administered to avoid duplication with other MISTRA tests (Number Comparison and Social Perception).  In order to provide a greater number of indicators for factors thought important, four tests from the Educational Testing Services were added to the HB (for spatial relations, Cubes and Paper Folding, for perceptual speed and accuracy, Identical Pictures, and for fluency, Different Uses), bringing the total to 17 tests.  Also included in the Hawaii study was a printed and shortened version of the Raven Progressive Matrices Test (1941).  An untimed version of the Raven presented on slides was used in MISTRA (Lykken, 1982).  The range of internal consistency and retest reliability was from 0.58 for Immediate Visual Memory to 0.96 for Vocabulary (DeFries et al., 1974).
2.2.3. The Wechsler Adult Intelligence Scale (WAIS)


The popular and well-known WAIS is a measure of general cognitive ability, involving both abstract reasoning and practical performance skills (Wechsler, 1955).  Many of the subtests, categorized as either Verbal or Performance, require verbal responding on reasoning about factual knowledge.  The subtests of the WAIS were chosen so that the test would be appealing across a wide range of ages and for both sexes.  The internal consistency reliabilities for the 11 subtests of the WAIS range from 0.79 for Comprehension to 0.94 for Vocabulary (Wechsler, 1955).  In the current sample, WAIS scores were adjusted for secular increases in IQ (see Bouchard & Johnson, 2005b, for details), this adjustment resulted in an average full-scale IQ of 101.2 (range 61.1 – 139.9), and a standard deviation of 14.8.

Table 1 lists and briefly describes the three test batteries administered to MISTRA.
	Table 1

	Tests included in the three batteries of MISTRA.

	Test
	Assessment activity

	Comprehensive Ability Battery
	

	1. Numerical Ability
	Computations including fractions, decimal divisions, square roots, etc.

	2. Spatial Ability
	Interpretation of two-dimensional figural rotation or reversal.

	3. Memory Span
	Recall of digits presented aurally.

	4. Flexibility of Closure
	Identification of embedded figures.

	5. Mechanical Ability
	Identification of mechanical principles and tools.

	6. Speed of Closure
	Completion of gestalt.

	7. Perceptual Speed
	Evaluation of symbol pairs.

	8. Word Fluency
	Production of anagrams.

	9. Inductive Reasoning
	Identification of pattern in sequences of letter sets.

	10. Associative Memory
	Rote memorization of meaningless pairings.

	11. Meaningful Memory
	Rote memorization of meaningful pairings.

	12. Verbal—Vocabulary
	Multiple choice among possible synonyms.

	13. Verbal—Proverbs
	Interpretation of proverbs.

	14. Spelling
	Multiple-choice identification of misspellings.

	
	

	Hawaii Battery with Raven
	

	15. Card Rotations
	Matching of rotated alternatives to probe.

	16. Mental Rotation
	Identification of rotated versions of two-dimensional prepresentation of three-dimensional objects.

	17. Paper Form Board
	Outline of cutting instructions to form the target figure.

	18. Hidden Patterns
	Identification of probe figures in more complex patterns.

	19. Cubes
	Identification of matched figures after rotation.

	20. Paper Folding
	Identification of unfolded version of a folded probe.

	21. Raven
	Identification of analogous figure to follow a sequence of figures.

	22. Vocabulary
	Multiple choice among possible meanings.

	23. Subtraction/Multiplication
	Completion of two-digit subtractions and two-digit by one-digit multiplications.

	24. Word Beginnings/Endings
	Generation of words beginning and ending with specified letters.

	25. Pedigrees
	Identification of familial relationships within a family tree.

	26. Things Categories
	Generation of things that share assigned characteristics.

	27. Different Uses
	Generation of novel uses for specified objects.

	28. Immediate Visual Memory
	Recall of illustrations of common objects immediately following presentation.

	29. Delayed Visual Memory
	Recall of illustrations of same common objects after delay.

	30. Lines and Dots
	Trace of a path through a grid of dots.

	31. Identical Pictures
	Identification of alternative identical to probe.

	
	

	Wechsler Adult Intelligence Scale
	

	
	

	32. Information
	Recall of factual knowledge.

	33. Comprehension
	Explanation of practical circumstances.



	34. Vocabulary
	Free definition.

	35. Coding
	Identification of symbol–number pairings.

	36. Arithmetic
	Mental calculation of problems presented verbally.

	37. Similarities
	Explanation of likenesses between objects or concepts.

	38. Digit Span
	Recall of spans of digits presented aurally, both forwards and backwards.

	39. Picture Completion
	Identification of parts missing in pictures of common objects.

	40. Block Design
	Reproduction of two-dimensional designs using three-dimensional blocks.

	41. Picture Arrangement
	Chronological sequencing of pictures.

	42. Object Assembly
	Reassembly of cut-up figures.


2.3. Procedure 
Before test batteries were formed, multiple imputation was used to replace missing values, which were relatively minor as 94.7% of data was present.  For this purpose, the data were assumed to be missing at random (MAR), which is a reasonable assumption given that time constraints were the main reason some participants did not complete certain tests.  PASW Statistics 17.0 was used to impute missing values by linear regression with all 42 tests as predictors.


Due to the twin pairs present in the data, the option of removing one twin from the analysis was explored.  However, this did step not result in the expected decrease in average communality, and in fact lead to a slight increase.  The mean communality with both twins was 0.569 (SD =0.13) while the mean with one twin removed was 0.586 (SD = 0.13).  Therefore, attempting to adjust for the familial resemblance in the dataset in this way would not have corrected for any exaggerated correlation between test scores, likely because of the reduction in sample size.  However, the purpose of the current study was to examine sources of variation in factor loadings; the absolute sizes of these loadings should not affect the overall pattern of results.  Furthermore, it can be inferred from the results presented below that the average communality in the current study was still lower than that of Floyd et al. (2009), even though their test scores were collected from a diverse standardization sample.  This observation was expected due to the greater diversity of tests the MISTRA test battery.

Following the methodology of Floyd et al. (2009) probe tests were chosen to represent broad ability factors.  The VPR model contains eight of these factors at the second stratum: Verbal, Scholastic, Fluency, Number, Content Memory, Perceptual Speed, Spatial and Image Rotation (Johnson & Bouchard, 2005b).  Eight probe tests with the highest factor loadings on these factors were selected to represent them: Vocabulary (from the CAB), Information, Word Beginnings/Endings, Immediate Visual Memory, Identical Pictures, Block Design and Spatial Ability.  The probes were distributed as evenly as possible across the three test batteries present in MISTRA, with three from the CAB, three from the Hawaii Battery, and two from the WAIS.  From the 34 tests remaining, four independent batteries of 8 tests were randomly selected (see Table 2).  This resulted in two tests being left out of the first segment of the analysis (Associative Memory and Word Fluency); however, since this selection was random, and represents less than 6 percent of the total tests used to form the test batteries, it should have had a negligible impact on the comparison with the second part of the generalizability analysis.  In the second segment, 8-test batteries were again randomly selected from the 34 non-probe tests, this time with replacement, to form 30 overlapping batteries (see Table 3).  From both the independent and overlapping 8-test batteries, 4 and 2-test batteries were formed by randomly selecting half the remaining tests to be omitted in two steps.  

A master correlation matrix served as input for all analyses, and each probe test was added one at a time to the 12 independent and 90 overlapping test batteries.  Each analysis was run with principal factors analysis, maximum likelihood, and principal components analysis, and the probe tests’ loadings on the first extracted factors or components were recorded.  These general factor loadings were then used to calculate variance components for the generalizability theory analysis (Brennan, 2001).  PASW Statistics 17.0 was used to obtain the variance components via the same method of estimation as Floyd et al. (2009): ANOVA with type 1 sums of squares (personal communication, May 28, 2010).  Syntax for performing this analysis with the VARCOMP command of SPSS is available online (see Mushquash & O'Connor, 2006).  In order to calculate dependability coefficients, the variance component representing differences in g factor loadings due to the effect of the probe test was assigned to be universe-score variance.  Variance components for the effects of the test battery, number of tests, factor-extraction method, their interactions, and the residual variance were taken as error variance.  Each of these error variance components was divided by the number of levels or variations associated with it, for example the factor-extraction method variance component was divided by three, and the sum of all these variance components constituted the error variance.  In the formula for the dependability coefficient, the numerator is the universe-score variance, which is divided by itself plus the error variance in the denominator (see equation 1.13, Brennan, 2001; Floyd et al., 2009).
Table 2

Independent batteries randomly chosen from the MISTRA intelligence tests.

	1
	2
	3
	4

	Inductive Reasoning
	Picture Completion
	Different Uses
	Delayed Visual Memory

	Raven
	Subtraction/Multiplication
	Perceptual Speed
	Cubes

	Mental Rotation
	Lines and Dots
	Hidden Patterns
	Meaningful Memory

	Paper Folding
	Similarities
	Comprehension
	Vocabulary

	Things Categories
	Spelling
	Mechanical Ability
	Flexibility of Closure

	Picture Arrangement
	Pedigrees
	Coding
	Card Rotations

	Arithmetic
	Memory Span
	Free Vocabulary
	Digit Span

	Verbal - Proverbs
	Object Assembly
	Paper Form Board
	Speed of Closure


Tests included in 4-test batteries are in italics, while tests included in 2-test batteries are underlined.
3. Results


In addition to general-factor loadings and statistics pertaining to the suitability of factor analysis in each battery (see below), a special “coefficient of congruence” was calculated to estimate the correlation between the extracted g factor and the true g (see Floyd et al., 2009, p. 457; Jensen & Weng, 1994, p. 231).  This coefficient of congruence, whose formula was originally given by Kaiser and Caffrey (1965) should not be confused with the coefficient of congruence discussed above that has traditionally used to measure the similarity of factor structure (e.g., in Ree & Earles, 1991).
3.1. Independent batteries


Bartlett’s test of sphericity was significant for all analyses (p < .05), while the mean Kaiser-Meyer-Olkin (KMO) of sampling adequacy was .86 (SD = .02) for 8-test batteries, .78 (SD = .03) for 4-test batteries, and .61 (SD = .04) for 2-test batteries.  Thirteen of the analyses with 2-test batteries had KMO’s below .60 (41%), which is a somewhat higher percentage than in Floyd et al. (2009); however, the average KMO values across the three test battery sizes were almost identical with theirs, which were .86, .77 and .62.  The average percentage of variance accounted for by the general factor was 40.10% with principal factors analysis, 40.09% with maximum likelihood estimation and 51.76% with principal components analysis.  The average variance accounted for by the g factor in test batteries of 8, 4, and 2 tests in size was 40.54%, 45.84% and 45.60%, respectively.  Although the general factors from 4- and 2-test batteries accounted for similar amounts of the total variance, the standard deviation of these variances was almost twice as large in the 2-test batteries (SD = 11.63 versus SD = 6.24).  The average coefficient of congruence was .92 for 8-test batteries (SD = .01, range = .89 to .94), .88 (SD = .02, range = .83 to .91) for 4-test batteries, and .79 (SD = .05, range = .65 to .89) for 2-test batteries.

General factor loadings for the independent test batteries are presented in Table A1 (see Appendix A).  One loading was not obtained due to a communality exceeding one in the test battery; however, this was the communality of a non-probe test (Meaningful Memory).  Using the same rules of thumb as Floyd et al. (2009), five of the eight probes generally had high average g factor loadings (over .70), these were: Word Beginnings/Endings, Vocabulary, Numerical Ability, Information, and Block Design.  Two probe tests had medium general factor loadings (.50 to .69): Identical Pictures and Spatial Ability, and one was a low measure of the general factor (below .50): Immediate Visual Memory.


Table 4 presents the results of the generalizability analysis, with the total variance in general factor loadings divided among variance components and their interactions.  In the second column of the table, it can be seen that the probe tests were responsible for 72% of the variance in general factor loadings in the independent batteries.  The factor-extraction method was the strongest of the three other main effects, accounting for 4% of the variance, which is reflected in the mean values in Table A1 that reveal principal components analysis to have generated the highest average loadings across nearly all probe tests and test battery sizes.  The interaction of factor-extraction method with the probe tests was roughly half as strong as the effect of the factor-extraction method alone (2%).  This interaction is apparent as a “ceiling effect” on the g factor loadings derived from principal components analysis.  The difference between factor loadings obtained by PCA and the other two methods was greatest when the g factor loading of the probe test itself was low, but the gap diminished with higher factor loadings of the probe test.  For instance, when the probe test Immediate Visual Memory inserted into 4-test batteries, PCA generated an average general factor loading of .44, which is substantially higher than those for principal factor analysis (.32) and maximum likelihood (.31).  In contrast, for high g-loaded probe tests such as Vocabulary, there was much greater equality across factor-extraction methods, and in fact maximum likelihood sometimes produced higher estimates than principal components analysis (see Vocabulary in the 8-test batteries, Table A1).

The main effect of the test battery accounted for 3% of the variance in general-factor loadings, and its interaction with the probe test and the number of tests were the two highest error variance components, accounting for 6% and 5% of the variance, respectively.  The interaction of the test battery and probe test can be seen, for example, in the case of the probe test Numerical Ability having higher g factor loadings when it was inserted into test battery 2, which contained two further tests involving numbers (Memory Span and Subtraction/Multiplication).  Overall, the probe tests Identical Pictures, Numerical Ability and Block Design produced more variable g factor loadings, while those for Word Beginnings/Endings and Information were more stable.  In smaller test batteries, the general-factor loadings were more likely to be inflated or deflated based on the tests included in the battery, which is evident from the higher mean standard deviations in Table A1.

As in Floyd et al. (2009), there was essentially no main effect of the number of tests on the general-factor loadings.  The number of tests only exerted its influence in combination with other sources of error, such as its triple interaction with the probe test and test battery, which was the strongest of any of the higher-level interactions (3%).  The remaining triple interactions and the residual accounted for a minor amount of the total variance in general-factor loadings.

Although the dependability coefficient for the independent batteries was high (.93), and appears to be a stronger result than that of Floyd et al. (2009), the variance component for the effect of the probe test was more than four times as large in the current study than in Floyd et al. (2009), indicating that it may simply have been the increased variance due to the universe-score effect of the probe tests, rather than a reduction of error variance, that lead to the stronger dependability coefficient.  Indeed, the sum of the error variance components was not higher but lower in the current study (.00837 versus .00959).  Were the probe tests selected from the MISTRA data more variable? To answer this question, two statistics were examined.  First, the standard deviations of the column means for each probe test were calculated.  It was found that the average general factor loadings of the probe tests were more variable in the current study than the former one (SD = .153 versus SD = .088, averaged across the 3 test battery sizes).  Second, the probe test with the average general-factor loading most discrepant in mean loading from the others (Immediate Visual Memory) was temporarily removed from the analysis.  In this instance, the standard deviation of the mean loadings of the probe tests dropped to be almost identical with that of Floyd et al. (2009): .086.  The effect of the probe test diminished from 72% to 44% of the total variance, and the dependability coefficient for the analysis was decreased to .82.  These results indicate that it was indeed the increased variability in general-factor loadings that resulted in much of the difference in the two analyses.  The test of Immediate Visual Memory was retained in further analyses however, because it had the effect of making the probe tests more representative of the tests included in MISTRA.  For instance, the mean communality of the tests was .569 (SD = 0.166), while the mean communality of the probe tests with Immediate Visual Memory was already higher and more narrow than this (.636, SD = 0.134), and this difference would only have been exacerbated by removing it (M = .671, SD = 0.098).  This choice is in line with the stated intent of Floyd et al. (2009) that the probe tests should “range substantially across relevant characteristics” (p. 455).  It also follows from data collected by Reeve and Blacksmith (2009) that the average communality of cognitive ability tests in the literature is .47 with a standard deviation of 0.13 (see Table 3 in that paper).

The observant reader may also have noted that the lower number of test batteries in the current investigation may account for some differences with Floyd et al. (2009).  However, because the dependability coefficient is part of the Decision Study (D Study) aspect of generalizability theory, it is possible to estimate what the consequence of increasing the number of tests batteries from 4 to 5 would have been (Brennan, 2001).  In this instance it would have increased the dependability coefficient slightly from .93 to .94.  To make the results completely comparable to Floyd et al. (2009) by again removing the extra probe test (Immediate Visual Memory), the impact of one more test battery would have changed the dependability coefficient from .82 to .84.

As part of the replication of Floyd et al. (2009), the general-factor loadings from principal components analysis were removed from the second generalizability analysis, which is presented in the third column of Table 4.  As in the investigation by Floyd and colleagues, this resulted in all variance components for the effect of the factor-extraction method dropping to negligible in size. This was indicative of the fact that the general-factor loadings were almost identical across maximum likelihood estimation and principal factors analysis.  Omitting principal components analysis also resulted in the other sources of error gaining in apparent importance.  In particular the interaction of the test battery with the number of tests rose to account for 8% of total variance.  The lower number of general-factor loadings also led to an increase in their total variability, and the size of the error variance components rose accordingly.  Overall however, the loadings became more dependable, as the universe-score variance associated with the probe tests rose to 76%, and the dependability coefficient to .95.  The index of dependability would have been slightly higher at .96 with 5 test batteries, but with the probe test Immediate Visual Memory removed as well to compare with Floyd et al. (2009), it would have equaled .87.
Table 3

Non-independent (overlapping) batteries randomly chosen from the MISTRA.

	1
	2
	3
	4
	5

	Inductive Reasoning
	Things Categories
	Speed of Closure
	Paper Folding
	Flexibility of Closure

	Comprehension
	Coding
	Digit Span
	Object Assembly
	Lines and Dots

	Things Categories
	Comprehension
	Verbal - Proverbs
	Cubes
	Delayed Visual Memory

	Lines and Dots
	Associative Memory
	Paper Folding
	Associative Memory
	Associative Memory

	Mechanical Ability
	Different Uses
	Hidden Patterns
	Picture Completion
	Paper Form Board

	Perceptual Speed
	Hidden Patterns
	Memory Span
	Perceptual Speed
	Word Fluency

	Paper Folding
	Similarities
	Mental Rotation
	Digit Span
	Meaningful Memory

	Different Uses
	Verbal - Proverbs
	Inductive Reasoning
	Meaningful Memory
	Spelling

	6
	7
	8
	9
	10

	Perceptual Speed
	Picture Completion
	Pedigrees
	Similarities
	Pedigrees

	Picture Arrangement
	Speed of Closure
	Paper Form Board
	Arithmetic
	Subtraction/ Multiplication

	Associative Memory
	Object Assembly
	Card Rotations
	Picture Arrangement
	Inductive Reasoning

	Lines and Dots
	Word Fluency
	Things Categories
	Lines and Dots
	Arithmetic

	Digit Span
	Things Categories
	Lines and Dots
	Paper Folding
	Associative Memory

	Card Rotations
	Pedigrees
	Hidden Patterns
	Paper Form Board
	Raven

	Similarities
	Arithmetic
	Cubes
	Word Fluency
	Mental Rotation

	Pedigrees
	Delayed Visual Memory
	Picture Arrangement
	Spelling
	Free Vocabulary

	11
	12
	13
	14
	15

	Lines and Dots
	Paper Form Board
	Comprehension
	Meaningful Memory
	Coding

	Different Uses
	Picture Completion
	Speed of Closure
	Lines and Dots
	Cubes

	Picture Completion
	Verbal - Proverbs
	Cubes
	Delayed Visual Memory
	Different Uses

	Speed of Closure
	Lines and Dots
	Card Rotations
	Memory Span
	Digit Span

	Paper Form Board
	Word Fluency 
	Picture Arrangement
	Raven
	Mechanical Ability

	Mental Rotation
	Flexibility of Closure
	Delayed Visual Memory
	Picture Arrangement
	Pedigrees

	Arithmetic
	Object Assembly
	Memory Span
	Digit Span
	Object Assembly

	Things Categories
	Things Categories
	Mechanical Ability
	Mental Rotation
	Word Fluency

	16
	17
	18
	19
	20

	Cubes
	Free Vocabulary
	Associative Memory
	Vocabulary
	Digit Span

	Flexibility of Closure
	Picture Arrangement
	Subtraction/Multiplication
	Arithmetic
	Cubes

	Spelling
	Verbal - Proverbs
	Similarities
	Lines and Dots
	Associative Memory

	Paper Form Board
	Meaningful Memory
	Flexibility of Closure
	Mental Rotation
	Hidden Patterns

	Similarities
	Spelling
	Pedigrees
	Card Rotations
	Word Fluency

	Associative Memory
	Similarities
	Perceptual Speed
	Perceptual Speed
	Speed of Closure

	Vocabulary
	Things Categories
	Free Vocabulary
	Hidden Patterns
	Paper Form Board

	Speed of Closure
	Pedigrees
	Things Categories
	Mechanical Ability
	Pedigrees

	21
	22
	23
	24
	25

	Associative Memory
	Perceptual Speed
	Cubes
	Picture Completion
	Verbal – Proverbs

	Arithmetic
	Delayed Visual Memory
	Speed of Closure
	Lines and Dots
	Coding

	Cubes
	Inductive Reasoning
	Pedigrees
	Paper Folding
	Lines and Dots

	Paper Form Board
	Arithmetic
	Object Assembly
	Mental Rotation
	Vocabulary

	Verbal – Proverbs
	Similarities
	Digit Span
	Arithmetic
	Comprehension

	Delayed Visual Memory
	Meaningful Memory
	Things Categories
	Similarities
	Delayed Visual Memory

	Coding
	Picture Completion
	Subtraction/Multiplication
	Perceptual Speed
	Free Vocabulary

	Similarities
	Lines and Dots
	Associative Memory
	Hidden Patterns
	Things Categories

	26
	27
	28
	29
	30

	Perceptual Speed
	Things Categories
	Paper Folding
	Object Assembly
	Things Categories

	Inductive Reasoning
	Cubes
	Pedigrees
	Meaningful Memory
	Delayed Visual Memory

	Picture Completion
	Paper Form Board
	Inductive Reasoning
	Comprehension
	Lines and Dots

	Speed of Closure
	Raven
	Different Uses
	Associative Memory
	Picture Completion

	Cubes
	Verbal – Proverbs
	Cubes
	Mechanical Ability
	Inductive Reasoning

	Associative Memory
	Digit Span
	Speed of Closure
	Paper Folding
	Mechanical Ability

	Object Assembly
	Associative Memory
	Hidden Patterns
	Similarities
	Word Fluency

	Different Uses
	Meaningful Memory
	Free Vocabulary
	Vocabulary
	Memory Span


Note. Tests included in 4-test batteries are in italics, while tests included in 2-test batteries are underlined.
3.2. Overlapping batteries

Bartlett’s test of sphericity was significant for all analyses (p < .05), while the mean Kaiser-Meyer-Olkin (KMO) of sampling adequacy was .87 (SD = .01) for 8-test batteries, .75 (SD =.04) for 4-test batteries, and .61 (SD = .05) for 2-test batteries.
  Sixty-eight of the analyses with 2-test batteries had KMO’s below .60 (28%), while none of the analyses with larger test batteries did.  The average percentage of variance accounted for by the general factor was 39.08% with principal factors analysis, 39.10% with maximum likelihood estimation and 51.14% with principal components analysis.  The average variance accounted for by the g factor in test batteries of 8, 4, and 2 tests in size was 40.97%, 44.13% and 44.21%, respectively.  The average coefficient of congruence was .91 (SD = .01, range =.90 to .94) for 8-test batteries, .87 (SD = .03, range =.83 to .91), for 4-test batteries, and .77 (SD = .08, range = .61 to .89) for 2-test batteries.
The general-factor loadings for each probe test inserted into the 30 overlapping batteries of 8, 4 and 2-tests in size, are presented in Tables B1-B3 (see Appendix B).  Two g factor loadings were not obtainable for 2-test batteries with the probe test Immediate Visual Memory; in both instances, the non-probe test Pedigrees extracted communality exceeded 1.0.  
Unlike in the study performed by Floyd et al. (2009), the amount of total variance in general-factor loadings attributable to the universe-score effect of the probe test did not rise with more extensive psychometric sampling, and fell somewhat from 72% to 67%.  However, the dependability coefficient rose from .93 to .95.  Also in contrast to the previous study, the effect of the factor-extraction method became more prominent in the overlapping batteries, explaining 7% instead of 4% of the total variance; its interaction with the probe tests remained the same (2%), while its interaction with the number of tests increased from 1% to 3% of variance.
The main effect of the test battery fell to 0% of the total variance, as befitted a random selection process; the same held for its interaction with the number of tests and factor-extraction method.  However, the interaction of the test battery with the probe test became the most important error variance component, explaining a full 10% of total variance.  This effect is most apparent in the 2-test batteries, where some probe tests had strongly variable g-factor loadings (indicated by their standard deviation), such as Block Design, whose general-factor loading ranged from .47 to .93 with maximum likelihood estimation.
As noted for the independent batteries, the number of tests in itself did not affect the size of general-factor loadings, but was involved in the most important three-way interaction with the probe test and test battery, which rose from explaining 3% to 6% of the total variance.  The other higher-order interactions had even less of an impact in the generalizability analysis with overlapping than with the independent batteries.  Since the overlapping analysis was done with the same number of test batteries, the result is directly comparable to Floyd et al. (2009) when Immediate Visual Memory was removed, which resulted in the dependability coefficient of .87, and the probe test explaining 41% of overall variance.  In contrast to the results for the independent batteries, the general-factor loadings were slightly less dependable than in Floyd et al. (2009), although they were still very robust.

For completeness, principal components analysis was left out as a factor-extraction method in the final generalizability theory analysis.  A result similar to that with the independent batteries occurred, in that variance attributable to the factor-extraction method and its interactions dropped to close to zero.  The three main sources of error variance remaining rose as percentages of the total variance, but their ordering remained the same.  The dependability coefficient of .99 signified a strong dependability of the general-factor loadings; the probe test accounted for 75% of the total variability.  However, the dependability coefficient diminished to .97 when the probe test Immediate Visual Memory was removed, and only 50% of the variance was then attributable to the effect of the probe test.
Table 4
Variance component estimates and dependability coefficients for general-factor loadings.

	Facet
	Independent batteries
	Independent batteries (without PCA)
	Overlapping batteries
	Overlapping batteries (without PCA)

	Probe Test
	0.02227 (72%)
	0.02732 (76%)
	0.01995 (67%)
	0.02381 (75%)

	Factor-Extraction Method
	0.00128 (4%)
	0.00002 (0%)
	0.00208 (7%)
	0.00000 a (0%)

	Probe Test*Factor-Extraction Method
	0.00066 (2%)


	0.00002 (0%)


	0.00049 (2%)


	0.00002 (0%)

	Test Battery
	0.00078 (3%)


	0.00123 (4%)


	0.00000 a (0%)
	0.00000 a (0%)

	Probe Test *Test Battery
	0.00180 (6%)
	0.00256 (7%)
	0.00310 (10%)
	0.00391 (12%)

	Number of Tests
	0.00000 a (0%)


	0.00000 a (0%)


	0.00000 a (0%)
	0.00019 (1%)

	Probe Test*Number of Tests
	0.00000 a (0%)
	0.00000 a (0%)


	0.00009 (0%)
	0.00003 (0%)

	Factor-Extraction Method*Test Battery
	0.00014 (0%)
	0.000002 (0%)
	0.000004 (0%)


	0.00001 (0%)

	Factor-Extraction Method*Number of Tests
	0.00017 (1%)
	0.000009 (0%)
	0.00079 (3%)
	0.00000 a (0%)

	Test Battery*Number of Tests
	0.00159 (5%)
	0.00298 (8%)
	0.00059 (2%)
	0.00091 (3%)

	Probe Test* Factor-Extraction Method*Test Battery
	0.00023 (1%)
	0.00001 (0%)


	0.00016 (1%)
	0.00001 (0%)

	Probe Test* Factor-Extraction Method*Number of Tests
	0.00027 (1%)


	0.00003 (0%)
	0.00012 (0%)
	0.00002 (0%)

	Probe Test*Test Battery*Number of Tests
	0.00097 (3%)
	0.00157 (4%)
	0.00179 (6%)
	0.00268 (8%)

	Factor-Extraction Method*Test Battery*Number of Tests
	0.00050 (2%)
	0.000008 (0%)
	0.00011 (0%)
	0.00003 (0%)

	Residual
	0.00035 (1%)
	0.00004 (0%)
	0.00038 (1%)
	0.00007 (0%)

	Total
	0.03099
	0.03586
	0.02964
	0.03168 

	φ
	.93
	.95
	.95
	.99

	Standard Error of the Mean
	.040
	.037
	.034
	.016

	Note. Proportion of total variance in parentheses. PCA = principal components analysis. φ = dependability coefficient.

  a Negative estimated variance component set to zero.


3.3 Test of the congruence coefficient

In order to examine the accuracy of the Caffrey and Kaiser’s (1965) coefficient of congruence an additional analysis was performed to compare it with the true correlation between g factor scores obtained from the independent batteries and the g factor scores from the VPR model (the latter used to represent the true g).  General-factor scores were obtained as the first principal component for all independent batteries, with the eight probe tests inserted into each.  Principal components analysis was chosen because the formula for the coefficient of congruence involves the first eigenvalue from PCA (see Floyd et al., 2009), and also because of its prominence as a method of estimating g.  Table 5 presents the mean correlations and congruence coefficients for the independent batteries of the three sizes.  The coefficient of congruence emerged as a very good estimator of the true g correlation, and in contrast to the traditional congruence coefficient, did not overestimate but slightly underestimated the size of that correlation.  The table also reveals, however, that even the first principal component from the eight-test batteries (which contained nine tests in total with the probe tests) was by no means a perfect estimator of g, which may give researchers a sense of the error involved in the first principal component method.
Table 5
Comparison of congruence coefficients to true g correlations for the independent test batteries

	
	Mean
	Standard Deviation
	Range

	8-test batteries
	
	
	

	Congruence Coefficient
	0.919
	0.013
	0.888 - 0.937

	True Correlation
	0.933
	0.009
	0.909 - 0.950

	4- test batteries
	
	
	

	Congruence Coefficient
	0.881
	0.018
	0.832 - 0.907

	True Correlation
	0.888
	0.026
	0.830 - 0.931

	2-test batteries
	
	
	

	Congruence Coefficient
	0.789
	0.051
	0.647- 0.890

	True Correlation
	0.809
	0.041
	0.718 - 0.862


4. Discussion
4.1. Comparisons with Floyd et al. (2009)

An irony of the current study is that in attempting to provide a more rigorous test of the dependability of general factor loadings, by employing a more diverse test battery, this led to a marked increase in the dependability coefficient across all four conditions.  The effect points to an oversight in the interpretation of the results in Floyd et al. (2009), in that the generalizability theory analysis is strongly dependent on the diversity of the selected probe tests.  Therefore, the representativeness of the probe tests is vital to extrapolating the generalizability results to intelligence research in general.  When matching the lower diversity of probe tests employed by Floyd et al. (2009), as well as the number of test batteries, the dependability coefficients between studies were very similar.  Nonetheless, one difference was that the general-factor loadings in the independent batteries were more dependable in the current study (dependability coefficients =.82 and .85 versus .72 and .84), while the overlapping batteries were slightly less dependable (.87 and .97 versus .89 and .99).  Therefore, the expected effect of lower dependability of g loadings relative to Floyd et al. (2009) was only observed in the case of the overlapping batteries.  This effect was a fairly strong one though as the probe tests only accounted for 41% and 50% of total variance in general-factor loadings in the overlapping batteries from MISTRA whereas these values were 56% and 75% in the Woodcock-Johnson III batteries in Floyd et al. (2009).  
Some differences in the patterns of error variances were also observed between the two studies, even after corrections were applied (variance components not shown).  However, since it was determined the probe tests including Immediate Visual Memory were more representative of the variability of tests in the literature, the results of the generalizability analysis presented in Table 4 will be focus of remaining discussion.
4.2. Factor extraction method

In an outcome that directly parallels Floyd et al. (2009), principal components analysis was found to uniformly inflate general-factor loadings relative to common factor analysis.  The factor extraction method, and its interactions, accounted for 11% of the variance in general-factor loadings in the overlapping batteries, and 13% in the overlapping batteries.  These values dropped to very near zero percent when general-factor loadings from PCA were not entered into the analysis.  An effect that occurred in both the independent and overlapping batteries was that general-factor loadings derived from PCA were more inflated when the average loading of the probe test was low.  This observation, that the difference between principal components and common factors is greatest when communalities of the tests are low, has been made before (Widaman, 1993); the results are the two methods are in greater accordance when the assumptions of PCA are met and the observed variables contain minimal unique variance (Fabrigar, et al., 1999).

The percentage of variance attributable to the factor-extraction method and its interactions was substantially lower in the present study than in Floyd et al. (2009), where it was 22% in both the independent batteries and overlapping batteries, however, this apparent discrepancy was again due to the increased amount of variance attributable to the probe tests, and not to a reduction in the error variance attributable to the factor-extraction technique.  As can be calculated from Table 4 here and Table 5 in Floyd et al. (2009), the sum of the variance components associated with the factor-extraction method was actually higher in the current study than in the earlier one (.000324 versus .000317 in the independent batteries, and 0.00375 versus .00355 in the overlapping batteries).  Hence, the use of principal components analysis led to slightly more error in general-factor loadings with the eight probe tests selected from MISTRA, although this was not the greatest source of error variance among the three main sources under examination.
4.3. Test battery size and composition

As in Floyd et al. (2009), the test battery had a minimal main effect on general-factor loadings, being responsible for 3% to 4% in the total variance overlapping batteries and 0% in the independent batteries.  In contrast, the interaction of the probe test with test battery composition was the single largest source of error variance across all conditions (constituting 6 to 7% of total variance in the independent batteries and 10 to 12% in the overlapping batteries).  What these two statistics indicate is that although test selection can increase or decrease the general-factor loadings of particular probe tests, it does not inflate or deflate the average general-factor loadings of all probe tests.  The interaction between the test battery and probe tests was also dependent on the amount of psychometric sampling; in smaller test batteries it was exacerbated (Floyd et al., 2009).  This is represented by the largest of the triple interaction terms, which accounted for 3 to 4% of the overall variance in the general-factor loadings in the independent batteries, and 6 to 8% in the overlapping batteries.  Overall, the test battery composition and its interactions were the largest source of error variance in the current study, as was the case in Floyd et al. (2009).

Like test battery composition, the size of the test battery had almost no main effect on general-factor loadings, which can be observed in the lack of significant change in the mean probe test loadings with battery size in Table A1 and Tables B1-B3.  Nonetheless, the average percentage of variance accounted for by the g factor did increase somewhat with a lower number of tests.  It is possible that the lower suitability of the smaller test batteries for factor analysis (as indicated by the KMO), and the lower quality measurement of g (as indicated by the coefficient of congruence), masked any effect of decreased test battery size on the general-factor loadings.  The generalizability analysis did reveal however, in a manner similar to Floyd et al. (2009), that the number of tests did act to exacerbate the error variance associated with the factor-extraction technique.  However, in one of the most notable differences in the variance components between the studies, there was no interaction between the probe test and test battery size on the general-factor loadings in any condition in the current study while this interaction was present in Floyd et al. (2009).
4.4. General discussion

In assessing of the dependability coefficients produced in their study, Floyd et al. (2009) remarked that even their lowest coefficient (.72) exceeded dependability coefficients in the literature for teacher ratings of externalizing behaviors 
 ADDIN EN.CITE 
(Bergeron, Floyd, McCormack, & Farmer, 2008)
 and blood pressure measurements 


(Llabre et al., 1988) ADDIN EN.CITE .  However, such comparisons are inapt for several reasons.  The lower range of dependability coefficients cited from the study on blood pressure were for one replication at home and work (φ = .30 to .47), however, these coefficients were calculated by randomly selecting three blood pressure readings out of those taken automatically every 20 minutes throughout the day.  Therefore, the readings did not take into account blood pressure changes due to circadian rhythms, which would have required sampling at fixed and not random times 


(Llabre, et al., 1988) ADDIN EN.CITE .  When blood pressure measurements were taken across short time intervals in the same setting the dependability coefficients were acceptably stable (φ = .82 to .89), and the authors concluded only one measurement was necessary to achieve reliability for the same day 


(Llabre, et al., 1988) ADDIN EN.CITE .  These latter coefficients are more comparable to cognitive ability measures, given that general intelligence is not thought to vary appreciably with circadian rhythms or across single days.  Secondly, the dependability coefficients in the study by Bergeron et al. (2008) on externalizing behavior contained several different sources of error than in Floyd et al. (2009): rater error from twelve different teachers who made the behavioral ratings (with only moderate inter-rater reliability), test-retest error due to ratings being separated by an average of 15 days, instrument error due to the use of two different rating scales, and finally, classroom error by virtue of the students being from six different classrooms.  None of these sources of error are relevant to dependability coefficients derived from an objectively-scored intelligence test administered in a single occasion to a single group.  One point to bear in mind is that the dependability coefficients in Floyd et al. (2009) and in the current study are only for a single measurement and thus do not contain test-retest error, even though they do reflect the internal consistency of the tests (e.g. Cronbach’s alpha).  Generalizability theory could also be used to examine what role test-retest error has in the dependability of general-factor loadings.  However, because g is typically obtained with different samples, tests and factor models in each study, the relevance of test-retest error to the general-factor' variability in the literature is probably moot in comparison with these other factors.
In sum, we are not so ready to concede that the variation in the general factors observed across different factor extraction methods, test battery compositions and sizes employed here constitute “relatively minimal differences” (Floyd et al, 2009, p. 463), for the purposes of intelligence research.  A case study will serve to illustrate this point.  Consider the modern research goal of identifying whether g is identical with a lower-order ability factor such as fluid intelligence (Undheim & Gustafsson, 1987), or more basic processes such as working memory 


(Colom, Rebollo, Palacios, Juan-Espinosa, & Kyllonen, 2004) ADDIN EN.CITE  or perceptual speed 
 ADDIN EN.CITE 
(Luciano et al., 2005; for review see also Matzke, Dolan, & Molenaar, 2010)
.  Matzke et al. (2010) recently discovered that most existing studies were underpowered to detect such a perfect correlation; simulations revealed that the number and reliability of indicators both had an effect on power, as did effect size, which was defined as the difference between the estimated correlation between the lower-order factor and g and a perfect correlation.  
What has the current study added to our knowledge of the role of the number and diversity of indicators and factor extraction techniques in such basic research on the g factor?  In addition to dependability coefficients, generalizability theory can also be used to calculate the standard error of measurement (SEM) for the observed scores
.  As displayed in Table 4, the standard errors for general-factor loadings in the current study ranged from .016 to .040. In Floyd et al. (2009) their range was .011 to .043.  These values represent 68% confidence intervals around the values of any general-factor loading, to obtain a 95% confidence interval they must be approximately doubled.  As should be clear, even in the most favorable circumstances with broad psychometric sampling from overlapping batteries, principal components analysis excluded, and a dependability coefficient of .99, it is not possible to distinguish statistically between a general-factor loading of .98 and unity.  In the second most favorable circumstances, with the overlapping batteries with PCA included, the 95% confidence interval for the SEM in both Floyd et al. (2009) and here is greater than +/- .06, excluding the possibility of distinguishing between a general-factor loading of .94 and unity.  This finding is also reflected in the congruence coefficients and correlations of Table 5; despite the high dependability coefficient for the independent batteries, even the general-factors from 8-test batteries did not have a near-perfect correlation with the true g.  The average correlation of 0.93 may appear high, but if a lower-order factor had this correlation to a general-factor derived from PCA, it seems likely that it would not be interpreted as identical with g.  In actual research settings, the average correlation of a given test battery to g would be higher because the test battery composition would not be selected at random, but it is instructive to note that none of the thirty-two 8-test batteries had a correlation with the true g that exceeded .95.  These results contradict the conclusion of Floyd et al. (2009) that, given the results of Ree and Earles (1991) and Jensen and Weng (1994), the general factors obtained by their methods would not “differ substantially” from the g factor from a well-defined hierarchical model of cognitive ability.  Although this conclusion applies particularly to research attempting to establish if g is identical with another factor, it also applies to studies where the relative g-loadedness of different tests are used to draw theoretical conclusions about their involvement in general intelligence.  A recent example of such research is provided by a study finding that associative learning, working memory and processing speed each were independent predictors of g, where the general factor was represented non-hierarchically and with only three indicators 


(Kaufman, DeYoung, Gray, Brown, & Mackintosh, 2009) ADDIN EN.CITE .  Researchers should be aware that under such circumstances, general-factors loadings will vary considerably from their values under more robust measurement conditions (for example, see the final two rows of Table 5).

The preceding examination of standard errors and correlations with the “true g” would seem already to make a strong case against the use the first factor or component from small test batteries as a substitute for g.  There are additional considerations which weigh particularly against principal components analysis under such sampling conditions.  Ironically, the same underlying reason that PCA produces inflated factor loadings also leads to the method to be unsuitable for determining whether a lower-order factor is identical with g.  As explained by Jensen and Weng (1994), because principal components analysis does not differentiate common variance from variance unique to each variable: “the unwanted unique variance is scattered throughout all the components, including PC1.  This unique variance… adds, in effect, a certain amount of ‘error’ (or nonfactor) variance to the loadings of each component, including the PC1, or g” (p. 239).  The problem of assigning this unique variance to g is that it creates the ceiling effect on general-factor loadings observed earlier, because lower-order variables can never share all their variance with g.  As a result, the highest general-factor loading derived from PCA in either the current study or Floyd et al. (2009) was 0.96 (see Table 8 in that study).  It is interesting to note that this principal component factor loading was obtained in a case where the communality exceeded 1 with principal axis factoring, and maximum likelihood estimation produced a loading of 1.0.  This was just one of several of instances in Floyd et al. (2009) where common factor methods clearly indicated the unity of a lower-order test (Verbal Comprehension) with g, but principal components analysis did not.  In brief, it seems there is no longer any justification for intelligence researchers to continue identifying g as the first principal component of a test battery, hence, we are in agreement with Floyd et al. (2009) that: “it is apparent that researchers, test authors and publishers, and other professionals involved in measuring the general factor should avoid using principal components analysis when computing general-factor loadings or when obtaining measures of the general factor” (p. 464).
The question remains, however, what standards pertaining to the test battery should be achieved to obtain a “good g” (Jensen & Weng, 1994)?  Both Reeve and Blacksmith (2009) and Matzke et al. (2010) stress the importance of reliability of the indicators of g, or their communalities.  Matzke et al. (2010) found that the power to detect whether a lower-order factor was identical with g was not greatly affected by the number of indicators and the effect size when the mean communality was high (between .68 and .75).  However, the authors themselves noted that the average communality for commonly-used intelligence test batteries is substantially lower than this, citing very similar values to the average of .47 (SD = .13) obtained by Reeve and Blacksmith (2009) for the Wechsler Intelligence Scale for Children and Kaufman Assessment Battery for Children.  The average communality in the studies re-analyzed by Matzke et al. (2010), those designed specifically to answer a fundamental question about the identity of g with lower-order factors, was only just higher than this: .49 (SD = .08), although this mean was probably slightly attenuated because Matzke et al. (2010) did not allow for cross-factor loadings and residual correlations.  At any rate, when less reliable indicators were simulated by Matzke and colleagues (communalities between .32 and .38), the number of indicators per factor had a strong impact on the power analysis, reducing the necessary sample size by 45% for each additional indicator, from 2 to 4 indicators for each common factor.  Thus, the results of Matzke et al. (2010) are in agreement with Fabrigar et al. (1999) that: “adequate sample size is not a function of the number of measured variables per se but is instead influenced by the extent to which factors are overdetermined and the level of the communalities of the measured variables” (p. 274).  The importance of factor overdetermination is underscored by the results of the current study and those of Floyd et al. (2009); in both analyses the mean general-factor loading estimates of the test batteries became less stable (more variable) with a diminished number of tests.  This was represented in three interactions, in decreasing order of importance: (1) the triple interaction between the probe test, test battery and number of tests, (2) the interaction of the test battery with the number of tests, and (3) the interaction of the factor extraction method with the number of tests (see Table 4).  The greater unreliability of parameter estimates when the number of indicators per factor was small is also born out in the congruence coefficients and correlations with the true g in Table 5.  

To return to the question of communalities in a test battery, these represent somewhat of a paradox for intelligence researchers.  On the one hand, Monte Carlo simulations have shown that the size of the communalities is the most important aspect of the observed variables to consider in yielding accurate parameter estimates, even more so than sample size (MacCallum, et al., 1999).  On the other hand, the diversity of indicators is a valued feature of test batteries, and factors at a lower-order than g are expected to emerge in accordance with whichever broad ability tests were administered.  Uniformly high communalities in an intelligence battery, however, signify a strong g factor with little variance left to be explained by other factors.  The goal of constructing and factor analyzing intelligence tests is to accurately represent the relative weight of g and other broad abilities present in the population, not to obtain a g factor that explains as much of the total variance as possible.  The effect of test battery composition on general-factor loadings in the current study is an illustration of this balancing act.  The probe tests each have what could be defined as a “true” general-factor loading, regardless of the psychometric sampling that the test battery represents.  If the test battery contains tests with high communalities that overstate the importance of the g factor, then this will similarly inflate the general-factor loading of the probe test, but if the test battery has tests with lower-than-average communalities then the loading of the probe test will be artificially diminished.  The degree of this biasing effect of the test battery, however, is only significant when the probe tests’ true (population-level) general-factor loading is itself low, because of the greater measurement error in the parameter estimate of its factor loading (MacCallum, et al., 1999).  This is one of the reasons why the interaction of the probe test with the test battery is such a significant source of error in the current study (although there are other factors involved in a probe test’s level of stability, such as its internal reliability and any atypical relationships with other tests in the battery).  In contrast to the interaction, the communalities of the tests in the randomly-selected batteries themselves were generally not involved in creating instability in general-factor loadings.  To summarize, researchers should select intelligence tests or batteries that have reasonably high communalities to ensure reliable measurement (e.g. a mean of approximately .50), but should not choose tests based simply on their high g-loadings and communalities, as this will likely overstate the importance of g relative to lower-order ability factors, and lead to inflated general-factor loadings for those tests with lower communalities.

That the number of tests in the battery served to moderate the interaction of the probe test and test battery in here and in Floyd et al. (2009) supports the conclusion that psychometric sampling error has more of an effect on probe tests when the general-factor is underdetermined 
 ADDIN EN.CITE 
(see also MacCallum, et al., 1999; Matzke, et al., 2010)
.  Although the variance components for this triple interaction represented a smaller percentage of the overall variance than in Floyd et al. (2009), the actual variance components in the overlapping batteries were slightly larger in the current study (see Table 4).  Therefore, Floyd et al.’s (2009) generalizability analyses with overlapping batteries may have underestimated the importance of the number of indicators on the dependability of g in the literature.  One positive aspect of the level of overdetermination, however, is that it is relatively easy to control this aspect of study design.  Intelligence researchers can counteract the effect of smaller-than-ideal communalities or sample size by ensuring that they use a small number of ability factors with strong overdetermination (e.g., six or seven indicators per factor: MacCallum, et al., 1999).  For instance, when MacCallum et al. (2009) simulated low communalities and a sample size of 100 the congruence coefficient was changed from a “borderline/poor” value of .82 to a “good” value of .95 when the indicator to factor ratio was increased from approximately 2.9 to 6.7 (see Figure 1 in that study). 
One interaction pertaining to overdetermination was present in Floyd et al. (2009) and not here: that between the probe test and number of tests, although it was only a significant contributor or error variance in the overlapping batteries.  The reason for this interaction was again likely to be the probe test Verbal Comprehension (VC).  As can be seen in Table 4 of Floyd et al. (2009), there was a slight trend for mean factor loadings to increase with smaller test battery sizes, however, VC was already near the maximum (ceiling) if its factor loading, and its mean factor loading happened to decrease in four test batteries sampled, while that of most other probes increased, causing the interaction effect.  In the well-sampled overlapping batteries, this spurious interaction did not re-occur in Floyd et al. (2009).  The example illustrates that the variance component representing the level of communalities (i.e. the test battery), must be present to reveal the effect of the level of overdetermination.
Although sample size was not examined in the current study as a source of error in general-factor loadings, previous research has found it to be a less important issue in factor analysis than is perhaps commonly thought (MacCallum, et al., 1999; Marsh, Hau, Balla, & Grayson, 1998).  Nonetheless, it retains an important and visible role in factor analytic research.  Reeve and Blacksmith (2009) were approving of the median sample size in their review in light of the simulations which had shown that a sample size of 300 is adequate for good parameter estimates, even with a wide spread of communalities and an indicator to factor ratio below 6 (MacCallum, et al., 1999).  However, researchers should be aware that with a large number of indicators (20+), in particular with some indicators having lower communalities, adequate sample size can exceed 300, and nonconvergence of the model and Heywood cases may still occur frequently (MacCallum, et al., 1999).  The example, with communalities ranging from .2 to .8 and an indicator to factor ratio of 20:7, even a sample size of 400 only yielded proper model convergence 81.3% of the time (MacCallum, et al., 1999).  Second, as mentioned in the introduction, approximately half of the multi-factor models reviewed in Reeve and Blacksmith (2009) were below even the lowest level of overdetermination tested by MacCallum et al. (1999), having less than 3 indicators per factor.  This low indicator to factor ratio is likely attributable to the efforts of researchers to extract more factors than the data warrants given the number of indicators available (Frazier & Youngstrom, 2007).  Therefore, one final methodological recommendation is that researchers only view sample size as one factor among several in producing a reliable factor analysis.  Treating large sample size as a panacea for other problems with a test battery is unlikely to be effective given the impractical sample sizes required when the other indices of quality are low 


(MacCallum, et al., 1999; Matzke, et al., 2010) ADDIN EN.CITE .  Instead of increasing sample size, researchers would often be better served by ensuring the reliability of their indicators for the ability factors they plan to specify.  Under this light, the best use of the limited number of tests that are typically administered (10 to 13, according to Reeve & Blacksmith, 2009), would be for them to serve as indicators for a small number of factors below g.  The VPR model emphasizes verbal, perceptual and image rotational abilities; only further empirical research will determine if these are the most important broad cognitive abilities at the first stratum under g.
4.5. Limitations and future directions

One of the strengths of the present research is that test batteries were randomly selected so as to examine the true effect of psychometric sampling on general-factor loadings.  However, the method precluded the testing of hierarchical batteries because in most cases there were too few indicators to define higher-order factors, and even if larger test batteries had been used the random selection of tests would have ensured that some factors would have been poorly defined or unidentifiable in certain test batteries.  On the other hand, hierarchical models of cognitive ability were only used in 30.6% of analyses in the review by Reeve and Blacksmith (2009), hence the findings here do relate to much of common practice in intelligence research.

One possibly stronger limitation is that the number of tests was restricted to a maximum of eight (nine if the probe tests are considered).  Also, because the number of tests in the battery was treated simply as a error facet with three levels, it was not possible to perform a D study to determine if at what point increasing the number of tests beyond 8 would have lead to acceptable dependability in general-factor loadings, assuming the same degree of random psychometric sampling and use of different factor extraction techniques.  One criteria for acceptable dependability could have be the point at which the standard error of the mean below fell .005, such that it would be possible to distinguish between a general-factor loading of .99 and unity.

Another consideration is that the average communality of the MISTRA tests employed here (0.57) is almost one standard deviation greater than the mean the in the literature (Reeve & Blacksmith, 2009).  This will have caused an increase in the percentage of variance accounted for by the general factor, and an increase in the congruence coefficients and correlations with the “true g” in Table 5, relative what might be found for similar-sized batteries in the literature.  As discussed above, high communalities are also a crucial factor in obtaining accurate parameter estimates; therefore, the general-factor loadings here may be more dependable than is customary.

Generalizability theory is not limited to analyzing factor loadings as an index of stability of the g factor.  A more direct target could be the correlation between general-factor scores, or possibly the congruence coefficient of Kaiser and Caffrey (1965), which has been shown to be a good estimator of this relationship.  One of several important questions remaining concerns how much of the hierarchy of cognitive ability must be present to adequately estimate the general factor.  Several prominent models of intelligence specify four stratums of ability factors 
 ADDIN EN.CITE 
(Gustafsson, 1984; Johnson & Bouchard, 2005b; Vernon, 1964)
, while the Cattell-Horn-Carroll model posits three stratums, albeit with many more broad and narrow abilities in the bottom two strata 


(Carroll, 1993; McGrew, 2009) ADDIN EN.CITE .  Psychometricians should continue to explore what standards must be met in order to obtain theoretically-sound results within the expanse of practical intelligence research.
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� In order to reduce the amount of data collection/computation required, KMO values, the percentage of variance accounted for by the general factor, and coefficients of congruence for the overlapping batteries were obtained for a random sample of 5 of the 30 test batteries (battery numbers 3, 9, 15, 18 and 22).
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