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Abstract

In the first half of this Thesis, we present the numerical analysis of splitting methods for
stochastic differential equations (SDEs) using a novel path-based approach. The application
of splitting methods to SDEs can be viewed as replacing the driving Brownian-time path
with a piecewise linear path, producing a ‘controlled-differential-equation’ (CDE). By Taylor
expansion of the SDE and resulting CDE, we show that the global strong and weak errors of
splitting schemes can be obtained by comparison of the iterated integrals in each. Matching
all integrals up to order p—+1 in expectation will produce a weak order p+0.5 scheme, and in
addition matching the integrals up to order p+0.5 strongly will produce a strong order p
scheme. In addition, we present new splitting methods utilising the ‘space-time’ Lévy area
of Brownian motion which obtain global strong O(h!'®) and O(h?) weak errors for a class
of SDEs satisfying a commutativity condition. We then present several numerical examples

including Multilevel Monte Carlo.

In the second half of this Thesis, we present a series of papers focusing on lifetime prognostics
for lithium-ion batteries. Lithium-ion batteries are fuelling the advancing renewable-energy
based world. At the core of transformational developments in battery design, modelling and
management is data. We start with a comprehensive review of publicly available datasets.
This is followed by a study which explores the evolution of internal resistance (IR) in cells,
introducing the original concept of ‘elbows’ for IR. The IR of cells increases as a cell degrades
and this often happens in a non-linear fashion: where early degradation is linear until an
inflection point (the elbow) is reached followed by increased rapid degradation. As a follow up
to the exploration of IR, we present a model able to predict the full IR and capacity evolution
of a cell from one charge/discharge cycle. At the time of publication, this represented a
significant reduction (100x) in the number of cycles required for prediction. The published
paper was the first to show that such results were possible. In the final paper, we consider
experimental design for battery testing. Where we focus on the important question of how

many cells are required to accurately capture statistical variation.



Lay Summary

The first half of this thesis is dedicated to the study of numerical schemes for stochastic
differential equations. Stochastic differential equations are used to model many real world
phenomena and numerical schemes allow us to simulate them. We focus on a special class
of numerical schemes called ‘splitting schemes’ and present a new framework for their

understanding and analysis.

In the second half of this thesis, we investigate the ageing of lithium-ion batteries. As
anyone with a mobile phone will know, batteries do not last forever and their performance
degrades with time. This is a problem of great importance as governments look towards
electric vehicles and many parts of the economy move towards electrification. We look at
the available public data for batteries and propose several state of the art models for the
prediction of battery lifetime. As a key finding, we provide a model which is able to test

used batteries to aid their reuse, recycling and replacement.



Declaration

| declare that this thesis was composed by myself, that the work contained herein is my
own except where explicitly stated otherwise in the text, and that this work has not been

submitted for any other degree or professional qualification except as specified.

Calum David Strange

vi



Contents

Acknowledgements
Abstract

Lay Summary
Declaration

Figures and Tables

I Path-based splitting methods for SDEs

1 Introduction
1.1 Convergence of numerical schemes . . . . . . . .. ... ... ... ...
1.2 Numerical schemes . . . . . . .. . . ...
1.2.1 Basicschemesfor It6 SDEs . . . . . .. ... .. .. ... .....
1.2.2 Splitting schemes . . . . . . . ... ...
1.3 Multilevel Monte Carlo . . . . . . . . . . .. ...
1.4 A brief introduction to tensors . . . . . . .. ...

1.5 Notationand spaces . . . . . . . . . ..

2 Splitting methods as piecewise linear paths
2.1 Introduction . . . . . . ..
2.1.1 Overviewofpart | . . . . . .. ... ... ..
2.2 The path perspective . . . . . . . . ..
2.3 Assumptions on the splitting path and a preliminary result . . . . .. ...
2.4 Stochastic Taylor expansions . . . . . . . .. ...
2.4.1 Stratonovich Taylor expansion . . . . . .. . ... ... ... ...

242 Controlled Taylor expansion . . . . . . . .. .. ... .. ......

3 Iterated integrals of Brownian motion and Piecewise linear paths
3.1 Algebraic properties of iterated integrals . . . . . . .. .. ... ... ...
3.2 Lévy areas of Brownian motion . . . . . . . ... ...
3.2.1 Relational properties between Lévy areas . . . . . ... . ... ...
3.3 Computation of Brownian integrals . . . . . . . .. .. ... ... .....

3.3.1 Expected value of Brownian integrals . . . . . . ... ... .. ...

Vil

vi

xi

o N o1 o ~AN

11
13

14
14
15
16
19
20
21
22



CONTENTS viii
3.4 Algorithmic computation of path integrals . . . . . .. .. ... ... ... 35
3.4.1 Generating all words of a givenorder . . . . . . . ... .. .. ... 35

3.4.2 Expansion of iterated integrals . . . . . . . ... ... ... 36

3.4.3 Computing pathintegrals . . . . . . . ... ... ... ... ..., 38

3.5 L2 estimates of iterated path integrals . . . . . . . . ... ... ... ... 40
3.6 Commutativity simplifies Taylor expansions. . . . . .. .. ... ... ... 42

4 Error analysis of path-based splitting schemes 44
4.1 Local estimates . . . . . . .. .. 44
4.2 Global strong error. . . . . . ... 46
4.2.1 Global strong error for commutative SDEs . . . . . . . .. ... .. 47

4.3 Global weak error . . . . . ... 49
4.3.1 Global weak error for commutative SDEs. . . . . . . ... ... .. 51

4.4 A brief comparison with cubature on Wiener space . . . . . .. ... ... 53

5 Examples of path-based splitting schemes 55
5.1 Piecewise linear splitting paths . . . . . . . . ... ... ... 55
5.2 Theoretical convergencerates . . . . . . . . . ... 59
5.2.1 Strang splitting path . . . . . .. ... 59

522 HSlopath . ... .. . . . 61

523 SO02path . . . . . . 63

5.3 Derivation and optimality of splittings . . . . . .. ... ... ... .... 69

6 Numerical examples 82
6.1 FitzZHugh-Nagumo model . . . . . . . . . . . ... ... 83
6.1.1 Derivation of FitzHugh-Nagumo splitting . . . . . . ... ... .. 84

6.1.2 Numerical results . . . . . . . ... 85

6.2 Lotka-Volterra model . . . . . . . .. ... 86
6.2.1 Derivation of Lotka-Volterra splitting . . . . . . .. ... ... ... 88

6.2.2 Numerical results . . . . . .. ..o 89

6.3 Multilevel Monte Carlo . . . . . . . ... 91
6.3.1 Example: Interacting stock model . . . . . ... ... 91

6.4 Testing Long-time integration . . . . . . . . .. ... L 95

7 Conclusions and future work 97



CONTENTS ix

Il Machine learning for battery lifetime prognostics 104

Nomenclature 105

8 A brief outline of part Il 106

9 Review of publicly available data for Li-ion batteries. 107

9.1 Introduction . . . . . . ... 107

9.2 Whereisthe Data? . . . . . . . . ... 109

9.2.1 Cycleageingdata . . . . . .. ... .. ... ... ... 110

9.22 Drivecycledata . . . . .. ... 119

9.2.3 Characterisation data for cell modelling . . . . . ... .. ... .. 122

9.2.4 Calendarageing . . . . . . . . ... 125

9.2.5 Aeroplanes, satellites and energy storage . . . . . . .. .. .. ... 126

9.2.6 Syntheticdata . . . . . ... ... 127

9.2.7 Databyrequest . . . . . . . ... ... 128

9.3 Data governance, repositories, tools and future outlook . . . . . . .. ... 129

9.3.1 Data repositories and platforms . . . . . .. ... ... L. 129

9.3.2 Community maintained reviews and standards . . . . . .. .. ... 130

9.3.3 Data processing and validation tools . . . . . . . ... . ... ... 131

9.3.4 Current limitations . . . . . . . . ... 131

9.4 Conclusions . . . . . .. 133

10 Elbows of Internal resistance rise curves 134

10.1 Introduction . . . . . . .. 134

10.2 Battery Data Framework and Data Pre-Processing Procedures . . . . . . . 136
10.2.1 Data Pre-Processing via a Machine Learning Approach: Completing

the Missing IR Data . . . . . . . .. .. ... ... ... 136

10.3 ldentification of Elbows, Knees and Their Relations . . . . . . . . ... .. 142

10.3.1 Methodology . . . . . . . . .. 142

10.3.2 Linear Relations . . . . . . . .. ... ... 146

10.4 Early Prediction of Elbows . . . . . . . .. .. ... 148

10.5 Conclusions and Future Work . . . . . . . . . ... ... ... 150

11 One cycle prediction 152

11.1 Introduction . . . . . . . ... 152

11.2 Predicting future capacity and internal resistance . . . . .. ... ... .. 155

11.2.1 Modelling approach . . . . . . . .. .. ... ... 157

11.2.2 Prediction intervals via the forward-dropout method . . . . . . . . . 159

11.3 Model performance . . . . . . . . . .. 160

11.3.1 Performance metrics. . . . . . . . . . ... 160



CONTENTS X

11.3.2 Full curve prediction . . . . . . . . . ... 161
11.3.3 Comparison with priorart . . . . . . . . . .. ... ... 163
11.4 Conclusions . . . . . . . . . 166
12 Sample sizes required to understand cell-to-cell variability 167
12.1 Introduction . . . . . . . L 168
12.2 Design of a sequential analysis . . . . . .. .. ... ... L. 169
12.3 Datasets overview . . . . . . ... 171
12.4 Methodology and estimation . . . . . . .. ... ... 173
125 Results . . . . . . . 177
12.6 Two applied examples . . . . . . . . .. . 179
12.6.1 Using prior knowledge to inform new testing . . . . . . . . ... .. 179
12.6.2 Generating test cases in an online format to inform larger and longer
experiments . . . .. ... 180
12.7 Conclusions and outlook . . . . . . . .. ... 183

13 Conclusions and future work 186



Figures and Tables

Figures

21

3.1

3.2

3.3

3.4

35
3.6

51

6.1
6.2

6.3
6.4
6.5
6.6

9.1

9.2

In the Monte Carlo paradigm, information about the Brownian motion is
generated and then mapped to a numerical solution of the SDE. Typically,

only Brownian increments are sampled. . . . . . .. ... 15

Space-time Lévy area gives the area between a Brownian path and its linear
approximant. . . . ... 29
Space-time Lévy swing gives the side where the path has greater space-time
Lévy area. . . . . . . . 30
Space-time-time Lévy area corresponds to a cubic approximation of the Brownian

arch (which is a Brownian motion conditioned on having zero increment and

space-time Lévy area [17]). . . . . . . . . ... 31
Subdividing integration over a triangle. . . . . . .. .. ... 36
All non-increasing routes. . . . . . . . . ... 37
Specific routes. . . . . . .. 37

Illustration of piecewise linear paths associated with various splitting methods
for SDEs. . . . . . . e 58

Sn estimated for (6.2) using 1,000 sample paths as a function of step size h = L. 85
Example dynamics for the LV model, with parameter values a11 = a9 = 0.0005 ,
a12 = —ao1 = 0.003 , b1 = —by =1 and G1 = G2 = 0.2 . The left plot displays

the dynamics in phase space, and the right plot shows how the populations

evolve through time. . . . . . . . . . . 87
Strong errors for (6.11), estimated from 1000 sample paths. . . . . . . .. .. 90
Example price path for three interacting assets. . . . . . . . ... .. .. ... 93
Plots comparing MLMC performance for Strang splitting and HS2 splitting. . . 94

Comparison of splitting (6.17) with the non-Markovian Euler scheme, based on
108 samples. . . . . .. 96

Hierarchical architecture of the existing battery datasets from an historical point
of view. . . . L 109
The typical plots of a high-throughput cycling dataset encompassing measured
terminal current, voltage and temperature variations. Capacity, IR, voltage and

temperature can then be used for the ageing analysis. . . . . . . .. ... ... 110

Xi



FIGURES AND TABLES

xii

9.3

A typical Nyquist plot: Battery characterisation using EIS measurements . . . .

124

9.4 Lithium battery sample applications. . . . . .. .. .. ... 132

10.1
10.2

10.3
10.4

10.5

10.6

111
11.2

Schematic of machine learning model for internal resistance (IR) prediction. . .
The predicted IR data for cell b8c4 are given by the black continuous line
and is formed from the average of 20 predictions. We display 80% and 95%
prediction intervals. Beyond the intuition of extrapolation, these intervals show
that predictions past the EOL (capacity) should not be trusted. . . . .. ...
Graphical abstract for the proposed algorithmic framework. . . . . . . . . ..
Steps of Algorithm 1 applied to the internal resistance degradation curve of cell
b1c29 (non-predicted data). (a), step 1. (b), step 3. (c), step 4. (d), step 5. Step
2 is omitted as it has no impact here: n* is chosen as the final cycle number.
The width of the 95% confidence interval (computed by the non-parametric
bootstrapping procedure) for the elbow-point of this curve is 23 cycles, and for
the elbow-onset it is 38 cycles. . . . . . .. ..o
(a), Comparison of elbow-points obtained with Algorithm 1, [78]'s Bacon—Wiatts,
maximum curvature and slope changing ratio methods on a sample of cells from
the A123 dataset (from left to right b2c34, b1c30, b3cl5, b3cl, blc3). (b),
Comparison of elbow-points for all cells in the A123 dataset. One expects to see
a linear relationship between EOL and elbow-point; of the methods compared
only Algorithm 1 and the algorithm of Satopaa et al. [2011] recover a linear
relationship reliably, however, by examining plot (a), we see that Satopaa’s
algorithm selects the end point as the elbow. . . . . . .. ... ... .. ...
(a), Linear regression model linking the knee-point to end of life. (b), elbow-point
to end of life. (c), knee-point to elbow-point. (d), knee-onset to elbow-onset.
Every linear model is presented with a 95% confidence band on the plotted
regression line; all linear relations here are calculated from the A123 dataset
enriched with the predicted IR data for batch 8. Elbow points derived from the
predicted IR data are highlighted as open black circles; the reader will appreciate
that their inclusion did not significantly influence the linear regression results
obtained. . . . . .. L

Empirical model fitted to the capacity and IR curves of cell b3c12. . . . . . . .
Representation of the CNN architecture. The ‘x3’ notation denotes three

repeated blocks with the displayed configuration. . . . . . .. ... ... ...

137



FIGURES AND TABLES xiii

11.3

11.4

115

12.1

12.2

12.3

12.4

12.5
12.6

Plots of model predictions for nine randomly chosen test cells at randomly
selected input cycles. Model predictions are produced from data of a single cycle,
given the measured capacity/IR at that cycle. The prediction intervals (95%
and 80%) are calculated under a normality assumption from 100 predictions
with forward dropout applied. Moving from left to right, and then down a row
repeating, the ‘test cell’ displayed is b2c30, b8c20, b3c9, b2c14, blc7, b3c34,
b2c45, b3c26 and blc4. Here, we present the IR and capacity values relative to
the values measured at the input cycle. . . . . . . .. ... ... 162
a. Confusion matrix for prediction of EOL classes ‘short life’ (EOL < 550),
‘medium life’ (550 < EOL < 1200) and ‘long life’ (EOL > 1200), based on
quantitative prediction for test set. b. Actual EOL vs predicted EOL with
distribution of errors, showing a slight bias to under-predict EOL especially for
longer lived cells. c. Distribution of training data for EOL showing a significantly
lower amount of training data for long lived cells. . . . . ... ... ... ... 162
Plot of model’'s performance to predict RUL in the full setting, showing a mostly

linear improvement in performance as the prediction point approaches the EOL. 163

Sketch of high-throughput test example using 1000 channels and different phases
of the design of experiment and continuous test enhancement. . . . . . . . .. 170
Example for an ageing test plan for 2 years with 24 channels available. Each row
represents a channel and a) and b) describe two scenarios with a change of the
test plan after one year depending of having tested “enough” to capture variability.
Yellow denotes channels used to capture the cell-to-cell variability, green shows
the initial run of other stress factors, and blue and red show sequential tests on
the same channels. In a) after 1 year enough cells have been tested under the
same conditions, so additional test conditions can be tested with the available
channels. In b) the amount of data collected is not yet enough and additional
tests are started with the same ageing conditions. . . . . . . . .. ... . ... 171
Capacity fade trajectories (y-axis) over time (z-axis) for the six datasets
mentioned in Section 12.3 . . . . ... 172
Relative standard error (RSE) of sample standard deviation as a function of
sample size. Black continuous line given by deterministic RSE asymptotic
approximation of (12.4). . . . . . . ... 177
Probability of a random sample estimate with relative error not more than 25%. 178
Q-Q plots for the standardised distribution of cell slopes 5. The inset histogram

plots show the true (non-standardised) distribution of slopes for each dataset. . 179



FIGURES AND TABLES

Xiv

12.7 Q-Q plots for the standardised distribution of cell slopes 3 across the percent
input of time data as according to Table 12.4. Datasets are left-to-right and
percent input from top-to-bottom starting at 20% until 100%. The inset
histogram plots show the true (non-standardised) distribution of slopes for

each dataset and percentage of inputdata. . . . . .. ... .. ... .....

Tables

5.1 Theoretical convergence rates of splitting paths. Without the commutativity
condition the higher order schemes fail to match the word ww a.s. and the word
wwww in expectation. Strang splitting is a high order weak scheme as it matches
the integral wwr in expectation, which both SO3 and S04 fail to do. However,
while the paths SO3 and SO4 only obtain a global strong error of O(h), we
note that they have a local strong error of O(h?) compared with a local strong
error of O(h!?) for the Strang splitting (see Table 5.2). Green text marks high
order CONVErgence. . . . . . . . . . v it

5.2 Checking the conditions of Theorem 4.2.3 for example paths. Highlighted in red
are where the paths fail to satisfy the conditions in the theorem. D2, as defined

in (3.14), represents the d x d identity matrix. . . . . ... ... ... ... ..

6.1 Compute time to simulate 1000 sample paths of (6.2) with 100 steps (seconds)

6.2 Estimated compute time to produce 1000 sample paths of (6.2) with an error
of Sy =1073 (seconds) . . . . ...

85

86

6.3 Compute time to simulate 1000 sample paths of (6.11) with 100 steps (seconds) 90

6.4 Estimated compute time to produce 1000 sample paths of (6.11) with an error
of Sy = 1073 (seconds). () based on Figure 6.3 the Euler method would
require ~ 224 steps to achieve an accuracy of Sy = 1073, in combination with

Table 6.3 this gives an approximate time to run of 40.5 hours. . . . . . . . ..

9.1 NASA dataset repository: Related papers and the corresponding research
conducted. (See additionally Supplementary material Table 3 for full details.)

9.2 Overview of cycle ageing datasets. ‘gr’ stands for ‘graphite’, ‘Cal’ denotes
calendar ageing, 'Chrg’ charge protocol and ‘Dhrg’ discharge, ‘E' denotes
‘energy’. Here, we use ‘IR’ to denote both internal resistance and impedance.
No ‘test variables’ indicates that all cells in the experiment were cycled in the
SAME WAY. .+ . o v v v e e e

9.3 Panasonic 18650PF Li-ion Battery Data: Related paper and the corresponding
research conducted. . . . . . . . . ...

111



FIGURES AND TABLES

XV

9.4 LG 18650HG2 Li-ion Battery Data: Related paper and the corresponding research
conducted. . . . . . L
9.5 Overview of Driving cycle data. ‘cycle’ here denotes the use of different drive
cycle profiles, ‘E’ denotes ‘energy’. No ‘test variables’ indicates that all cells in
the experiment were cycled in the sameway. . . . . ... ... ... ......
9.6 Overview of Calendar Ageing degradation data. Here, ‘time’ denotes the fre-
quency at which ageing was interrupted to take measurements. . . . . . . ..
9.7 Non-publicly available Battery Data: Related paper and the corresponding

research conducted. (See additionally Supplementary material Section 3.)

10.1 Proposed architecture of convolutional neural network (CNN) model for pre-
diction of IR. Hyper-parameters are given in the format: filters, kernel size,
activation for convld layers; pool size for max_pooling; dropout rate for dropout;
nodes, activation for dense layers. . . . . . .. .. ...

10.2 Average performance of model to predict IR with 95% prediction intervals.

10.3 Average performance of capacity model trained on batches 1-3 tested on batches
4-8, with 95% prediction intervals. . . . . . . . ... ... ... L.

10.4 Coefficients of four linear regression models relating the knee-point (a) and
the elbow-point (b) to the end of life, the knee-point to the elbow-point (c)
and the knee-onset to elbow-onset (d), respectively. The p-values for 51 were
computed using the Wald test, and the small values allow the rejection of the
null hypothesis that a linear relationship does not exist. The 95% confidence
intervals for the estimated coefficients are calculated via bootstrapping. The
coefficient of determination, R?, of these linear regression models is (a) 0.9822,
(b) 0.9896, (c) 0.9818 and (d) 0.9520; all close to 1, showing that the fitted
models explain the observed datawell. . . . . . . . . ... ... ... .....

10.5 Result of RVM regressor for elbow-onset (a) and elbow-point (b) when predic-
tions are made from the first 50 cycles. The 90% confidence intervals (Cl) were
calculated via bootstrapping. The entry ‘With b87' refers to results computed
with (‘Yes') and without (‘No’) the inclusion of the artificially predicted IR data
of batch 8. . . . . . . . .

11.1 Proposed architecture of the CNN model for the prediction of ttk-o, Q@k-o, ttk-
p, QO@k-p, and RUL. The model can be trained to predict multiple points at once
(joint prediction) or separately. Hyper-parameters are given in the format: filters,
kernel size, activation for convld layers; pool size for max_pooling; dropout for
dropout; nodes, activation for dense layers. . . . . ... ... ... ... ...

11.2 Performance of proposed model to predict Capacity’s: ttk-o, ttk-p and RUL;
and IR's: tte-oand tte-p. . . . . . . . ..



FIGURES AND TABLES

xvi

11.3

11.4

11.5

121

12.2

12.3

12.4

Performance of model to predict future capacity and IR, when current capacity/IR
isknown. . . . ..
Comparison of results from works using the Severson dataset. For comparison
purposes, reported results exclude data from batch 8. Ordered by number of
cycles used and reported MAPE. Inputs listed are in-cycle measurements of
voltage (V), current (1), temperature (T), capacity as a function of voltage
(Q(V)); and cycle-to-cycle measurements of capacity (SOH), internal resistance
(IR) and time to charge (ttc).. . . . . . . . . . . . ...
Performance of proposed model to predict EOL and RUL when restricted to
batches 1, 2 and 3. We report performance both in the initial setting (input
cycle < 100 cycles) and the full setting. . . . . . ... ... ... ... ...,

Theoretical number of samples required to estimate the population standard
deviation for a range of maximum acceptable deviations (relative to o) and
confidence levels that this maximum will not be exceeded. The 68% confidence
row corresponds to the asymptotic RSE result of Equation (12.4) with the boxed
n=9standsfor RSE =0.25. . . . . . . . . ...
Sample sizes for the datasets of this study (at 25% maximum acceptable
deviation and 68% confidence) per dataset, and theoretical sample size estimate
(see Table 12.1). N is the total number of cells tested. . . . . . ... .. ...
Sample size for Attia-predicted (at 25% maximum acceptable deviation and
68% confidence) per dataset, and sample size theoretical estimate (see Table
12.1). Information on Severson-2019 and Attia-2020 kept for comparison.
Required sample size given the first 20,40, ...,100% of input data (at 25%
maximum acceptable deviation and 68% confidence). It should be noted that
the theoretical number of required cells is 9 regardless of input size (see Table
12.1). Severson-2019* denotes the results after an outlier cell is removed from
the Severson-2019 dataset (as justified below). . . ... ... ... ... ...

178

180



PART |
Path-based splitting methods for SDEs



Chapter 1

Introduction

In this chapter, we give a brief introduction to the numerical analysis of SDEs, focusing on

the necessary background material for this thesis.

A wide range of processes (such as in Finance, Biology and Physics [56]) can be modelled
by the following class of 1t6 SDEs:

dy: = f(y)dt + g(y)dWe , yo =19, (1.1)

with initial value 3y € R, where W = (W1,-.. W) = {Wi}ie[o,7) denotes a d-dimensional
Brownian motion, and f : R® — R® and g : R® — R*¢_ For many choices of f and g
there is no explicit solution available. It is thus necessary to develop and analyse numerical
schemes for approximating the solution. There exists a vast body of research dedicated to

this topic, for a wide range of applications and assumptions (see e.g. [57] and [59]).

In many applications, one is interested in calculating the expected value of some functional
1 of the SDE (1.1)

ﬂwmﬁzﬂ.

For example, in the pricing of financial derivatives, ¥ would be the payoff function. The
usual approach to estimating this expected value is the Monte Carlo estimator:

Definition 1.0.1 (Monte Carlo estimator). To approximate the expected value of some
functional 1 : R® — R, as is usual in numerics, we adopt the standard Monte Carlo estimator.

Given M independent samples (y’)f\il of a random variable y, define the estimator

| M

M i

= — . 1.2
W = 7 L V) (12)
Remark 1.0.2. If1)(y') has finite second moment then by the central limit theorem

VMM —E[)(y)]) S N(0,Var(y(y))) ,
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1

that is, Y™ converges to its expectation with a rate of O( Where -5 denotes

g\/

2

convergence in distribution (see e.g. [59]). Where by N (u,c?) we denote the normal

distribution with mean . and variance o?.

~—

Of course, we do not always have the ability to draw independent samples of a random variable.
For us, the random variable in question is the value of the SDE (2.1) at some time 7" > 0.
Our approach (when an explicit solution is not available) is then to construct a numerical
approximation (Yk) __, of the solution. Loosely speaking, we construct this numerical scheme
iteratively as a function of its previous value. Over a grid 7y = {to,t1,...,tn} with timestep
h = tg+1—tx and some random variables w1 (usually approximating the Brownian motion).
That is

Yiy1 = F(Yk, hywr 1) with Yy :=yo .

Each step Y}, provides our approximation for y;, . If 1 depends only on the final value yr,
we then replace M by

1 M
M._ L i
=1
where each YK, is an independent realisation of our numerical approximation. We are
interested in the error of this estimation, and in particular the speed at which this error

decreases. This error can be broken into multiple components:

[El(yr)] = &M = [Ele(yr)] - EON)]] + [E[p (8] =Y

~ > (.

h '
‘Weak error’ Monte Carlo error

As in Remark 1.0.2, the Monte Carlo error is controlled by the sample size M and is of
size O(l/\/M) This error can be improved by taking more samples, or by using a different
estimator than the Monte Carlo estimator. Examples of such alternative approaches are
various variance reduction techniques (see e.g. [34] for an overview) and Multi-level Monte
Carlo (see [24] and Section 1.3 below). The main focus of this thesis will be on the error
which we incur by our choice of numerical scheme (in the above example we would interested

in the ‘weak error'), and in constructing numerical schemes which minimise this error.



1.1. Convergence of numerical schemes 4

1.1 Convergence of numerical schemes

We concern ourselves with two types of convergence: ‘strong’ convergence and ‘weak’
convergence. ‘Strong' means convergence in an L? sense and ‘weak’ means convergence
with respect to certain test statistics. Concretely, for an approximation Y and a true solution

y, we define
1
‘Strong error’ := E[Hy - YHQ] 5

‘Weak error’ := ||E[¢(y) — ¢(Y)]|

where 9 : R® — R! is some test function. Our interest is then how quickly these errors
converge as a function of the step size A with which we run our numerical schemes.

Definition 1.1.1. A numerical scheme is said to ‘converge with global strong order p’ if

N|=

E| |yt — Yil*]* = 0) . (1.3)

for every k € {1,...,N}.
Definition 1.1.2. A numerical scheme is said to ‘converge with global weak order p’ if, for

some smooth test function ¢ € C* (R, R!),

|E[¢(yrxn) — (YR ]| = ORP) ,

for every k € {1,...,N}.

The above error rates are defined globally; However, it is usually much easier to prove ‘local’
error rates. Local errors are the error made over a single step of the numerical scheme and
are smaller than the global error. The global error rates can then be inferred from the local
rates. To obtain the global strong error rate we appeal to the following classical result of
Milstein and Tretyakov [48]:

Theorem 1.1.3 (Fundamental Theorem on the mean-square order of convergence [48,
Theorem 1.1.1]). Let Y1 denote a one-step approximation of y, both from initial value

y € R® with time step h. Suppose that the following inequalities hold

1
E[lyn — Y1||2]2 < KA1+ HyH2 x hP and |E[yn — Y1]| < K4/1+ HyH2 x h? |

for

N
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Then, for any N and for any k€ {1,...,N}

Iy~ Yill]* < Ky/1+ Bl 1

Remark 1.1.4. As we will show later in the text (see Section 4.3) the global weak error can

N

easily be obtained from the local weak error, by a telescoping sum argument. With a local

weak error of O(hP) implying a global weak error of O(hP~1).

1.2 Numerical schemes

The number and variety of numerical schemes designed for SDEs is vast, and a full review
of such methods is beyond the scope of this thesis. We instead point the reader to the
books [48, 57, 59] and mention a few basic schemes to provide motivation or for later use
in numerical examples. We will also introduce ‘splitting schemes’ which will be the main

focus of this work.

1.2.1 Basic schemes for 1téd SDEs

Perhaps the most basic and widely used scheme is the Euler-Maruyama (or ‘Euler) method.
This method achieves a strong order of O(h'/?) and a weak order of O(h). While it is often
the first choice of numerical scheme, in many applications it is a poor one, performing far
worse than more informed schemes (See e.g. our numerical examples in Chapter 6).

Definition 1.2.1 (The Euler-Maruyama method). We can construct a numerical approxim-

ation of (1.1) by setting Yj, = yo and for time step h iterating

Yir1:= Yo + f(Ye)h + g(Yi) Wy, (1.4)

U411 o

where W ; := Wy — W denotes the Brownian increment.

The Milstein scheme is an improvement on the Euler scheme. It achieves this improvement
by including an additional term from the Taylor expansion of the stochastic integral. This
method achieves a strong order of O(h) and a weak order of O(h). In fact, no ‘increment
only’ scheme (one using only the Brownian increment W, ;) can achieve a strong rate of
convergence higher than O(h'/?) [7].

Definition 1.2.2 (The Milstein scheme). We can construct a numerical approximation of

(1.1) by setting Yy, = yo and for time step h iterating

1
Yiert 1= Yi+ FVOh + 9V Ways + 56 (V)g(Vi) (W3, + Ab s — hD3) |
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where D3 (defined in (3.14)) denotes the d x d identity matrix, ® denotes the tensor product
(see Definition 1.4.7) which for two vectors x, € R? is given by t®y = xy' = {ziy;hi<ij<d
and A, denotes the Lévy area of Brownian motion (here defined with It6 integrals, see

Definition 3.2.1 for the equivalent definition with Stratonovich integrals), which is defined as

t t T
As,t = f Ws,r ® dWr - (f W577~ ® dWT> .
When d = 1 the Lévy area is zero and so the Milstein method becomes

1
Vit = Vi + SV + 900 Wi, + 50 (g% (We — ) . (15)

The Euler-Maruyama scheme (1.4) and the 1D Milstein method (1.5) are both easy to
implement. Since Brownian motion has independent increments and is independent in its

coordinate processes, at each step we simply need to generate
Wtkutk+1 ~ N(Oahld) >

(where by 1, we denote the vector of length d containing only 1's) and to propagate forward

the schemes as defined.

However, in multidimensions the Milstein method also requires the simulation of the Lévy
area A, ;. Exact generation of A has only been proposed for d = 2 [22] and this is known
to be a difficult problem in general [9]. However, as we will show in Section 3.6, when the
diffusion matrix g of the SDE satisfies the commutativity condition (2.2) the Lévy area does

not need to be generated due to cancellations in the Taylor expansion.

The explicit schemes above are designed for It6 SDEs; However, it is actually easier to
develop high order schemes for Stratonovich SDEs. So, we instead write the [t6 SDE (1.1)

in Stratonovich form:

dy: = f(ye)dt + g(ye) odWy, yo =1y (1.6)

where f(y) := f(y) — %g’(y)g(y) is the drift after applying the 1t6-Stratonovich correction.
The main benefit to working with Stratonovich SDEs is algebraic in nature and will be

explained throughout the text.
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1.2.2 Splitting schemes

In this thesis, we will focus on ‘splitting schemes’ as an approach to discretize the Stratonovich
SDE (1.6). Spitting schemes for SDEs are inspired by an idea originating in ODE numerics
(often referred to as ‘operator splitting’ see e.g. [45]). Consider the following ODE

dry = (A+ B)xydt , zp=x
where z € R%, and A and B are time independent d x d matrices. Which has exact solution
Ty = exp <(A + B)t)xo )

The observation of operator splitting is that, if A and B commute, we can instead write

z = exp (At) exp (Bt)zo . And we may then solve the sub problems

exp (At> and exp (Bt) ,

sequentially. In fact, this splitting can be justified (using the Baker-Campbell-Hausdorff
formula) in general and has proven to be an effective approach to numerically solving ODEs.

For example, a Strang splitting scheme of the above ODE over the interval h := tx, 1 —ti is

Xki1 = exp (gA) exp (hB) exp (gA)Xk ,

where exp(V')z denotes the solution z; at time u = 1 of the ODE 2/ = V(z), 2(0) = «.

Splitting schemes for SDEs are also defined through composition of subsystems. For example,
we could separate the drift and diffusion part of the SDE. And in this way, higher order
convergence can be obtained. A Lie-Trotter splitting solves either the drift or diffusion first,
followed by the diffusion of drift respectively. At each stage, the solution to the previous
step is used as the initial value for the next. This gives the following splitting

Definition 1.2.3 (The Lie-Trotter splitting scheme). We may construct a numerical
approximation for the SDE (1.6) by setting Yy = yo and for timestep h iterating

Yiy1 := exp (9(‘)Wtk,tk+1) exp (f(‘)h>Yk :

An improvement upon the Lie-Trotter splitting is a Strang splitting which symmetrises the
approach. The Strang splitting solves the drift part up to time h/2, then solves the diffusion
part up to time h, before again solving the drift part up to time h/2. Which gives the
following splitting:
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Definition 1.2.4 (The Strang splitting scheme). We may construct a numerical approxima-

tion for the SDE (1.6) by setting Yo = yo and for timestep h iterating

Vi = exp (100 ) exp (90O ) ex0 (1005 ) i

In the commutative case, both the Lie-Trotter and the Strang splitting achieve a strong
order of O(h). But the Strang splitting achieves a weak order of O(h?) compared with the
Lie-Trotter's weak order of O(h) (see Table 5.1).

An extension of the SDE Strang splitting is the Ninomiya-Victoir splitting, which solves each
column of the diffusion matrix in turn. Concretely:
Definition 1.2.5 (The Ninomiya-Victoir scheme [55]). We may construct a numerical

approximation for the SDE (1.6) by setting Yy = yo and for timestep h iterating

}/}k-i-l? ifng =1,
Yii1 =

~

Yit1, ifng=—1,
where ny, is an independent Rademacher random variable and i}k+17 171”1 are given by
Fovs = o (705 ) o0 (W) oo (WL, ) oo (705) i
oo (0L o (0. ) - (2 o (105

where g; denotes the i'th column of g.

1.3 Multilevel Monte Carlo

As noted in Remark 1.0.2, the error of the standard Monte Carlo estimator is governed
by the variance. One well established and popular approach to improving upon this and
reducing the variance of the resulting estimator is Multilevel Monte Carlo (MLMC). We
point the reader to [24] for a general overview of the topic, and this section is largely based
on the description therein. In Section 6.3 we will show how some of the high order splitting
paths presented in this thesis can be incorporated with MLMC. The idea works as follows.

Let P, denote an estimate of E[¢(yr)] generated with timestep

T

hfzﬁu

(=01, ,L.
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By a telescoping sum argument we have that

L
E[PL] = E[P] + ) B[P, — Pra]
(=1
and each expected value on the RHS can then be replaced by its own coupled Monte Carlo

estimate. Introducing the following independent Monte Carlo estimators

1 (0,4) 1 (€,7) (€,2)
Zy = E Py and Zy = E (P P ’Z) , 1.7
0 No = 0 ¢ Ny = ¢ =1 (17)

where, for each 1, Pé(g’i) is an independent sample of P at level £. To calculate the difference
Pe(e’z) — Pﬁ’i) it is typical to simulate both Pg(e’l) and PX’?
The superscript £ is included to indicate that each correction term uses a different Brownian

path. The MLMC estimator is then defined by

with the same Brownian path.

L
GMME(Ng, . NL) = D 2 (1.8)
(=0

The key freedom here is the choice of values for Ny > Ny > --- > Np. A smaller step size
means taking more steps to reach the final time 7" and thus an increase in computation cost,
but this comes with the benefit of improved accuracy. A larger step size will take less time to
compute, meaning many more (less accurate) samples can be generated in the same length
of time. MLMC exploits this fact by calculating a large number of less accurate estimates
and a smaller number of more accurate estimates. By a careful balancing of the different
levels involved, a higher accuracy can be achieved for a fixed computational cost than could
have been achieved with a standard Monte Carlo estimator.

Theorem 1.3.1 (MLMC complexity (Theorem 1 of [24])). Let P denote a random variable,

and let P, denote the corresponding ¢ level approximation.

If there exists independent estimators Yy based on Ny Monte Carlo samples (as defined in
(1.7)), and positive constants «, 3,7, c1, ca, c3 such that o > %min(ﬁ,y) and
1. |E[P,— P]| <12,
E[R], (=0
E[P,— Pi—1], £>0
3. Var(Z;) < coN; 1275
4. E[C/] < csN2""

2. E[Z]=
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where Cy is the computational cost of Yy. Then there exists a positive constant c4 such that
for any ¢ < e~ ! there are values L and Ny for which the MLMC estimator (1.8) has a mean

square error with bound
_ 2
E[(@Z)MLMC(NOa?NL)_E[P]) ] <62 )

with a computational complexity C with bound

045_25 ﬁ>75

E[C] < 646_2(10g(€))2 B=7,
I

Let V; denote the variance of Py — P;_1 (which we estimate) and Cy the cost to produce a

single sample of P, To achieve a total variance of £2/2, the optimal choice of Ly is given by

, (1.9)

N - [zm (z m)

and the total computational cost is therefore
L 2
C=c2 (Z \/VZCZ> : (1.10)
=0

The constants « and (8 appearing in the MLMC complexity theorem (Theorem 1.3.1) are
related to the 'weak’ and 'strong’ error rates of the numerical scheme used to generate the
samples Pg(e’i). For PE(“) = w(Y]E,M)), where Y]E,Z’i) is a sample generated by our chosen
numerical scheme with time step Ay, « is the weak error rate of the numerical scheme. And

when the functional v is assumed to be Lipschitz with Lipschitz constant L we have that
_ i £=1,)\ )2 _ X 0—1,i) 2
var(Ze) < Ny 'E[[o (Vi) = w (i < N R[S - TP

by the triangular inequality (adding and subtracting y) we can then link the right hand side
of this to the strong error as defined in (1.3). A numerical scheme with a high strong order
will thus reduce the variance at each level in the MLMC. This will reduce the number of
samples needed at each level and reduce the number of levels required. We demonstrate this
in Section 6.3 using one of the high order splitting schemes presented in this thesis. The

parameter -y is related to how the computational cost Cy increases with ¢.
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1.4 A brief introduction to tensors

The central object of our study will be the iterated integrals of the time-Brownian path
{(t,Wi)}s. These integrals are ‘tensors’. For our purposes (working in R¢) it is sufficient
(and perhaps more enlightening) to adopt the following interpretation of ‘tensor’ common
in the context of machine learning:

Definition 1.4.1. A tensor is a multidimensional array (or matrix).

With this perspective, we can easily isolate scalar components of the tensor by indexing. We
refer to a tensor which requires m indices to isolate a scalar component as an ‘m-tensor’.

Example 1.4.2. As an example, for the 3-tensor

aill  ai2i a112  ai122
A= G211 a221 ’ G212  a222 )
a3zl as21 a312  a322

A111 = ainy, Ane = anz , Asz = asa1 and Aigg = aige. A, here, is in R? @ R @ R?.

At times it will also useful to refer to the columns of a tensor, in which case we drop the
first index. So, when indexing an m-tensor by m — 1 indices we are referring to the columns
of the tensor (one could extend this convention to refer to matrices, lists of matrices etc.).

For the above example, we would write

aii ai21 aii2 a122
A= |aa |, A21=|a |, Ai2=|a2e and Az = | agm
asii aso1 asi2 a322

Remark 1.4.3. Anm-tensor A is RMQ@R2®- - -QR¥™ -valued. As the spaces are isomorphic,
we will often instead write that A € R *d2x > dm

We will now define two different notions of multiplication for tensors. The first of these is a
generalisation of matrix multiplication:

Definition 1.4.4 (Matrix multiplication of tensors). Let A € Rd1*d2xxdm pe an m-tensor
and B € RPr*P2XXPn pe an n-tensor. If (dp,, ... ,dm—r+1) = (p1,...,0k) for k < m and

k < n, then AB is an (m + n — 2k)-tensor and

d’rnka»l dm
(AB)aﬁ = Z T Z ‘A'Oéim—lc+l“"L'm‘Bim"‘”L'mkarlf3 ’
Im—k+1=1 im=1

where o := i1+ iyp—_k+2 and B := jgi1- - jn. Ifn =k, then 5 := {} (the empty index).



1.4. A brief introduction to tensors 12

In the above definition, it should be emphasised that the matrix multiplication of tensors is
only defined for compatible tensors. So, for A € R2%3 B e R3*2 and C' € R*2%3 e have
that AB € R?*2, BA € R3*3, CB € R? and CA is not defined. The multiplications AC and
BC are defined if d = 3 or d = 2, respectively. One can also encode ‘vector’ multiplication
in this way by ‘re-indexing’: where we understand that column vectors are R%*!-valued
and row vectors are R'*? valued. To demonstrate the matrix multiplication of compatible
tensors we give the following example:

Example 1.4.5. Taking A as defined in Example 1.4.2 and

a111b11 + a121012 + a112b21 + a122b22

b1 b1
B := ,  we have AB = a211b11 + a221b12 + a212b21 + a222b22

ba1  ba2
a311b11 + az21012 + azi12b21 + asz2boo

Remark 1.4.6. With the notion of multiplication as defined in Definition 1.4.4, we may
view a tensor A € R1>**dm a5 o mulilinear map from R > xdm to Ré>**dk—1 (for any
2 < k < m). When this understanding is useful, we write A € L(dex”'x‘im,Rdlx“'x‘ikﬂ),
where L(E, F) is the space of multilinear maps from E to F'.

The second notion of multiplication we are interested in is the ‘tensor product’ between two
tensors, which can be defined as follows:

Definition 1.4.7. For two tensors A € R4 **dm and B e RP1*"*Pr we define the tensor

product @ : RI ¥ Xdm o RP1XXPn _y RV} XdmXP1X-XPn component wise by

(A® B) = Aiyin, Bjy i -

it imgtgn

For an m-tensor A and an n-tensor B, A® B is an (m + n)-tensor. Multiplication by scalars
is understood component wise.

Writing explicit examples for the tensors product could quickly become cumbersome, so we
will only provide the following two simple illustrations:

Example 1.4.8. Let

T Y1 21
T = ) Y= and Z = ,
(5”2> (3/2) (”)

then we have that

s X
r®y = ( 191 1y2> and

T2Y1 T2Y2

T1Y121 T1Y221 T1Y122 T1Y2%22
TRYR 2z = ,
T2Y121 T2Y271 TaY1z2 T2Y222



1.4. A brief introduction to tensors 13

For two tensors of the same dimension (living in the same space) we understand addition in
the direct element wise sense. One can see that these two operations endow the space of
tensors with an associative algebra.

Proposition 1.4.9. The tensor product & is right and left distributive, and associative.
That is, for tensors A, B,C € (Re)®m,

(A+B)®C=A®C+B®C, (1.11)
AR(B+C)=ARB+A®C, (1.12)
(AR B)®(C =A®(BRC) . (1.13)

The tensor product is not commutative.

Proof. These properties are clear from the definition of the tensor sum as component wise
scalar addition, and the tensor product as a component wise scalar multiplication. That the

tensor product is not commutative should be clear from Example 1.4.8. O

Properties (1.11) and (1.12) hold separately so long as the addition is defined (i.e. when
A, B e (R)®™ or B,C e (R®)®™). The associative property (1.13) holds in general.
Remark 1.4.10. When we write iterated integrals in tensor form it should be understood in

an element wise sense. So, formally, for

dX := dzy and dY := i )
dxo dys

jde@)dY:jf(dX@dy) _ (SSd:mdyl Sgdmdyz) .

S S dxodyy S S dxodyo

1.5 Notation and spaces
Here we introduce some notation and spaces that will be used throughout the text.

Let C*(R®, R?) denote the space of k-times continuously differentiable functions from
R° to R, and let CI’fip(Re,]Rd) < CF(R®,R?) denote its subspace of Lipschitz functions.
Throughout, | - || will denote the standard Euclidean norm on R"™, and by LP(R¢) we
denote the space of R®-valued p-integrable random variables (i.e. E[|X|?] < o). Given a

continuous path v : [0,1] — R™, we will denote its length using the notation,

1 N-1
Pliargon = [ 160 =  su (Z »y(mn—v(mu).
1=0

O=ro<ri<--<ry=1,
N=0.



Chapter 2

Splitting methods

as piecewise linear paths

2.1 Introduction

We present a study of high order path-based splitting methods for Stratonovich SDEs of the

form
dye = f(ye)dt + g(ys) 0 dWy, yo € L*(R®), (2.1)

where W = (W1l ... W) = {Wi}ieo,) denotes a d-dimensional Brownian motion, and
the vector fields are given by f € C2(R®,R®) and g = (g1, - - , gq) € C3(R, R®*?) where we
understand g(y;) o dW; = Z?:I gi(yt) o dW}. We focus on Stratonovich SDEs for algebraic
reasons: as we will make clear later the text, Stratonovich integrals yield the ‘same’ chain
rule and integration by parts formula as Riemann-Stieltjes integrals, aiding our analysis.
The schemes we propose are of course still applicable to 1t6 SDEs, after the appropriate
correction term is added to convert the SDE to Stratonovich form.

We are particularly interested in SDEs satisfying the following commutativity condition, as

this will help us obtain higher order convergence,

9i(v)gi(y) = 9;(v)gi(y) , YyeR. (2.2)

Where the columns {g;}1<i;<q of g can each be viewed as a vector field on R®. We also

assume g; are globally Lipschitz continuous with globally Lipschitz derivatives.

Without the condition (2.2), high order numerical methods for SDEs require the use, or
approximation, of second iterated integrals of the Brownian motion [61]. Generating both
the increments and iterated integrals, or equivalently Lévy areas, of Brownian motion is a
difficult problem [7, 9] and beyond the scope of this study. We refer the reader to [8, 14, 15,

22, 52, 68] for studies on Lévy area approximation. Nevertheless, there is a large variety of

14
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SDEs used in applications that satisfy (2.2), such as SDEs with scalar, diagonal or additive
noise. While we focus on schemes for SDEs satisfying the commutativity condition (2.2),
the error analysis that we introduce for establishing convergence is generic and does not rely

on this condition.

Numerical
W Method

(Discretized) Brownian motion (Discretized) SDE Solution

Fig. 2.1: In the Monte Carlo paradigm, information about the Brownian motion is generated and
then mapped to a numerical solution of the SDE. Typically, only Brownian increments are sampled.

2.1.1 Overview of part |

Our aim (in the first part of this thesis) is to present a unified framework for the design
and error analysis of splitting schemes. This analysis is built on a novel perspective which
views splitting schemes as replacing the driving time-Brownian path {(¢, W;)}[o,7] of the
SDE (2.1) with a piecewise linear path with random coefficients (see Section 2.2). With this
perspective we can compare the solutions of the SDE and the differential equation driven
by this ‘splitting path’ by Taylor expanding both. As we show in Section 2.4, these Taylor
expansions are remarkably similar. And, it turns out that the key difference between these
two Taylor expansions is the iterated integrals which appear in them. By constructing a
‘splitting path’ whose iterated integrals (path integrals) ‘match’ the iterated time-Brownian
integrals we can obtain a high order of numerical convergence. In Section 2.3 we introduce

assumptions on the splitting paths needed to enable our analysis.

In Chapter 3 we focus our attention on these iterated integrals. In Section 3.1 we look at
the algebraic properties of the iterated integrals, where we see that both types of iterated
integrals share the same integration by parts formula. This enables us to isolate the symmetric
and anti-symmetric components of the iterated integrals which will ultimately allow us to
prove the importance of the commutativity condition (2.2) in Theorem 3.6.2. In Section 3.2
we introduce Lévy Area’s of the Brownian motion, these can be viewed as components of the
iterated integrals and will be used to construct the high order splitting schemes we propose.
In Section 3.3 we calculate the values of the iterated Brownian integrals, showing us the
values which the path integrals need to match. In Section 3.4 we present an algorithmic
approach to automate the calculation of the iterated path integrals, this will speed up our
comparisons. In Section 3.5 we obtain L? estimates for the iterated path integrals, these
will be used for our strong error analysis. We conclude the chapter in Section 3.6 where
we show that the commutativity condition (2.2) simplifies the Taylor expansions making it

easier to obtain high order convergence.
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In Chapter 4 we present our error analysis of path-based splitting schemes. Section 4.1
presents our local error analysis which will be used in Sections 4.2 and 4.3 to obtain global
strong and weak error rates. Our main convergence results are given in Theorems 4.2.1 and
4.3.1.

In Chapter 5 we present new high order path-based splitting using the Lévy areas of Section
3.2. We apply our error analysis to these paths in Section 5.2 and in Section 5.3 we show

how these paths were derived.

We conclude our study in Chapter 6, applying the path-based splitting schemes to several

numerical examples.

2.2 The path perspective

Inspired by rough path theory [20], which views SDEs as functions that map Brownian
motion to continuous paths (see Figure 2.1), we propose an approximation 47 = {y; },c[01]
for (2.1) that comes from the controlled differential equation (CDE),

dy) = f(y)) dy"(r) + g(y)) dy*(r), Yo = Yo, (2.3)

or equivalently

yl =y + fo fyl) dy™ (u) + JO g(y) dy®(u),

where v = (77,7*)" : [0,1] — R'*? is a parameterised (continuous) piecewise linear
path designed to match certain iterated integrals of the ‘space-time’ Brownian motion

{(t, Wt) }1ejo,r)- Since the path v is piecewise linear, it immediately follows that

1
dvy(r) = P — Yririgr AT
for r € [ri, mi+1]. Where r; € [0,1] is the parameter value at the start of the i'th piece of
7, and 7, .., is the increment of the linear piece. Therefore the CDE (2.3) reduces to a
sequence of ODEs, corresponding to each piece of . These ODEs can then be discretized
by a suitable ODE solver, such a Runge-Kutta method. Furthermore, we will see that this
approach can be interpreted as a splitting method. We thus refer to these paths as ‘splitting
paths’. We refer the reader to [4, Section 3] for an overview of splitting methods for SDEs.
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Example 2.2.1. Let v = (y7,v¥)" : [0,1] — R'* denote a piecewise linear path where

the vertices between pieces are at r; := % for 0 < ¢ < 3 and the increments are

w

AY
(A,0), ifi=0 4 rm— pp— -
Vriripn = 1 (0,B), ifi=1 |:3
(C,0), ifi=2.
[ --------- A -- —i—» ‘T

Replacing the driving Brownian path t — (t,W;) in the SDE (2.1) with the parametrisation
r — 7y, the approximating CDE (2.3) reduces to the sequence of ODEs

1
dy! = f(y) x 3Adr . for re |0,
:1 2: '
dy) = g(y)) x 3Bdr , for re 33| with yl = yo .
:2 Z
dy) = f(y)) x 3Cdr , for re §,1

Practically, it makes more sense to solve the sequence of ODEs each over the interval [0, 1].
Thus removing the artificial scaling factor of 3 (corresponding to the number pieces in the

path). In which case, we may formulate the CDE driven by path ~y as the splitting
yl =exp (f(')A) exp (g(')B> exp (f(')C)yg :
where exp(V')x denotes the solution z at time u = 1 of the ODE z' =V (z), z(0) = x.

More generally, CDEs are one of the key objects in rough path theory [20, 21, 43] (often
referred to as ‘rough’ differential equations). However, we emphasise that while our approach
takes inspiration from rough paths we are not working with rough paths — and no p-variation
or lift maps are used. Instead, we will heavily draw upon ideas and interpretations from
rough path theory. Similarly, we point towards [5, 17, 30, 32, 50, 51, 58] as works presenting
results for stochastic processes or continuous data streams, without ‘rough path’ statements,

but making use of the machinery and insights that are provided by rough path theory.
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In terms of proof methodologies for the error analysis, it is worth noting that ours differs
from previous works on splitting methods for SDEs [4, 16, 29, 38, 49, 53, 55, 65], which are
either extensions of the Strang splitting [64] or use the Baker-Campbell-Hausdorff formula
for expanding the compositions of ODEs (see [49] for the latter). For some perspective, we
present an informal version of our main result, Theorem 4.2.1, which describes our approach
to high order splitting methods for commutative SDEs.

Theorem 2.2.2 (Convergence of path-based splitting for SDEs (informal version)). Given a
fixed number of steps N, we will define a numerical solution Y = {Y};}o<r<n for the SDE
(2.1) over the finite time horizon [0,T'] as follows,

Vi1 1= (Solution at time r = 1 of CDE (2.3) driven by 7y, : [0,1] — R'*%)(Y}),

b ol LI

sufficiently regular (see Assumption 2.3.1), and for some fixed p € {5 },,en Satisfies

where each piecewise linear path ~y; is constructed from {Wt :te [

1. the iterated integrals of ;. and (t, W;) with order* less than p — % coincide,

2. the iterated integrals of vy, and (t,W;) with order p match in expectation.

Then, there exists a constant C' > 0, such that for sufficiently small h = % we have

D=

1
B[ - ynl?] < CBr-3. (2.4)

forke{l,---,N}. If p=2, and the SDE satisfies the commutativity condition (2.2), then
the estimate (2.4) holds under the assumption that each y is sufficiently regular and has
coordinate processes {,’ "V <i<q that are independent, symmetric and satisfy

Y1) = A 0) = Win gesnns T6(1) = 27(0) = b, (25)
1 , . (k+1)h
j (V2 () = 72 (0)) dnf () = j Wiy o du, (2.6)
0 kh
1 . .
E[ f (VZ’”(T)—V?’Z(O))Qd%(r)]=;h2- (2.7)

1. For iterated integrals of the Brownian motion or path « we denote by ‘order’ the size of the integral with
respect to the interval ¢t — s. Each dW; adds 1/2, and each dt adds 1 to the order. This is made precise in
Section 2.4.
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2.3 Assumptions on the splitting path and a preliminary result

Here we introduce our main assumption on the splitting path, namely that it scales like
Brownian motion. This assumption is easily justified as the splitting path is replacing and
estimating a Brownian motion.

Assumption 2.3.1 (Brownian-like scaling). Let v = (v7,7“)T : [0,1] — R pe a
piecewise linear path with m € N components that have, almost surely, finite length. For

i = 0, we denote the increment of the i'th piece of v by 7y, and assume that

Tit+1

Vririyy o the increment in the time component of v, is deterministic.

Vrirs, SCales with the step size h and the increment in the space component, 7,

has finite even moments scaling with h. Concretely, we have

Ti+1’

7:i,ri+1 = O(h)7 and E[‘(,’Y??Z,T‘prl)jpk] = O(hk)’

for every j € {1,...,d}.
Remark 2.3.2 (Comment on Assumption 2.3.1). We impose that " is deterministic for
convenience and, inspecting the proof, one may be able to lift this constraint. Moreover, we
expect our methodology can accommodate for randomised algorithms (see [3, 27, 36, 37,
62] for examples of SDE solvers with a randomised time component).
We now present a moment bound for the CDE, which will be used to control remainder
terms of the Taylor expansion discussed later. Following the approach of [20, Theorem 3.7],
we obtain the following result, Theorem 2.3.3.
Theorem 2.3.3 (Fourth moment bound for CDEs). Let ~y satisfy Assumption 2.3.1 and let
Yy denote the solution to (2.3) with y] € L*(R®). Suppose that f and g satisfy

W) <A +yl), and Jg(y)]| < C1+ [yl), (2.8)

with E[ exp (16053 |dy(u)[)] < . Then there exists a positive constant C > 0, depending
only the path ~y and the growth constant C' in (2.8), such that for r € [0,1],

B[y — vd*] < Ch?(1 + E[[yo]]). (2.9)

Proof. Let G : R¢ — Re*(4+1) have first column given by f : R® — R¢ and the rest
of the matrix given by g : R® — R®*¢. Then the growth assumption (2.8) implies that
|G(y)| < C(1+ |y|l). Thus, by direct application of [20, Theorem 3.7], we have

ly? =y | < C(A+ [ygl) exp <2CL Idv(U)> L |dy(u)],
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for r € [0, 1]. Consequently,

(1 + 1) exp <80L’" |dv(U)\) <L7" |dV(U)|>4]
<ot _|_E[”y(')7”4])E|:exp (160LT|dfy(u)|>]5E[<£" |d7(u)|>8r

< Ch2(1+ E[Jyo)]),

E[ly) — '] < C'E

where we used the independence of yg and +, the Cauchy-Schwarz inequality and

E[(ﬂ|dv<u>r)8] <E[(J |dv<u>|)8] —E[(ng H%MH)SI
< §1E[mm\8] - o),

which follows by Jensen's inequality and Assumption 2.3.1. O

Remark 2.3.4. The assumptions we make on the functions f and g are more relaxed than
the assumptions of [17] (which assumes C* and bounded), where the optimal estimates of

Brownian integrals used in this work were originally derived.

2.4 Stochastic Taylor expansions

Our approach to the error analysis of splitting schemes is to Taylor expand both the SDE
(2.1) and the CDE (2.3) (driven by a splitting path 7), and to compare the corresponding
iterated integrals from each. In this section we present these Taylor expansions. By matching
the lower order terms in the Taylor expansions and showing that the remainder terms are
higher order, we can bound local errors for our splitting schemes. We then apply Milstein
and Tretyakov's framework for mean-square error analysis [48] to obtain a global strong
convergence rate — which is our main result in Theorem 4.2.1. Similarly, by a telescoping

sum argument, we obtain the global weak error — presented in Theorem 4.3.1.

First, let us introduce some short hand notation to aid presentation. We encode the order of
integration (dW vs dt) by the multi-index (word) a = (a1, - ,ap) € {7,w}", and define
the iterated integrals of W and 7 : [0,1] — R'*? as

h rr1 Tn—1

I.(F) ::L L JO F(y,,)dBX dB%2 | .- dB%—1dB", (2.10)
1 rrm Tn—1

I(F) :=j f f P ) dy® (r) - dy® (1), (2.11)
0 JO 0
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where y and y” are the solutions of the SDE (2.1) and its CDE approximation (2.3),
F:R® - R dBI =dr, dBY = ®odW, and, if y(r) = (77 (r),7*(r))T, then we write
dy(r)™ = dy"(r) and dy(r)* = ® dy“(r). We denote the set of words by A = Uy,>of{7,w}".

We also define the integrals,
Jo(F) i= Io(F) = F(yo)Ia(1),  JI(F):=I(F) = F(yg)I3(1), (2.12)

where we understand I,(1) and I3(1) as defined in (2.10) and (2.11), but with F(y)
replaced by the scalar 1. For a given word o = (o;)1<i<n, we will define its order by
ord(a) := |al, + 3|alw, where |af, := 37 | 14, and |aly, := 37 1o, .. We denote

the length of a word by |&].

2.4.1 Stratonovich Taylor expansion

Letting y denote the solution to (2.1), we have the following chain rule (see [20, Exercise
3.17]) for any function F' e C*(R®),

F(yr) = F(yo) + L F'(ys)odys, 7=0. (2.13)

By expanding ‘dys' and iteratively applying (2.13), we obtain the Taylor expansion.
Proposition 2.4.1 (Stochastic Taylor expansion of the Stratonovich SDE (2.1) [2, Proposi-
tion 1.1], [35, Theorem 5.6.1]). Let p e {k}en, f € C% (R, R9), g € C70) 1 (R, Re<Y)
and € CE?p(Re, R!). The Stratonovich Taylor expansion of (2.1), up to order p, is

) = 00+ ) Vi@ ) a(1) + Ryl o), (2.14)
a€eA,
ord(a)<p

where, we recall the definition of ord(c) := ||, + 3|a|., after equation (2.12), and

Rp,lb(ha Yo) = Z JD!(V¢(Q))’ (2.15)
a€eA,
ord(a)=p

with the vector field derivatives V() : R® — L((R%)®lelw Rl) defined for multi-indices
recursively by Vyy(7)(y) := ' (y) f(y), Vyp(w)(y) := ¥’ (y)g(y) and

Vi (1B)(y) = V(B V(D) (y), (2.16)

where | € {T,w}, V(7)(y) := f(y), V(w)(y) := g(y) and I8 := (I, 1, - ,Bn) denotes
concatenation. Moreover, we have

E[| Ry (h,yo)|?]'* = O(h?*3). (2.17)
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Informal derivation of Proposition 2.4.1. Applying the chain rule (2.13) to ¢ and substitut-
ing in the SDE (2.1), we have that

blun) = () + L (e ) )+ L (e )9y 0 AW,

which we may equivalently write as

T

Byn) = Vy0) + 4 (40) f (90) I (1) + fo

(W(yn)f(yn) - ¢’(yo)f(yo))dr1
+ 9" (y0)g(yo) L (1) + f

0

(¥ )9 wr) = ¥/ (00)g(w0) ) © AWs, -

Applying the chain rule (2.13) to the differences contained in the integrals, we obtain

Y(yn) = (o) + ¥ (o) f (o) I (1) + ' (yo)g(u

0) 1w (1)
f J "(Yrs) f(yry))" © dyr,dry + f Y (Yrs)9(WUr)) 0 dyrydWy,

Proceeding in this way we can obtain the Taylor expansion (2.14) up to arbitrary order p. As
ord(7) = 1 and ord(w) = 1/2, we will not need to expand every integral at each stage. We
thus require more differentiability in the diffusion matrix g than the drift vector field f. [

2.4.2 Controlled Taylor expansion

We now present a CDE Taylor expansion. Just as with the Stratonovich SDE, we have the
following chain rule for F' e C*(R®),

F(5) = F(u]) + fo Py, ref01], (2.18)

where y? denotes the solution to the CDE (2.3). Again, just as in the SDE setting, by
expanding ‘dyJ " and iteratively applying (2. 18) we can obtain a Taylor expansion.

Proposition 2.4.2. Let p € { been, f € clr ](Re,Re), g € CPH(Re, Re*D) and 4 €

Lip Lip

CE{;(RE RY). The Taylor expansion of (2.3), up to order p, is
V) =dwe) + Y Ve @@ () + B (hyg), (2.19)
aeA,
ord(a)<p
where
R} y(hyg) = > JA(Vy(w), (2.20)
a€eA,
ord(a)=p

with V,, defined as in Proposition 2.4.1
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Remark 2.4.3. We note the proof of Proposition 2.4.2 is essentially identical to that
of the Stratonovich Taylor expansion (but with t — (t,W}) replaced by r — (7] ,~7Y)).
Moreover, the Taylor expansions are of the same form. The only difference between the
Taylor expansions is that the Stratonovich Taylor expansion involves the integrals I,,(1) and
the CDE Taylor expansion contains the integrals I7,(1). Thus, we are able to focus largely
on comparing these iterated integrals. By matching all of the iterated integrals up to a given

level, we will in turn match the Taylor expansion up to that level.



Chapter 3

Iterated integrals of Brownian
motion and Piecewise linear paths

Central to our analysis of splitting methods are the iterated integrals with respect to the
Brownian path driving the SDE (2.1) and the splitting path driving the CDE (2.3). These
objects appear in the Taylor expansions of the SDE and CDE (Section 2.4) which, as
discussed previously, will be key to our error analysis in Chapter 4. We thus dedicate this
chapter to their study. We begin by considering the algebraic properties of the iterated
integrals. These properties will allow us to prove several representations for iterated Brownian
integrals in terms of the Lévy areas introduced in Section 3.2 (see Section 3.3 below), and to
show how the commutativity condition (2.2) simplifies certain terms in the Taylor expansions

(see Section 3.6), unlocking higher order convergence (see Theorem 4.2.3).

3.1 Algebraic properties of iterated integrals

When considering the algebraic properties of iterated integrals, it is more convenient to work
with 1-D integrals than the tensor integrals we use for the Taylor expansion. So we introduce
here an element-wise notation for the iterated integrals. For an element-wise representation,
we must know against which component of the Brownian motion we are integrating. We
will encode this by denoting dW; := dt and letting d\W; denote integration against the i'th
dimension of the Brownian motion W = (W', ... W9). Similarly, we write dy7 to denote
integration with respect to the time component of v, and dv’, the i'th dimension of the

space component of 7. Let us denote the set of letters for this encoding by
Ag={r,1,....d},

and let A denote the space of words with letters from Ay, where e is the empty word.
This should not be confused with the notation introduced above in Section 2.4 where A
denotes the space of words with letters from {7,w}. We then define the following short hand

notation:

24
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Definition 3.1.1. For m > 0 and iy,i2, -+ ,im € Ag, we denote the (1-D) iterated

Brownian integrals and iterated integrals against the components of the path v by

Ty )

t rri Tm—1 . R . .
Li .., = J f . J odW,;! odW,;?  ---odWym=todWm
S S S

t T1 Tm—1
Y I i1 12 Gm—1 i
Lo = f f f dyt dy2 -eedyprtdyr, for 0<s<t< oo
s Js s

where we understand I, = I = 1. To encode the additive property of integrals, for words

u,v € Aj and scalars A1, \2 € R, let
Dyjusrgw = ALy + A2ly .

We now introduce the shuffle product, which is commonly used in rough path theory [43].
Definition 3.1.2. Let R(A;) be the space of non-commutative polynomials in A; with
real coefficients (note that R(Ag) contains A}, ). Then the shuffle product L1 : R(Ay) x
R{Ay) — R{Ay) is the unique bilinear map such that

ua L vb = (u L vb)a + (ua L v)b

ule=eLiu=1u,

for all u,v € R(Az) and a,b e A, , where we understand ua to denote concatenation.

The shuffle product of two words u and v can be viewed as the sum over all possible words
constructed from the letters of v and v such that the ordering of u and v remains intact.
That is, for any word w found in the summation u L1 v, removing the letters which came

from v leaves us with u and vice versa. Or symbolically w\v = u . For two words with

|
length m and n, the shuffle produces a sum of % terms. To further demonstrate our

interpretation of the shuffle product we give the following examples:

Example 3.1.3. For a letter a € Ay we have that

aaa Ll a = 4daaaa = a LI aaa and aa L aa = baaaa .

Example 3.1.4. For letters a,b,c,d € Ay we have that

abLuied = (a1 ed)b + (ab Lo e)d
= ((ewed)a + (a L e)d)b + ((a L e)b + (ab L e)c)d
= cdab + (ac + ca)db + (ac + ca)bd + abed
= cdab + acdb + cadb + acbd + cabd + abed .
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With this notation, we can link the shuffle product to the integration by parts formula. As a
result, the shuffle product will allow us to expand products of iterated integrals. Similarly to
[14, Theorem 3.2.30] we obtain Theorem 3.1.5, but crucially we observe here that the result
holds for both the Brownian integrals and the path integrals.
Theorem 3.1.5 (Integration by parts formula for integrals). For all words u,v e A} , we
have

Lo Iy = Lui (3.1)

Proof. We prove this result by induction over the length of the words in A7.
Base case. It is clear that the identity (3.1) holds when u = e or v = e since I, = 1.

Induction step. Suppose that (3.1) holds for all words u,v € A% with a combined length less
than m. Then for words u,v € A} and letters a,b e Ay such that |ua| + [vb| = m, we have

t t
Lua - Iy = f L,(r) o dW? J I(r) o dW?

S S

- f (Jl I(r2) odwg> od(f Iy(r2) OdeQ)
+ Lt (Jl I,(r) ode> od(J: Lu(r2) OdW%)

t t
= f La(r1) Ip(r1) o dWE +f Lp(r1) Iy(r1) o W2

S S

= I(ua\_uv)bJr(u\_u'ub)av

where the second line uses integration by parts (which holds for Stratonovich integrals) and
the last line uses the induction hypothesis. The result now follows by linearity and induction.

The same argument gives (3.1) for iterated integrals with respect to the path ~. O

Using Theorem 3.1.5, it will be straightforward to rewrite products of integrals as linear com-
binations of (high order) integrals. In addition, it shall enable us to establish decompositions
of iterated integrals into symmetric (where swapping two indices gives the same value) and
antisymmetric (where swapping two indices gives negative the same value) components. The
following result presents these decompositions and is key to proving that the commutativity

condition (2.2) simplifies certain terms in the Taylor expansions (see Section 3.6).
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Theorem 3.1.6 (Symmetric and antisymmetric components of iterated integrals). Let the
Lie bracket [, -] : R(Az) x R(Ag) — R{Ay) be the unique bilinear map satisfying

[u,v] = uv — vu, (3.2)

for words u,v € AY. Then, adopting the notation of Definition 3.1.1 and Theorem 3.1.5, we

have the following identities

1 1
Lij = 5l Ii + 510, (3.3)
1 1 1 1 1
lige = gli- 4 Do+ i I + gl Te+ Gliiam + gl (3.4)
1 1 1 1
+ 3l Twn T Rl + e + e
1 1
+ E(ijli — Iji + Liiji — Iiljk) + E(Ijilk — Ty + Lk, — [kh.j),

fori,j,k,l € Aq and where we understand (for any i,j € A;)

I[i,j] = Iij — Iji .

Proof. The results follow by expanding the Lie brackets [ -, -] in the right hand sides using
(3.2), applying the integration by parts formula (3.1) and the linear operation of Definition
3.1.6. For example,

1 1 1 1 1 1
oli Lj+ Sliig) = Glies + 5Ly — Lji) = 5Ly + L) + 5 Uiy — Ljs) = Lig
proving (3.3). Equations (3.4) and (3.5) are proven in the same manner. O

Remark 3.1.7. Results for higher order integrals in terms of symmetric and anti-symmetric
components will also exist; However, to prove a high order convergence strong of O(h'-)
(and weak order O(h?)) we only need to consider words of at most length 4 (which includes
the integral I .., (1)). It is thus sufficient for our purposes to only have explicit formula for
these first three levels.

We do, however, have use of the following result (Theorem 3.1.8) coming from rough path
theory. As the focus of this Thesis is not rough paths (and to avoid introducing a large
number of definitions) we will not provide a full proof of this result and point the reader to

the citations contained in the proof for further clarification.
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Theorem 3.1.8. Let I,(1) and IJ(1) be defined as in (2.10) and (2.10), for a path ~y
satisfying Assumption 2.3.1. Let the word o € A consist of only w’s (i.e. |a| = |a|*) with
length || = m. The symmetric components of the integrals I,,(1) and I,(1) are given,

respectively, by

1
m!

1

m!

(L,(1))®"  and (12(1)®™ .

Proof. This result follows by [43, Exercise 3.15] which shows that the above result holds
for all ‘weakly-geometric rough paths’ [43, Definition 3.14]. The ‘Stratonovich enhanced
Brownian path’ is a geometric rough path (see e.g. [21, Chapter 3]) and thus also a weakly-
geometric rough path. Since 7 has finite length (i.e. finite 1-variation), it can be directly

viewed as a geometric p-rough path and thus the result holds. O

Remark 3.1.9. The reader may note that these symmetric components look like they come
from the expansion of an exponential function. And indeed the ‘Signature’ of a path (which
is the infinite series of iterated integrals) can be described as its full non-commutative
exponential [43, Chapter 2.

3.2 Lévy areas of Brownian motion

Here we define several different Lévy areas, describing the shape of the time-Brownian path
(t, W}), which will be used in our construction of splitting paths in Chapter 5. As we will
show in Section 3.3, these Lévy areas can be thought of as components of the Brownian
integrals, and indeed we can write many iterated integrals in terms of W ; and the Lévy

areas introduced here.

Firstly we introduce the Brownian Lévy area, which encodes the distance between the
Brownian motion in its different dimensions.

Definition 3.2.1. The space-space (or Brownian) Lévy area of Brownian motion over
the interval [s,t] is defined as

or equivalently, fori,j € {1,...,d}, component wise by
i 71 . . t 71 . .
(As,t)ij = Iij - Iji = j J OCZVV;2 o dWﬂl - J j OdVV,g2 o dWﬁl .
S S S S

As we will show in Section 3.6 the commutativity condition (2.2) means that A, will not
appear in the Taylor expansion of the SDE and CDE. Thus, we do not need to simulate the
Brownian Lévy area for our numerical schemes. This is a benefit as the simulation of A is

computationally expensive [9].
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The most important of the Lévy areas for our construction of high order splitting paths is
the ‘space-time’ Lévy area. And in fact its inclusion is already enough to construct a high
order scheme (see path HS1 in Section 5.1 and the paper [61]). In Theorem 3.3.1 we see
that the space-time Lévy area appears as a component of the integrals I,(1) and I,,,(1),
which we must match to achieve a high order of convergence.

Definition 3.2.2. The rescaled space-time Lévy area of a Brownian motion W over an

interval [s,t] corresponds to the signed area of the associated bridge process.

H,, = 1Jt (stu _u - 5 Ws,t) du,

where h :=t — s and W, := W,, — W for u € [s,t].

The space-time Lévy area encodes how far on average the Brownian path was from the
shortest path between Wy and W, (a straight line). In Figure 3.1 the Brownian motion is
above this shortest path for most of the period [s,¢] and thus has Hg; > 0.

D = hH,,

Ws

T T
S t

Fig. 3.1: Space-time Lévy area gives the area between a Brownian path and its linear approximant.

While we can construct a high order splitting scheme with W ; and H ; alone, it is possible
to produce more accurate schemes (of the same order) through the inclusion or estimation
of the following additional quantities (see Section 5.3 for details). The first of these is the
‘space-time Lévy swing' which gives finer detail on the distribution Hy; (see Figure 3.2).

Definition 3.2.3. The space-time Lévy swing! of Brownian motion over [s,t] is defined

as
Nsit = Sgn(Hs,u - Hu,t)»

where u 1= %(s + t) is the interval’s midpoint.

1. Side With INtegral Greater
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noe = sgn (01— 1) =

I I T
S u t

Fig. 3.2: Space-time Lévy swing gives the side where the path has greater space-time Lévy area.

In Section 5.3 the ‘optimal’ splitting schemes are derived in such a way as to approximate
the ‘space-space-time’ Lévy area. Which is defined as follows.

Definition 3.2.4. Over an interval [s,t], the space-space-time Lévy area L ; of a standard

Brownian motion is defined, fori,j € {1,...,d}, component wise by
1
(Lst)ig := g (1o + Tipin)
1 . . LT (T2 . .
=5 J f f odW,, o dW} dry —f J f odW}, o dWy, dry

JJ J odW,, dry o dW, ff f odW{ dry o dW},
+2fj j drgodwg;odwjljf J drgodWéodWZl)-

While this area is more difficult to visualise, by inspecting the definition the reader should
note that it corresponds to the last two terms of the expansion (3.4). And, in Theorem
3.3.3 we see that it is a component of the integrals corresponding to the words wwT, wTw
and Tww. As these integrals are of order 2, we do not need to match L, in an almost sure
sense to achieve high order strong convergence of O(h'?).

Remark 3.2.5. Along with the path increment W, the Lévy areas Hs; and Lg; are
sufficient to construct the iterated integrals appearing in the stochastic Taylor expansion
(2.14), up to order 2 for SDEs satisfying the commutativity condition (2.2).

The final Lévy area used in the definition and derivation of the splitting paths we present is

the ‘space-time-time' Lévy area. Which is defined as follows and described in Figure 3.3.
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Definition 3.2.6. The rescaled space-time-time Lévy area of Brownian motion over an

interval [s,t] is defined as

1 (t uU— 38 1
K57t = ﬁ . <WS,’U, - T W57t> <2h - (U - S))du
— Brownian arch
/\m\ w\ Cubic approximation
y w Al Tk
i T X N
¥ f'w« \‘MA " AM /4‘\ A ’
¥ v Wwiw “\(\ M 1

Fig. 3.3: Space-time-time Lévy area corresponds to a cubic approximation of the Brownian arch
(which is a Brownian motion conditioned on having zero increment and space-time Lévy area [17]).

3.2.1 Relational properties between Lévy areas

In Section 5.1 we will introduce piecewise linear splitting paths defined using the Lévy areas
defined above. We note their distributions and relationships in the following few results. As
these results were originally shown in [14] we point the reader to the relevant proofs therein.
Further details are also contained in Section 5.3 of this thesis.

Lemma 3.2.7. For Hy; and K, ; defined as above

h h
H.; ~ —1 Kgy ~ —1 .
st N (0, 12 d) and s,t N <O, 720 d)
Proof. See the remarks in [14, Definitions 4.2.1 and 4.2.3]. O

Lemma 3.2.8. For ns; defined as in Definition 3.2.3, for every i € {1,...,d}

P((nsg)i = 1) =P((nsg)i = —1) = 0.5 .
Proof. This follows by the symmetry of the Brownian motion. O

With lemmas 3.2.7 and 3.2.8 it is clear how to generate each Lévy area separately. In the

following results we note the independence between terms.

Lemma 3.2.9. The space-time Lévy area H,; is independent of W ;.

Proof. It was shown in [17, Remark 3.6] that H,; ~ N(O, leh) is independent of W, ; when
d = 1. Since the coordinate processes of a Brownian motion are independent, it therefore

follows that W, ~ N (0,h1y) and H,y ~ N (0, £5h14) are independent. O
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Lemma 3.2.10. The space-time Lévy swing ns; is independent of W ; and Hy ;.

Proof. This is a direct result of [14, Theorem 5.0.6] again noting that the coordinate

processes of Brownian motion are independent. O

Lemma 3.2.11. The space-time-time Lévy area K, is independent of W and H ;.

Proof. See [14, Definition 4.2.3]. O

3.3 Computation of Brownian integrals

In this section, we use Theorems 3.1.5 and 3.1.6 to prove several representations of iterated
Brownian integrals in terms of the Lévy areas introduced in Section 3.2. These representations
will be useful later for checking the convergence rates of the proposed splitting schemes.
Throughout, weset 0 < s <tand h =t —s > 0.

The results presented here are largely drawn from or inspired by results in [14, Chapter 4.2]
(there presented in the 1-D case); Theorem 3.3.1 and Lemma 3.3.2 both follow directly
from results therein (we include here proofs to aid understanding), whereas Theorem 3.3.3
is an extension of a previous result and the proof is new: based on our Theorem 3.1.6.
Theorem 3.3.1. Let H,; denote the space-time Lévy area of Brownian motion as defined
in Definition 3.2.2, then

1

Lor(1) = ShWag + hHyy (3.6)
1

Lro(1) = GhWay — hHy . (3.7)

Proof. Recalling Definition 3.2.2, we have

1t -
Hs,t = f <Ws,u - HWS,)ﬁ) du

h ], h
1 1
:*Ile_* s,t
plwor(1) = S Wi

which proves equation (3.6).

To prove (3.7) we note that by Theorem 3.1.5 (we have one Brownian motion here, so we

may view this as performing integration by parts component wise)
Wy = 1-(1)1,(1) = Ir,0(1) = In(1) + Lyr (1)
which, in combination with (3.6), provides (3.7). O

We present next a version of [14, Theorem 4.2.7].
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Lemma 3.3.2. Let Hy, Ly and K, denote the Lévy areas of Brownian motion as defined
in Definitions 3.2.2, 3.2.4 and 3.2.6 respectively. Then

1

RHot = 51 (1), (3.8)
1

hQKs,t = gl[[w,T],T](l) : (39)

Proof. Equation (3.8) follows as a direct result of Theorem 3.3.1. To prove (3.9) we start
from the definition of K+ (Definition 3.2.6), expand and apply integration by parts, which

(with some abuse of notation) gives the following:

1 t t
h2Ks,t = 2hf Ws,udu - J Ws,u(u — s)du
1 St )

- 2L(u—s)ds x Wi +f (“;5)2

1

2-[ IwT - (IwTT + ITwT) -
1 1 1
6Iw7'7' - gITwT + EITTUJ )

du X Ws,t

DO = ®

1
ITT-L,J—FgIT-IT-Iw

which, applying (3.2), gives us (3.9). O

Based on Theorem 3.1.6 and Lemma 3.3.2, we obtain the following extension of [14, Lemma
4.2.5] to multi-dimensions. In contrast with the result presented there, we see how the cross
terms (Agt)ij, (Lst)ij and (Lgy)ji appear in the multidimensional case.

Theorem 3.3.3. Let As;, Hs; and L, denote the Lévy areas of Brownian motion as
defined in Definitions 3.2.1, 3.2.2 and 3.2.4 respectively for 0 < s < t, with h :=1t — s.
Then we have the following identities for all i,j € {1,...,d}

(Taor ()i = gh(Wai(Wa)y + S hWa)i(Hs )y + h(Asi)is + (Lag)is - (3.10)
()i = Gh Vo) (W) = 5h(Wer)i(Ho) + 5

— (Ls,t)ij — (Lsyt)ji »

1 1 1
gh(WS,t)i(Ws,t)j - §h(W5,t)j(HS,t)i + Zh(As,t)ij + (LS,t)ji : (3-12)

h(Wit);j(Hs )i (3.11)

(I‘rww(l))ij

Proof. For all i,5 € {1,...,d}, by Theorem 3.1.6 and applying Lemma 3.3.2 we have that

1 1 1 1 1
Lijr = gl Lj - e+ gl Iy + 30 Ir + G litigta) + gl

4 4 6
1 1 1
= R Wa)i(Wan); + hWad)i(Hoa)s + h(ls; — 1)

1 1
+ gl + gl
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1 1 1 1
Lirj = Gli I - L+ 2L dpp gy & iy - 4+ Sl ) + G A1)
1 1 1
= gh(Ws,t)i(Wsyt)j - ih(W&t)i(Hs,t)j + ih(HS,t)i(stt)j
1 1
+ 5l gl
1 1 1 1 1
Irij = Gl Li- i+ I - Ty 4 iy I+ gl + 1)
1 1 1
= " Wst)iWat)j — 5hWaa)i(Hse)j + Ly — Lji)

1 1
+ g limala) * glmia

comparing with the definition of L; (Definition 3.2.4), we conclude by noting that
i) + D) = Lirgl) + dmpgap - and

i ) e+ Dimag) + i) = — i) + Lfean) -

3.3.1 Expected value of Brownian integrals

As we will prove in Chapter 4, to obtain a certain global error we must match higher order
terms from the Taylor expansion (2.14) in expectation. For the Stratonovich integrals I, (1)
(here written in tensor form) the expected value is easily obtained using the following result.
Theorem 3.3.4. Let the word o € A have order ord(a)) = p € {g}keN (recall ord(a) =
la|” + |a|¥/2). Let S“(«) denote the set of subwords of a formed by all consecutive w's
(e.g. S¥(wTwww) = {w,www}). If there is at least one word 3 € S“(«) with odd length (i.e.
|B| = 2k + 1 for k € Ny) then E[1,(1)] = 0, otherwise

E[7a(1)] = V;‘TPWP,DLQ'W (3.13)

Where, for i = 2m with m,d € N, Dzl denotes the i-tensor defined component wise by

; 1 ifae A,
(Dd)oz = . (3-14)
0 otherwise

and A denotes the set of pair-wise equal multi-indices o = ayas . . . Qi/2—10/2, where each
aj = (k,k) for some k € {1,...,d}. D? corresponds to the d x d identity matrix.

Proof. This follows as a direct result of [23, Lemma 3]. Alternatively, one can obtain (3.13)
from the expected signature of the Brownian path see [44, Proposition 4.10]. O
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3.4 Algorithmic computation of path integrals

Our error analysis hinges on the computation of the path integrals I3(1) (v € A =
Uns0{T,w}") appearing in the CDE Taylor expansion (2.19). However, this quickly becomes
tedious: involving many terms and multiplications. We thus propose an algorithmic approach
to computing these integrals that is applicable to strong and weak error analysis. This
algorithmic approach is made possible by the piecewise nature of the paths and the additive
property of the integrals. A Python implementation of the methodology presented next is

available at github.com/calum-strange/auto_splitting_integrals.

3.4.1 Generating all words of a given order

Before dealing with the path integrals, we first consider the generation of all words oo € A
with ord(a) = p € {%}keN, which we denote by A(p) — see notation introduced in Section
2.4.

Lemma 3.4.1. Set ord(7) = 1 and ord(w) = 1/2. Then the following simple recursion
holds for p = 1

Alp) =7Ap—-1) vwA(p—-05),
with A(0.5) = {w} and A(0)={},

where “ {}" is the empty set, and we understand l{a, ..., o} := {lai,. .., la;} to denote
elementwise concatenation for | € {T,w} with I{} := {l}.
Proof. This result is proven by induction over the order of the words p € {%}keN.

Base case. The list of all words with order 1 is given by {7,ww} and we have that
A1) = {r,ww} = 7{} U w{w} = 7A(0) U wWA(0.5) .
In addition A(1.5) = {7w, wT, www}, so we have
A(1.5) = {rw, wr, www} = T{w} v wW{T,ww} = 7A4(0.5) U WA(1),

proving the base case.

Induction step: p = k + 1. Assume the recursion holds for p = k and p = k£ + 0.5. Note
that all words in A(k + 1) must start with 7 or w, thus splitting the set based on this and
removing the first letter from each word we are left with: a set of words of order p = k (for
the words that started with 7), and a set of words of order p = k + 0.5 (for those starting
with w). These two sets are A(k) and A(k + 0.5) respectively.

We conclude by induction. O


https://github.com/calum-strange/Auto_splitting_integrals
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3.4.2 Expansion of iterated integrals

In order to calculate the integral I, (1) we first expand it into a finite sum of iterated
integrals over which the derivatives of 7 are constant. We then use the fact that dvy7(r) =
1 w _ 1 w
Ti+1—7'i%7"—i77”i+1dr and d’)/ (T) T oTrip1—T %"iﬂ“wl
are independent of the integration and thus for each iterated integral we obtain the tensor

dr for r € [ri,riy+1]. These derivatives of v

product of the  derivatives multiplied by a constant coming from the integrals. The exact
form of this expansion depends on |a| (the number of integrals) and m, the number of pieces
in the path ~y. For example, integrating a double integral against a three-piece path (e.g. v

of Example 2.2.1) we first expand the integral as follows (with some abuse of notation)

1 pre 1 prr %7"1 %rl
A AN
0 Jo 2.Jo 1+ Jo 0o Jo
S R = T SRS B S gt
B 0 A I A A A
3 3 3 3 3 3 3 3

As we display in Figure 3.4, we can view (3.15) as subdividing the area of a triangle. Where
we see (corresponding sequentially to the terms in (3.15)) that (a) = (b) = (c) . In higher

dimensions we can imagine subdividing the volume of a simplex.

(a) (b) (c)

Fig. 3.4: Subdividing integration over a triangle.

For our algorithmic approach, we instead adopt the following perspective: In Fig 3.5 (for
a triple integral against a three piece path) we view the expansion of integrals against
piecewise linear paths as finding all non-increasing routes through a series of connected
layers. Where the layers contain nodes equal to the number of pieces in the path, and the
number of layers is equal to the number of integrals. A route passing through the ith node
(numbered bottom up) in the jth layer (numbered left to right) then represents an iterated
integral where the jth integral (outside to inside) is against the ith piece of the path. The
integrals in (3.15) would correspond to the routes in the first two layers of Figure 3.5.
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J J J
2 2
-1 =1
3’ , 3’
) | ) |
_ | o
12 12
33| € AEE ¢
| |
- | ; |
»0'57 ‘ 0:§7 ‘
Fig. 3.5: All non-increasing routes. Fig. 3.6: Specific routes.

We can encode such a route by adding an additional ‘dummy’ node (connected to each
node in the first layer and at the height of the top node) and then considering the size of
the downward movement between each layer: a drop. For example, in Fig 3.6

1 prry % 1 % 9 % 1 T2
002 = J J J , 010 = f J f and 200 = J J f , (3.16)
2 )z Jo 0 Jo o

and we can label the integrals in (3.15) sequentially as 00,01, 02, 10,11, 20. For a given
number of pieces m € N and number of layers (integrals) [ € N, we denote the set of all

such non-increasing routes by R(m,1).

Lemma 3.4.2. For a fixed path with m € N pieces and an integral with | € N layers, the

set of all non-increasing routes R(m,l) can be generated by the following recursive formula
m—1
R(m,l) = ] iR(m—i,l—1) with R(m,0)={},
i=0

where iR(m — i,l — 1) denotes element wise concatenation as in Lemma 3.4.1.

Proof. This proof is an induction on [ € N.

First, note that no route can go below the bottom (1st) node, and thus the drops on a

route can sum to at most m — 1.

Base case. | = 1. The possible routes with a single layer are to drop to any node or stay at
the top node, i.e. R(m,1) = {0,1,...,m — 1}. And, we have

m—1 m—1
R(m,1) ={0,1,...,m =1} = | Ji{} = (] iR(m —i,0),
=0 1=0

so, the base case is proven.
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Induction step. Assume that the recursion holds for [ = k. All routes in R(m, k + 1) start
with i € {0,1,...,m — 1}. A drop of i places us on the (m — i)'th node, and we can view
removing i from the start of the route as removing the first layer of nodes and setting our
"dummy’ node at height m — 7. As the route is non-increasing, the set of all possible routes

from this position is R(m — i, k).
We conclude by induction. O
Remark 3.4.3. We can easily obtain the constant produced by the integrals (without

evaluating them), by counting the number of consecutive flat parts in the corresponding
route. Ignoring the first number in any route, each 0 adds one to a factorial (starting at ),

and each non-zero element restarts a factorial count. For example

) 111 1
1 — = — 1001 = 31911 - aoo
11000 = 0000 = 5 and  001001000] = &= = = .

where for |001001000| we obtain 3; from the first 00, 3; from the 100 and J; from the 1000.

Again, considering Figure 3.6 and comparing with (3.16) we have

1 1 1
002 = 5, [010] = 5 and [200] = 5 .

3.4.3 Computing path integrals

To calculate a given iterated integral I for an m-piece path v we first proceed by calculating
R(m, |c|). This, in combination with the word «, tells us against which piece of the path to
evaluate the integral. We combine each route with the word as follows: matching left-to-right
on the route with right-to-left on the word. For example, for route 011 and word Tww (when
m = 3) we visit:

i) the space component of the 3rd piece of v,

i)  the space component of the 2nd piece, and

iii)  the time component of the 1st piece.

If any visited (time or space) components are equal to zero (e.g. the space component in
the 1st and 3rd piece of the Strang splitting, and time component in the 2nd) then we call
the route a ‘zero route’ for that combination of v and «.

Comparing all routes with the word «, we collect the non-zero routes, multiply the components
of v along these routes and calculate the constant coming from the integral. If we consider
the Strang splitting path v = v (see (5.3) below), we obtain (see (3.15) corresponding
sequentially to 00,01, 02,10, 11, 20)
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2
) =3 | [ dradn < W@ W
3 Y3

1
= [10] x W, @ Wy = §Wg2 :

1 1
(1) = |11] x §th,t = -hWs,,

2
1 1
I7-(1) = |01] x §th,t = §th¢ ;
1 1
I7_(1) = (]00] + 02| + |20]) x Zh2 = ihQ .

Paths with more (and more complex) pieces will result in slightly more involved computations.
For example taking the high order Strang path v = 5! (see (5.4) below) we obtain

I,(1) = [10] x (Ws1/2 = V3H ;) ® (Wi /2 — V3H, )
+130] x (Wst/2 + V3Hs 1) ® (Wys/2 + V3Hy )
+[12] x (Wyz/2 + V3Hs 1) ® (Was/2 — V/3H, )

1 V3 V3
- 5V[/s%z -5 W ®@H, + 7HS¢ QWsy .

Expanding brackets and collecting terms in this fashion can quickly become burdensome.
In order to automate this task we may encode each derivative of v as a list of tuples:
(‘constant’, ‘random variable’). So that W /2 — v/3H,,; becomes {(3,'W’), (—v/3, ‘H’)}.

We then understand the multiplication of two tuples
(a,X) x (b,Y) = (a x b,XY") ,

where we append Y’ to the end of string ‘X'. We multiply two lists of tuples by multiplying
each tuple in the first list by all tuples in the second and writing the resultant tuples to a
new list. This can be performed sequentially as we traverse each route. To collect like terms,
at the end of all non-zero routes we may then update a dictionary with keys given by the
‘random variable’ (e.g. ‘hhWH' = ths,t ® H,+) adding the ‘constant’ to a running total.
In our Python implementation, this addition of constants was performed using the package
SymPy [47] and the built-in module fractions. If the time components of ~ are assumed

scalar, then their multiplication may be performed separately from the space components.
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Remark 3.4.4. An alternative approach, inspired by rough paths, would be to instead
consider the signature of the splitting paths. By Chen'’s identity [6, Theorem 2] the signature
of our piece-wise linear paths can be written as the tensor product of the signature of each
linear piece. This is the approach taken in the ‘signatory’ python package, which can be
found at https://github.com/patrick-kidger/signatory. Our approach, being symbolic in

nature, allows us to compare the exact form of the Brownian and path integrals.

3.5 L? estimates of iterated path integrals

As described previously, our error analysis involves Taylor expanding both the SDE and CDE,
and then comparing the resulting terms. The Stratonovich Taylor expansion (2.14) and
the Controlled Taylor expansion (2.19) differ by involving I,(1) and Ju(Vy () or I2(1)
and JJ(Vy(a)). For the strong error analysis (the L? difference) it is useful to have L2
estimates on the iterated path integrals 17 (1) and Ja (Vi («)). Under Assumption 2.3.1 and
the assumptions of Theorem 2.3.3 on the path v we obtain the following two results.

Lemma 3.5.1. Suppose the path v satisfies Assumption 2.3.1 and let a € A. Then

E[|12(1)[*] = O(h? ().

Proof. Since +y is piecewise linear, we may split the iterated integral of v into a finite sum
of iterated integrals as described in Section 3.4.2. This directly follows by the standard

additive property of Riemann-Stieltjes integrals. We may convert these path integrals

into regular (deterministic) integrals over these routes as dy" (r) = r_+11_r_'yfi7,.i+1dr and
dy“(r) = n+11—rﬂ;in+1dr for r € [ri,7i11]. By Assumption 2.3.1, 47 .. = O(h) is a
deterministic constant and we therefore have
2 2l o 2
olr w
B[l < or2el Y E[H & ]
R(miJal) = =1
d d 9
2lal,
CGagP VIR YRR YCC PSR EREYC e |
R(mjal) Lit=1 i, R

where R(m, |a|) denotes the set of routes as defined in lemma 3.4.2. We can then estimate
the 7, ..., terms by iteratively applying Hélder’s inequality to the expectation and applying
the assumption that E[[(y . ,);1**] = O(h¥) for k € N. This implies that

E[I22(V)]*] < Cam,jogh* 4.

We now consider the JJ terms, which will follow in much the same way as for .


https://github.com/patrick-kidger/signatory
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Lemma 3.5.2. Suppose that the assumptions of Theorem 2.3.3 hold. Let o € A and
F:R®— L((Rd)®b, Re) be a globally Lipschitz continuous map for some b € N, then

E[HJJ(F)HQ] _ O(hQOrd(a)+1)_

Proof. Just as in the previous proof, we may split the iterated integral of the piecewise

linear path ~ into a finite sum of iterated integrals over the intervals where both dv™(r) =

1 T w _ 1 w . : )
T Y, A and dy (r) = s Yo, dr forall e [7i,7i+1]. Applying Jensen’s and

Hélder's inequalities to the finite sum in E[|Ja (F)|?] yields

—

E[HJQ(F)H]<Ch2‘a|T |a| [H f f Fyl.) — Fyg)dria -~ dry

4]2
O<T\u\ <oe<ri<l1

By applying Jensen's inequality to the uniform distribution on [s,t], we have that

t t 4
fz,m jzrd j =] dr = jd
s st—s

for any continuous integrable process z,.. Therefore,

lale

® VG

10 i+1

4

= (t—s)*

N

BIA(F)] < Cuel Y [ [ 1eus,- (yg)|¢4dml...dﬁ]
0<7‘| ‘< <ryp<l1

R(m, |a|
[ 4] |

By repeatedly applying Hélder's inequality, we can estimate the last term as O(hl®l+). Since

]

@ 'YT,J R

170441

ord(a) = |a|; + %|als, it follows from the global Lipschitz continuity of F' that

E[|J3(F)[*] < Col F )

’ ( [ =lbin, =l o -an)

m,|al) 0<rig <--<ri<l

D=

By Theorem 2.3.3, we have E[”yﬂlal — Y H ] O(h?) and thus the result follows. O
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3.6 Commutativity simplifies Taylor expansions

In this section we show how the commutativity condition (2.2) simplifies certain terms
in the Taylor expansions of the SDE (2.1) and CDE (2.3). In particular, for the integrals
corresponding to words « € A containing only w’s the commutativity condition implies that
only the symmetric part of the integrals appear in the Taylor expansion. This is made clear
in Theorem 3.6.2. In the following lemma we show why this simplification occurs.

Lemma 3.6.1. Suppose that the following commutativity condition holds

9iW)gi(y) = g9;(W)gi(y), YyeR, (3.17)

for i,5 € {1,---,d}. Then for all words o € A containing only w's (ie. |o| = |a]*¥)
V(@) : R® — L((RY)®lele Rl js symmetric in all but its first index. Where Vi(a), as
defined in (2.16), are the tensors multiplying the iterated integrals in the Taylor expansion.
Proof. We will argue by induction on a.

We consider the case where 9(y) := y, and so the recursion (2.16) becomes

V(IB)(y) =vB'VI() , (3.18)

where | € {T,w}, V(7)(y) := f(y), V(w)(y) := ¢g(y) and B € A . Here we have that
V(a) : R® — L((R)®ll Re). The reader should note that the derivatives of 1 will always
be multiplying on the left hand side in Vi, («)(y) and so its inclusion would not change the
method of this proof.

Base case. « = w and a = ww. V(w)(y) = ¢(y) is a 2-tensor, it is thus trivially symmetric

in its last index. For a = ww, we have that

thus (3.17) implies that (V(ww))i; = (V(ww)) i

Induction step: o = wwf3. Let 5 € A consist of only w's and assume that V(5)(y) is
symmetric in all but its first index. By recursion on (3.18) and using the product rule

V(wwB)(y) = V(wB)'V(w)(y)
= (V(B)V()) V(w)(y)
=V(B)" (9(w),9(v) + V(B)'d ()g(y) - (3.19)
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By our induction hypothesis, V(8)(y) is symmetric and, therefore, its derivatives are
symmetric in the same indices. We see that V()" is symmetric and bilinear. Thus the left
term in (3.19) is symmetric in all indices but the first. And, by our commutativity assumption
(3.17), the right term is the multiplication of two symmetric tensors which is symmetric.

We conclude by induction. ]

This symmetry then tells us that the Taylor expansions simplify: leaving us with only the
symmetric path of the integrals for all words « containing only w's.

Theorem 3.6.2. Suppose that the commutativity condition (3.17) holds, then for all words

a € A containing only w’s (i.e. |a| = |a|¥) the following relations hold for y € R®
1 ®la|
V(@) (y)la(l) = wVw(a)(y)(Iw(l)) ,
Val@) )W) = pVula) ) (13(1) %!

\04 !
where Vi, () is defined as in Proposition 2.4.1.

Proof. The result follows by Theorem 3.1.8 as, in Lemma 3.6.1, we have proven that V («)(y)
is symmetric for all o containing only w's. For example, by the symmetric-antisymmetric

decomposition of the iterated integral I;; (3.3), we have that

d d
Vi) Lau1) = ) (V) li = 5 D) (Vi) (T + Tg)
i,j=1 3,j=1

And since, by Lemma 3.6.1, (V(ww))ij = (V(ww))ji the antisymmetric component Ij; ; =

—1Ij; j) will cancel out in the above sum. Thus, we see that

d
V(ww)L, Z (L 1)) = ;V(ww)([w(l))@)z.

l\.')\r—t

In a similar way, for the higher order ‘w only’ integrals, we are left with the symmetric

component as given by Theorem 3.1.8. 0

Remark 3.6.3. Theorem 3.6.2 tells us that, when the commutativity condition is satisfied,
the Taylor expansions of the SDE and CDE both simplify for words o containing only
w's. Thus, in order to match these terms in the Taylor expansions, we require only that
IJ(1) = I,(1). This will be made explicit in Sections 4.2.1 and 4.3.1.



Chapter 4

Error analysis of path-based
splitting schemes

Now that we have Taylor expansions for both the CDE and the Stratonovich SDE, along
with a control over the size of the remainder terms in each, we can establish the strong
and weak convergence properties of path-based splitting schemes. We first obtain local
strong and weak error estimates using a direct application of Lemmas 3.5.1 and 3.5.2 before
applying the framework of Milstein and Tretyakov (recall Theorem 1.1.3), which allows us
to prove a global strong convergence rate for the approximating CDE. Similarly, we obtain

the global weak error by a telescoping sum argument.

4.1 Local estimates

Theorem 4.1.1 (Local error estimates). Suppose that the path v : [0,1] — R!* satisfies
Assumption 2.3.1 and for a fixed p € {£}eny, let f € CE;” (R¢,R®) and g € CE’fp_l(Re, Rexd),
Suppose also that the assumptions of Theorem 2.3.3 hold and the integrals I, (1) and I, (1)
agree almost surely for a € A with ord(c) < p — % and in expectation for all o € A with
ord(a)) = p. Let Y7 denote an approximation (e.g. using an ODE solver) of the CDE solution

{y?‘}re[o,l] driven by -y, such that yg = yo and
1
E[ly] - Yil?]? = O(h?), and |E[y]] - E[Vi]| = O(h¥*3),

where y = {yt}se[0,n] IS the solution of the SDE (2.1) and h > 0 is the step size. Then

(SIS

Elly ~Yil’]? = 00®) . and  [E[m] ~ E[Vi]| = O(*2)

Where we remind the reader that, due to our parametrization, y{ approximates yj,.

Proof. We start by proving the local strong error. By the triangle inequality,

E[lyn — Yi2]2 <E[lun — 47122 + E[ly] — vi|?]? = E[Jwn — 47]]? + O(h?),

44
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as the second term is the difference between the CDE solution and its approximation.

Recall the remainder terms R, (h, yo) and R} (h,yo) in Propositions 2.4.1 and 2.4.2. Then,
by another two applications of the triangle inequality, it directly follows that

N

E[yn — Y127 < E[|(yn — Rp(h,0)) — (57 — (. 0))[?]
+ E[|Ry(h, o) |2]? + E[IR] (B, y0)|?]? + O(hP),

where the first term is simply the difference in the Taylor expansions, up to order p, of the

SDE solution y;, and the CDE solution y|. Therefore, by the assumption that all integrals

1

of the form IJ(1) are matched almost surely for ord(a) < p — 3, we have

E[lyn = V1?]* <E[|Rp(h,0)I*]* + E[I R} (h, 50)[*]* + O(AP).

1
By Proposition 2.4.1, the SDE remainder term will satisfy E[|R,(h, y0)[|?]2 = O(hf”%).
On the other hand, R}(h,yo) is given by (2.20) and therefore, by Lemma 3.5.2, we have

[NIE

E[| R} (h, yo)[*]* = O(h"*3).

1
This gives the desired result for the local strong error, that E[ |y, — Y1|%]2 = O(R?).

We now turn our attention to the local weak error. Using the triangle inequality and the

same Taylor expansions as in the proof of local strong error, it follows that

|E[yn] — E[Y1]| < [E[yn — Rp(h,yo)] — E[y] — Ry (h, y0)]||
+ |Ely]] — EY1]| + |E[R,(h, 50)]| + [E[R} (h, 10)]]-

From our assumption, the I7(1) terms in the SDE and CDE Taylor expansions are matched
in expectation for ord(a) < p and, therefore, the first term disappears. Moreover, we assume
|E[yn] — E[Y1]| = O(hp+%) and, by Jensen's inequality, we have

[E[Ry(h, yo)]| < E[|Ry(h,y0)|?]2, and [ELR)(h, yo)l| < E[|R)(h, 50)[2]?-

. . 1
Since the above terms were previously shown to be O(h?*2), the result follows. O]

As a simple extension of the above result we have the following estimate on the local weak
error when including a test function 1 : R¢ — RE.

Theorem 4.1.2 (Local weak error estimate.). Suppose that the path ~y : [0,1] — R!*9
satisfies Assumption 2.3.1 and for a fixed p € {&}pen, let f € CE;H(RG,RQ), g €
Ciﬁjl(Re,R”d) and i € Cgp(]Re,R). Suppose also that the assumptions of Theorem
2.3.3 hold and the integrals I0(1) and 1,(1) agree in expectation for all « € A with
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ord(a) < p. Let Y7 denote an approximation (e.g. using an ODE solver) of the CDE solution
{yg}re[o’l] driven by v, such that yj = yo and

IE[(y])] — E[p(Y1)]] = O(hP*+2) |

where y = {yi}se[0,n] is the solution of the SDE (2.1) and h > 0 is the step size. Then

[E[w(yn)] — E[(YD)]] = O(hP*+3) . (4.1)

4.2 Global strong error

As a consequence of the local estimates given by Theorem 4.1.1 and following the framework
of Milstein and Tretyakov (recall Theorem 1.1.3), we obtain the global strong error rate:
Theorem 4.2.1 (Global strong error estimate). Given a fixed number of steps N, we define
a numerical solution {Yj}o<r<n for the SDE (2.1) over [0,T] as follows,

Yii1 = (So/ution atr =1 of CDE (2.3) driven by ~y : [0,1] — RHd) (Yk) + By,

where Yy := yo. We assume that a suitable numerical scheme for the CDE (2.3) exists, and
denote by {E}.} the numerical errors (‘CDE errors’) made approximating its solution. Which

we assume, for a fixed p € {%}RGN, uniformly satisfy

E[|E|?]7 = O(h7) ,

|B[EL]| = O(h+2) .

In addition, we assume that each path v, : [0,1] — R is expressible as y;, = ga({(t, Wy) -
te AL, W] }) for some fixed path-valued function . We will assume that the paths {~;}
uniformly satisfy Assumption 2.3.1 and that f € CE;H (R,R€) and g € Cﬁijl(Re, Rex9),
Suppose also that the assumptions of Theorem 2.3.3 hold and that the integrals 13" (1)
and 1,(1) agree almost surely for all o € A with ord(c)) < p — § and in expectation for all

a € A with ord(a) = p. Then over the finite interval [0,T], for k € {1,2,--- , N}, we have

E[ |y — Yi[?]"? = O(h72).

Remark 4.2.2 (Infinite time horizon). The convergence results in this paper are established
over a finite time horizon T. However, our framework could be employed to deal with
the infinite time horizon setting under suitable conditions on the SDE. For instance, if

the SDE is ergodic with an exponential contraction property then contributions of local
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errors to the global error are reduced (exponentially in time). An extension of the classical
Milstein- Tretyakov mean-square error analysis [48] to the infinite time horizon case for such
contractive SDEs is given by [41, Theorem 3.3.]. See also [12, Section 3] for similar, but
employing Multilevel Monte Carlo (MLMC).

4.2.1 Global strong error for commutative SDEs

Although Theorem 4.2.1 identifies conditions on the splitting path v to achieve a given
strong convergence rate, it can be difficult to generate the required integrals (as discussed
in the introduction). Fortunately, as shown in Section 3.6, the commutativity condition (2.2)
leads to certain simplifications in the Taylor expansions of the Stratonovich SDE (2.1) and
its CDE approximation (2.3). As a consequence, we have the following theorem.
Theorem 4.2.3 (Global strong error estimate for commutative SDEs). Assume that the
SDE (2.1) satisfies the commutativity condition (2.2), and suppose that the assumptions of
Theorem 4.2.1 hold for p = 2, but with the exception that each path -y, is only assumed to
satisfy the following equalities:

IF(1) = Wi (k1) 5 k(1) = h,
Vi 1
k(1) = thkh,(kJrl)h + hHgp, (k4 1)n
e L2
and E[Iwa(l)] = Zh ‘Dd .
And fori,j e {1,---,d} withi # j, we have that

EU [ [ a6y e sy ag ]| <o

| [ 1 [ [ o a6y ) i) 00| = o

Then on the interval [0,T], for k € {1,2,--- N}, the numerical solution {Y},} satisfies

E[ [y — Yi|2]Y* = O(h?) .
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Proof. By Theorem 3.6.2, we see that the CDE Taylor expansion can match all the ‘noise
only’ terms simply by the path ~; having the increment v(1) — 7 (0) = Wiy, (k1)n-
Adopting the element wise notation introduced in Definition 3.1.1, we recall Theorem 3.1.6,

which gives the following decompositions of iterated integrals:

1 1
Lij = 5L Ij + 51y (4.2)
1 1 1 1
Lk = i i - I+ I Ty & Ty Te + g (Tt + Tapan) - (43)
for indices i, 7,k € {1,--- ,d}. However, by identifying a coordinate of the Brownian motion
with time, we see that the above would still hold when i, j,k € {r,1,--- ,d}. We note also

that these expansions hold for both the Stratonovich integrals I. and the path integrals
I . (In the following paragraph, the verb ‘match’ refers to when r — (v7,~)(r) and
t — (t,W;) give the same iterated integral — either almost surely or in expectation).

Rearranging (4.2) we see that
ITw :IT'Iw_IwT )

thus, by virtue of matching 1, I- and I, (recall Theorem 3.3.1), 7; matches I, .

By assumption, i matches 1, in expectation (recall (3.13)) and the lower order terms
exactly, by (4.3) and the fact that I, [; ;j; = 0, we see that

E[Iiz‘r - I?Ji] = E[I[i,[i,f]] - I&'f[i,r]]] =0.

By the antisymmetry of [ -, -] (recall [i,j] = —[4,4]), this implies that

E[I [[i.714] — fﬁ[’;ﬂ,q] = E[I [l — 1, ﬁ’i,i],q] = E[I [i.[ril] — IE’T[T,Z-]]] =0.  (44)

Consulting (4.3) and again noting that lower order terms are matched, we thus see that ~
matches the diagonals of I, and I, in expectation. By assumption, the off diagonals

{Iizj, Iij} are matched in expectation and thus I, and I, are matched in expectation.

From the above, we see the Taylor expansions of the SDE (2.1) and CDE (2.3) coincide up
to order p = 2, as required by Theorem 4.2.1. The result now follows. O

Remark 4.2.4. In Theorem 4.2.1, we have accounted for the fact that the CDE (2.3), or
rather the resulting sequence of ODEs, may be approximated using an ODE solver. However,
obtaining the required estimates for these additional ‘CDE errors’ { Ex} may be non-trivial
and thus, we leave such an error analysis as a topic of future work. That said, to achieve

strong order 3/2 convergence, we expect that a single step of a second order ODE solver
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would be sufficient to discretize ODEs depending on just f and a single step of a fourth order
solver (such as RK4) to suffice for the other ODEs. The intuition is that v has Brownian-like
scaling and so vector fields are either O(h) or O(h%). Hence, we expect the local errors to
be O(h?) or O(h%) in these two cases.

Remark 4.2.5. When the commutativity condition (2.2) is satisfied, to achieve a global
strong convergence of O(h) the splitting path need only match the integrals

1) =W, ID1)=h and E[I(1)]=0.

w

4.3 Global weak error

Inspired by the approach in the Thesis [23], we see that the global weak error can be obtained

from the local weak error.

Given some functional 9 : R¢ — R!, we introduce the notation

Pap(y) =E[(y)lyo=y] and  Quu(y):=E[u))lyg =vy],  (45)

where y; is the solution to the SDE (2.1) at time ¢ > 0 and ¥, is the solution to the CDE
(2.3) at 7 € [0, 1], both with initial value y € RY.

Over an interval of time T' = N x h, for h > 0 and N € N, we can view our CDE
approximation of Pri(y) as an iterative application of Q. That is, starting at yj = vo,
we solve for y/ N times, consecutively, each time starting from the previous solution. As
(47 )re[0,1] approximates y; over the interval [0, ], this process produces an approximation

for yr. We are then interested in the order of the weak error

en = |Pri(y) — Q1. Que(y)] - (4.6)

N times

Theorem 4.3.1. Suppose that the path v : [0,1] — R'*? satisfies Assumption 2.3.1 and
for a fixed p € {Eyen, let f € O (RS, R?), g € €72 (RS, R*) and ¥ € CJP(R®,R).
Suppose also that the assumptions of Theorem 2.3.3 hold and the integrals I, (1) and I, (1)
agree in expectation for all o € A with ord(«) < p, then

EN = O(hp_%) .
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Proof. We start by writing the left hand side as a telescoping sum

| Prop(y) — Q Q1Y W) < |Pay (Pr—ny ) — Qu(Pr_py )|

N times

N—
2 j(Pt]‘—lw) - Ql(Ptj—lw))H :

N —j times

As @ is a markov operator and P is a semigroup, we have that [10, Theorem 13.2]

| Q1. Qu(Ph, (Pry_y¥0) — Qu(Pry_ )| < | Pr, (P, 0) — Qu(P,_,¥)

N—j times

and
I Ql Q1P — Q)| < [P — Q| -
N 1 times
Thus, we see that
N < | Putp(y) — Qui(y)] + Z | P, (P 00(y) — Q1P 0 (v))]
j=2

which is a sum of local errors. By Theorem 4.1.2, we know that the local errors are of order
O(hP*z). Thus we have that

en = —O(hP*2) = O(hP~2) .

Sk

O]

Remark 4.3.2. As for with the Strong error result, if we can discretize the CDE approximation
with enough accuracy then the discretization will converge to the true solution with the rate
of the path ~. Concretely, Let Y1 denote an approximation (e.g. using an ODE solver) of
the CDE solution {y'},c[o,1] driven by v, such that yj = yo and for p > i

IE[% ()] — E[p(V1)]| = O(hP*3) |

where h > 0 is the step size. If vy satisfies the assumptions of Theorem 4.3.1 for the same p
andqg=p+ % then

|E[é(yr)] — E[p(Yn)]]| = O(hP~3) .
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4.3.1 Global weak error for commutative SDEs

Again, as a result of Theorem 3.6.2, the commutativity condition (2.2) makes it easier to
obtain high order weak convergence. Here we present a version of Theorem 4.3.1, simplified
slightly by the commutativity condition. Unfortunately, as we do not match the term I
in an a.s. sense, we must check the expected value for all permutations of the word wwwT
(see Remark 4.3.4). Given our path meets the conditions of Theorem 4.2.3 we must check
that six integrals have expectation zero in order to prove a global weak order of 2.

Theorem 4.3.3 (Global weak error estimate for commutative SDEs). Suppose that the
assumptions of Theorem 4.3.1 hold for p = 2.5, but with the exception that each path ~;

will now match only the following iterated integrals of the Brownian motion:

I (1) = Wi, (k+1)h I¥(1) =h,
Yk 1
178(1) = 5hth,(k+l)h + hHpp (k+1)h

B[, ()] = 1R°DF . E[%,()]=0. and,

WTT

E (D] = B[, (1)] =E[LJ,,(1)] =E[1%. ()] =0,
where 0 denotes the appropriate tensor of zeros. And that the ‘off-diagonal’ terms have
expectation zero, that is (recalling the element wise notation of Definition 3.1.1) for
i,je{l,---,d} withi#j

B[ 1| =E| 5] = 0.
Then on the interval [0,T], for k € {1,2,---, N}, the numerical solution {Y}} satisfies
€ = O(hQ) .

Proof. As with the proof of Theorem 4.2.3, we note that matching the integrals I. and I,
implies that we match all of the ‘time only’ integrals, and by Theorem 3.6.2 we match all
of the ‘noise only’ integrals. We also recall that, by Theorem 3.3.4 for a word « € A with
ordla) =p¢ N

E[I,(1)] =0 .
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That we match the integrals I, almost surely, and I, and I, in expectation was already
shown in the proof of Theorem 4.2.3. In a similar way as to how we obtained (4.4) in the

strong order proof, we see that matching I, in expectation implies that

E|1sr1.m = Iy | = B[ Hmirt = | = BT = 1] = 0

which (again consulting the expansion (4.3)) implies that we match the integrals I, and
I+, in expectation. The other order 2.5 terms are matched in expectation by assumption.
We thus match all terms up to order 2.5 in expectation and Theorem 4.3.1 then gives the

claimed convergence rate. O

Remark 4.3.4. In Theorem 4.3.3 we must check the expected value of the integrals for all
permutations of the word wwwT. This is in contrast to Theorem 4.2.3 where we saw that it
was enough to check that we match a single permutation of wwT in expectation; This was
possible as we assumed that 1,,:(1) is matched almost surely. As we do not aim to match
the term I,.,,(1) in an a.s. sense, this symmetry is not present in Theorem 4.3.3. Here we

demonstrate this fact: Recalling (3.5) and expanding for iiiT, we see that

1
E[Lisir — 1}, = EE[(L' i — L L) + Gt — L) (4.7)
e

+ ((Iii‘ri — Liiir + Lrisi — Livid) — (Ihry — Ly + L z‘rii))] :
Expanding instead for Tiii we find

1
E[Lrii — I55;] = EE[(I[[M]J] i - I&T,i],i] )+ (i — I&[T,i],i],i])

- <(Iii7'i — Lijir + Lriii — Livia) — (I — Lir + 17,

Ti4%

-1)] -
Let B :=E[I; - Iy [ — I - I& i T]]] and C' denote the expected value of the remaining
two differences in (4.7). Inspecting the terms in each of the above equations we see that

ElLijir — I;

LT

] =B+ C and E[Iﬂ“ -1

T8

1=B-C.

It should thus be clear that, unless B = 0 (e.g. if Iywr(1) = Iw-(1)), matching I,..r does

not imply that we match I.,.,,. Similar arguments can be made for I -, and I ...
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4.4 A brief comparison with cubature on Wiener space

As they were an inspiration for this work, it is worth briefly pausing to discuss Cubature
methods for SDEs [25, 26, 44]. Cubature methods provide weak approximations to SDEs,
where stochastic integrals are replaced with collections of deterministic points and weights.
For example, a Brownian increment W ; may be replaced by the points im with
weights 0.5 (which we may interpret as replacing the Brownian motion with two paths
with increments ++4/(t — s)). This approximation matches the first three moments of the
Brownian increment. In practice, this replaces the SDE with a number of parallel ODEs which
represent the distribution of the SDE solution. However, this approximation is only accurate
for small time steps (and small noise). This means that the scheme must be iterated, and
this takes the form of branching, which results in an exponential increase in the number of
particles required to represent the SDE's solution (see for example Figure 1 in [26]). Thus,
in order for Cubature methods to be practical, either the number of steps must be small or
the number of particles must eventually be reduced [42]. This exponential growth limitation
is not present with splitting methods as explored in this thesis: instead we are limited by
Monte Carlo error (which is of O(1/+/M) for M samples).

This thesis also takes the perspective of replacing the driving Brownian path with other
paths; However, the paths we choose are still allowed to be random, and our numerical
approximations thus fall within the Monte Carlo paradigm. Moreover, Cubature is a weak
approximation scheme and the splitting schemes we focus on provide strong approximations.

Therefore, our analysis differs in this regard.
For comparison with our methodology we recall the definition of Cubature on Wiener space
[44, Definition 2.2], adopting our notation of Definition 3.1.1:

Definition 4.4.1. Let m be a natural number. The n continuous paths with initial value 0

and bounded variation

Wi, ..., Wn € C&bv([(),t],]Rd) ,
and the positive weights A1, ..., A, define a cubature formula on Wiener space of degree
m at time t, if and only if, for all (i, ... i) € An,

E(Li...i] = D N0, (4.8)
j=1
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We emphasise the involvement of the iterated integrals in (4.8) and its similarity to our
requirement that integrals are matched in expectation in Theorem 4.1.2. Indeed, much of
the approach and algebraic structure exploited in the analysis of Cubature schemes is of a

similar flavour to that employed in this thesis. We may also rewrite (4.8) as

E [Ii1,---7ik] = EQt [Ii17---7ik] )

where the measure Q; is associated to the paths wy, ..., w,. We point the reader to [44,

Section 3] for details, but the above should make the comparison with Theorem 4.1.2 clear.

More generally, Cubature can be viewed as replacing random variables with a collection
of random points and weights. And, with this perspective, it is worth noting that splitting
methods and Cubature can be combined. For example, in the Strang splitting (see (5.3)),

we may replace W with a degree 5 Cubature formula such as
1 1 2
{wl =V3h, A1 = 6} V) {wg = —V3h, Ay = 6} V) {wg =0,\3 = 3} .

A “Strang splitting + Cubature” methodology was considered in Theorem 2 of [54].



Chapter 5

Examples of path-based splitting

schemes

5.1 Piecewise linear splitting paths

In this section, we present a variety of piecewise linear paths which fall into the proposed
framework for developing SDE splitting methods (Theorem 4.2.1). These ‘splitting paths’
correspond to both well-known numerical methods (such as Lie-Trotter and Strang splitting)
as well as the new high order splitting methods, which can exploit the optimal integral
estimators that are derived in Section 5.3. Furthermore, we illustrate both the Strang and
high order splitting paths in Figure 5.1. Throughout, we use the notation in Example 2.2.1
and define paths by their increments.

Example 5.1.1 (Lie-Trotter). A Lie-Trotter splitting can be defined by one of two possible
two-piece paths vET1 4LT2 . 10,1] — R given by v7(2) = (v7,~v%)(2) with

. (h,0), ifi=0
Tririz1 "= (5'1)
(0,Wsy), ifi=1,

LT2 (07 VVS,t) 9 ifi=0
’YT,L',T',H.l = (52)
(h,0),  ifi=1.

Example 5.1.2 (Strang splitting). The Strang splitting, see Figure 5.1, can be defined as a
three-piece path v° : [0,1] — R4 given by v%(2) = (77,7%¥)(2) with the pieces:

(3h,0), ifi=0
’YT‘S;,T1'+1 = (0, Ws,t)a ifi=1 (53)

(5h,0), ifi=2.

55
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We now proceed to ‘higher order’ piecewise linear paths that are constructed to match the
increment W ; and space-time Lévy area H; of the Brownian motion. For these paths to
match higher order iterated integrals in expectation (for example, to achieve 3/2 strong
convergence), then we necessarily require at least three pieces. The inability of paths with
two pieces to match the conditions (2.6) and (2.7) required for high order strong convergence
was explicitly shown in [14, p97 and Appendix A]. We begin by presenting paths (5.4) and
(5.5), which each have a total of five pieces (vertical and horizontal), and can thus be seen
as extensions of the Strang splitting.

Example 5.1.3 (High order Strang splitting (linear version)). A high order Strang splitting,
see Figure 5.1, can be defined using a five-piece path 51 : [0,1] — R'*?, which is linear

in the Brownian motion and has the pieces:

33, 0), if i =0
Wi +V3BHsy), ifi=1
V3

HS1 _
fYTzv"’”Hrl =9

¥3h,0), ifi=2 (5.4)

(%%
(o,
(
(

0,3Wsi — V3H,,), ifi=3

(3=25n,0), if i = 4.

Example 5.1.4 (High order Strang splitting (non-linear version)). A high order Strang
splitting, see Figure 5.1, can be defined as a five-piece path 752 : [0,1] — R, which is

based on an optimal estimator for a certain Brownian integral and has pieces:

-

0,8Wsy+ Hyy — 3Csy), ifi=0
h,0), if i =1
0,Csy), if i =2 (5.5)

%‘uhﬂ =

1h,0), ifi=3

(
(
HS2 { (
(
(o,

0,8Wey — Hyp — 5Csy), if i = 4.

where the random vector Cs; is defined component-wise by

N

Cjt —5 < (Ws]t)Q %(Hgt) ;%Sh_\/é?h%ng,twg,t> ) (5.6)

¢, i=sgn(W!, - han! (5.7)
s,t s,t \/% s,t |

Jj . J J
wher: = sen(H - H
ere N ¢ 58 ( s,s+%h s+%h,t)

are independent Rademacher random variables.
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Remark 5.1.5. The formula for Cs; is derived such that S(l) ((%‘:J)j — (vg)j)zdfy{ matches
the optimal estimator E[Sz (I/Vsju)2 du ‘ Wi, Hoy, nsvt] (see Theorem 5.3.3).

For paths with three pieces, two of which are vertical and only relate to diffusion vector
field, we refer to the resulting approximation as the ‘Shifted ODE’ approach. We use this
terminology as, in the additive noise setting, the vertical pieces correspond to additive shifts
for the numerical solution and so there is only one non-trivial ODE. As before, paths can be
linear or non-linear functions of the input random variables.

Example 5.1.6 (Shifted ODE splitting (high order and linear)). We can define a high order
splitting by a three-piece path v°©1 : [0,1] — R'*? with the following pieces:

(07 Hs,t + %\/ﬁn&t), ifi=0
’77‘“5;2},+1 = (h, Ws,t - \/Ens,t), ifi=1 (58)

(0, —Hsy + 3Vhngy), ifi=2.

Example 5.1.7 (Shifted ODE splitting (high order and non-linear)). We can define a high
order splitting, see Figure 5.1, using a three-piece path v3©2 : [0,1] — R'*¢, which is based

on an optimal estimator for a certain Brownian integral and has pieces:

(0,4Wyy + Hyp — 3Csy), ifi=0
Tmar =9 (b Csd), ifi=1 (5.9)
(0,4Wiy — Hey — 3Csy), ifi=2.

where the random vector C; is defined component-wise by

1
. . 5 12, o 4 3 1 . \2
Cl, = €§,t<(W§,t) +3(H§,t) +5h_\/67h2ns,twsj,t) ,

. ‘ 3 .
Eé,t ‘= 8gn (Wsj,t - \/thng,t>v

H
s+%h,t

J J
where n. , := sgn(H —
st 8 ( s,s+%h

) are independent Rademacher random variables.
Remark 5.1.8. Just like Example 5.1.4, Cy, is derived so that §} ((*)’ — (v¢)’)dn?
matches the optimal estimator E[Sz (T/Vsju)2 du ‘ Wi, H&t,n&t] (see Theorem 5.3.3).
The following paths do not generally result in high order approximations for SDEs satisfying
the commutativity condition (2.2). However, the piecewise linear path given by (5.10) results
in the ‘Shifted Euler’ method for SDEs with additive noise, which we demonstrate can

outperform the standard Euler-Maruyama method in [19, Section 5.2].
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Example 5.1.9 (Shifted ODE splitting (low order; suitable for Euler's method)). We can
define a low order splitting by a three-piece path 4593 : [0,1] — R+ with

(0, 3Wy, + Hyy), ifi=0
75—3?“ =4 (h,0), ifi=1 (5.10)

(0,3Wyy — Hyy), ifi=2.

The path (5.11) is also not usually high order, but gives a third order approximation when
applied to underdamped Langevin dynamics (see [18] for details).

Example 5.1.10 (Shifted ODE splitting for the underdamped Langevin diffusion [18]). We
can define a splitting by a three-piece path v5° : [0,1] — R'*? with pieces:

(0, Hgy +6Ksp), ifi=0
772,07"21+1 = (h’ Ws,t - 12K3,t), If =1 (511)

(0, _Hs,t + 6K3,t), if i =2.

where K ~ N(O, 771071165) (defined in Definition 3.2.6) is independent of (W&t,HS,t).

Strang Splitting Shifted ODE Splitting
E ; 1W H,
EE k — Mk
i +Cy T M
W ; |1-a
%Wk+Hk§
v H
1 1 h
3 " 2"
High order Strang Splitting
i1 | we-n
| Wi —V3H, 2 Wi = Hie
E Ta
I
1 1W +H,
EEW,{+\5H,< 2 kT K
3-V3 V3 3-V3 1 h
3 h ?h 3 h Zh

Fig. 5.1: lllustration of piecewise linear paths associated with various splitting methods for SDEs.
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5.2 Theoretical convergence rates

We present here the application of the error analysis developed in Chapter 4 to the piecewise
linear paths proposed in Section 5.1. We start by showing how our analysis applies to the
Strang splitting path, recovering the expected error rates. We then consider the paths
proposed in this thesis. For the sake of brevity, we will only explicit the results for our paths
51 (5.4) and 4992 (5.9). From the working for these two paths it should be clear how to
go about checking the terms for the remaining paths. The theoretical error rates for all the
proposed paths can be found in Table 5.1 and a comparison with the conditions of Theorem
4.2.3 (global strong error for SDEs under the commutativity condition (2.2)) in Table 5.2.

Strong error Weak error
Commutative Non-Commutative | Commutative Non-Commutative
LTI O(h) O(h?) O(h) O(h)
~LT? O(h) O(h?) O(h O(h)
~5 O(h) O(h?) O(h?) O(h)
~HS1 O(h?) O(h?) O(h?) O(h)
~HS2 O(h?) O(h?) O(h?) O(h)
~S01 O(h?) O(h?) O(h?) O(h)
~502 O(h?) O(h?) O(h?) O(h)
503 | O(h) O(h?) O(h) O(h)
¥ O(h) O(h?) O(h) O(h)

Table 5.1: Theoretical convergence rates of splitting paths. Without the commutativity condition
the higher order schemes fail to match the word ww a.s. and the word wwww in expectation. Strang
splitting is a high order weak scheme as it matches the integral wwT in expectation, which both SO3
and SO4 fail to do. However, while the paths SO3 and SO4 only obtain a global strong error of
O(h), we note that they have a local strong error of O(h?) compared with a local strong error of
O(h!-5) for the Strang splitting (see Table 5.2). Green text marks high order convergence.

5.2.1 Strang splitting path

As a first example, we apply our analysis to the Strang splitting path (5.3). We show that
our analysis recovers the expected global strong convergence rates of O(h) for commutative
SDEs and O(h%) for non-commutative SDEs, and the expected global weak convergence
rates of O(h?) for commutative SDEs and O(h) for non-commutative SDEs (see e.g. [13]
and [4]). As our methodology describes, to obtain the error rates we calculate the iterated
integrals for the Strang splitting path. We emphasise that applying the implemented algorithm
of Section 3.4 automatically returns the final results of these calculations, but we will present

here some intermediary steps for clarity. Proceeding as described in Section 3.4 and taking
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v =% (5.4), we obtain

2

g 3 g 1 h 3 h
Iw(l)—SJ dr x Wy, = W,,  and IT(1)_3f dr><2+3f drx 5 =h.
2
3 3

1
3 0

The Strang splitting matches I,,(1), and thus, by Theorem 3.6.2, for commutative SDEs it

matches all 7,(1) with ‘w only’ words . In general, we see that

5 1 1

15,(1) = 32f3 drodry x Wey @ Wey = sWE and  E|15,(1)] = 5hD3

1 J1 ’
3 3

so, the Strang spitting does not match I, (1) = %WS%Q + As (3.3) (which is expected as

we do not include Ag;), but it does match the integral in expectation. Now, checking the

O(h'-3) terms, we have that

h 1 1
[S = 32f f dradry x Wy x — = |11] x §hWS7t = Eth,t ,

which (comparing with (3.6)) does not match the required value of I, (1) = $hW,;+hH,;.
Thus, we see that the Strang splitting has a local strong error of O(h!®) for SDEs satisfying

the commutativity condition, and a local strong error of O(h) in general.

Local weak error

As the splitting matches (1), it matches all integrals (1) for ‘7 only’ words a.. We thus
only need to check the local weak error for words containing at least one w. In fact, as the
Strang path is constructed from Wy, ~ N(0,h1y) all integrals containing and odd number
of w's have expectation zero. We thus check the O(h?) terms

I5,.(1) = 33f f f dradradry x Wy @ W x h = [010| x W§2 hwg%2 :
1
I5.,(1) =0 and IS, (1) =[101] x ihwgff = fhWS%Q :

which, comparing with Theorem 3.3.4, all have the correct expected values. We now come
to the term which causes issues for the weak error of the Strang splitting (and all other

splittings we present) when commutativity is not assumed. For the Strang splitting, we have

wwww

1
15 (1) = ]1000] x W®* = EW®4 :
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and (as E[(W/,)*] = 3h? and E[(W{,)?] = h) we see that

E| (150 () | = ihQ and B[ (I5,0.(),;;| = %hZ ,

for i,7 € {1,...,d} with i # j. For similar reasons the Strang splitting fails to match the
integral wwww. Thus we see that the Strang splitting achieves a local weak error of O(h?3)
when the commutativity condition is satisfied, and O(h?) in general. By Theorems 4.2.1

and 4.3.1, these local weak and strong error rates imply the global error rates of Table 5.1.

5.2.2 HS1 path

Strong error for HS1 path

For comparison with Theorem 4.2.3 we must calculate the integrals with words w, 7, wr

and wwt. Proceeding as described in Section 3.4 and taking v = v#5! (5.4), we obtain

4 2

4 1 2 )

1551(1) =5 J5 dr x (2Ws,t - \/gHs,t> +5 LE) dr x <2Ws,t + \/gHs,t>
5

%
1 1
= 1] x <2Ws,t - \/§Hs,t> + [3] x <2Ws,t + \/§Hs,t) =Wsy,

where we recalled Remark 3.4.3 to calculate |1| = |3| = 1, and (now omitting the first step)

3 V3 % 33, _

7511y = |0 h+ 2] x —h+ |4 h.
- (1) =1]0] x 5 +|\><3 + [4] x 5

After this level the benefit of the algorithm should become clear. Likewise we see that,

3—+/3
6
343
6

1
+ ]21] x (2W87t + \/§H87t) X \ggh

h

1
I151(1) = |01] x <2W8,t — \/§Hs,t) X

h

1
+103| x <2Ws¢ + \/§Hs,t) x

1
= ths,t + hHs,t )
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and, leaving the most involved calculation to last,

1 1 3—4/3

1511y = 1010] x <Ws,t — \/§H5,t> ® <Ws,t — \/§Hs,t> X \fh
1 3—4/3

—V/3H, t) <2WS¢ + \/§H37t> L 3=V3,

1 3—+3
*Ws,t + \/gHs,t> ® <2Ws,t + \/gHs,t> X \/7h

1
2
1
2
Ws®f

+(012] x

+1030] x

+ [210] x

_ 6-— f

1 3
“Wo+ ﬁHs,t> ® <2Ws,t 4 ﬁHs,t> V3

4\/§th¢ ® Hyy + \ths,t @ Wiy + \thg?f .

As Wy ~ N(0,h1) and Hyy ~ N (0, 5h1,) are independent, we easily see that

’ 12

s - (S50

1
pi 1 T Tox 2) h*D3? = 1#1)3 : (5.12)

It can also be reasoned from the independence of W, ; and H,;, and the construction of
the path that the off-diagonal terms will have expectation zero. Alternatively, we can check

explicitly as follows

-2
sy = 22 *ﬁhwﬁ_@hmt@mﬁ \/g hHs,t®W5,t+*th§>E,
HS1 \/§ @2 @2
Iw‘rw( ) hW _7hW t®H t“" hH t®Wst—\thSt y

clearly these terms have zero expectation off the diagonal. And, comparing with Theorem
3.3.4 we obtain the correct expected value (as predicted by Theorem 4.2.3 and (5.12)).
Therefore by Theorem 4.2.3, the HS1 splitting path obtains a theoretical global strong
convergence rate of O(h%) for SDEs satisfying the commutativity condition (2.2).

Weak error for HS1 path

HS1

From the above strong error analysis, we can see that the path already satisfies the

first three condition of Theorem 4.3.3, and clearly E[I/151(1)] = E[I/L51(1)] = 0. Thus all

we require to obtain global weak order 2 is that

B[ 1751 (1)] =0,
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for all words o with ord(a) = 2.5 . We note that a word « with ord(a) = 2.5 must
contain an odd number of w. That is |a|“ € {1, 3,5}, and, since 771 is constructed from
Wt ~ N(0,h1g) and Hyy ~ N(0 L h1y) which are independent, it is easy to conclude

» 12
that every component in the expansion of 1751

will thus have expectation zero. We make
this conclusion by observing that each term in this expansion must contain an odd number
of either Wy ; or H, ;. Therefore, the path ’yHSl achieves a global weak error rate of 2, for
SDEs satisfying the commutativity condition (2.2).

Remark 5.2.1. Extending this analysis to terms of O(h3) we would see that the path fails to
match the expected value of all the terms, and thus the path does not (in general) achieve a
weak order of 3. In particular, the path 51 fails to match the integrals with words wwwwT,

WWWTW, WWTWW, wTwww and Twwww in expectation.

5.2.3 SO2 path

Strong error for SO2 path
Firstly, recall that the path SO2 involves the r.v. C,; defined component-wise by

1

i iy2 1202 4 3t owi )’
Cs,t = st (Ws,t) + g(Hs,t) + gh - \/ﬁhQns,th,t ) (5'13)
P e L B
6s,t 1= sgn st \/m ns,t )
where ni}t = sgn(Hg’er%h - Hir%h,t) are independent Rademacher random variables.

Observe that by flipping the sign of W ; we in turn flip the sign of n,; and thus also the sign
of €5¢. As Wy and —Wj ; have the same distribution, we thus find that E[Cﬁ7t] = —E[Cit].
This then implies that

E[C],]=0. (5.14)

Now we will calculate the required terms for comparison with Theorem 4.2.3. In particular,

the integrals corresponding to the words w, 7, w7 and wwr. Taking v = v°92 (5.9) we have

1 1 1 1
1502(1) = ’0| X <2W5’t — Hs,t — 203’15) + |1‘ X Osﬂg + ’2| X (QWS’t + Hs,t — 205715)

st

15201 = i x h=h ,
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1 1
1592 — 10| x Cyy x b+ |11] x (2W57t + Hyy— QCs,t) x h
1
= 5 s,t + Hs,t )

recalling that [10| = 1. And we find that

I592(1) = [100] x Cs; ® Cs x h

wwT

1 1
+ ’101’ X <2Ws,t + Hsﬂg — 2037t> ®Cs,t x h

1 1 1 1
+ |110| X <2Ws,t + Hs,t - 205,t> ® <2Ws,t + Hs,t - 2Cs,t> x h

1 1 1 1
= ShWE2 4 ShHE? + 2hCS + <h(Wey @ Hog + Hyy @ Wit )

1 1
+ gh(Ws,t ® Cs,t - Cs,t ® Ws,t) + Zh(Hs,t ® Cs,t - Cs,t ® Hs,t) . (5-15)
As shown in (5.14) E[ngt] = 0. Thus, consulting the definition of Cs; (5.13), it is clear
from (5.15) that off the diagonal every term is the multiplication of two independent terms

with expectation zero. Hence, for i,j € [1,...,d] with ¢ # j
SO
E[(Iwwf)”] ~0.

On the diagonal, the last two grouped terms in (5.15) cancel out and by the independence
of W, and Hy; we see that

1 . 1 .
E[(Ifu?rz)u] = E[8h( ;,t)2 + §h(Hsz,,t)2

# g (V27 + ()" + 3h - mhéns’tW&t)]

11 1 11 1
_ 12 = - - - ) = Zp2
=h (8+24+24+120+30) 2"

where we used that ng; and W, are independent (see Lemma 3.2.10). It is also clear from

(5.15) and from the independence of the terms that off the diagonal the expected value

will be zero. It is also obvious that off the diagonal will have expectation zero for 1592 and
J502

TWW *
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Weak error for SO2 path

The weak error for the SO2 path is slightly more involved than for the HS1 path: as here
we cannot simply appeal to the independence of W ; and H ;. We must thus check the
conditions of Theorem 4.3.3 more carefully. In this section, we will skip straight to the
integral calculations obtained by applying the algorithm of Section 3.4. Taking v = 7592
have that

1592(1) = ifﬁWs,t + %fﬂH&t — %hQC&t :

and, as noted in (5.14), W, H,; and C, all have expectation zero. Thus we see that
E[1592(1)] = 0. And, now onto the terms involving more w's. Which are more involved:

1 1
ISOQ _ ®3 _ - g®3 1
TWWw 48 th,t 6 s,t (5 6)
1
+ g HE @ Wey + Hay @ Wt @ Hy + Way ® HEY) (5.17)
1 ®2 ®2
_7h( st®WSt +Wst®Hst®Ws,t+WS7t ®Hs,t) (518)
1
+7h(2 st®W3®t st®cst®Wst_Wt®Cs,t) (519)
1
+ 7h(2 st®H§t2 _Hs,t®cs,t®Hs,t _Hg,?@c’s,t) (520)
1 1
+—h(C ®W5t—Cst®Wst®Cst+2Wst®0§f) (5.21)
1
~ Gh(CE @ Hap — Coy @ Hoy ® Cas + §Hs,t ® C%?) (5.22)

1
+7h( st@Cst®Wst+Hst®Wst®Cst+Wst®Cst®Hst (523)

+ Ws,t ® Hs,t ® Cs,t - 2Cs,t @ Ws,t ® Hs,t - 2Cs,t ® Hs,t ® Ws,t) )

lines (5.16), (5.17) and (5.18) have expectation zero as Wy; ~ N(0,h) and Hy; ~
N(0,h/12) are independent. For the other lines ‘off the diagonal’ we have expectation zero
by independence and as E[Cit] = 0. For lines (5.19), (5.20) and (5.23) ‘on the diagonal’

we have zero a.s. as terms cancel out. For lines (5.21) and (5.22) ‘on the diagonal’ note that

12 o 4 3 1 )
+ E(H;’t) + gh - mhgné’twg’t> 5
which has expectation zero as n’ ; and W, are independent and E[n,;] = 0, and similarly

we observe that E[H ,(C,)?] = 0. Thus we see that (5.21) and (5.22) have expectation

zero, and so

WE(Ch? = Wi ()

E[1592,(1)] =0.

TWWW
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The same reasoning can be used to show that

E[1505,(1] = B[] = E[1525- (D] =0,

WTWW

where 1592 (1), 1592 (1) and I592 (1) are given as follows:

WTWW

1 1
1592 = 1—6th%3 - EHS?E
1
+ Zh(Ws,t ® HS%/Z + Hs,t ® Ws7t ® Hs,t - HS?E ® Ws,t)

1
+ *h(Hs,t ® W§2 - Ws,t ® Hs,t ® Ws,t - W§2 ® Hs,t)

8
+ %h( Gt ®C 202 @W,y) + ih(Hs,t ®CE + 208 @ Hyy)
4 (W ® Cor ® Wey ~ WE © Cuy)
ih(ng QCst — Hey ® Csy ® Hyy)
+ é (Hs,t RCst Wy + W51 @ Hgy @ Cs
Wi ®Cs; @ Hygy — Hy t @ Wit ®Cs,t> ;
1
I35, = EhW®3 L
+3 (H?f@Wst— Hyt @Woy @ Hoy — Wy @ HEY)
+ %h( Hyy @WE + Wey @ Hoy @ Wep — WE @ Hyy)
(OB @ Wy — 2W, @ CE) — o h(2H, ® OFF + CF ® Hyy)
+ (W ® Cot ® Wey — Coy @ WEP)
+ ih(Cs,t ® Hg,? —H,; ®Csy ®Hs,t)
- éh(Hs,t ®Cst @Wsi+ Cst QW5 ® Hy

- s,t ® Cs,t ® Hs,t - Cs,t ® Hs,t ® Ws,t) ’
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1 1
SO W
Iwwch = 48h 5%3 + EHS?E

1
+ —h(HSQ?E X Ws,t + Hs,t ® Ws,t ® Hs,t + Ws,t ® Hs(?tz)

2i4h( G @WER + W, @ Hyy @ Woy + WEE @ Hi )
ih( s, ®C —Cs 1 @Ws: ®@Csp + §Cs®t2 ®W87t)
%h( st@c — s,t®Hs,t®Cs,t+%C§tQ®Hs,t)
%h@ R ®Cst — Wy ® Coy @ Wiy — Csy @ WEP)
%h(QHst ®Cst— Hst ®Cst @ Hg _Cs,t®H§?t2)

+ ih(QWs,t QH; 1 ®Cst +2Hs; QW1 @ Csp — Wt Cst @ Hy g

s,t ® Cs,t ® Ws,t - Cs,t ® Ws,t ® Hs,t - Cs,t ® Hs,t @ Ws,t) .

By Theorem 4.3.3, we thus conclude that the path v°92 achieves a global weak rate of
convergence of O(h?) for SDEs satifying the commutativity condition (2.2).
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a = ‘ w ‘ T ‘ wT wWwT
LTI In(1) Wse | R |0 0
E[Zo(1)] | O h|o0 0
T2 In(1) Wt hW ¢ %hWS%Q
E[l,(1)] | 0 0 Th?D?
5 1o (1) Wi 5hWs LW E?
E[l,(1)] | 0 h|0 1h?D?
st TalD) | War | | 5hWoy o+ W, %g:lzv?gwi?f%whégm
E[I,(1)] | 0 h|oO 1h?D?
AH52 La(1) Waa | B %th’t + o ":_4613}5(‘421% Cfsttt Cssttg Wii))
+%h(Hs,t ®Cst—Cst @ Hg )
E[I.(1)] | 0 h|o0 1h?D?
éhlw}%?; ;w%i + 2142h;;z§t2
o 0| o s | Sl o
‘I'%hHs,t @ W
E[I,(1)] | 0 h|0 1h?D3
jsoz Ta(l) | W | bl 5hWor + i, %h(ﬂi’;t ®Crr— Crr @)
+%h(Hs,t ®Cst —Cst @ Hg )
E[I,(1)] | 0 h|O 1h?D?
yooa TaD) | Wa | | ghWae + by i@zf(ﬁt éhli%i Hoy®Way)
E[I,(1)] | 0 h|0 ch?D?
LhWE? + LhHE} + 6hKE}
o B Waa | 1| B b | )
+5hHe @ Wy
E[Io(1)] | 0 h |0 é—gh?D?l

Table 5.2: Checking the conditions of Theorem 4.2.3 for example paths. Highlighted in red are
where the paths fail to satisfy the conditions in the theorem. D?l, as defined in (3.14), represents the
d x d identity matrix.
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5.3 Derivation and optimality of splittings

Declaration of authorship The following section should be credited to Dr. James Foster?.

We include it here for completeness.

In this section, we derive estimators for certain iterated stochastic integrals using a polynomial
expansion of Brownian motion [17]. We use this expansion since its first two coefficients
give the path’s increment and space-time Lévy area (Definition 3.2.2). Just as in [17], the
integral that we would primarily like to approximate is the so-called ‘space-space-time’ Lévy
area, which we defined above (Definition 3.2.4). We note that a preliminary version of the

results in this section were first presented in the doctoral thesis [14].

The key difference between the integral estimators defined in this section and those derived
in [17], is that we shall additionally make use of the ‘space-time Lévy swing' (Definition
3.2.3). Similar to [17], we propose approximating L ; using its conditional expectation. That
is, we would like to derive a closed-form expression for E[Ls,t|Ws7t,Hs,t,ns,t]. In addition,

we shall derive the conditional variance of L as this gives the L?(P) error.

In this section, we focus on the case where Brownian motion is one-dimensional and leave
the general case, a matrix of space-space-time Lévy areas, as future work. However, the
off-diagonal terms in this matrix will have zero expectation due to the independence and
symmetry of the d coordinate processes of the Brownian motion. Therefore, we may construct
a high order multidimensional splitting path simply by taking independent copies of the
paths detailed in Section 5.1.

Theorem 5.3.1 (An optimal unbiased estimator of space-space-time Lévy area). Let
Hy; and Ls; be the previously defined Lévy areas of Brownian motion and time. Let
nst = sgn(Hg, — Hyt) denote the space-time Lévy swing given by definition 3.2.3. Then

the conditional mean and variance of Ly, given the information (W, H,n)s; is

3 1 3
E[Lsi | Wet, Hsy,nst| = 7h2 ShH?, — — —ng h2 Wiy, 5.24
[Lst | Wet, Ho s ] 0" T ghHas svoa 2Ws (5.24)
11 1 1
Var (Lo | Wy, Hop,nst) = ——o—h' + (oo — ——— | W°W2, —h?’HQ 5.25
ar (Lat | Wae, Hayns) = goaaoh’ + (720 3847r) * 700 (5.25)
nsth Wst

320\/

1. University of Bath, Department of Mathematical Sciences. jmf68@bath.ac.uk
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Proof. We first note by applying [17, Theorem 3.10] on [s,u] and [u, t], we have

E[Lou | Won, Ho] = 13+ —5hH,
Var (L, | W, Hu) = 40:13;00h4jL 3(%‘4/2 +mHS2“)
E[Luy | Wau, Huy] =@h2+1—0hH5
Var (Lug | Wt Hug) = 40;;00 4+ 3(571WW“+56100H3¢>‘

To utilise the above expectations, we will ‘expand’ the following integrals over [s,t].

t U t
f W, dr = f W dr + f W dr (5.26)
f W dr + thu —|—J Wy, dr,
t
f W2, dr = f W2, dr+ f W2, dr (5.27)
’ t t
= f W2, dr+ §hW§u +2Ws o f W dr + f W2, dr.
By [17, Theorem 3.9], which follows from integration by parts, we have that, for v < v,
1
Wy rdr = i(v —w)Wyo + (v —u)Hyy, (5.28)
1
f W2, dr = (V- WW2 4+ (v — W)Wy Hyp + 2Ly . (5.29)

From the decomposition (5.26) and identity (5.28) on [s,u] and [u, ], it follows that

[a—

Hs,t = (Ws,u - Wu,t) + %(Hs,u + Hu,t)- (530)

4
We now define the following random variables:

1 3
Zsu = g(WM - W) — Z(H&u + Hyy), (5.31)

Ns,t = Hs,u - Hu,t- (532)
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Since Wy, ~ N(0, (b — a)) and H,p ~ N(0, (b — a)) are independent, we see that
Wi, Hst, Zsau, Ny are jointly normal, uncorrelated and therefore also independent. From
(5.31) and (5.32), it directly follows that Z,, ~ N (0, %h) and Ny ~ N (0, 45h). In
addition, by rearranging the above expressions for these random variables, we have

Ws,u = 5 s,t + §Hs,t + Zs,ua (533)
1 3

Wu,t = 5 st — iHs,t - Zs,ua (5'34)
1 1 1

Hs,u Z s,t §Zs,u + §Ns,t7 (535)
1 1 1

Hu,t Z st §Zs,u iNs,t- (536)

Putting all of this together, and using the independence of Brownian increments, gives
t
E[ Wsz,r dr ’ Ws,u s Hs,1u Wu,ta Hu,t]
S
U 1 t
_ E{ f W2, dr ‘ WuHu} +ShWE, + 2W,, f W dr
S u
¢
+E[ f W2, dr ] Wu7t,Hu7t]
u
1 9 1 1 9 1
= gth,u + ths,uHs,u + QE[LS,U | Ws,’zuHs,u] + EhWS’u + §th,uWu,t

1 1
+ W Hyy + ghwjt + W Hop + 2E[ Loy | W, Hut)

1 1 3 1 1 1
- 8hW;{u + g hWouHu + ghﬂiu + %hQ + §hW§u + 5 h W W

1 1 3 1
W wHyt + —hW?2, + ZhWy (Hyt + —hH?, + —h?
+ ) it + 6 u,t + 9 it it + 5 u,t + 60
1 6 1
- gth%t + hW Hgy + 5hH527t + %hQ

1 1 2 3
+ ghHy Zsy — JhWo Ny + ths%u + TOhN‘?’t’

where the last line was obtained by substituting (5.33)—(5.36) into the previous line. Since
nsy = sgn(Ngy) and Ngy ~ N (0, 15h), it follows that [N,,| has a half-normal distribution

and is independent of n, ;. Moreover, this implies that its moments are

1

1

E[Ns,t ns,t] = \/ﬁns,th%; E[ng,t |ns7t] = Wns,th%, (537)
1 1

E[NZ,|nss] = o E[NY, | ne] = @h? (5.38)
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Explicit formulae for the first four central moments of the half-normal distribution are given
in [11, Equation (16)]. Since W, Hs ¢, Zs4,, N5 are independent, we have

t
E[ Ws%r dr ’ Ws,taHs,tans,t]
’ t
= E[E[J WSQ,T dr ‘ Ws,tv Hs,tv Zs,zu Ns,t:| ‘ Ws,ta Hs,tan&t]-

As (Ws,t,Hs,t, Zs,u,Ns,t) and (W&U,Hs,u, Wu,t,Hu’t) encode the same information, we
have

t
E[J WS%,,, dr ‘ Ws,taHs,tans,t]
s
1 2 6 2 1 2
= gth,t + hWS,tHS,t + 5hHs,t + %h

1 1 2 3
+ S hH B[ Zou] = W B[ Nog|nse] + 1—5111@[23,“] + 1T)hE[J\ff,t|ns,t]

4
1 1 6 1 3
= gthZ,t + hW&tH&t + ﬁhZ + ghﬂit — Wns,tfw WS,t7
where we used the moments E[Z,,,| = 0, E[Z2,] = {5h as well as (5.37) and (5.38). The

condition expectation (5.24) now follows by applying equation (5.29) to the above.

We employ a similar strategy to compute the conditional variance (5.25) of L ;. Using the

decomposition (5.27) and independence of (WM,HS,U, Wu,t,Hu,t), we have
t
Var ( WSZ’TdT ’ Ws,u; Wu,ta HS,U7 Hui)
S " 1
= Var (J Wy dr + ShWE,
S
t t
+ 2Ws,u j Wu,r dr + j Wir dr ‘ WS,U') Wu,t , Hs,u; Hu,t)
U b ut
— Var ( f Wﬁrdr‘Ws,u,H&O + Var (J Wg,rdr]Wu,t,Hu,t>.
S u
Therefore, by (5.29) and the formulae for the condition variances of L, and Ly,

t

Var <J WSQ’TdT’ ‘ W, Wu,taHs,u,HU,t)
S
1

1 1 1 1 1
— h3(—W2 2 H2 H2 )
50400 © 1440 su T g0 wt T +

1400 %% " 1400 %t
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By plugging in (5.33) — (5.36), we can rewrite this in terms of W+, Hs ¢, Zs 4, Ns .

t
ar (J Wzrdr ’ Ws/u,, Wu,tst,ua Hu,t)
S

4 3
= — W, — —H
50400 (1440 vt 1440 + 1400 s T 1400w

11 4 3 2 9 2 1 2 1 2
= — — W2 4+ ——H?, 4+ —HyZeu+ —— 272, + ——N2, .
50400 (2880 st 19800t T 525 MMM T 6300 T T 2800 o

121H12)

The second conditional moment of the iterated integral can be directly calculated as

2
|:<J WS%T d?“) ‘Ws,ugwu,taHs,u7Hu,t:|

2 t
— E|:f Wir dT‘Ws,u, Wu,t,Hs,u,Huyt:| + Var (J WdeT‘Ws,u, Wu,ta Hs,u; Hu,t) .
s

Therefore, by substituting the expressions for the above conditional moments, we have

t 2
E[(J WS2,T dr> ‘Ws,u7Wu,t7HS,U7Hu,t:|

6 1
( WW2, + W, Hy s + ~hHZ, + —h’
5 30
1,
50400
9 2 11 1
W W2+ ——H?, + —H,,Z Z2,+ ——N2, ).
* (2880 st 900t T 5o e T G300 7ot ag0p o

wwmz o thwne, - Bz +3hN2)2
5 s,t4s,u 4 s,t4Vs,t 15 S,u 10 s,t

Expanding the bracket and collecting terms yields

2
|:<f WSQ,T dT) ‘ WS,’UJ Wu,t ) Hs,uy Hu,t:|

36 9
h4 h2W4 —hPH, + —h2Z4 Z
50400 9 25 225 * 100 5
9 18 2

—hQWQ —h2W2 N2 + —_h*H},ZZ, —h2H2 N2, + = p272 N2
+45 s,t su+80 s,t st+25 s,t + 25 s,t s,t+25 s,u” Vst
13 233 7 1
— W2, + S h’HZ, h3 2+ = BNZ + W, H,
576 st 2800 6300 Zsut o500 Net T 15 st

- 7h Wst s,t + 175h3 stZ.su + h2W3tHst 70h2Ws,tHs,tZs,uNs,t

4
7h2W3tht + —hQWS WH2 - —hQWS tht +3 h2H§tZS w+ 7—5h2H

+ —h2W2tHStZsu — hZWQtHStNSt + h WStHSQtZsu + 5h2W57tH57tZ§,u

9

2 p74 21172 172
——h"Ng, + "W HSy

_|_

3 3
thW&tHS?,tNS,t— h2W 2 Nst + =W’ Hg1 Zs N2,

3
“h*We Hg N2, —
+ 7t it S,t 5 5 5

5
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By taking the expectation of the above terms conditional on (Wi, Hst,ns¢) and substi-
tuting in the moments of Ny, |n,; given by (5.37) and (5.38), it follows that

+ 2
E|:(J W32,r dT) ’ Ws7t; Hs,ta ns,t}

t 2
= E|:E|:<f Ws2,r dT> ‘WS,U7Wu7t7HS7U7Hu,t:| ‘W87t7HS,t7n8,t:|

21001# 7h2W4t + —h2H§t thWQtH% + —Oh3W§t 175 h3H§t
+ 1—5h Wy Hgy + EhZWS,tHS’t + §h2W3tHSt
1 5 (1 11 1 3
_ \/ﬁn&tm (ngt + %hws,t + §W52¢H57t + 5WS,tH§t) .

Thus, we can compute the required conditional variance using the following identity:

<f W2 dT‘Ws,ths,t’ns,t>
2 + 2
_E[<J W;{,,dr) ’Ws7t,H5,t,ns7t] - (E“ Ws%Tdr’Ws,t,Hs,t,n&t]) .

Plugging in the expressions for these conditional moments and simplifying terms gives

(J W2 dT‘Ws,taHs,tans,t>

1
21001# + §h2W§t h2H4t + h2W3t h3W2 175 thft
2
+ 1—5f5”14/s,t15r371t + ghQWs,tHs’t + §h2W3tHSt
1 5 (1 11 1 3
_ \/ﬁn&thz (GW; + %hwsﬂf + iwgtH&t + 5W5,tH§7t>
1 1 6 1 3 2
— <3hWS,t + hWy Hgy + —5h2 + = 2, - mns,thz W&t)
11 1 1 1 7
- pt (— - —)h3W2 L ysy hEW,,.
6300 T \180 ~ 96r ot gt HL - ROv/Gn et st
The result now follows as, by (5.29), the above is the conditional variance of 2L ;. O

In the construction of the piecewise linear paths defined by (5.5) and (5.9), there are two
distinct solutions which result in paths with the required iterated integrals. To decide on the
solution, we consider the ‘space-time-time’ Lévy area of the path. Whilst this quantity is
Gaussian for Brownian motion and can be exactly generated, it is asymptotically smaller
than space-space-time Lévy area, and so less impactful. Therefore, we propose using the
expectation of space-time-time Lévy area conditional on (Ws,t, Hsyt,ns,t) and choosing the

path v which best matches this approximation.
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Since Wy, Hy; and K ; can be identified with coefficients from a polynomial expansion of
Brownian motion, it is straightforward to establish their independence. However, K ; is not
independent of ns; and we can compute the following moments:

Theorem 5.3.2. The space-time-time Lévy area K, is independent of (W, Hs+) and

has the following distribution and conditional moments,

1
Ko ~N(0, —h), .
. N(o - ) (5.39)
1 1
E(Kst|nst| = ngth?, 5.40
[ Kot |ns] T (5.40)
1

E[K2,|ns] = (5.41)

—h.
720

Proof. It was shown in [17, Theorem 2.2], that for a Brownian bridge B on [0, 1] and certain

orthogonal polynomials e; and es, we have

1 1
e1(t) J ea(t)
I = By - dt d Ir:= By - dt
! fg ST R ST )

are independent random variables with I ~ N(O, %) and I} ~ N(O, %) Moreover, by

Theorems 2.7 and 2.8 in [17], the orthogonal polynomials e; and es are given by

e1(t) = V6t (t — 1),
ea(t) = V/30t(t — 1)(2t — 1).

Thus I1 = v/6 §, Bydt and I = 24/30 §, By(t — )dt. It therefore follows that

fOlBtdt~/\/'(O,112> and LlBt(;—t>dt~/\/'<0,7;0>
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are independent. By the standard Brownian scaling, this implies H,; ~ A(0, 4 h) and
Kgy ~ N(O, %h) are independent. Moreover, since H,; and K,; are functions of the
Brownian bridge {Wsm — % S’t}ue[s,t]' they are also independent of W ;. We will now
compute the expectation of K, conditional on (W, Wy 1, Hg o, Hy ).

hZE[Ks,t ‘ Ws,u ) Wu,tv Hs,u 9 Hu,t]

t r—3 1
=K Ws,r - T Ws,t §h - (7” - 5) d'r‘ WS,’I.L7 Wu,thS,uvHu,t

1t t 1
= 2hJ W dr — E[J W r(r — s)dr‘ Ws7u,Wu7t,HS,u,Hu,t] + ﬁhQWS,t
1 1 U t
- ghQWs,t + 5hQHSﬂf — E{J W (r — s)dr‘ WSM,HS,U] - WS,UJ‘ (r —s)dr

t
— E|:f Wu7r(7' - S)dT" Wu,t7 Hu,tj|

1 1
- ghQWS,t + 5h?HSJf — f E[Wep | W, Hou|(r — s)dr — thWw

¢ ¢
— f E[WuT’ Wu,t,Hu,t](T —u)dr — f Wy r(u — s)dr.

u

In [17], it was shown that E[Ws7r| Wi, H&t] == Ws: + %H&t for r € [s,t].

Therefore, plugging this into the previous equation gives
h2]E[Ks,t | Ws,ua Wu,ta HS,U7 Hu,t]
1 1 1 1 3
- ghQW&t + §h2H8,t - E#Ws,u —~ ghQHM - ghQWs,u
1

1 1 1 1
- EhZWu,t - thHu,t - h<4th,t + 2hHu,t>

2
1 1 1 1 1 1 1
— ShPH (ZhZHs,u hP o+ S W~ gh?vvs,u) + h?Hou = ShPHog.
By equation (5.30) in the previous proof, we see that the first two terms cancel. Thus

1
E[Ks,t ‘ WS,U? Wu,t, Hs,u; Hu,t] = éNs,ty

and so the desired result (5.40) now follows as

E[K&t Ws,ta Hs’t’ ns,t] = E[E[Ks,t ‘ Ws,ua Wu,t>Hs,Ua Hu,t] ’ Ws,tst,tyns,t]
1
= gE[NS’t ’ Ws,t7H57t7n51t:|
1

1
ns,th2 )

8V 67
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by the independence of (W, H,, Ny;) and equation (5.37), which were established in
the proof of Theorem 5.3.1. Finally, we note that Ks%t does not change if W is replaced by
—W, whereas n,; changes sign when the Brownian motion is ‘flipped’. So by the symmetry

of W, the random variables Kit and ng; are uncorrelated. Thus

1 1
E[KSns] = SE[KS |nee = 1] + B[ = KZilnee = —1],
=0
1 1
E[Kg,t] = §E[K52»t|nsvt = 1] + §E[K§7t|ns,t — _1]’

N———

_ 1
_720h

gives the desired conditional moment (5.41). O

Finally, using these optimal estimators for Ls; and K, we give the theoretical justification
for the choices of piecewise linear paths previously used in (5.5) and (5.9). These paths
match E[L&t]WS,t,HS’t,ns,t] and correlate with E[K&JWS’t,Hs’t,ns,t].
Theorem 5.3.3. Consider the (W, Hg 1, nst)-measurable piecewise linear paths v =
(v",7*) : [0,1] - R?, 5§ = (37,3%) : [0,1] — R? given by 7o = o = (s, Ws) and
(0,Asy), ifi=0
Vriripr = 3 (R, Bsg), ifi=1 (5.42)

(Oa Ws,t - As,t - Bs,t)a ifi= 27

(0,Cs), if i =0
(3h,0), ifi=1
Fririen 7= 4 (0, Ds), ifi=2 (5.43)
(3h,0), ifi=3
(0, Wep — Csy — Dyy), if i =4,
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78
where h =t — s and
(As,t y Bs,t)
1 t
= arg min J Yo.rVor dYr — E[J (u— s)Wsdu ‘ Wi, Hs ¢, ns,t] ,
(A,B)eR? s.t. constraints | JO s
(5.44), (5.45), (5.46) hold
(Cs,ta Ds,t)
1 t
- arg min f 5,3, AT — E“ (4 — 8)Wyudu ‘ Wis, Hyy, ns,t] .
(C,D)eR? s.t. constraints | JO s
(5.44), (5.45), (5.46) hold
with the constraints (5.44), (5.45) and (5.46) for the paths v and ¥ given by
MW= =~V = W, (5.44)
1 1 ¢
| G =)t = [ G -38) a3 = | Wawdu, (5.45)
0 0

S
1 ) 1 ) ¢ )
f (W —§) dvr =J (3 = A6) Ay = EU Ws,udu‘WsJst,t,ns,t]- (5.40)
0 0 S
Then the first increments, As+ and Cs;, of the piecewise linear paths v and ¥ are

1 1
As,t = Wer + Hs,t - *Bs,ta

2 2
1 1
Cs,t = 5 st T Hs,t - §Ds,t7

where the second increments, B,y and D, of the paths are given by the formulae

1
2

12
- héns,tWS,t> )

5

4 3
H?, + —h—
ts V6T

Bs,t = 657t <W52,t +

1
2

9

1 4 4 1 1
Ds,t =€t <3W82,t + gHSQ,t + Eh — \/6?ns’th2Ws,t>
3 1
€s,t += SgN Ws,t — Eh2ns’t .
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Proof. Since -y and 7 are piecewise linear, it is simple to compute the integrals

! 1
|0 = a)drr = 1A+ 5B,
0

1
1
| O = aart = (42, + AusBus + 3BE),
0

Lo ey x 1
| G =303 = n(Cur+ 5Du),
0
1 1 )
|, @ =203 = (G2 + CuaDug + 5D%,).

It follows from the constraints (5.45) and (5.46) with equations (5.28) and (5.29) that

1 1
h(As,t + 5Bs,t) = ShWi + hHy,

1 1
h(Ag,t + AgyBay + ngi) = ShW2,+ AW,y Hog + 2E[ Loy | Wes, Hog ],
1 1
h(Cut+ 5Dut) = 5hWas + hH,,

1 1
h(cﬁt +CyyDyy + 51)§7t) = ShW2,+ AW,y Hog + 2E[ Loy | Wes, Hog o],

So by Theorem 5.3.1, substituting in the formula for the conditional expectation yields

1 1
As,t + §Bs,t = 5 s,t + Hs,t7
1 1 1 6 1 1
A2, + Ag4Boy + -B2 = W2, + Wo Hey + —h+ —H2, — ———ngha W,
s,t + s,tDs,t + 3 s,t 3 s,t + s,t41Ls,t + 15 + 5 s,t 4\/677Tns’t 2 ERA
1 1
Cs,t + §Ds,t = 5 s,t + Hs,t>
1 1 1 6 1 1
Cs27t + Cs,tDs,t + iDg,t = §W527t + Ws,tHs,t + Bh + 5H527t - ﬁns,thzw&h

Since a2 + ab + %b2 = (a + %6)2 + 1—1262 and 2 + cd + %d2 = (c + %d)2 + id2, this gives

1 1 1 6 1 1 1 2
EBg’t = gWSQ’t + W57tH3,t + T5h + gH‘?’t — mns’thQ Ws,t — <§W57t + H&t) y

1 1 1 6 1 1 1 2
ZDg’t = gWSQ,t + Ws,tHs,t + T5h + gHS2,t — mns,th2 Ws,t - <§W37t + H57t) y
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and so there are two possible values of Bs; and D, where (5.45) and (5.46) hold,

4

1
Bsy = ns7th2 Ws,t ,

)

|
-+
<
S
Py (Y]
+
SN )
o
Z [N}
ot
>

3
Vor

1 4 4 1 1
Doy = +4[=W2, + —H? —h— —nsth2 .
st \/ ,t + )t + 15 \/ﬁn&t 2VVS,t

Thus, if equations (5.45) and (5.46) are satisfied, we have

1
1
L(v — W)V =) dnT = hQAs,t+§hQBs,t

1 1 1 12 4 3
= ZhQW&t + §h2H57t + th\/Wgt + gﬂgt +sh- ﬁn&th%WS,t,

1 1 3
L(v —30) (W =6 dAy §h2057t+§h2D57t

1 1 1 4 1 )
= h2W,, + —h®Hg; + h2 W2, + ZH? —h s thZWiy.
gt et T g Bt T gy [aWar & pHsy + g = et Wit

Using Theorem 5.3.2, we can estimate the corresponding integral of Brownian motion.
¢
E[J (u - S)Ws,udu ‘ Ws,tv Hs,t ) ns,t:|

1.t by — 1
:E[th Wi du—J “hSWS,t<2h— (u—s))du‘W&t,H&t,n&t]

s

! = 1
- E[J (Ws,u - % Ws,t) (2h - (u - 3)>du ’ Ws,t; Hs,t; ns,t:|

1 1
- ghQWs,t + ihQHs,t — WP E[Ky 1| 1s4]

1 1 1 5
= ghQW&t + §h2H57t - mn&thQ .

Taking the difference between these integrals gives

1 t
[ 07 =062 = )07 | [ W[ Wor, Hopone

1 1
= ‘ - Eh2W3t + — ns,th * hQ\/Wszt HSQt 5h =Ntz Wy |,

1 3
8V 61 Vo6



5.3. Derivation and optimality of splittings 81

and

1 t
[ 7 -amae - 307 - EU

(u— s)Wsdu ’ Ws.t, Hs,t,ns,t]
0 s

hE W

1 1 . 1, N1 4 4 1
— —WWep 4+ ——ngih2 + —h% | =W2, + —H2, + —h — ——
| " et g et g \/3 A T el

Since we would like the path ~ to minimise this quantity, the optimal choice of sign for the

. 1
square root term is €, := sgn(W,; — —2=h2n,,), and the result follows. O

V24w



Chapter 6

Numerical examples

We present here numerical examples deploying the splitting paths presented in Section
5.1, including derivations of the resulting numerical schemes. We consider the stochastic
FitzHugh-Nagumo (additive noise) and the stochastic Lotka-Volterra (multiplicative noise)
models, and as an example of higher order schemes applied to Multi-level Monte Carlo
we consider the problem of pricing a basket option for a model of interacting assets. As a
small experiment, we also consider the long time behaviour of splittings for the stochastic
anharmonic oscillator, for comparison with results in [39]. More examples can be found
in our paper [19]. For the majority of these examples, the ‘non-diffusion’” ODEs coming
from the SDE splitting will not admit a closed-formed solution and thus must be further

discretized. We will show how such ODEs can be resolved.

Throughout, we shall compare methods using the following strong error estimator:
Definition 6.0.1 (Strong error estimator for SDEs). For N > 1, let Y denote a numerical
solution to the SDE (2.1) computed at time T' with a fixed step size h = % Then we define
the following estimator for quantifying the strong convergence of Yy :

Sy 1= \/E[HYN - vfrel?), (6.1)

where Y,["¢ denotes a numerical solution to (2.1) computed with a finer step size, hfir® < % h,
but using the same Brownian motion (so that Y and Y. are close). In our examples, the
expectation in (6.1) will be estimated by standard Monte Carlo.

When defining numerical methods, we sometimes use W}, as shorthand for Wy, . . ., (and

similarly Hj, and ny, instead of Hy, 4, ., and ny, ¢, ., ).

82



. Numerical examples 83

6.1 FitzHugh-Nagumo model

We consider a stochastic FitzZHugh-Nagumo (FHN) model which has been used for describing
the spike activity of neurons [4, 40]. The stochastic FHN model follows the two-dimensional

additive noise SDE (where Itd and Stratonovich coincide) is given by

1 3
) (v — vy —u op 0
) = (F Y dW. (6.2)
Uy vy — uy + 6 0 o9
To discretize the stochastic FHN model, we apply the splitting path (5.5) and, similar to [4],
apply a Strang splitting to approximate the resulting drift ODE. This leads to the splitting

method:
i\ (v N wl+H—1c)
v\t 0 o) \IWP+H?-1C2)
2 1
Vk( : L (pStrang Vk( ) + or 0 Cli
L 1 9
U o \ol 0 o0y) \C?

= 3 : .
Ug i1 b\l 0 oo) \UW2—H2-1c2

where the Strang splitting steps are given by

~

1
v ~ _% ~9 - _% > 2
sos”a“g< ) — [ E0-e) : (6.4)

3h ~ 1

with ¥ and @ defined by

> 1 _h _n\\"2
o (L (0 7)) [l e
u 2.\0 -1 u+i5h

and the explicit formula for the above matrix exponential is given in [4, Section 6.2]. We
note that, similar to the CIR model, the stochastic FHN model is challenging to accurately
simulate due to the vector field not being globally Lipschitz continuous. That said, as the
drift does have polynomial growth and satisfies a one-sided Lipschitz condition, there are
numerical methods for (6.2) with strong convergence guarantees. We will compare our
scheme (6.3) against two such methods; the Strang splitting scheme proposed in [4] and
the Tamed Euler-Maruyama method introduced in [28].
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6.1.1 Derivation of FitzZHugh-Nagumo splitting

The derivation of the splitting scheme (6.3) is as follows. Proceeding as described in Example
2.2.1, the splitting path (5.5) applied to (6.2) gives the following series of ODEs:

(0) MO)
Uy o 0 1 1
d (u@) a <0 02> <2W87t e QCS t> ar ( 0)>
Uﬁl) 1 %(vﬁl) _ (v,(,l))?) _ ufnl))
d{ ) =3h @ _ . Q) dr,
Uy 2 6’07« — Uy " + 5
(2) e
T S I Ve ar, ? y | =
Uy 0 o9 Ug
o\ 1 (L - @) —u) o
d\ ) =3" 3 @ dr, u®)
Uy 2 vy —up’ + Ug
(4) (4)
Ur g1 0 1 1
d = "Wy — Hey —
(o) = (5 o) G- memge)ar. (3 ) ( )
where Cj ; is defined as in Example 5.1.4. Solving to find (vg ),ug )) produces our estimate

of a solution to (6.2) at time h. The ODEs (6.5), (6.7) and (6.9) are exactly solvable. The

terms (6.6) and (6.8) require further analysis, proving the source of discretization error in

—~~
=)
)

~

our spitting scheme. Following [4], we note that we may rewrite these terms in the form

o) 1 0 —% Uy %(UT—’U§>
d(ur>—2h<<9 _1) (>+< ; >>d (6.10)

To maintain the potential order of the splitting scheme (global O(h!-%) in the commutative
case), we require that our discretisation of the resulting sequence of ODEs has at least
local strong error smaller than O(h?). A Strang splitting of (6.10) provides this as the two
separate components in (6.10) admit closed form solutions. An ODE Strang splitting of
(6.10) gives:

50) 150 _ (203 -(0)

d 7E 0 lh e(vr (Ur ) ) dr U(()O) _
2 B Ty

o\ 1, (o -1\ (& " 7
Haw | =2\ 1) \aw ) a )~ \a

o\ 1, (207 - 7)) i\ _ (o
d| 2] = 3" dr =0 -

uy p Ug 1
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The value of (17(()_25)7{‘((5%)T

is the Strang splitting estimate. As v/ = (v — v3) admits a
closed form solution, solving the ODEs for initial values u, v € R leads to (6.4). Combining
everything, we obtain (6.3).

6.1.2 Numerical results

For our numerical experiments, we select the following parameters for the FHN model
e=1, =1, p=1, or=1, o2=1, (vo,up)=1(0,0), T=2.

We compare our proposed splitting with the Strang splitting presented in [4] and the Tamed
Euler method of [28]. We see in Figure 6.1 that our proposed splitting exhibits a 3/2 strong

convergence rate and is significantly more accurate than the other schemes (for a fixed h).

25

® HS2 splitting
B Strang splitting (Buckwar et al. (2022))
A Tamed Euler (Hutzenthaler et al. (2012))
20 4 y=151x +2.8
=
15
0
S~—
[
& e T
el X T A
| = A «-
e— - == K -
- R E— & y=1.13x + -2.9
_——— .‘—_——
5 BT Lo
AT
0 T T T T T T T
6 7 8 9 10 11 12

— log,(step size)
Fig. 6.1: Sy estimated for (6.2) using 1,000 sample paths as a function of step size h = %

The higher order scheme will be more computationally expensive than the lower order
schemes, this is quantified in Table 6.1: Where we see that, for the same value of h, to
simulate 1000 sample paths the HS2 splitting takes approximately 3 times as long as the

Strang splitting, and just under 5 times as long as the Tamed Euler scheme.

HS2 splitting (6.3) | Strang splitting [4] | Tamed Euler [28]
8.22 | 2.74 | 1.75

Table 6.1: Compute time to simulate 1000 sample paths of (6.2) with 100 steps (seconds)

While the high order splitting takes longer to run, as observed in Figure 6.1, it is significantly
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more accurate. We quantify this in Table 6.2, where we see that the HS2 splitting is an order
of magnitude faster than the other two methods — to achieve the same level of precision. We
thus conclude that the proposed high order splitting method (6.3) gives the best performance
for the FHN model.

HS2 splitting (6.3) | Strang splitting [4] | Tamed Euler [28]
4.42 | 29.67 | 85.39

Table 6.2: Estimated compute time to produce 1000 sample paths of (6.2) with an error of
Sn = 1073 (seconds)

6.2 Lotka-Volterra model

As an example of an SDE with multiplicative noise, we consider the stochastic Lotka-Volterra
(LV) model, which is a classical model of predator-prey population dynamics [1, 66]. The

stochastic LV model follows the two-dimensional additive noise SDE given by

b1 — — G 0
d Te) _ z¢(b1 — a112¢ — a12yt) dt + 1T¢ o dW; | (6.11)
Yt Ye(ba — ag1m¢ — azy:) 0  Gay
with zg,y9 = =,y > 0. Where y denotes the predator population and x the prey. Depending

on the choice of coefficients, this system can cover three standard classifications [66]:

Predator-prey: b1 >0, by <0, aj2>0, a1 <0
Cooperation: b; >0, by >0, a12<0, a1 <0

Competition: b >0, bo >0, a2 >0, as; >0

Assuming that G1, G2 > 0 then the solution is guaranteed positive [46, Theorem 2.1]. Under
the ‘predator-prey’ classification we observe dynamics like those displayed in Figure 6.2: a
growth in the population of the prey is followed by an increase in the predator population,
followed by a subsequent drop in both before the cycle repeats. For positive values of aq1
and ago the dynamics will spiral towards a stationary point. The observed cycles are also

quite sensitive to the initial condition.
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Fig. 6.2: Example dynamics for the LV model, with parameter values a1; = ass = 0.0005 ,
a1z = —ao1; = 0.003 , by = —bs =1 and G; = G2 = 0.2 . The left plot displays the dynamics in
phase space, and the right plot shows how the populations evolve through time.

To discretize the stochastic LV model we choose the path 451 (5.4) and an ODE Strang
splitting to deal with several of the resulting ODEs. This leads to the following splitting

method:
X].gl) _ ¢Strang Xk:
Yk(l) =Eh\y, )

X XY exp (G1(W}E/2 + v/3H])
Yk(2) Yk(l) exp (G2(W2/2 ++/3H?)

Xlgs) _ ¢Strang X]£2)
y@ ) e \y® )

X\ (X exp (Gr(W/2 - V3H])
v V¥ exp (Go(W2/2 — v3H2)) |
(4)
Xk+1 Strang Xk
= ) 6.12
(Yk+1> gbg%ﬁh Y,€(4) (6.12)

where (Z)i,tlrang is defined as in (6.13) below. The Strang splitting steps enforce an additional

restriction that a2 > 0, restricting us to ‘predator-prey’ and ‘competition’ classifications.
The Strang splitting also assumes that x; and y; are strictly positive, thus additional care

should be taken when this may break down.
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Remark 6.2.1. For the sake of numerical comparison with schemes designed for It6 SDEs,
we note that the SDE (6.11) may equivalently be written in Ité form as

d we\ _ [ (bl + G§/2 — a1 — algyt) gt 4+ Gizy O aw,
Yt Yt (b2 + G3/2 — agx — azoy:) 0 Gayt

6.2.1 Derivation of Lotka-Volterra splitting

Applying the splitting path (5.4) we obtain the following series of ODEs
. w&o) _ ﬂh :c7(~0)(b1 - a11a;7(~0) — a12y7(»0)) dr (0)
0 6 1 by — az2l” — azy”) ’ y(()O)

Y

p :cﬁ” _ G( Wlt—l—\f t)avr) p
(1) Go V3H?2 1) ’
Yr (2 s,t+ st)yT

(2) V3

d( (2)> V3,

(b - ana® — any®)
@ (b, (2) @y )
(3) Gl Wslt \FHslt) & dr (3)
ngt)yT) 7 y(()g)
3

— a21Tyr "~ — a22Yr
(4) ( (b (4) _ (4) (4) 3)
d (4) \/gh (1 >( L auy@)) dr. i) ="l
6 yr (b2 — a1y’ — ayy ) Yo y;
The second and fourth ODEs are relatively simple to deal with resulting in exponentials. To

deal with the first, third and fifth ODEs we again propose an ODE Strang splitting. We

note that these ODEs may equivalently be written in the following form:
d Ly — h xr(bl - aller) i —Q12TrYr dr |
Yr Yr (b2 — a22yr) —a21 T, Yy
A Strang splitting applied to this then produces the following sequence of ODEs
70 70 _ (0) ~(0)
d () = ch ()( 1 anm(m) dr T =10
Ur (b2 — azofr ) Yo Yy
B\ (g0 A\ (50
dlm)=¢ - | 9T ] = o]
Yr —a21 Ty Yr Yo Yo.5
7@ ~(2) ~(2) ~(2) ~(1)
T' T b - T
o) = :f@)( 1 aniz)) dr, )=
Ur o (b2 — azyy™’) Yo 9

>



6.2. Lotka-Volterra model 89

with the last ODE being solved for time r = 0.5. These three ODEs are each solvable
explicitly, yielding the following solutions (we will not comment on the existence/uniqueness
of the ODE solutions here)

i‘(()% _ ( biz exp(chby/2) boy exp(chby/2) >T

zj(()% by —ax + ajprexp (chbi/2) ' by — asey + asyexp(chby/2) ’

jgl) _ ( — ay2¢1 exp(aizcics) o — asc1 exp(ajacica) > T

g az1 exp(aizcice) — exp(aizer) as1 exp(aiacica) — exp(azcr) )

.

<:i(()25))> B < b1:f§1) exp(chby/2) bggil) exp(chbg/2) >

_(2) | = N N ; - N

y(().5) by — a1196§1) + auxﬁl) exp(chbi/2) by — aggygl) + aggygl) exp(chbs/2)

where &12 = ch x a2, dgl = ch X asi,

v O%) —log (&12 g(()og> :

cl = g](()f) — —2Z45, and apacicy = log <1:(()
Strang [ L | . ‘i‘((]Qg
o) =) (613)
Y Yo.5

Combining everything we obtain the splitting method given above.

We then define

6.2.2 Numerical results

For our numerical experiments, we select the following parameters for the LV model

b1 . 0.5 all a2 . 0.0001 0.01 G1 . 0.5
bs —0.5) 7 \asr a9 —0.01 0.0001 Gsy 05)

with initial value zp = yo = 10 . The model was simulated out to time 7" = 1 (in part as
blow up was observed for the Euler scheme for times larger than T' = 5). These parameters
fall under the ‘predator-prey’ classification. We compare the splitting derived above with a
Strang splitting (5.3), a Lie Trotter splitting (5.1) and an Euler scheme. For the Strang and
Lie Trotter splitting, we again used the ODE Strang splitting (6.13). The observed strong
error rates are presented in Figure 6.3, where we observe that the proposed splitting achieves

a 3/2 strong order convergence rate and is more accurate than the other methods.

The timings for the compared numerical schemes, for a fixed h, are given in Table 6.3.
In Table 6.4 we compare the times required by each of the schemes to reach an accuracy of
Sy = 1073, again we see that the proposed high order splitting performs the best out of

the compared schemes. The HS1 splitting is an order of magnitude faster than the other
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Fig. 6.3: Strong errors for (6.11), estimated from 1000 sample paths.

HS1 splitting (6.12) ‘ Strang splitting ‘ LT1 splitting ‘ Euler
12.26 | 6.83 | 366 | 087

Table 6.3: Compute time to simulate 1000 sample paths of (6.11) with 100 steps (seconds)

splitting schemes and we note the relative inadequacy of Euler scheme for the LV model.
Interestingly, here the LT1 splitting requires roughly 2 times the number of time steps to
achieve the same accuracy as the Strang splitting, but takes half as long to run. Making the

LT1 and Strang splittings comparable in terms of strong error performance for this example.

HS1 splitting (6.12) ‘ Strang splitting ‘ LT1 splitting ‘ Euler
1.26 | 21.11 | 2129 | ~ 146,000

Table 6.4: Estimated compute time to produce 1000 sample paths of (6.11) with an error of
Sn = 1073 (seconds). (*) based on Figure 6.3 the Euler method would require ~ 22 steps to

achieve an accuracy of Sy = 1072, in combination with Table 6.3 this gives an approximate time to
run of 40.5 hours.

Remark 6.2.2. It is worth noting the instability of the Euler scheme with the Lotka-Volterra
model, which was observed to quickly lead to numerical blowups. The choice of model

parameters was in part made to avoid this instability.
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6.3 Multilevel Monte Carlo

As described in Section 1.3, MLMC is a variance reduction technique often used to replace

the standard Monte Carlo estimator. The ‘multilevel’ part of the MLMC estimator involves
coupled ‘coarse’ and ‘fine’ estimates. For an increment only numerical scheme it is clear
how to couple the levels as W, ; = Wy, + W, ;. In order to use the high order paths we
have introduced we note the following relation for the space-time Lévy area which allows us

to use the same Brownian paths across step sizes.

1
7t:Z

1
(”s,u - ”u,t) + *(Hs,u + Hu,t)y
2

H;
which follows by (5.26). Thus, we are able to generate a Brownian path for h; = 27! and
subsample to h;_; = 2~ The space-time Lévy swing can also easily be coupled by
simply using the definition n,; := sgn(Hy, — H, ). We also note that the space-time Lévy

swings over the sub intervals ns, and n,; are independent of ng ;.

6.3.1 Example: Interacting stock model

As noted in the introduction, the variance of the correction terms in the MLMC are controlled
by the strong error. In the following example, we compare the HS1 splitting with the Strang
splitting. As shown in Table 5.1 both these splittings achieve a weak order of O(h?), but
the HS1 splitting achieves a strong order of O(h!®) compared with the Strang splitting’s
O(h). We are thus interested to explore what benefit can be gained using a higher order
(strong) scheme with MLMC.

For demonstration, we consider the following toy model. Let us consider a financial market

of M assets, with (risk-neutral) prices {S(¥}M each obeying the following dynamics

M
s = (rS’t(Z) ~ B (St(z) — > sy )>) dt + o, SPaw | (6.14)
j=1

with initial value S(i)

cg-i) > 0 and o; = 0. The idea behind this model is that different assets may derive their

prices from each other. For example, you could have a two asset model of a commodity and

, where 7 is the risk free rate, 5; = 0 controls the reversion speed,

a manufactured good using that commodity. In which case the commodity may be assumed
to follow a geometric Brownian motion (GBM) and the manufactured good is expected to
cost some multiple of the commodity. We are then interested in pricing some derivative

whose price depends on the price of the M assets. For example, we may wish to price the



6.3. Multilevel Monte Carlo 92

equal-weighted basket call option with strike price K and payoff

M +
(Z S§%>—K> . (6.15)

Remark 6.3.1. As the model we introduce in (6.14) is linear, it would also be possible to
derive an exact solution. However, the resulting integrals would likely be difficult to couple
within the MLMC framework.

Numerical experiments

For our numerical experiments, we consider a three asset model. We label the assets X,Y

and Z. Assuming common reversion speed [3, the system has the following dynamics

X Xy Xy Xy ox X 0 0
dl Y |=<r| Y |-7 Y; |-0| Y dt + 0 oyY; 0 [dW,,
Zy Zt Zt Ly 0 0 oyY;

Coz Czy O

The solvability of the resulting ODEs is quite dependent on the choice of coefficients in our
interaction matrix. So, for simplicity, we set many values to zero and assume that cy;, c..
and ¢, are positive constants. This system then models a primary good X (following GBM),
a secondary good Y and some product derived from both: Z. Applying the splitting path
7152 (5.5) we arrive at the following splitting scheme:

xO\ [ Xeexp (ox(Wh/2+ HE - CL2)) X X
Yk(l) = | Yiexp (O’y (W,?/2 + H,? — 013/2) , Yk(2) = ¢ Yk(l) ,
(1) (2) (1)
Z Ziexp (o7(WE/2+ H} - C}/2) Z Z
x® XV exp (oxC}) X x®
YO | = | v exp (ovCP) | v =e [P |,
3 4 3
7 ZIEQ) exp (07C; z% z®
Xea\ (XA e (ox (W2 - HE - C2))
Y1 | = Yk(4) exp (oy (W?/2 — HE — C}/2) ,

Zi1 72 exp (07(W3/2 — HS — C3/2)



6.3. Multilevel Monte Carlo 93

where, for 3 := Sh/2,

x x
oly|:= eh/? e Py + Cya (1 — e P ,
z e Bz + Bczye_ﬁy + {cm(l —e P + cyxcm(l —(1+ B)e‘ﬁ) }1‘

which may not be the most aesthetically pleasing splitting scheme we have presented, but
has the benefit that each ODE term from the splitting path is exactly solvable. As the
splitting scheme above is not difficult to derive, we will not present its derivation and instead

proceed straight to our numerical experiments.

We choose the following set of parameter values
r=005, B=1, cpu=15 cup=cy=1, ox=0y=0z7=02,

with initial values Xy = $100,Yy = $150 and Z; = $250. With these parameters, Y is
expected to cost 1.5X and Z is expected to cost Y + X. An example realisation of the
model is shown in Figure 6.4.

300 A

150

100

0 1 > 3 1 5
Time (years)

Fig. 6.4: Example price path for three interacting assets.

We price the 'out of the money’ basket option (6.15) with strike K = 550 and expiry T' = 1.
We compare the results using a standard Monte Carlo estimator and the MLMC estimator.
To assess the impact of using a higher order strong scheme, we compare with the Strang
splitting. Both the Strang and the HS2 splitting are weak order O(h?). For our numerical
experiments, we estimate the computational cost of each level Cy using the computational
time and apply the MLMC algorithm as described in [24, Algorithm 1].
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Fig. 6.5: Plots comparing MLMC performance for Strang splitting and HS2 splitting.

In Figure 6.5 we plot the results of applying the MLMC algorithm with the HS2 splitting and
a Strang splitting. From plot 6.5a we see that the HS2 splitting achieves a lower variance
and a faster rate of decrease across the different levels, when compared with the Strang
slitting. From plot 6.5b we see that the correction terms are smaller at each level for the

HS2 splitting. In Figure 6.5¢c, we see that the HS2 splitting requires fewer levels and fewer
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samples per level than the Strang splitting to achieve a set accuracy of . As displayed in
plot 6.5d, to achieve a given level of accuracy, the total computational cost (as defined in
(1.10)) of the HS2 splitting is thus lower than the Strang splitting. We thus see a clear
benefit from using the higher order splitting H.S2.

6.4 Testing Long-time integration

As a small experiment, we consider here the example of the scalar anharmonic oscillator
dy; = sin(y.)dt + dW; . (6.16)

The motivation for this experiment is the paper [39] where it was shown that a non-Markovian
Euler scheme achieves a high order of convergence in the long time horizon, transitioning
from a 1st order weak scheme to a second order weak scheme (see their Figure 2). We are

thus interested if such behaviour can be observed for our splitting schemes.

Using either of the paths v991 (5.8) or v992 (5.9), we propose the following splitting
method for the anharmonic oscillator:

?kSR = Yk,SR + Cl,
N 2, -
YSRg S k,SR + g (f (Yk.SR)h + CQ) y
3

1.~ 3 .~
Yksf1 — VSR ¢ Zf(YkSR)h " Zf(Yksfg)h + Wy, (6.17)

where C, Cy € R? are the first two increments of the driving piecewise linear path . Both

S01 SO2 will achieve a strong order convergence of 3/2. For our numerical

paths v and vy
experiments we use the path v°92. This splitting method uses Ralston’s method [60] to
discretize the ODEs resulting from the splitting path. The derivation of (6.17) is presented
in our paper [19, Section 5.2]. The non-Markovian Euler scheme used in [39], follows a

simple modification of the Euler method (Definition 1.4):

1
Yip1:=Y + f(Yk)h + i(Wtk—htk + Wtk7tk+1) :

In Figure 6.6 we present the result of our experiment. The ‘Lo distribution error’ used to
compare the scheme is as described in [39], where a histogram describing the distribution
is constructed at each point in time. This estimated distribution is then compared using
an Lo distance with a histogram estimated with a finer time step. We see a similar trend
between the splitting and the non-Markovian Euler, where the error for both decreases with

time. However, in contrast to our previous numerical experiments, we do not see a benefit
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from using the splitting, and it in fact performs worse than the non-Markovian Euler. An
interesting question for future research is to see if the non-Markovian Euler can be improved
upon by including additional random variables such as the space-time Lévy area H,; we

have used here.
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Fig. 6.6: Comparison of splitting (6.17) with the non-Markovian Euler scheme, based on 10® samples.



Chapter 7

Conclusions and future work

In this thesis, we have presented a new simple methodology for designing and analysing

splitting methods for SDE simulation. The key idea is to replace the system's Brownian motion

with a piecewise linear path. Moreover, for SDEs satisfying a commutativity condition, we

developed several high order splitting methods which displayed state-of-the-art convergence

in experiments. As part of this investigation, we also detailed how recently developed

estimators for iterated integrals of Brownian motion can be directly incorporated into such

methods. Since these estimators were simply obtained as the expectation of iterated integrals,

conditional on the generatable random variables, they are optimal in an L?(PP) sense.

Furthermore, the results in this thesis may lead to several areas of future research:

Development and analysis of methods inspired by splitting paths

For example, in the additive noise setting, the following Strong 1.5 Stochastic Runge-
Kutta method is based on the splitting path (5.11), but with K, = 0.

?kSRK - Yk,SRK + O'Hk,
~ ~ 5/ o~
VSR TSR 2 (F(TR)h+ o W),

2 3.0
YRRK = ySRK gf(Y,fRK)h + gf(l/,ffg)h + oWy (7.1)

As (7.1) does not follow a high order splitting path or use Ralston’s method, it was
not included in Section 6.4 and thus we leave its analysis as future work. Similarly,
conducting error analyses and further numerical investigations for the Shifted Euler
and Runge-Kutta methods described in our paper [19, Section 5] is a future topic.
Development of high order splitting methods for general SDEs

For example, the below method is a combination of the Strang splitting (5.3) and the
log-ODE method from rough path theory [50, Appendices A and B].

Vi = exp (5 £C0) exp (W + X [ (147 ) exw (5000 )3,

1<j

97
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where [gi, g;](-) = ¢5(-)9:(-) — gi()g;(-) is the standard vector field Lie bracket and
A = {Ag}lgi’jgd is the Lévy area of the Brownian motion over [tx,tg1]. If Ag is
replaced by a random matrix Ay, with the same mean and covariance, we expect
the resulting splitting method to achieve O(h?) weak convergence. Similarly, we
expect that the Ninomiya-Ninomiya [53] and Ninomiya-Victoir [55] weak second order

schemes can be reinterpreted as path-based splittings.
° Incorporating adaptive step sizes into (W , Hy ,ny)-based methods

Since it is possible to generate both (W, Hy .y, nsn) and (W i, Hy 1y ) condi-
tional on (W, Hs¢,nst), Where u = s + %h is the midpoint of [s, t], the proposed
splitting methods can be applied using an adaptive step size. Such a methodology
was detailed and initially investigated in [14, Chapter 6].

° Application to high-dimensional SDEs in physics and data science

High-dimensional SDEs have seen a variety of real-world applications, ranging from
molecular dynamics [38, 48] to machine learning [31, 33, 41, 63, 67, 69]. Therefore, it
would be interesting to investigate whether the splitting methods developed in this
paper could improve algorithms used in these applications.

° Systematic comparison with cubature methods on Wiener space for weak
approximations of SDEs

As discussed briefly in Section 4.4 our analysis draws inspiration from previous work on
Cubature on Wiener space [26, 44]. Indeed, the path based perspective and emphasis
on the algebraic structure of the iterated integrals is shared with our work; However,
a systematic methodological and numerical comparison with Cubature is outside the
scope of this thesis and so is left as a topic for future research. One would expect
Cubature to outperform Monte Carlo methods given a smooth payoff and a limited

number of steps, but (multilevel) Monte Carlo is much easier to use in practice.
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Nomenclature

BMS Battery management system

CALCE Centre for Advanced Life Cycle Engineering

CC Constant-current

CC-cv Constant-current constant-voltage

cv Constant-voltage

DOD Depth of discharge

DOE OE U.S. Department of Energy’s Office of Electricity
DST Dynamic stress test

ECM Equivalent circuit model

EIS Electrochemical impedance spectroscopy

EOL End of life

EV Electric vehicle

eVTOL Electric vertical takeoff and landing

FUDS Federal Urban Driving Schedule

HEV Hybrid electric vehicles

HPPC Hybrid power pulse characterisation

HWFET Highway Fuel Economy Driving Schedule

IR Internal resistance

LCO Lithium cobalt oxide (LiCoO3)

LFP Lithium iron phosphate (LiFePOy)

LMO Lithium ion manganese oxide (LiMn304)

NASA National Aeronautics and Space Administration
NCA Lithium nickel cobalt aluminium oxide (LiNiCoAlO3)
NMC Lithium nickel manganese cobalt oxide (LiNiMnCoOz)
ocv Open-circuit voltage

RPT Reference performance tests

RUL Remaining useful life

SOC State of charge

SOH State of health

ubDDS Urban Dynamometer Driving Schedule
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Chapter 8

A brief outline of part |i

As a complete departure from the first part of this thesis, we now turn our attention to the data-driven
analysis of Lithium-ion batteries. The work contained here comes from a series of papers published in
the area. As each paper contains its own introduction, we point the reader to these for a description
of relevant advances and background knowledge for this study.

Chapter 9 presents an extensive review of battery datasets in the public domain.

In Chapter 10, we begin our efforts to understand the degradation of batteries: introducing the novel
concept of ‘elbows’ to describe a key inflection point for the internal resistance (IR) of cells and
presenting a machine learning model for their prediction. We also present here a model to estimate
the IR of cells from cycling data, this has the additional output of completing an existing dataset
which did not contain IR data.

In Chapter 11, we continue our investigation into the degradation of batteries. We show that the full
lifetime capacity and IR curves can be described by a few key points. We then present a model which
can predict these key values from any single individual cycle of data. From this prediction, we can
then predict the full degradation of a battery over its lifetime. Prediction from one cycle as presented
here was a novel idea and has a distinct advantage over previous approaches: which require multiple
cycles of data and are largely restricted to early life prediction. The results we present here have
particular application to the assessment of ‘second life" batteries, which is a growing area of interest
because of the necessity to reduce the waste associated with replacing used cells. At the time of
publication our results represented an improvement over past results both in terms of required input

data, versatility and accuracy.

In Chapter 12, we return to the question of data with a particular emphasis on experimental design.
We answer the question of how many cells need to be tested to accurately capture cell-to-cell
variability, up to specified levels of accuracy and confidence. This analysis is intended to assist the
rigorous design of experiments while reducing operational costs and maximising informational gain.
We supplement our analysis by presenting its application to several disparate datasets, and proposing
two different approaches to experimental design which leverage our results.
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Chapter 9

Review of publicly available data for
Li-ion batteries.

The work in this chapter is taken from our paper [58], which was a joint work with Dr. Shawn Li, my
supervisor Prof. Gongalo dos Reis and Mohit Yadav MSc.

Abstract

Lithium-ion batteries are fuelling the advancing renewable-energy based world. At the core of
transformational developments in battery design, modelling and management is data. In this work,
the datasets associated with lithium batteries in the public domain are summarised. We review the
data by mode of experimental testing, giving particular attention to test variables and data provided.

Alongside highlighted tools and platforms, over 30 datasets are reviewed.

9.1 Introduction

Lithium batteries currently dominate the battery market and the associated research environment.
They display favourable properties when compared to other existing battery types: high energy
efficiency, low memory effects and proper energy density for large scale energy storage systems and
for battery/hybrid electric vehicles (HEV) [136]. Given these facts, lithium production has been
expanding rapidly and the use of lithium batteries is wide spread and increasing [56].

From design and sale to deployment and management, and across the value chain [105], data
plays a key role informing decisions at all stages of a battery’s life. During design, data-informed
approaches have been used to accelerate slower discovery processes such as component development
and production optimisation (for electrodes, electrolytes, additives and formation) [128, 129]. At
sale, they can classify batteries based on expected lifetime [78, 197]. At deployment, data on the
expected lifetime and performance of batteries — for a range of chemistries, geometries, capacities
and manufacturers — can help to determine the best battery for a given application: under different
ageing stresses such as various charge/discharge currents [23, 197, 205], operating temperatures [54,
161, 185], depth of discharges (DODs) [29, 193] and periods of disuse [111, 171]. In use, the battery
management system (BMS), controlling the battery’s operation, relies heavily on data both for its
own design and for the training and calibration of the models it uses.
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Data driven approaches are showing great promise and proof of this is the growing body of literature
exploring the interplay between data-driven techniques and battery applications [7, 106, 144, 233].
The approach has been deployed in the design of new models for the estimation of state of health
(SOH) [112, 166, 179, 183], state of charge (SOC) [36, 39] and internal resistance (IR) [123, 172];
the prediction of remaining useful life (RUL) under cycling degradation [78, 197, 214], calendar
ageing [130] and from electrochemical impedance spectroscopy (EIS) data [246]; the identification
and prediction of phase change-points in capacity fade curves (knees) [78] and IR rise curves (elbows)
[210]; new general online estimation methods for advanced BMSs [150]. Moreover, the data-driven
paradigm has been used to improve fault detection [40, 151, 238], charge management [127, 135],
thermal management [198] and so much more: from materials development based on atomistic
principles [50] to techno-economic analysis [175-177, 215] and approaches to recycling [250].

Batteries are subjected to a wide range of operating conditions in turn influencing their performance,
and thus, data covering these conditions is fundamental to the design and validation of accurate
models. Physics-based and empirical models, often used in the BMS or ‘in the cloud’ with new
‘digital twin" approaches [121, 233], require careful calibration of model parameters; and, machine
learning and statistical based approaches require large amounts of data for training and perform
poorly when predicting ‘out of distribution’ (in circumstances which differ greatly from those present
in the data used to train the models). Within their vast scope of deployment, batteries undergo
application specific degradation: the demands placed on an electric vehicle (EV) battery — periods of
high, varying, load followed by extended rest — are quite different from those placed on powertools,
laptops, cellphones, stationary energy storage, aeroplanes or satellites. For this reason, application
specific data is needed and we bring attention to this in our discussion.

Well formatted and easily accessible public datasets will bring ‘fresh eyes’ to problems. Not everyone
has access to a Lab to run experiments or the funds required to purchase data. Data that remains
local to its generating lab can be leveraged only by a tiny fraction of a wide community of experts.
The benefits of public data are numerous: researchers performing experiments gain a reference for
their design and new insights into their data as other researchers with cross-domain expertise employ
it; modellers and industry profit greatly from the ability to validate results and speed up discovery on
public data; and, the barrier to entry is lowered for those new to an area. More data means more
research and research is essential for economic growth, job creation and societal progress [76].

The main contribution of this work is to provide an actionable summary of publicly available
lithium-ion battery data, giving particular attention to explored test variables and provided data.
With this information, we hope to inform future research and experimental design, and encourage
the sharing of new, accessible and well formatted datasets. To assist the reader, at the end of the
main sections we provide tables summarising the presented datasets by cell, test variables, given data

and number of cells with hyperlinks.

This work is organised as follows. The accessible testing data is categorised in Section 9.2 according
to type and includes datasets available on request. Tools, libraries, platforms and a perspective on
current limitations are covered in Section 9.3. Section 9.4 contains the conclusion of this review work

and is followed by a nomenclature listing.

Links to data: All web links have been verified (at final submission). The links are given with

bibliographical number and direct hyperlinks attached to the word ‘URL’.
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License: Datasets are provided under certain license attributions mainly according to Creative
Commons [46, URL], the Open Database License [149, URL] and the Database Contents License
[148, URL]. We refer to the supplementary material Section 1 for a summary description of the

shorthand nomenclature.
Reference for 18650 type cells: Where full cell descriptions for a dataset were not given by the
generating authors we refer to the resource [147, URL] which provides an extensive reference for the

identification of 18650 type batteries.

9.2 Where is the Data?

Historically, interest in different cell chemistries, testing conditions and procedures evolved reflecting
the technological improvements batteries underwent. The first significant public battery dataset can
be traced back to 2008 published by NASA [47]. As new battery chemistries appeared, the interest
shifted from lithium iron phosphate (LFP) to lithium nickel manganese cobalt oxide (NMC) and
lithium nickel cobalt aluminium oxide (NCA) batteries. Both NMC and NCA chemistries are better
suited for power tools, e-bikes and other electric powertrains as they offer higher specific energy,
reasonably good specific power and long lifespan. In Fig.9.1, a hierarchical architecture of existing
battery datasets across time is given. The number of cells tested and the variety of testing variables
explored has increased with growing interest in data-driven techniques and a desire to understand

more complex interactions.
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Fig. 9.1: Hierarchical architecture of the existing battery datasets from an historical point of view.

Cell chemistry, number of tested cells and testing conditions are key to determine the usefulness
of a specific battery dataset. We provide a comprehensive examination of the available datasets, in

particular, highlighting these three elements.


https://creativecommons.org/licenses
https://opendatacommons.org/licenses/odbl/
http://opendatacommons.org/licenses/dbcl/1.0/
https://docs.google.com/spreadsheets/u/1/d/1fYjDxxCJXfm2wdpGWCaOUGq8V8TOEgsnplHQa4YQpRQ
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9.2.1 Cycle ageing data

The generation of cycling data from the beginning to the end of a battery’s life requires a significant
investment of time and resources spanning many months or years. Experiments are run to investigate
the influence of in-cycle factors (charging current, discharging current, temperature and DOD) on
the capacity retention and (sometimes) rise in the internal resistance of batteries. Typically, cycle
ageing datasets include in-cycle measurements of current, voltage and temperature, and per-cycle
measurements of capacity and IR or impedance.

Models are then developed according to the recorded cycling dataset to, among other things, predict
future capacity retention, internal resistance growth and other health metrics. An overview of the
typical recorded data and modelling pipeline for cycling (in particular, high-throughput) degradation
datasets is illustrated in Fig.9.2.
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Fig. 9.2: The typical plots of a high-throughput cycling dataset encompassing measured terminal
current, voltage and temperature variations. Capacity, IR, voltage and temperature can then be used
for the ageing analysis.

We prioritise in this section datasets with multiple cells, frequent in-cycle measurements and labs
with multiple datasets. Smaller datasets (with only a few cells) and datasets without any in-cycle
measurements are left to the end of this section (section 9.2.1). The reader is invited to consult
Table 9.2, at the end of the section, for an overview of the datasets discussed here.
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National Aeronautics and Space Administration

NASA hosts two high-throughput battery datasets on their website [163, URL] totalling 62 cells. We
provide here a brief description of the datasets, for a full cell-by-cell experimental description see the
‘ReadMe’ file accompanying the datasets.

The first of these datasets ‘Battery Data Set’ [185] contains data for 34 Li-ion 18650 cells with
a nominal capacity of 2Ah (we were unable to confirm the chemistry of these cells). This dataset
was also the first publicly available battery dataset and has had a profound impact on the field;
Table 9.1 summarises representative research work drawing on this dataset, giving a glimpse at its
influence. Cells were cycled in a range of ambient temperatures (4 °C, 24°C, 43°C), charged with
a common CC-CV protocol and with different discharging regimes. The dataset includes in-cycle
measurements of terminal current, voltage and cell temperature, and cycle-to-cycle measurements of
discharge capacity and EIS impedance readings. The dataset is provided in ‘.mat’ format under a
double-attribution license!. The experiments were ended when cell capacity fell below 30% or 20%
of nominal capacity.

The second dataset hosted by NASA, the ‘Randomised Battery Usage Data Set' [23], contains data
for 28 lithium cobalt oxide (LCO) 18650 cells with a nominal capacity of ~2.2Ah. The cells in this
dataset were continuously operated. The dataset consists of 7 groups of 4 cells each group cycled at
a set ambient temperature (room temp, 40°C); for 5 of these groups the cells were CC-charged to
a fixed voltage and then discharged with currents selected at random from the group’s discharge
distribution table (7 different regimes). The other two groups were randomly charged and discharged.
The dataset includes in-cycle measurements of terminal current, voltage and cell temperature, and
measurements of discharging capacity and EIS impedance readings at 50 cycle intervals. The dataset
is provided in a ‘.mat’ format and measurements appear to have been taken until the cells reached
between 80% to 50% SOH.

Category SOH estimation and RUL Health prognostics and fault Battery modelling Algorithms  introduction
prediction diagnostics and comparison

Ref [24, 101, 146, 150, 186, 187,
249]

[73, 124, 213] ‘ [132, 234] ‘ [192]

Table 9.1: NASA dataset repository: Related papers and the corresponding research conducted. (See
additionally Supplementary material Table 3 for full details.)

Centre for Advanced Life Cycle Engineering

The Centre for Advanced Life Cycle Engineering (CALCE) battery group has carried out
substantive cycling tests for a diverse range of LCO/graphite cells. These datasets are hosted
on their website [31, URL] — publications using the data should cite the corresponding CALCE
article(s). Data is grouped by cell specification and not all data for a given specification
comes from the same publication. We provide here a brief description of the datasets, for a

full experimental description see the description on the website and the associated papers.

1. As per the NASA description: ‘Publications making use of databases obtained from this [the NASA]
repository are requested to acknowledge both the assistance received by using this repository and the donors
of the data.’


https://ti.arc.nasa.gov/tech/dash/groups/pcoe/prognostic-data-repository/
https://web.calce.umd.edu/batteries/data.htm

9.2. Where is the Data? 112

CALCE hosts data for 15 LCO prismatic CS2 cells grouped by experimental conditions (and
publication) into ‘Type-1' to ‘Type-6". ‘Type-1" and ‘Type-2' accompany one paper [94]
and ‘Type-3' to ‘Type-6" another [232]. Type-1' consists of four 0.9Ah cells, ‘Type-2' of
four 1.1Ah cells and ‘Type-3' to ‘Type-6' each contain between one and two 1.1Ah cells.
The cells appear to have been cycled at room temperature (23°C) and the experiments
investigate different depths and ranges of partial charge and discharging, with a variety
of C-rates. The dataset provides the cell cycler logs in Excel or “.txt' format containing
measurements of current, voltage, discharge/charge capacity and energy, internal resistance
and impedance. For each cell there are multiple files each containing the data for multiple
cycles; the files are named according to the date at which they were recorded and, in our
opinion, a significant amount of pre-processing is required to use this dataset. The data was
recorded until batteries had (at least) passed their end of life (EOL), 80% SOH, with less
than 200 cycles of data for the ‘Type-1" batteries and approximately 800 cycles for the other
cells.

The second set of cells tested by CALCE are 12 LCO prismatic CX2 cells with a rated
capacity of 1.35Ah. Which, similarly to the CS2 cells, are grouped into ‘Type-1' to ‘Type-6'.
‘Type-1" and ‘Type-2' (four cells each) were cycled in the same way as ‘Type-1' of the
CS2 cells [235]. The other four groups each have a single cell cycled with a variety of
charge/discharge protocols; one of the cells was cycled at a range of temperatures (25°C,
35°C, 45°C, 55°C). The datasets are provided in the same format as the CS2 data with the

same measurements.

In subsequent battery experiments [193], the group examined the influence of different depths
of discharge (DOD) and discharging current stresses on the ageing of pouch cells: testing 16
LCO 1.5Ah pouch cells in a ‘semi-temperature controlled’ room (25+2°C) [193]. The dataset
is grouped by DOD and discharging protocol, provided in ‘.mat’ format, containing cycler
voltage, current and charge/discharge capacity data for between 400 and 800 ‘equivalent

cycles’.

Toyota Research Institute in partnership with MIT and Stanford

In partnership with MIT and Stanford, the Toyota Research Institute (TRI) has published
two substantial and easy to use high-throughput cycling datasets. Combined, these datasets
contain data for 357 (= 124 + 233) commercial LFP/graphite cells manufactured by A123
Systems (APR18650M1A) with a rated capacity of 1.1Ah. These two datasets are hosted
online [216, URL], with accompanying experimental descriptions, under ‘CC BY 4.0'2. The

2. To avoid confusion with Constant Current (CC), we add quotation marks when referring to a Creative
Commons License.


https://data.matr.io/1
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datasets are provided in ‘.csv’, MATLAB struct and (second dataset only) JSON struct
formats and a link to a GitHub repository with initial scripts is provided with the data. We
point to the file structure of these datasets as a reference for future work: organised by cell

— cycle — recorded data. Papers utilising the data should cite the appropriate publication.

The first of these datasets [197] (124 cells) was designed to explore the influence of fast
charging protocols on cell ageing. Each cell was cycled with one from a range (72 different
profiles) of one or two step fast charging protocols and a common CC-discharge protocol.
The cells were cycled in a temperature controlled environment (30°C). Data was logged from
cycle 2 until a cell reached its EOL (80% SOH) — between 150 to 2300 cycles. The dataset
contains in-cycle measurements of temperature, current, voltage, charge and discharge
capacity, as well as per-cycle measurements of capacity, internal resistance and charge time.
The data is split into three batches corresponding to three blocks of experiments carried out
separately. In the accompanying paper [197] a feature based model is built on data from the
first 100 cycles to predict the EOL. Since the dataset's release, numerous other papers have

been published working with this data.

The second of these datasets [6] (233 cells) builds on the first: designing an approach to
quickly optimise fast charging protocols. Again, cells were cycled in a temperature controlled
environment (30°C) with a common discharging protocol. The dataset is split into five
batches of between 45 and 48 cells each; these batches were tested sequentially: for the first
batch one of 224 different six-step charging protocols was chosen at random for each cell,
the cells were tested for 100 cycles and then a model (trained on previously collected data)
was used to predict the EOL based on this data. This prediction was used to inform the
selection of charging protocols for the next batch of cells. This was repeated with the first
four batches; the final batch was then tested until past the EOL comparing the selected
optimal charging protocols with several other protocols. The dataset contains the same
readings as the first dataset of 124 cells [197] except for the exclusion of IR readings. An
attempt has been made to recover this missing data [210] where the IR has been predicted
with a CNN model trained on the first dataset; this predicted IR data can be found online
[211, URL].

Sandia National Lab

The Sandia National Lab has performed testing for three chemistries of 18650 form cells:
‘LFP from A123 Systems (APR18650M1A, 1.1Ah), NCA from Panasonic (NCR186508B,
3.2Ah), and NMC from LG Chem (18650HG2, 3Ah)' [161]. In total there are 86 cells (30 LFP,
24 NCA and 32 NMC). The data from this study has been made available on the Battery
Archive website [189, URL] — see Section 9.3.1 below. The data is shared under a double
attribution license and on the website is denoted by the ‘SNL’ keyword. The experimental

description is available on the Battery Archive page and in the relevant publication [161].


https://doi.org/10.7488/ds/2957
https://www.batteryarchive.org/snl_study.html
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The cells were cycled at a range of temperatures (15°C, 25°C and 35°C) with different
DODs (0-100%, 20-80% and 40-60%) and discharge currents (0.5C, 1C, 2C and 3C); at
least 2 cells from each chemistry were cycled in each combination of temperature, DOD
and discharge current (12 groups) apart from the 3C discharge for the NCA cells. All cells
were charged with a fixed rate of 0.5C. The cells were cycled until reaching their EOL
(80% SOH) — at the time of publication cycling was still ongoing. The dataset contains
in-cycle measurements of current, voltage, temperature and energy (Wh), and per-cycle
measurements of charged/discharged capacity (bottom to top of DOD range) and other
summary statistics. Periodically (roughly every 3% capacity loss), EIS measurements were

taken measuring the full capacity of the cell. The data is provided in ‘.csv’ format

Battery Intelligence Lab at the University of Oxford

The Battery Intelligence Lab at the University of Oxford hosts several battery degradation
datasets on their homepage [104, URL]. We review here the ‘Path dependence battery
degradation dataset’ [171] which is made of three parts. The files are provided under ‘.mat’
format and all are licensed under Open Data Commons’ ODbL v1.0 & DbCL v1.0 license.
The dataset parts can be found as follows: Part 1 [104, URL] or [168, URL]; Part 2 [169,
URL]; and Part 3 [170, URL].

The 3-year long project [171], spanning 2017-2020, studied ageing ‘path dependence’ of
Li-ion cells by subjecting them to combined load profiles comprising fixed periods of calendar
and cyclic ageing. The path dependence phenomena reflects the ageing sensitivity of cells
to the order and periodicity of calendar ageing and cyclic ageing. The study analysed 28
commercial 3Ah 18650 NCA/graphite cells (NCR18650BD). The dataset is provided in 3
parts (Part 1, 2 & 3) with the 28 cells split among ten groups (9 groups of 3 cells; 1 group
of 1 cell), all tested at 24°C. We provide a small breakdown for reference and point to the
informative ‘ReadMe’ files. The data provided includes time, current, voltage, capacity and
temperature, and the RPT and EIS testing data.

Group 1-4, 3 cells per group, were aged through cycling at a low C rate (C/2 and C/4)
followed by 5 or 10 days of calendar ageing with RPTs run every 48 cycles. The first
18-months of experimental data is presented in ‘Part 1' with months 19-36 presented in ‘Part
2'. Additional to cell Groups 1-4, in Part 2 one finds Group 5 & 6 as control experiments.
The cells of Group 5 are exposed to continuous C/2 cycling while Group 6 is exposed only
to calendar ageing (at 90% SOC). Group 7-10 are presented in the dataset's ‘Part 3' and
parallels Group 1-4. Here, each group is cycled with CC-CV profiles then 5 or 10 days of
calendar ageing. Reference performance tests (RPT) and EIS tests are used periodically to
characterise the cells to differentiate the influence of different storage times and C-rates on

battery degradation.


http://howey.eng.ox.ac.uk/data-and-code/
http://howey.eng.ox.ac.uk/data-and-code/
https://doi.org/10.5287/bodleian:v0ervBv6p
https://doi.org/10.5287/bodleian:2zvyknyRg
https://ora.ox.ac.uk/objects/uuid:78f66fa8-deb9-468a-86f3-63983a7391a9
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Hawaii Natural Energy Institute

Researchers from the Hawaii Natural Energy Institute (HNEI) investigated the variability
of cell degradation across 51 cells through cycling [51]. Data for 15 of these cells is shared
on the Battery Archive website [10, URL] (denoted by ‘HNEI" dataset). These 15 cells are
commercial 2.8Ah NMC-LCO/graphite 18650 cells (LG Chem, model ‘ICR18650 C2'). The
cells were cycled with fixed 1.5C discharge and C/2 charge protocols at 25°C for ~1000 cycles.
The dataset contains in-cycle measurements of current, voltage and charged/discharged
capacity and energy, and per cycle measurements of charge/discharge capacity. Roughly
every 100 cycles RPTs were run which are also present in the data. Files are in ‘.csv’ format
and shared under ‘CC BY 4.0’ plus ‘source attribution’ to Battery Archive. Additional
experimental details and cell summary statistics (e.g. initial cell weight and received SOC)

can be found in the accompanying paper [51].

EVERLASTING project

The recent European Commission funded project ‘Electric Vehicle Enhanced Range, Lifetime
And Safety Through INGenious battery management’ (EVERLASTING) [77, URL] has
published several battery related datasets on the ‘4TU.ResearchData’ website [102, URL].
Of particular interest are the three datasets connected with the technical report produced
by the project [218]. The report explores ageing from three different angles: drive cycle,
calendar and CC-CV ageing at a range of temperatures; the datasets are described in the

relevant sections of our paper.

Of these datasets, one experiment ‘Lifecycle ageing’ was carried out to investigate the
interactions between temperature, charge/discharge C-rates and capacity loss. These
experiments were performed on 28 Li-ion 18650 3.5Ah commercial cells for a range of
temperatures (0°C, 10°C, 25°C and 45°C), discharge C-rates (0.5C, 3C) and charge C-
rates (0.5C, 1C). Two cells were tested at each possible pairing of temperature/charge-
rate and temperature/discharge rate (except for 0°C discharge). All ‘charge’ (‘discharge’)
experiments had a common discharge (charge) profile. The data is hosted separately grouped
by temperature (0°C and 10°C) [90, URL] and (25°C and 45°C) [219, URL]. The provided
data is in ".csv’ format with cycler logs (including voltage, current, charge/discharge capacity
and energy) from characteristic cycles run roughly every two months — it is unclear if the

data is complete.


https://www.batteryarchive.org/study_summaries.html
https://everlasting-project.eu/
https://data.4tu.nl/
https://dx.doi.org/10.4121/14377295
http://dx.doi.org/10.4121/13739296.v1
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Others

The Karlsruhe Institute of Technology (KIT) provides cycling data for 4 battery packs each
consisting of 11 NMC/graphite 40Ah cells on their website [206, URL] (under ‘CC BY 4.0").
The batteries were cycled, at room temperature, in series with a range of charge/discharge
profiles (detailed in the relevant paper [205]). The dataset provides high frequency (cell-by-
cell and battery wise) measurements of voltage, temperature and inverter current/voltage
for each of the tested charge/discharge profiles. The dataset is provided in well structured
folders with ‘.csv' files and a starter MATLAB script.

Provided on the University College London (UCL) data website [96, URL] is cycling data
for a single 3.5Ah LG Chem NCA INR18650 MJ1 cell, given under ‘CC0O 1.0". The cell was
cycled according to the manufacturers recommendations in a fixed ambient temperature
(24°C) for 400 cycles [97]. The dataset provides in-cycle measurements of temperature,
voltage and capacity, and per-cycle measurements of charge/discharge capacity, given in

‘.csv' format.

Berkeley provides data from a single Sanyo 18650 3.7V 2.6Ah LCO/graphite cell on the
Dryad Data website [92, URL] (under ‘CC BY 4.0"). The cell was cycled with a variety
of non-standard fast charging protocols. The dataset contains in-cycle measurements of
voltage, current, temperature and charge/discharge capacity for 46 consecutive cycles and is

provided in ‘.csv' format.

Researchers from Xi'an Jiaotong University [244, 245] deploy the Coulomb counting method
in combination with data-driven techniques to propose methods for SOC calibration and
estimation. Both works use the same cycling data for battery cells under a regime of fast
capacity degradation. The cells full physical description is found in the relevant paper [245,
Table 1]. To summarise, two lithium-ion pouch cells with chemistry NMC/graphite and
nominal capacity of 27Ah were cycled from new until reaching 80% capacity. The cells were
cycled with a CC-CV charge and CC discharge followed by a 30min relaxation period between
cycles; the chamber’s temperature was fixed at 40°C and a total of about 400 cycles is
recorded. The full cycling data and description file can be found in the paper's supplementary
material [245] and it is unclear under which sharing license it is offered. However, provided
separately [243, URL] under ‘CCO 1.0" are the first 100 cycles of data (in ‘.xIsx’ format).
The experimental data recorded is: battery voltage, current, charging/discharging capacity

and energy.

Diao et al. [54] provide a dataset considering the influence of ambient temperature,
discharging current stress and cut-off points of charging current for CC-CV cell ageing. This
dataset is hosted on the Mendeley data platform [52, URL] and shared under ‘CC BY-NC
3.0". In the experiment, 192 LCO/graphite pouch-type 3.36Ah cells were tested using the
above three stress factors. The dataset contains capacity measurements taken at 50 cycle

intervals, is given in ‘.mat’ format and only 182 of the 192 cells appear to be listed.


https://dx.doi.org/10.5445/IR/1000094469
https://dx.doi.org/10.5522/04/12159462.v1
https://datadryad.org/stash/dataset/doi:10.6078/D1MS3X
http://dx.doi.org/10.17632/c5dxwn6w92.1
http://dx.doi.org/10.17632/c35zbmn7j8.1
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Researchers at Poznan University of Technology provide data for 28 Samsung NMC/carbon
2.6Ah 18650 cells on the Mendeley data platform [30, URL] (under 'CC BY 4.0'). The cells
were cycled at a variety of temperatures, DODs and charging/discharging currents until
reaching 80% SOH. The dataset consists of ‘learning data’ from 28 cells containing summary
measurements of ambient temperature, discharging current, DOD, average charging current
and number of equivalent cycles for cells at a range of SOH values (9 measurements from
100% to 80% SOH), given in ‘xIsx’ format. This data was used in the paper [29] to train

several models to predict the cell's current SOH.

Lastly, we mention data, shared by researchers at the University of Oviedo under ‘CC
BY 4.0', for two LFP pouch cells [68, URL]. The cells were tested at room temperature
(23°C) for a single full charge/discharge cycle at a constant current rate of C/25 [67]. The
dataset contains voltage, current and temperature readings, from the charge/discharge cycle,
sampled every 2s for a total experimental time of 60 hours (details can be found in the

associated paper [67, Section 5]).


https://dx.doi.org/10.17632/k6v83s2xdm.1
http://dx.doi.org/10.17632/r4n22f4jfk.1

Location Paper Cell Test variables Data given No. of

with weblink Ref (form size chemistry) cells
[185] 18650 2Ah (7) Dhrg, T QIR VI, T 34

NASA [163, URL] [23] 18650 2.2Ah LCO Chrg, Dhrg, T QIR V, I, T 28
[94, 235]  prismatic 1.1Ah LCO Chrg, Dhrg QIR E VI T 15

CALCE [31, URL] [94, 235]  prismatic 1.35Ah LCO Chrg, Dhrg, T QIR EV,IT 12
[193] pouch 1.5Ah LCO Chrg, DOD Q, V, I 16

[197] Chrg QIR V, I, T 124

TRI [216, URL] 6] 18650 1.1Ah LFP/gr Chry oV LT 233
Sandia [189, URL] [161] 18650 multiple Dhrg, DOD, T QE V, I,T 86
Oxford [104, URL] [171] 18650 3Ah NCA/gr Chrg, Cal QE VI, T 28
HNEI [10, URL] [51] 18650 2.8Ah NMC-LCO/gr - Q EV, | 15

EVERLASTING

[90, URL] [219, URL] [218] 18650 3.5Ah NCA /gr Chrg, Dhrg, T Q E V, I 28
KIT [206, URL] [205] — 40Ah NMC /gr Chrg, Dhrg VoL T 44
UCL [96, URL] [97] 18650 3.5Ah NCA/gr - QV T 1
Berkeley [92, URL] - 18650 2.6Ah LCO /gr Chrg QV, I, T 1
Xi'an Jiaotong [243, URL] [244, 245] pouch 27Ah NMC/gr - Q, E V,I 2

Diao et al.[52, URL] [54] pouch 3.36Ah LCO/gr Chrg, Dhrg, T Q 192
Poznan [30, URL] [29] 18650 2.6Ah NMC/carbon  Chrg, Dhrg, DOD, T Q, I, T 28

Table 9.2: Overview of cycle ageing datasets. ‘gr’ stands for ‘graphite’, ‘Cal’ denotes calendar ageing, ‘Chrg’ charge protocol and ‘Dhrg’ discharge, ‘E’
denotes ‘energy’. Here, we use ‘IR’ to denote both internal resistance and impedance. No ‘test variables' indicates that all cells in the experiment were cycled
in the same way.

ieieq ay3 st 31BYM "Z°6

81T


https://ti.arc.nasa.gov/tech/dash/groups/pcoe/prognostic-data-repository/
https://web.calce.umd.edu/batteries/data.htm
https://data.matr.io/1/
https://www.batteryarchive.org/snl_study.html
http://howey.eng.ox.ac.uk/data-and-code/
https://www.batteryarchive.org/study_summaries.html
https://dx.doi.org/10.4121/14377295
http://dx.doi.org/10.4121/13739296.v1
https://dx.doi.org/10.5445/IR/1000094469
https://dx.doi.org/10.5522/04/12159462.v1
https://datadryad.org/stash/dataset/doi:10.6078/D1MS3X
http://dx.doi.org/10.17632/c5dxwn6w92.1
http://dx.doi.org/10.17632/c35zbmn7j8.1
https://dx.doi.org/10.17632/k6v83s2xdm.1
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9.2.2 Drive cycle data

Energy is required to propel an automobile. With a conventional internal combustion engine
the combustion of fossil fuels, converted to mechanical energy, drives the vehicle forward.
However, with global concern surrounding greenhouse gas levels there is an urgent push for
the automobile industry to reduce carbon emissions. For this reason, standardised testing
procedures capturing the dynamic power demands of driving are indispensable: allowing
the relative efficiency and performance of engines to be compared. These standard test

procedures are referred to as driving cycles.

A driving cycle is a standardised dynamic vehicle drive schedule encoded by a velocity-time
table/profile. The velocity and acceleration are pre-scheduled per time step, and thus the
required mechanical power is a function of time. The integral of mechanical power over the
duration of the driving schedule represents the total energy required for a specific driving
cycle. For electric vehicles the battery system generates this required mechanical energy.
Datasets collected by cycling batteries according to the drive schedules can be used to
compare the efficiency of EVs with traditional vehicles and to test the performance of derived

battery models and SOC estimation algorithms under realistic conditions.

The globally recognised driving cycle tables can be divided into three groups: European
driving cycles, US driving cycles and Asian (Japanese, Chinese -Beijing) driving cycles [27,
74]. For example, the Urban Dynamometer Driving Schedule (UDDS) [44] is commonly
used for ‘city-based EV driving cycle tests’ representing light-duty city driving conditions.
US06 represents an aggressive driving cycle with high engine loads. The european drive
cycle ARTEMIS [3] contains 12 driving cycles that range across several driving conditions:
congested urban, free-flow urban, secondary roads, main roads and motorways. The Highway
Fuel Economy Driving Schedule (HWFET) is used to describe cars cruising under 60mph on
a highway. And, the Air Resources Board LA92 dynamometer driving profile was developed
to depict a driving cycle with higher top and average speed, lower idle time, fewer stops per

mile and a higher maximum rate of acceleration when compared with UDDS.

An overview of driving cycle data reviewed in this section can be found in Table 9.5.

University of Wisconsin-Madison & McMaster University

The battery research group at the University of Wisconsin-Madison offers a battery testing
dataset covering four typical driving cycles: US06, HWFET, UDDS and LA92. The dataset,
published on the Mendeley data website [116, URL] (under ‘CC BY 4.0'), contains data
from a single 2.9Ah NCA Panasonic 18650PF cell. The cell was cycled according to
the above driving cycles and an additional ‘neural network driving cycle’ systematically
through a range of temperatures (25°C, 10°C, 0°C, -10°C, and -20°C, in that order). A full

experimental description can be found in the accompanying ‘ReadMe’ file. The dataset


http://dx.doi.org/10.17632/wykht8y7tg.1
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includes characterisation data from Hybrid Power Pulse Characterisation (HPPC) and EIS
tests, and in-cycle measurements from the driving cycles including voltage, current, capacity,
energy and temperature. The data is presented in .mat’ and ‘.csv' files with a well structured

format sorted by temperature, test type and drive cycle.

The same group, but operating at McMaster University, provides another driving schedule
test dataset for a series of battery tests carried out for a single 3Ah LG Chem INR18650HG2
NMC cell [114, URL]. The cell was cycled at six different ambient temperatures (40°C, 25°C,
10°C, 0°C, -10°C, and -20°C) according to the same mix of drive cycles as the Panasonic cell.
The dataset contains the same data as for the Panasonic cell (in a similar format) with the
addition of ‘prepared data’ which has been processed in order to train and test a provided
SOC estimator.

The above two driving cycle datasets, hosted by University of Wisconsin-Madison and
McMaster University, provide a benchmark for driving cycle tests and are at the heart of
crucial contributions in the development of SOC estimation algorithms and battery models;

some of these works are reviewed in Table 9.3 and Table 9.4.

Category Ref Detail
L [38] This paper introduces a data-driven approach for State of Charge (SOC) estimation of Li-ion
SOC estimation R . )
batteries using a Recurrent Neural Network (RNN) with Long Short-Term Memory (LSTM).
[15] This paper proposed a stacked bidirectional LSTM neural network for SOC estimation of

lithium-ion batteries.

Batte odelli [247] In this paper, the potential of applying advanced machine learning techniques to model lithium-
ry m in
Y e ion batteries is explored. Rather than using the more common ECM and physics-based models,

a data-driven approach is used to build battery models.

[115] In this paper, ECMs of lithium-ion batteries are built to capture various the electrochemical
properties of the battery. The ECMs are validated by a series of five automotive drive cycles

performed at temperatures ranging from -20°C to 25°C.

Table 9.3: Panasonic 18650PF Li-ion Battery Data: Related paper and the corresponding research
conducted.

Category Ref Detail

[225] This paper introduces a data-driven approach for State of Charge (SOC) estimation of Li-ion
batteries using a Recurrent Neural Network (RNN) with Long Short-Term Memory (LSTM).
[224] This paper proposed a stacked bidirectional LSTM neural network for SOC estimation of

SOC estimation

lithium-ion batteries.

Table 9.4: LG 18650HG2 Li-ion Battery Data: Related paper and the corresponding research
conducted.

Others

Researchers from the University of Science and Technology of China (USTC) have explored
the co-estimation of model parameters and SOC for batteries and ultra-capacitors [230].
The data accompanying this research has been shared in the journal ‘Data in Brief' [229,
URL] along with an experimental description, under ‘CC BY 4.0". A lithium battery pack
(LFP-1665130-10Ah, produced by Fujian Brother Electric CO., LTD of China — 4 prismatic
cells in series) and an ultra-capacitor (BCAP3000 P270 2.7V/3.0Wh, produced by Maxwell


http://dx.doi.org/10.17632/cp3473x7xv.3
https://doi.org/10.1016/j.dib.2017.01.019
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Technologies, Inc.) were each cycled once according to two different driving cycles (DST and
UDDS) at room temperature. The dataset, provided in ‘.xIsx’ format, contains per second
measurements of current and voltage for the battery and ultracapacitor during the two drive

cycle profiles.

The EVERLASTING project provides two drive cycling datasets both shared under ‘CC
BY-NC 4.0'. The first of these datasets [48, URL] contains data for two battery modules
each built from 16 NCA/graphite 3.5Ah LG Chem INR18650 MJ1 cells. The modules were
cycled at a variety of temperatures according to an ‘adapted real driving profile’. The
dataset contains in-cycle measurements of pack voltage, current, charge/discharge capacity,
ambient temperature and per-cell temperature. The second of these datasets, described
in the EVERLASTING report [218], contains data for 16 NCA 3.5Ah LG Chem INR18650
MJ1 cells cycled according to a recorded city drive profile for two DOD ranges (70-90%
and 10-90%) and at a variety of temperatures (0°C, 10°C, 25°C and 45°C) — 2 cells per
combination. In addition, 2 cells were cycled according to a recorded highway drive profile
at 25°C (10-90% DOD). This dataset is stored in two locations according to temperature:
(10°C and 0°C) [90, URL] and (45°C and 25°C) [219, URL]. The datasets are both in ‘.csv’
format but with different information depending on the temperature. The cells cycled at
25°C and 45°C include measurements of voltage, current and charge/discharge capacity and
energy; whereas, the data for the cells at 0°C and 10°C has a different file structure and

additionally includes temperature readings.

The Oxford Battery Intelligence Laboratory provides the ‘Battery Degradation Dataset 1’
[18] on their website [104, URL], licensed under Open Data Commons' ODbL & DbCL. This
dataset contains data for eight 740mAh lithium-ion pouch cells manufactured by Kokam
(part number SLPB533459H4). The cells were cycled at a constant ambient temperature
(40°C) using a CC-CV charging regime and the ARTEMIS [3] driving cycle discharging
profiles until their EOL (80% SOH). The dataset is provided in ‘.mat’ format containing
voltage, temperature and discharge capacity (mAh) measurements. These measurements
(taken at 10 minute intervals) were recorded during characterisation tests performed every
100 cycles. A full experimental description can be found in the PhD thesis of C. Birkl [18,
Chapter 5.2].

The Institute for Power Electronics and Electrical Drives at Aachen University hosts drive
cycling data for 28 Samsung 18650 NCA /carbon—+silicon cells with a nominal capacity
of 3.4Ah on their website [110, URL] (under ‘CC-BY-4.0"). The cells were cycled at a
fixed ambient temperature (25°C) with a CC-CV charging regime and a recorded drive
cycling discharge profile. The dataset contains in-cycle measurements of voltage, current
and temperature, and checkup tests every 30 cycles with capacity, quasi open-circuit voltage
(OCV) and pulse tests (at 80%, 50% and 20% SOC). The dataset is provided in ‘.csv' format

and a detailed experimental description can be found in the accompanying ‘MetaData’ file.


https://doi.org/10.4121/14096567
https://dx.doi.org/10.4121/14377295
http://dx.doi.org/10.4121/13739296.v1
http://howey.eng.ox.ac.uk/data-and-code/
https://publications.rwth-aachen.de/record/815749
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For completeness, we mention a dataset available to ‘IEEE DataPort’3 subscribers [133,
URL], under ‘CC BY 4.0", containing data from simulated driving cycles composed according
to the Federal Test Procedure repository. We point the reader to the data description given

on their website.

Location Cell Test variables Data recorded No. of
with URL (form size chemistry) cells
Madison [116, URL] 18650 2.9Ah NCA cycle, T QV. I, E T,EIS 1
McMaster [114, URL] 18650 3Ah NMC cycle, T QV,I|,E T, EIS 1
USTC [229, URL] prismatic 10Ah LFP cycle V, | 1
EVERLASTING 18650 3.5Ah NCA/gr

[48, URL] 16 cell modules T QV, I, T 2
[90, URL] [219, URL] 18650 3.5Ah NCA/gr cycle, DOD, T QV,lLE T 18
Oxford [104, URL] pouch 0.74Ah — - QV, T 8
Aachen [110, URL] 18650 3.4Ah NCA/C+Si - QO0oCV, V, I, T 28

Table 9.5: Overview of Driving cycle data. ‘cycle’ here denotes the use of different drive cycle
profiles, ‘E’ denotes ‘energy’. No ‘test variables’ indicates that all cells in the experiment were cycled
in the same way.

9.2.3 Characterisation data for cell modelling

The cycling performance of different lithium battery chemistries is varying and highly
dependent on operating conditions (temperature, current load, age). To evaluate the viability
of lithium batteries to a given application, features of battery performance such as the
OCV-S0C table, impedance and IR are necessary. These cycling features can then be used to
model the electrical dynamics and cycling performance of a battery. The experimental data
collected for this purpose mainly targets the short-term responses of current and voltage,

and focuses on the impedance variance at different battery SOC levels and temperatures.

In-cycle battery data

The CALCE battery group has piloted the research in terms of battery modelling and internal
state estimation providing a series of baseline in-cycle datasets for cells from different
types of lithium batteries [31, URL] (under ‘attribution’ license). Two experiments, namely,
low-current OCV and incremental-current OCV, have been deployed to collect OCV for
commercial INR 18650-20R 2Ah NMC/graphite cells. The OCV dataset includes different
OCV-SOC tables achieved at three ambient temperatures (0°C, 25°C and 45°C). Voltage
responses under different dynamic current profiles, such as, the Dynamic Stress Test (DST),
Federal Urban Driving Schedule (FUDS), US06 Highway Driving Schedule and Beijing

3. This dataset is not ‘public’ but we are aware that many readers may have IEEE memberships. We have
not verified the contents of this dataset.


http://dx.doi.org/10.21227/ce9q-jr19
http://dx.doi.org/10.17632/wykht8y7tg.1
http://dx.doi.org/10.17632/cp3473x7xv.3
https://doi.org/10.1016/j.dib.2017.01.019
https://doi.org/10.4121/14096567
https://dx.doi.org/10.4121/14377295
http://dx.doi.org/10.4121/13739296.v1
http://howey.eng.ox.ac.uk/data-and-code/
https://publications.rwth-aachen.de/record/815749
https://web.calce.umd.edu/batteries/data.htm
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Dynamic Stress Test, are provided to test the accuracy of the proposed SOC estimation
algorithms [95, 236] and analyse the dependence of SOC estimation on OCV variations due to
temperature [248]. Since the OCV-SOC table is temperature-sensitive, further investigation
has been conducted by CALCE battery group providing a temperature-dependent OCV-SOC
dataset for 2.23Ah A123 LFP/graphite cells. The temperature-dependent OCV-SOC dataset
is collected from low current OCV tests for a wide range of temperatures spanning from
-10°C to 50°C with an interval of 10°C. Additionally, the experimental data of DST and
FUDS tests performed in the corresponding ambient temperatures is available. All data is
given in ‘.xlsx' format and provided is the data from the OCV tests and in-cycle data from
the drive cycles (including voltage, current, charge/discharge capacity and energy, IR and

impedance).

In order to develop an advanced model which reproduces the thermal and electrical dynamics
of the battery, Planella et al. [160] at Warwick University tested the cycling behaviours of
commercial 5Ah LG INR21700 M50 NMC cells with a range of ambient temperatures (0°C,
10°C and 25°C) and C-rates (0.1C, 0.5C, 1C and 2C). In their experiments, four cells are
tested per specific C-rate and temperature. The dataset, along with experimental description
and additional scripts, is hosted on Github [79, URL] (under BSD 3-Clause License). The
data is the cycler logs given in ‘.csv’' format containing voltage, current, capacity, energy

and temperature readings from cycles run to compare the derived model with real data.

Few works have been conducted to test the discharging power behaviour of cells. One publicly
available dataset [141, URL], under 'CC BY-NC 3.0’, has investigated the behaviour of 4
types of 18650 Li-ion cells, produced by 4 different cell manufacturers (LG 18650-HB6 1.5Ah
NMC, Panasonic NCR18650B 3.35Ah NCA , Shenzhen IFR18650 1.5Ah LFP and Efest
IMR18650 3.1Ah LMO — between 8 and 13 cells per manufacturer), at different constant
power discharge rates [142] and a constant ambient temperature (25°C). In particular,
the experiments were designed to capture the available power response of cells at high
(out of specification) current loads. The provided data, given in ".csv’ and ‘.mat’ format,
appears to contain cycler logs for each cell (spanning ~6 hours) with voltage, current,
temperature, charge/discharge capacity and power measurements, however, no column

headings or ‘ReadMe’ file are given.

Impedance Spectroscopy data

Applying electrochemical impedance spectroscopy (EIS) to measure the impedance of lithium
batteries is widely accepted in battery research [223]. EIS can separate the dependence
of different components by varying the frequency of applied AC currents. Allowing the
contribution of the solution resistance, charge transfer/polarisation resistance, double layer
capacity, wire inductance etc., to be interpreted from the measured responses. The EIS

provides a tool to understand and model the complicated non-linear electrochemical process


https://github.com/brosaplanella/TEC-reduced-model
http://dx.doi.org/10.17632/ptxpzt876r.1
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occurring inside a battery. A typical characterisation process for a lithium battery, using EIS
measurements according to the frequency domain analysis and modelling, can be found [80];
the frequency setting of EIS inputs are standard for most systems: ranging from 20mHz
to 10kHz. In general, high-frequency EIS responses are considered indicative of inductive

behaviour and low-frequency responses indicative of capacitive behaviour.
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Fig. 9.3: A typical Nyquist plot: Battery characterisation using EIS measurements

As given in Fig. 9.3, the Nyquist representation of an impedance spectrum (acquired from
the lithium battery test) is used to fit an equivalent circuit model (ECM) — an ECM provides
a simplified battery model as a circuit of standard components whose parameters are fitted to
approximately replicate the measured response. The lithium Nyquist plot can, in general, be
divided into three parts based on the frequency responses. In the high-frequency segment the
inductive behaviour of wires is dominant, contributed to by the cables impedance, fittings,
connectors, cell tabs and current collectors. Over the middle-frequency segment the shape
of the Nyquist plot behaves like a depressed semi-circle, representing the charge transfer
resistance and double-layer capacitance, its shape affected by the temperature. For the
low-frequency segment the slower ion-diffusion process dominates the cell dynamics and
measuring the resistance response here takes longer to perform. In addition, this process can
be influenced by many factors, such as electrode material, porosity, operating temperatures,
SOC and voltages. Typically, cell capacitance has a very steep slope (around 90 degrees).
As illustrated in Fig.9.3, at points the frequency responses behave closely to those of a

capacitor.

One of the largest broad-scale datasets of EIS measurements has been shared on the ‘zenodo’
platform [246, URL] (under ‘CC BY 4.0") containing over 20,000 EIS readings collected from
12 Eunicell LR2032 45mAh LCO/graphite cells. The cells were cycled at a range of different
temperatures (25°C, 35°C and 45°C) with multiple frequencies of EIS measurements taken
at different SOC levels. The experiment was stopped when cells reached their EOL (80%
SOH). The dataset was recorded to accompany research exploring the prediction of RUL and
SOH from EIS data [246]. The provided data contains the EIS measurements (resistance,
impedance and phase at a range of frequencies) and, separately, measurements of capacity

in “.txt’ format.


https://doi.org/10.5281/zenodo.3633835
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In Section 9.2.7 below, we refer to another EIS dataset [156] available upon request.

9.2.4 Calendar ageing

Calendar ageing ‘comprises all ageing processes that lead to the degradation of a battery
cell independent of charge-discharge cycling’ [111]. Such ageing is most pronounced in
applications where periods of idleness are longer than operation, such as with electric vehicles.
It is argued that calendar ageing may also play a role in cycle ageing studies where cycle
depths and current rates are low [200]. In this section we overview datasets dedicated to

calendar ageing see Table 9.6 for an overview of the datasets.

Outside the battery cycling data, the CALCE group has also studied calendar ageing and a
dataset appears on their website [31, URL] (‘Pouch Cells: Storage Data and Test Description’):
144 LCO/graphite 1.5Ah pouch-type cells with three different initial SOC values (0%, 50%
and 100%) were calendar aged at four different storage temperatures (-40°C, -5°C, 25°C
and 50°C). There are three testing groups, 48 cells per group, with capacity and impedance
measurements taken every 3 weeks, 3 months and 6 months, respectively. The dataset is
provided in ‘.xIs' format and contains the cycler data (current, voltage, charge/discharge
capacity and energy, internal resistance and impedance) from the periodic characterisation

cycles.

Group 6 in ‘Part 2' [212, URL] of the Oxford ‘Path dependence battery degradation dataset’
[171] contains the data of one single cell exposed to continuous calendar ageing at 90%
SOC. We do not provide further details here and refer the reader to the description given
already in Section 9.2.1.

As part of the EVERLASTING project [77] (see Section 9.2.1) calendar ageing was performed
on several NCA/graphite 18650 3.5Ah LG Chem cells (model INR18650 MJ1). The testing
was carried out for a range of temperatures (0°C, 10°C, 25°C and 45°C) and the cells were
stored at OCV with different initial SOC levels (10%, 70% and 90%). The data shared
online does not appear to be complete; however, data for 2 cells stored at 25°C [217, URL],
3 cells stored at 0°C and 3 cells stored at 10°C [89, URL] is available. The provided data is
in ‘.csv' format, shared under license ‘CC BY-NC 4.0, and contains cycler data (voltage,

current, capacity and energy) from characterisation tests performed periodically.

Lastly, we refer the reader to Section 9.2.7 regarding ‘Data on demand’. We mention
the dataset made available by Dr Dhammika Widanalage (Warwick Manufacturing Group,
Warwick University (UK)) which contains many cells tested under calendar ageing.


https://web.calce.umd.edu/batteries/data.htm
https://doi.org/10.5287/bodleian:2zvyknyRg
https://dx.doi.org/10.4121/13804304.v1
https://dx.doi.org/10.4121/14377184.v1
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Location Cell Test variables Data recorded No. of

with URL (form size chemistry) cells
CALCE [31, URL] pouch 1.5Ah LCO/gr SOC, T, time Q, IR, E, V, I 144
Oxford [212, URL] 18650 3Ah NCA/gr - QEV,IT 1

EVERLASTING

[217, URL] [89, URL] 18650 3.5Ah NCA/gr SOC, T Q,E V, I 8

Table 9.6: Overview of Calendar Ageing degradation data. Here, ‘time’ denotes the frequency at
which ageing was interrupted to take measurements.

9.2.5 Aeroplanes, satellites and energy storage

Beyond traditional cycling, calendar and drive cycle ageing, there are a few public datasets
containing battery cycle data from more specialist applications. We review here four datasets

relating to usage in aeroplanes, satellites and energy storage.

Aeroplane usage battery data

Another NASA Ames Prognostics Data Repository [163, URL] dataset is the ‘HIRF Battery
DataSet’ [118]. It contains usage data from one single battery powering a small electric
unmanned aerial vehicle [101]. The data in provided in ‘.mat’ format under a double
attribution license (see Section 9.2.1) a ‘reference document’ is provided on the NASA

website explaining the file structure and experimental details.

Researchers from Carnegie Mellon University provide the ‘eVTOL Battery Dataset’ [16,
URL] (shared under ‘CC BY-NC-SA 4.0'). The dataset consists of discharge data from 22
Sony-Murata 18650 3Ah VTC-6 cells cycled with simulated Electric Vertical Takeoff and
Landing (eVTOL) duties [17]. The data is provided in ‘.csv’ format and includes voltage,
temperature, current and charge/discharge capacity and energy measurements. The provided
‘ReadMe’ file and corresponding paper [17] give a full experimental description. This dataset
is the first of its kind: providing public eVTOL data.

Simulated satellite operation profile battery data

The last dataset hosted by NASA [163, URL] that we report on is the ‘Small Satellite
Power Simulation Data Set’ [117]. The dataset is provided in ‘.mat’ format under a double
attribution license (see Section 9.2.1). It contains data for two BP930 batteries (off-the-shelf
18650 Li-ion cells rated at 2.1Ah) run ‘continuously with a simulated satellite operation
profile completion for a single cycle’ — experimental description in the corresponding paper
[32, Section 1V]. Additional details and data descriptions can be found by consulting the
‘reference document’ provided on the NASA website.


https://web.calce.umd.edu/batteries/data.htm
https://doi.org/10.5287/bodleian:2zvyknyRg
https://dx.doi.org/10.4121/13804304.v1
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https://ti.arc.nasa.gov/tech/dash/groups/pcoe/prognostic-data-repository/
https://doi.org/10.1184/R1/14226830
https://ti.arc.nasa.gov/tech/dash/groups/pcoe/prognostic-data-repository/
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Stationary energy storage

Researchers from the University of Oxford and ‘EnergyVill', with data provided on the Oxford
Research Archive [174, URL], built a battery ageing model to serve a techno-economic
analysis for grid-connected batteries [175-177]. Six Kokam 16Ah lithium polymer cells
(model SLPB-78205130H) were aged following profiles corresponding to optimal trading
strategies for stationary batteries in the Belgian day-ahead market of 2014. Experimental
details can be found in the mentioned references and the PhD thesis of J. Reniers [177].
The cycling ageing tests were performed for up to one year to record the entire battery
degradation process from the beginning of life to EOL. This dataset contains measured
current, voltage and operating temperatures at ~200 second intervals, and monthly capacity
measurements (details provided in ‘ReadMe’ file). Files are given in ‘.csv' format and the
database is shared under both the ODbL v1.0 and DbCL v1.0 license.

9.2.6 Synthetic data

Data driven approaches require data; thus, a lack of data is a significant barrier to their
use. The obvious solution of collecting more data, covering a wide range of operating
conditions, is expensive and time-consuming. Another approach is to use the available data
to generate more data. This can be achieved by perturbing the data (data augmentation)
or by generating artificial data. In this subsection we will review examples of the latter:
producing so-called synthetic data for battery cells. Synthetic data can enhance existing
datasets improving the performance of trained models and allowing for interpolation between
cycling conditions not included in the experimental data. This interpolation step may be
particularly important to data driven approaches enabling prediction ‘outside the distribution’

of the experimental data.

Here, we briefly describe one approach [165] to generate synthetic current and voltage
data. For the generation of current curves a Markov chain approach can be used: transition
probability matrices are constructed from real EV cycling data and then by iterating through
the matrices (Markov chain propagation) synthetic current data can be obtained. From the
generated current profile ‘voltage cluster centroids’ (the average value of temporally local
voltage clusters obtained via k-means clustering) can then be predicted by a neural network
trained on real data. These clusters have been shown to provide an effective feature for the
prediction of SOC [164].

A comprehensive synthetic diagnostic dataset containing more than 500,000 individual
voltage vs. capacity curves has been generated alongside a prognostic dataset with more
than 130,000 individual degradation paths for a commercial graphite based LFP battery [64].
The diagnostic datasets [60, URL] and the prognostic dataset [61, URL] are both available
on the Mendeley data website under a ‘CC BY 4.0' license. The data is given in ‘.mat’

format.


https://doi.org/10.5287/bodleian:gJPdDzvP4
http://dx.doi.org/10.17632/bs2j56pn7y.1
http://dx.doi.org/10.17632/6s6ph9n8zg.1
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9.2.7 Data by request

Research projects are often subject to restrictions on the public release of generated datasets,
however, upon publication some authors make their data ‘available upon request’. This

section briefs on such works and the corresponding datasets.

We mention here research carried out at the University of Warwick (UK). Dr Dhammika
Widanalage, the principal investigator for the project, has provided us with the following
description: ‘Warwick University (UK) has been conducting thorough ageing tests on a
batch of commercial LG M50 21700 cells (graphite/Si-NMC811). These tests consider two
types of cell ageing: calendar and cycling. The calendar ageing tests cover four different
ambient temperatures (0°C, 25°C, 45°C, and 60°C) and thirteen different initial SOC settings.
Three cells were tested for each combination of ambient temperature and initial SOC. The
cycling ageing tests consist of cells cycled at a variety of current C-rates for two low ambient
temperatures (0°C and 10°C); the cells were immersed in an oil bath for thermal management.
For all experiments (calendar and cycling) RPT were performed periodically to measure
capacity losses, IR growth, and to log the pseudo-OCV values. In detail, first the discharge
capacity was measured by the CC discharging protocol then the resistance at five different
SOC levels (100%, 80%, 50%, 20%, 5%) was measured using pulse charge/discharge HPPC
tests. The RPT procedures were run every four weeks for the calendar ageing tests and
approximately every two weeks for the cycling ageing tests.” The above described experiments
provide a comprehensive ageing dataset and set a benchmark for future data collection.
The ageing data can be used for the analysis, modelling, prediction and tracing of ageing
trajectories. Unfortunately, an external link to freely access the data cannot be offered.
However, the datasets and on-going research progress (corresponding experimental cell
data) are available for academic use, on request. If interested, please contact Dr Dhammika

Widanalage via email Dhammika.Widanalage@warwick.ac.uk.

Other researchers at the University of Warwick have performed an ageing investigation
based on EIS measurements for four NCA 18650 cells [155, 156]. Their EIS dataset has
been deposited onto the university data repository [154, URL] and is accessible by request.
Additional research manuscripts making use of datasets that remain private but whose
authors point that the research datasets are available by request are listed in Table 9.7. A
fuller description of their data and experimental work is detailed in the works themselves

and summarised in Supplementary material Section 3 (expanding Table 9.7).

Applications Ref Data features

[202] real-word EV data; bulk datasets (300 EV & 400 HEV); battery pack health; NMC batteries;
long-term test (over 12 months);used for big data analysis and machine learning method
[203] single cell tests (3 cells); SOC/SOH; statistical data-driven model fusion; 18650 LCO; DST
and capacity tests

[181] a small batch of cells tested (51 cells/20 cells); cylindrical and pouch cells; NMC and NMC-LMO
batteries; varied temperatures and accelerated ageing tests; electrical /thermal/ageing modelling

SOC/SOH estimation

Battery modelling

[126] a few cells tested (27 cells); calendar ageing test; long-term tests (over one year); NCA batteries;
varied temperatures and initial SOC; calendar ageing modelling



Dhammika.Widanalage@warwick.ac.uk
http://wrap.warwick.ac.uk/87247
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[40] 31 NMC cells; charge profiles (rate ranged from 4C-9C); data driven method; Li-Plating; 450
cycles; 30°C test temperature; capacity, end-of-charge rest voltage (EOCV), open circuit voltage
(OCV), and Coulombic efficiency (CE) were recorded

Fault identification

Capacity related early heath [53] a small batch of cells tested (35 cells); NMC batteries; early fault detection; real data collected
prognostics/ RUL prediction on production lot samples; data-driven methods
[158] a few of cells tested; varied temperatures; incremental capacity analysis; LFP, NCM capacity

data

Table 9.7: Non-publicly available Battery Data: Related paper and the corresponding research
conducted. (See additionally Supplementary material Section 3.)

9.3 Data governance, repositories, tools and future outlook

Lithium batteries have been widely deployed and a vast quantity of battery data is generated
daily from end-users, battery manufacturers, BMS providers and other original equipment
manufacturers. Two elements are key in enabling the value of data: accessibility and ease of
use. If no one can find or understand a public dataset it has no value. And, much of the time

spent pre-processing data could be saved given a widely used standard publication format.

In this section, we review data platforms and online repositories that can be used to host

data; tools for data validation and processing; and community maintained living reviews

9.3.1 Data repositories and platforms

Data storage platforms provide a common and easily navigable location to find and (possibly)
share data. They also promote standardisation in data format and descriptions. We point

here to several repositories hosting public battery data.

° Scholarly usable, citable and freely accessible

1. Battery Archive [10, URL]: Battery archive, developed at the City University
of New York Energy Institute, provides a free repository of battery testing data
which is easily searchable by cell chemistry, form, capacity and test variables.
Different datasets, shared by various institutions, have common file formats
and the website provides easy access to the data. We highlight their ‘rules for
metadata’ section proposing a common nomenclature to use for descriptions of
cells and cycling conditions.

2. DOE OE [57, URL]: The U.S. Department of Energy's Office of Electricity (DOE
OE) has collaborated with two national labs, Sandia National Laboratories and
Pacific Northwest National Lab, to carry out battery research addressing energy
storage risk assessment and mitigation. Their website provides free access to the
resulting research data including abuse tests, cycling tests and EIS measurements.

3. NREL [145, URL]: The National Renewable Energy Laboratory is a national
laboratory of the U.S. Department of Energy's Office of Energy Efficiency and
Renewable Energy, operated by the Alliance for Sustainable Energy, providing

free battery datasets to aid in the development of cell models and tools to


https://www.batteryarchive.org/study_summaries.html
https://www.sandia.gov/energystoragesafety-ssl/research-development/research-data-repository/
https://www.nrel.gov/research/data-tools.html
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facilitate the deployment of renewable energy. Regarding their battery research,
well-rounded testing data encompassing the failure data collected from hundreds
of abuse tests (nail penetration, thermal abusing, and internal short-circuiting),
ageing cycling data, driving cycle data and other commercial oriented battery

operating data (collected from EV operation) has been provided.

° Public Digital data repositories

There are several curated data platforms that make research data discoverable, freely

reusable and citable. A non-exhaustive list of the publicly accessible data repositories

where battery data has been deposited is outlined as follows.

ook wh =

Dryad [59, URL]

Zenodo [240, URL]

European federation of data driven innovation hubs [75, URL]
Mendeley data centre [140, URL]

4TU.ResearchData [102, URL]

Google Database [88, URL]

9.3.2 Community maintained reviews and standards

There are a few community maintained online resources listing publicly available battery

datasets. The approaches taken to curate such lists differ but represent a critical initial

step from the community to make public datasets more accessible and understandable.

This review includes, at the time of publication, the datasets in these referred community

maintained resources and several other datasets with corresponding descriptions. Researchers

with knowledge on where to find battery datasets are heartily invited to contribute to the

living reviews listed below.

° Community databases of publicly available battery datasets maintained by

1.

Dr. Valentin Sulzer (University of Michigan): [222, URL]

(by way of private communication, this resource is no longer maintained)

2. Dr. Bolfazl Shahrooei (Iranian Space Research Center): [8, URL]

(community maintained and active)
° Standards and identification references

1.  BatteryStandards.info [12, URL]: Website containing information on around
400 standards for rechargeable batteries including: battery test standards across
categories such as characterisation tests, safety tests, performance tests and
requirements.

2. An extensive identification reference for lithium-ion Battery of size-type 18650

covering brand, model, capacity, chemistry, max charge/discharge and link to
product specification datasheet is presented in: [147, URL].


https://datadryad.org/stash
https://zenodo.org/
https://euhubs4data.eu/datasets
https://data.mendeley.com/
https://data.4tu.nl/
https://blog.google/products/search/discovering-millions-datasets-web/
https://docs.google.com/spreadsheets/d/183uKKd0JTV46tGFsfvM-OetvHHSELlL26Cetm6bJDDw
https://docs.google.com/spreadsheets/d/10w5yXdQtlQjTTS3BxPP233CiiBScIXecUp2OQuvJ_JI
https://www.batterystandards.info/intro
https://docs.google.com/spreadsheets/u/1/d/1fYjDxxCJXfm2wdpGWCaOUGq8V8TOEgsnplHQa4YQpRQ
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9.3.3 Data processing and validation tools

Battery cycling data is highly complex. Different cycling protocols, cycler manufacturers
and experimental configurations make it difficult to compare datasets and validate models.
As a result, several high quality open source packages have been created to perform data

processing, parsing and validation. We provide a non-exhaustive summary of available tools.

° Tools for data management and validation*

1. BEEP (Battery Evaluation and Early Prediction) [14, URL]: a package for
parsing and featurizing battery cycling data specifically geared towards cycle life
prediction [100].

2. cellpy [34, URL]: a package which parses Arbin cycler data and enables manipu-
lation of cycling data using pandas dataframes. In addition, it enables incremental
capacity (dQ/dV) analysis and the extraction of open circuit relaxation points.

3. impedance.py [108, URL]: a package for the analysis of electrochemical
impedance spectroscopy (EIS) data. Core functionality includes plotting experi-
mental impedance spectra, fitting impedance spectra to equivalent circuit models,
computing and plotting the impedance spectra of equivalent circuit models and
validation of impedance spectra using the Kramers-Kronig relations.

4. Bayesian Hilbert transform [87, URL]: Python implementation of [125]
providing validation of EIS data via the Kramers-Kronig relation recast under a

Bayesian framework.

Lastly, we point to means of extracting numerical data from data visualisations, for instance,
the open-source software WebPlotDigitizer [182, URL]. Given an image of a plot the raw
data points are identified in a semi-automated manner. Numerical data is extracted based
on the identified data points and user-defined calibration points marked on the plot. Such
an approach has been used in [179] (with MATLAB’s GRABIT tool) to extract capacity

fade curve data from published work.

0.3.4 Current limitations

Effective energy storage is critical. Improvements in safety, density and longevity mean more
reliable devices, vehicles requiring less frequent charging and replacement, and efficient
and long lasting stationary energy solutions. Currently, the communication of data between
end-users, manufacturers, distributors and providers is weak. Greater transparency in this
aspect would accelerate scientific progress in all areas. Fig.9.4 illustrates the wide ranging

deployment of batteries across industries.

4. The authors kindly thank J. Koeller [11] for his assistance in developing this list.


https://github.com/tri-amdd/beep
https://github.com/jepegit/cellpy
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https://automeris.io/WebPlotDigitizer/
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Fig. 9.4: Lithium battery sample applications.

Regarding the data reviewed in the manuscript, we failed to find many examples of ‘on field
data’ where the varying conditions of battery usage can be seen. Examples of such data
would be: data regarding aerospace applications either from the perspective of aeroplane
electrification or simply from satellite usage where batteries are a mission critical element;
battery usage data for energy storage systems (either at home-owner level or at the electric
grid level); data regarding electric heavy-duty vehicles (e.g., firetrucks or buses); data linking
material science data to cycling data or data connecting manufacturing to degradation;
data that can be used to optimise the cell selection process for the purpose of battery pack
formation. Moreover, all the data reviewed in this manuscript is from first life applications
where the battery was tested from new. We have not found any data on the so-called battery
2nd life where the battery, say, was redeployed from a EV into a stationary application like
grid energy storage. Lastly, left out of this study was a review of data relating to abuse
testing and data containing mechanical measurements. A representative of the latter would

be datasets that include mechanical measurements, e.g., cell dilation or weight.

Battery testing is costly and lengthy, and this is unlikely to change: how can one understand
the life-cycle of a battery that lives for 10 years without carrying out 10 years of testing? A
sub-problem in this context is the sparsity of recorded data, for example, cells are usually

tested within a (dotted) range of fixed temperatures and with fixed cycling conditions. These
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conditions do not reflect the variability of real use. And, many approaches fall short when
interpolating between recorded data: how does one predict cell degradation at 25°C from
data recorded at 40°C and 10°C. Methodologies addressing this problem are beginning to
emerge [167, 214].

From a holistic point of view, the publicly available datasets come in all shapes and sizes.

Files appear in “.mat’, ".txt’, ".csv’ or 'Excel’ format (‘.mat’ and ‘.csv’ being the more
common) with wildly varying file structures: from raw cycler data — split by cycle, week,
month or not at all — to structured data with explanatory scripts and text to assist the
user. From our understanding, there is a general lack of consensus on the way to present
data. For instance, different brands of cell cycling machines output data in different ways
including varying nomenclature for the same quantities. In this regard, we highlight again
the open-source Python-based framework BEEP (Battery Evaluation and Early Prediction)
[14] for the management and processing of high-throughput battery cycling data and the
Battery Archive’s ‘Rules for Metadata' section [10] proposing a common nomenclature for
the descriptions of cells and cycling conditions. In the Author’s opinion, exemplary datasets
for file format and description are those provided by P. Kollmeyer in Section 9.2.2 and the
Toyota Research Institute data in Section 9.2.1. We leave a suggestion for any group sharing
data: to provide a basic accompanying script (MATLAB or Python) that plots the uploaded
data (time series/EIS or capacity/resistance change) and text explaining file structure. This,
on its own, would expedite the understanding of datasets; however, there is a clear and

greater benefit which could be gained from researchers adopting a uniform file format.

9.4 Conclusions

Comprehensive battery datasets play a critical role for battery research both in academia
and industry. However, publicly available datasets are distributed sporadically as battery
testing is costly and lengthy. In this work, a review of the existing battery datasets in the
public domain is provided with a category-type break-down covering the testing regimes,
cell specifications and provided data. This informs a long view on the available datasets
hinting at gaps in the experimental space which in itself presents an opportunity for further
work. Lastly, high-quality open source packages for a variety of battery-related tools are also

reviewed.

With this work we wish to convey two further messages,
1. the academic community is starved for research data, and

2. we strongly encourage any person or group (academic or industrial) to share their
data.



Chapter 10

Elbows of Internal resistance rise

curves

The work presented in this chapter is taken from our paper [210], which was a joint work
with Prof. Gongalo dos Reis, Dr. Shawn Li, and Richard Gilchrist MSc.

Abstract

The degradation of lithium-ion cells with respect to increases of internal resistance (IR) has
negative implications for rapid charging protocols, thermal management and power output
of cells. Despite this, IR receives much less attention than capacity degradation in Li-ion cell
research. Building on recent developments on ‘knee’ identification for capacity degradation
curves, we propose the new concepts of ‘elbow-point’ and ‘elbow-onset’ for IR rise curves,
and a robust identification algorithm for those variables. We report on the relations between
capacity's knees, IR's elbows and end of life for the large dataset of the study. We enhance
our discussion with two applications. We use neural network techniques to build independent
state of health capacity and IR predictor models achieving a mean absolute percentage error
(MAPE) of 0.4% and 1.6%, respectively, and an overall root mean squared error below
0.0061. A relevance vector machine, using the first 50 cycles of life data, is employed for the
early prediction of elbow-points and elbow-onsets achieving a MAPE of 11.5% and 14.0%,

respectively.

10.1 Introduction

Sales of electric vehicles (EVs) and energy storage systems are undergoing a marked growth
as battery costs continue to fall and with the introduction of increasingly strict regulations
on CO2 and NO, emissions, deadlines on the decommissioning of fossil fuel power stations
and bans on the sale of internal combustion engines. Lithium-ion (Li-ion) batteries are widely
deployed in EVs and energy storage systems due to their outstanding characteristics, such

as low maintenance requirements, high Coulombic efficiency and market-leading energy
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density; however, in operation, Li-ion batteries are sensitive to over-charging/discharging, high
current stresses, over-temperature and under-temperature. Even when cycled under moderate
operating conditions, solid-electrolyte interphase (SEI) layer growth on anodes gradually
consumes active material, leading to poor cyclability. Extreme operating conditions will
further accelerate ageing processes, potentially resulting in high-risk failure scenarios such as
gassing, mechanical cracking of electrodes, internal short circuits and thermal runaway [19,
33, 85, 120, 131, 137, 152, 221, 228]. Furthermore, the degradation rates of identical
chemistry cells differ due to disparities in manufacturing quality and operating conditions [63,
84, 201, 228]. The accurate prognosis of cell degradation is therefore imperative. This is
referred to as the State of Health (SOH) of the cell and can be defined with respect to its
capacity or its internal resistance (IR). A cell's capacity fades as its calendar and cycle age
increase, and degradation mechanisms take place within the cell that reduce the available
lithium inventory and accessible active material in the electrodes [82, 98]. Conversely, as the
cell is cycled, IR increases due to the thickening formation of the SEI, and the consumption
of electrolyte and lithium in this process [85, 228].

Given the importance of driving range, capacity is the primary SOH measurement for pure
EVs; naturally, capacity-based SOH measurement is less important for hybrid electric vehicles
(HEVs), instead, importance is placed on a cell’s ability to supply high operating currents.
With the increase of IR, the current deliverability of a cell is diminished, making IR a key SOH
measurement for hybrid vehicles. For a given current, increased IR can raise the terminal
voltage during the charging phase. As a result, the imposed charging current must be taped
down to avoid the battery voltage from exceeding its maximum limit; thus, leading to longer
charging times and poor rapid charging ability [1, 131, 180, 239]. In addition, the growth of
IR values will incur more heat generation for a given load creating more work for the thermal
management system. To the best of our knowledge, the majority of EV manufacturers only
provide a battery warranty securing that the capacity shall remain above 70% of its initial
value, but ignore a battery warranty based on IR. With a greater understanding of expected
IR growth such warranties could be provided. There is thus significant value to be gained
from the prognosis of IR growth trends; however, the prediction of IR degradation using
data from early cycles remains largely unexplored. There is substantive research e.g. [78,

197] conducted for early prediction of capacity but not for IR.

As discussed in-depth in [78], a cell's capacity does not degrade linearly throughout its
lifetime: degradation is path-dependent [171], and a strong association exists between
capacity and internal resistance [9]. While the cell's capacity typically starts to degrade in
a linear manner, there eventually comes a point, called the ‘knee-point’, after which the
rate of capacity degradation increases considerably [55, 69, 93, 143, 191, 196, 241]. In [78]
one can find a review of knee-point identification methods [55, 191, 241], and, crucially,
the additional variable ‘knee-onset’ is introduced (along with an alternative identification

mechanism) to provide a useful indication of the beginning of a sharp increase in the capacity
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degradation trend. However, the corresponding notion of ‘knee-point’ and ‘knee-onset’ in IR
degradation curves is absent from the current literature. In this paper, we bridge this gap
by addressing the IR rise curve and the corresponding change points: the ‘elbow-onset’ for
when the IR curve becomes nonlinear and the midpoint of the accelerated IR increase which

we call the ‘elbow-point’.

There are three main contributions of this work. Firstly, at a data pre-processing level,
we create an accurate IR predictor utilising machine learning convolutional neural network
(CNN) techniques. This predictor is then used to complete the dataset of [6] (for which no
IR readings were logged). Secondly, underpinned by the completed dataset, the concepts of
elbow-point and elbow-onset points for IR rise curves are proposed along with corresponding
identification methods. Thirdly, we showcase a working example of using the predicted and
real IR data for the early prediction of elbow-point and elbow-onset using only the first

50-cycles of the cell’s lifespan data.

The rest of this paper is organised as follows. Section 10.2 introduces the data pool and the
data pre-processing approach addressing a missing IR data problem. In Section 10.3, we
propose the elbow-onset and -point concepts and identification algorithms, concluded by
a study of the numerous relationships between these quantities. Section 10.4 presents the
relevance vector machine (RVM)-based machine learning approach for the early prediction

of elbows. Results, contributions and future work are summarised in Section 10.5.

10.2 Battery Data Framework and Data Pre-Processing Pro-
cedures

In this Chapter we work with the TRI dataset [6, 197] (see Section 9.2.1). We recall that
the TRI dataset contains 8 batches of cells, which we refer to sequential as batches 1-8. To

distinguish individual cells within the dataset, we refer to cell Y of batch X as bXcY.

10.2.1 Data Pre-Processing via a Machine Learning Approach: Completing
the Missing IR Data

Our first goal, to increase the scope of our analysis, is to address the missing IR data of
batch 8. We draw on machine learning techniques and build an IR prediction model (on
the data from batches 1-3) to predict the missing IR data of batches 4-8. Increasing the
number of matched capacity-IR curves from 124 pairs to 357 (= 124 + 233). Of these 357
pairs 169 (= 124 + 45) contain measurements up to or past the EOL. This will enhance
our later analysis comparing elbows, knees and the EOL, as well as the early prediction of
elbows. For statistical reasons, we build a simple yet accurate capacity predictor to test for

distributional dissimilarity between batches 1-3 and batches 4-8.
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Pre-Processing and Modelling Pipeline

We split the cells of the dataset into training and test sets: grouping by batch so that our
test set contains an equal percentage of cells from each batch. As input our capacity and
IR prediction models take one charge/discharge cycle of voltage, current and SOC data
(the integral of the current from one full cycle). This data was cleaned, standardised to
have values between 0 and 1, interpolated using the ‘SciPy’ [109] function ‘interpld’ to
one measurement every four seconds and zero-extended so that the data for each cycle of
each cell was of equal length and consistent time step. The median filter, averaging five
nearest time instants, was applied to smooth the measurements of capacity and IR prior to

prediction.

To design our models for IR and capacity prediction we utilised K-fold cross validation. A
validation set of cells was chosen at random from the training set, our models fitted to
the remaining training set and evaluated on the validation set throughout training. This
step was then repeated K-times with a new validation set and corresponding model. The
average performance of the validation sets was used to optimise model design and choice
of hyper-parameters. K-fold cross validation is particularly useful when working with small
datasets: mitigating the risk of over-fitting a particular validation set [113]. After settling on
the model’s architecture and hyper-parameters (described next), a copy of the model was
fitted to the whole training set and then evaluated on the test set to calculate performance

metrics.

Model for IR Prediction

We propose a model consisting of a convolutional ‘feature extraction’ block followed by two
densely connected layers displayed in Figure 10.1 and described in Table 10.1. Our model
was implemented in Python using TensorFlow via the Keras API [43]. All layer names given
in Table 10.1 refer to the corresponding Keras layers. The model was trained on the data
from batches b1-b3 using the adam optimiser for 50 epochs with a batch size of 526 and

the mean absolute error — Equation (10.1) — as its loss function.

convid_1 max_pooling_1 convid_2 convid_3 max_pooling_2 convid 4 convid 5 max_pooling_3 flatten_1 dense_1 dense_2
(12filters)  (Poolsize =2) (32filters)  (32filters) (Pool size = 2) (32 filters) (32 filters) (Pool size = 2) {64 units) {1 unit)
©
* ®
C
@)
e U - - . %;~—>%QED
- Drapouit Dropout
| @s O] ©3
C
Input 1D Conv. 1D Max Pool 1D Conv. 1D Conv. 1D Max Pool 1D Conv. 1D Conv. 1D Max Pool Flatten Dense Dense
{9286, 3) {924, 12) (462, 12) {460, 32) {458, 32) {229, 32) {227,32) (225,32) {112, 32) {3584, 1) 64, 1) (1. 1)

Fig. 10.1: Schematic of machine learning model for internal resistance (IR) prediction.
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Table 10.1: Proposed architecture of convolutional neural network (CNN) model for prediction of
IR. Hyper-parameters are given in the format: filters, kernel size, activation for convld layers; pool
size for max_pooling; dropout rate for dropout; nodes, activation for dense layers.

Layer Name Input Size Hyper- Output Size
Parameters
convld_1 926 x 3 12, 3, ReLU 924 x 12
max_pooling_1 924 x 12 2 462 x 12
convld_2 462 x 12 32, 3, ReLU 460 x 32
convld_3 460 x 32 32, 3, ReLU 458 x 32
max_pooling_2 458 x 32 2 229 x 32
convld_4 229 x 32 32, 3, ReLU 227 x 32
convld_5 227 x 32 32, 3, RelLU 225 x 32
max_pooling_3 225 x 32 2 112 x 32
flatten_1 112 x 32 - 3584
dropout_1 3584 0.5 3584
dense_1 3584 64, ReLU 64
dropout_2 64 0.3 64
dense_2 64 1, linear 1

The machine learning performance scores selected for this work are the mean absolute

error (MAE), mean absolute percentage error (MAPE) and root mean square error (RMSE)

defined as follows. For y the vector of true values and ¢ the vector of predicted values
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Our model's performance metrics for IR prediction can be found in Table 10.2. We are

unaware of works using the A123 dataset for IR estimation. Nonetheless, the estimation of
IR has been addressed for other datasets [86, 91, 123, 172, 188, 220, 242]. We obtain an
RMSE of 0.00035 and an MAPE of 1.6% which is low (if nominally compared with capacity

estimation accuracy in the literature).
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Table 10.2: Average performance of model to predict IR with 95% prediction intervals.

RMSE MAPE (%)
Train Test Train Test
IR 0.00029 + 0.00035 + 1.19 +0.22 1.60 + 0.24
6.2 x 107° 5.0 x 107°

Validation Step via a Model for Capacity Prediction

We have shown that our model for IR prediction is effective on batches 1-3. To see if we
can trust the predictions that this model makes on batches 4-8 we check for non-similarity
between the datasets. We do this by extrapolating on capacity — a variable present for all
batches. This is a standard process in imputation (simple or multiple). To this end, we utilise
a simple feed-forward neural network consisting of three densely-connected layers: the first
two layers containing 32 neurons with the rectified linear unit (ReLU) activation function
and the final layer consisting of a single neuron with a linear activation. The model was
trained for 100 epochs with a batch size of 512 using the adam optimiser and the mean
squared error as its loss function. During training, a dropout of 0.2 was used between the
middle and last layer. Trained on all of the data from batches 1-3 and tested on batches
4-8, the model obtained the performance metrics displayed in Table 10.3 with an MAPE of
0.51%. This test gives us confidence that both datasets [6, 197] are indeed not dissimilar.

Table 10.3: Average performance of capacity model trained on batches 1-3 tested on batches 4-8,
with 95% prediction intervals.

RMSE MAPE (%)
Train Test Train Test
Capacity 0.0053 + 0.0095 + 0.37 £ 0.30 0.51 +0.26
42 %1073 4.6 x 1073

The prediction of capacity (and SOH) is of wider interest than our discussion of elbows, so
we briefly compare these results with those found in the literature. We point to Table 1
in [166] (MAPE and RMSE error given) and Table 2 in [144] (error type not given) for a
review /comparative work on capacity estimation. We cannot directly compare our results, as
the data is different. However, from a strictly numerical point of view, our RMSE of 0.0095
and MAPE 0.51% errors for capacity (Table 10.3) are lower than the values of [166] (Table
1)—for a fair comparison, one would need to test the varying approaches on a common

dataset.
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Predicting the missing IR data

In order to address the missing data issue, we trained the IR model on batches 1-3 multiple
times and an ensemble of these models was used to predict on batches 4-8. This predicted
IR data is available at https://doi.org/10.7488/ds/2957 (accessed on 21/02/2021)
. Figure 10.2 shows the IR for sample cell b8c4 and we strongly emphasise to the reader
that the extrapolation of the IR data past EOL (80% capacity) is, as fully expected, not
reliable; this stems from the limitation of the training dataset (batches 1-3) with data
only up to the EOL. Prediction outside that range of input data is not reliable as can be
seen in Figure 10.2 where we observe a strong widening in the prediction intervals past the
EOL. The prediction intervals provided throughout the text are calculated in a frequentist
manner. A given model is fitted to data multiple times and performance metrics/predictions
recorded. The empirical average and variance-value of predictions are calculated and under
the assumption of normality one uses those values to produce prediction intervals (at any

given probability quantile level ¢, e.g. in Figure 10.2 we have ¢ = 95% and ¢ = 80%).
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Fig. 10.2: The predicted IR data for cell b8c4 are given by the black continuous line and is formed
from the average of 20 predictions. We display 80% and 95% prediction intervals. Beyond the intuition
of extrapolation, these intervals show that predictions past the EOL (capacity) should not be trusted.
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Algorithmic Framework

The proposed algorithmic framework takes full advantage of machine learning-based ap-
proaches to solve the missing IR data problem in the raw data pool allowing the generation
of artificial IR data to complete the life cycle data. The predicted IR data can be used
for elbow-point and -onset identification and is able to assist the early prediction of the
elbow-point and elbow-onset in IR curves.

The schematic framework of the algorithms is illustrated in Figure 10.3. Section 10.2
introduces the data pre-processing procedure, where a CNN-based predictor has been trained
on the data from batches 1-3 to predict the missing IR of batches 4-8. For validation,
a capacity estimator was trained to test for dissimilarity between the two datasets. In
Section 10.3, using the completed data we confirm significant linear relationships between
knee/elbow-points, -onsets and EOL. Further tests are carried out in Section 10.4 relating to
the early prediction of elbow-points and -onsets. In particular, the straightforward RVM-based

quantitative method is applied for the early prediction of elbows.
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Fig. 10.3: Graphical abstract for the proposed algorithmic framework.
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10.3 Identification of Elbows, Knees and Their Relations

10.3.1 Methodology

Fermin et. al. [78] proposed the use of the Bacon-Watts (Equation (10.5)) and the double
Bacon—-Watts model (Equation (10.6)) for the identification of knee-point and knee-onset,
respectively. We will use the same basic methodology, with the addition of several steps to
account for noise in the data and potential sigmoid behaviour. The high level of noise present
in the IR data, see Figures 10.4a and 10.5a, prevents the Bacon-Watts model from neatly
fitting the data, and this is overcome via a smoothing step as described in Algorithm 1 (block
1) below. We report that this noise also causes issues for the alternative knee identification
methods proposed in [55, 78, 191], see Figure 10.5. In addition, we observed sigmoid-type
capacity fade curves for some cells in batch 8, and hence, we employ a subroutine to isolate
the knee/elbow identification from the right-most plateau. We present first the algorithm

and afterwards reason its several steps.

Algorithm 1 'Smoothed Bacon-Watts': Identification of knee/elbow-point and -onset

Block 1: Data smoothing.
1. Fit isotonic regression to (capacity/IR degradation) lifespan data (across the full curve).

2. Determine data-truncation cycle-point n*:
(a) Fit (10.3) (Asymmetrical sigmoidal) to isotonic regression curve,
(b) Find cycle-number n*: cycle at which 2nd derivative of fitted (10.3) changes
sign, else last cycle in series.
3. Fit (10.4) (line-plus-exponential) to isotonic regression curve up to cycle n*.
Block 2: Identification.
4. Fit Bacon—-Watts model (10.5) to (10.4). Identify knee/elbow-point.
5. Fit double Bacon—-Watts model (10.6) to (10.4). Identify knee/elbow-onset.

The isotonic regression step, Step 1, solves several issues: it annuls the behaviour of capacity
increase or IR decrease across the first few cycles and removes the influence of sharp
movements where the IR decreases or increases due to measurement errors. From first
principles, our choice reflects the fact that the electrochemical degradation mechanisms
within the cell are irreversible. For a given load and set of ambient conditions, IR increase may
be caused by the thickening of the SEI on the anode which irreversibly consumes lithium and
electrolyte. Additionally, IR increase can be caused by a loss of anode and cathode material
which can result from many factors, such as electrode particle cracking and loss of electrical
contact as a result of mechanical expansion/contraction during cycling, corrosion of current
collectors at low cell voltage and binder decomposition at high cell voltage. These same
mechanisms also lead to an irreversible reduction in capacity and, as such, the monotonicity
of the model is reflective of the real-world evolution of a cell’s capacity over its lifespan.
The isotonic regression is performed using the Scikit-learn Python package [157] and the
procedure is described in [35].
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Throughout the manuscript, and the following equations, the generic € variable denotes the
errors/residuals of its associated model, indicated as a superscript, and is a normal random

variable with zero mean and finite (unknown) variance.
The asymmetrical sigmoidal fitting step, Step 2. The asymmetrical sigmoidal (‘as’) model is
described by Equation (10.3)

—d
YO =gy 20 s, (10.3)

b

[1+(2)']
where a and d associate to the top and bottom plateau of the curve respectively, b controls
the slope between plateaus, m the level of asymmetry and ¢ determines the inflexion point.

For given data, the constants are estimated by straightforward least-squares estimation

(similarly for subsequent parametric models).

In several cells from batch 8, we observe a sigmoid-type capacity fade curve where, after
passing the knee and then degrading linearly for some time, the degradation approaches a
plateau (e.g. cell b8c4). To isolate the detection of knees/elbows from this behaviour, we
propose the fitting of the asymmetrical sigmoidal model to then truncate the data before

said plateau (point n*) via the 2nd derivative truncation rule.

The final smoothing step, Step 3, involves fitting the parametric line-plus-exponential (‘le’)
model of Equation (10.4) to the isotonic data (from Step 2) up to cycle n*. This idea can
be traced back to [106] (Section 2.2.1) under the name of ‘Exponential/linear hybrid model’
— [214, 220] discuss other parametric models. The line-plus-exponential is described by the

following model:
Y = By + Biz + Baexp(Az — ) + £, (10.4)

where 8y, 81 and (2 control the intersection point and slope of the line, and the size of
the exponential, respectively. The quantity A controls the ‘speed’ of the exponential and 6
controls where the impact of the exponential starts. The main motivation for model (10.4) is
that for many cells, the degradation of IR is very close to linear until close to the elbow-onset

followed by a sharp elbow-point.

For the identification of the knee/elbow-point, Step 4, we use the Bacon—Watts model.
Fermin et al. [78] (Equation (1)) describe the Bacon—Watts (‘bw’) model (10.5) as a two

straight-line relationships around the transition point x1:

Y = ap + ai(z — 1) + oz — 21) tanh{(z — z1)/v} + ™, (10.5)



10.3. Identification of Elbows, Knees and Their Relations 144

where g, a1 and as control the slopes of the intersecting lines and the intercept-weigh of
the leftmost segment respectively and v controls the abruptness of the transition. We fix
as a small value to obtain an abrupt transition. After optimisation, the fitted value of x1 is

defined as the knee/elbow-point.

The identification of the knee/elbow-onset, Step 5, is performed by the double Bacon-Watts
model (‘dbw’) (10.6) (also [78] Equation (2)) modifying Bacon-Watts to identify two

transition points, concretely:

Y® — 4o + & (z — 20) + Go(x — x0) tanh{(z — 20)/3} + az(x — z2) tanh{(z — x2)/7} + ¥,
(10.6)

as in Equation (10.5), the parameters ¢&; and x; are estimated and 4 is chosen as a small
value to produce abrupt transitions at zg and z2. The knee/elbow-onset is defined as the

change point x.

Figure 10.4 displays the output of Algorithm 1 applied to the IR curve of cell b1c29 (non-
predicted data). Elbow-point and its onset are identified, and the smoothing steps are
illustrated showing the fitted isotonic regression and line-plus-exponential model against
the input data (for this cell, Step 2 yields n* as the final cycle number). Figure 10.5
displays the performance of other known algorithms for knee identification applied to the
elbow identification problem. We find that [55, 78, 191]'s algorithms are too sensitive to
noise to provide consistent identification results. Our approach addresses the noise issue
allowing for coherent elbow identification. From a statistical point of view, any identification
approach will be affected by the noise in the data; thus, the identified elbows will be less
exact than the identified knees, for which the data is much smoother. For comparison, the
non-parametric bootstrap procedure was used to calculate 95% confidence intervals (Cl) for
the knee/elbow-points and -onsets identified by Algorithm 1. The average Cl's width was 24
cycles for the elbow-point, 4 cycles for the knee-point, 35 cycles for the elbow-onset and 5
cycles for the knee-onset; this difference is a direct consequence of the noise present in the
IR data. Finally, Algorithm 1 applied to knee identification recovers fully the results of [78]
(we omit these results).
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Fig. 10.4: Steps of Algorithm 1 applied to the internal resistance degradation curve of cell b1c29
(non-predicted data). (a), step 1. (b), step 3. (c), step 4. (d), step 5. Step 2 is omitted as it has
no impact here: n* is chosen as the final cycle number. The width of the 95% confidence interval
(computed by the non-parametric bootstrapping procedure) for the elbow-point of this curve is 23
cycles, and for the elbow-onset it is 38 cycles.
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Fig. 10.5: (a), Comparison of elbow-points obtained with Algorithm 1, [78]'s Bacon—Watts, maximum
curvature and slope changing ratio methods on a sample of cells from the A123 dataset (from left to
right b2c34, b1c30, b3c15, b3cl, blc3). (b), Comparison of elbow-points for all cells in the A123
dataset. One expects to see a linear relationship between EOL and elbow-point; of the methods
compared only Algorithm 1 and the algorithm of Satopaa et al. [2011] recover a linear relationship

reliably, however, by examining plot (a), we see that Satopaa’s algorithm selects the end point as
the elbow.
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Zhang et al. [241] report for a dataset of nickel-manganese-cobalt cells that the knee-point
appeared at between 90-95% nominal capacity; in [78], it was reported that the knee-point,
for batches 1-3 of the A123 dataset, appeared on average at 95% nominal capacity and the
knee-onset at 97.1% nominal capacity, with an average gap of 108 cycles between the knee
and its onset. We report that, for the A123 dataset batches 1, 2, 3 and 8, on average, the
elbow-onset appears at 103.0% initial IR (93.6% nominal capacity) and the elbow-point at
104.7% initial IR (91.3% nominal capacity), with the elbow-onset and its point on average
52 cycles apart; on average, both elbows appear after the knee-point. These reported figures

are calculated from the smoothed exponential curve as described in Algorithm 1.

10.3.2 Linear Relations

Figure 10.6 illustrates the strong linear relationships observed between the calculated
knee/elbow-points and the EOL, making it possible to estimate each point given a measure-
ment or prediction of another point(s). These linear relations are obtained using a standard
linear regression model y = cg + c1x + €, where y denotes the dependent variable, x the
independent variable, £ represents the residuals, and ¢y and ¢; control the intercept and
slope of the linear model, respectively. The obtained coefficient values along with their
confidence intervals are presented in Table 10.4, where the knee relations agree with those
found in [78] (Table 1).

We present the linear relationships obtained when including the predicted IR data. From
viewing Figure 10.6, comparing the green squares and black circles, the reader will appreciate
that their inclusion did not significantly influence the linear relationship obtained. This
observation lends a second layer of credibility to the predicted IR data: the elbows displayed
in the predicted IR match closely with what one would expect given the linear relationships

observed on batches 1-3.
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Fig. 10.6: (a), Linear regression model linking the knee-point to end of life. (b), elbow-point to
end of life. (c), knee-point to elbow-point. (d), knee-onset to elbow-onset. Every linear model is
presented with a 95% confidence band on the plotted regression line; all linear relations here are
calculated from the A123 dataset enriched with the predicted IR data for batch 8. Elbow points
derived from the predicted IR data are highlighted as open black circles; the reader will appreciate
that their inclusion did not significantly influence the linear regression results obtained.
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Table 10.4: Coefficients of four linear regression models relating the knee-point (a) and the
elbow-point (b) to the end of life, the knee-point to the elbow-point (c) and the knee-onset to
elbow-onset (d), respectively. The p-values for §; were computed using the Wald test, and the small
values allow the rejection of the null hypothesis that a linear relationship does not exist. The 95%
confidence intervals for the estimated coefficients are calculated via bootstrapping. The coefficient of
determination, R?, of these linear regression models is (a) 0.9822, (b) 0.9896, (c) 0.9818 and (d)
0.9520; all close to 1, showing that the fitted models explain the observed data well.

(a) Knee-Point to EOL (b) Elbow-Point to EOL
Coefficient Estimate p-value Coefficient Estimate p-value
Intercept 17+ 21 Intercept 121 £ 11
(Bo) (Bo)
Slope (81) 1.26 +£0.04 Slope (51)  0.97 £ 0.02
4.0x107148 4.5x107162
EOL = 1.26 x knee-point + 17 EOL = 0.97 x elbow-point + 121
(c) Knee-Point to Elbow-Point (d) Knee-Onset to Elbow-Onset
Coefficient Estimate p-value Coefficient Estimate p-value
Intercept —103 + 28 Intercept —143 + 42
(Bo) (50)
Slope (81) 1.30 £0.05 Slope (81) 1.51 +0.08
3.6x 107147 4.5x107112

elbow-point = 1.30 x knee-point — 103  elbow-onset = 1.51 x knee-onset — 143

10.4 Early Prediction of Elbows

A real-word challenge is how to predict the trajectory of IR growth, e.g. the elbow points
in IR curves as to detect early signs of unacceptable degradation. For example, to filter
out cell production lots that will exhibit faster increases in IR or to schedule HEV battery
replacement/maintenance. We complement the previous section in scope of the findings
of [78] (Section 3). We apply the quantitative knee prediction algorithm developed there to
the early prediction of elbows without any additional optimisation, i.e. ‘asis’. A full description
of the model and feature extraction process can be found in [78] and supplementary material;
however, we provide a brief overview. It is outside the scope of this paper to revisit the early

prediction of knees.

The quantitative prediction of the elbows is performed by a RVM [20], a type of linear
regression mechanism, taking features extracted from the early life of the cells. The feature
extraction process takes as input the first 50-cycles of the available per-cycle and in-cycle
measurements (capacity, IR, charging-times, voltage, current, temperature) and draws on
time-series analysis to calculate a vast collection of summary statistics without input from
domain expertise (see [78] Supplementary Figure 5). Then, a sequential feature selection
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funnel is deployed to select around 100 features to train the RVM [78] (Supplementary
Figures 6 and 7). When using batch 8 the input IR is the predicted IR from Section 10.2.1 -
the cases with/without batch 8 are distinguished. The model is trained on data from all
but one cell and tested on the remaining cells (leave-one-out framework); this process is
independently repeated such that each cell is used for testing once. The performance metrics

displayed in Table 10.5 are the average of the test performances.

The resultant early predictions are reported in Table 10.5, where two points should be made
salient. Firstly, on elbows vs. knees prediction, when compared to [78], the model performs
worse predicting elbows than when predicting knees: MAPE 13.8% vs. 12.0%, elbow-onset
vs. knee-onset, and MAPE 10.7% vs. 9.4%, elbow-point vs. knee-point — overall, the elbow
prediction is up to 2% worse when compared with knee prediction. This lower accuracy in
elbow (vs. knee) prediction was expected as the input IR measurements are much noisier
than the capacity measurements, and hence, the identification of elbows is inherently less
exact, which in turn affects the predictive performance — as argued in Section 10.3.1, the
confidence intervals for the elbow identification are significantly wider than those for the
knees. Due to this higher noise in the elbows, when predicting elbows from input data, the
relationship between input data and elbows will be weaker/noisier than when predicting the

knees.

Secondly, the inclusion of the predicted IR data leads to a marginally worse average
performance of our model: the MAPE worsens by 0.2% for the elbow-onset prediction and
by less than 0.8% for the elbow-point prediction, see Table 10.5. This critically showcases
that the generated IR data may be used for the prediction of elbows — which we emphasise
was an input feature to the RVM.

Table 10.5: Result of RVM regressor for elbow-onset (a) and elbow-point (b) when predictions are
made from the first 50 cycles. The 90% confidence intervals (Cl) were calculated via bootstrapping.

The entry ‘With b8?" refers to results computed with (‘Yes') and without (‘No') the inclusion of the
artificially predicted IR data of batch 8.

(a) Elbow-Onset Prediction (b) Elbow-Point Prediction
With Metric Score  Cl (o= With Metric Score  Cl (a =
bg? 0.1) b8? 0.1)
No MAE 89.1 [77.0, No MAE 76.3 [64.5,
(cycles) 101.8] (cycles) 88.6]
MAPE 13.8 [12.4, MAPE 10.7 [9.5,
(%) 15.3] (%) 12.0]
Vee MAE 91.3 [79.4, Ves MAE 83.4 [72.8,
(cycles) 104.0] (cycles) 94.6]
MAPE  14.0 [12.6, MAPE 115 [10.4,

(%) 15.5] (%) 12.8]




10.4. Early Prediction of Elbows 150

From a methodological point of view, we employed the simple RVM algorithm of [78] in
a direct manner: without any additional optimisation to take into account the noisier IR
data or the predicted IR data. This was a choice to prove that the generated IR data can
be used for early prediction. There is indeed room for future improvements in the early
prediction of IR elbows and such is left for future research. Lastly, increasing the number of
cells displaying elbows by prediction to 169 (= 124 + 45) will benefit approaches that are
highly dependent on the size of a dataset.

10.5 Conclusions and Future Work

In this original work, the IR rise curve of Li-ion cells is characterised by the novel concept
of ‘elbow-point’ and ‘elbow-onset’; a generalist identification algorithm is then proposed.
The proposed approach is able to handle not only measurement noises but also sigmoid-
type patterns in capacity fade and IR rise curves. The findings highlight significant linear
relationships between EOL, capacity knee-point/IR elbow-point and capacity knee-onset/IR

elbow-onset for the data under study.

Two machine learning-related goals were achieved. The first, part of the data pre-processing
step, draws on neural network techniques to build independent IR and capacity SOH
predictors achieving a small MAPE of 1.6% and 0.4% respectively — these results are of
wider general interest. The proposed IR estimator has been deployed to complete an existing
cell cycling dataset with missing IR measurements resulting in a well-rounded life cycle
dataset encompassing both capacity and IR data. The generated data is publicly available.
Such datasets can be used for both identification and the early prediction of elbows in IR
curves. We then provided an illustrative example for such an early predictor of IR elbows.
Furthermore, the cells with predicted IR are shown to be usable for the early prediction of
elbows: resulting in only slightly worse average performance than when they are excluded
(the MAPE worsens by less than 0.8%).

The methods of elbow identification and prediction, in this work, have commercial value
to battery manufacturers as well as end users such as fleet managers and energy storage
utility operators. Accurate early forecasting of the IR elbows will allow manufacturers to
set appropriate performance and lifetime warranties for their products. Additionally, elbow
forecasting allows battery users to accurately and conveniently schedule battery maintenance
and replacement, or adjust the duty cycle to accommodate the reduced performance of the

battery pack as it degrades.
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In the future, the accuracy of the early prediction will be enhanced. Multiple dimensions of
inputs encompassing the predicted IR data and other measurements will be used to train the
model with an improved tolerance for noisy data. Overall, elbow identification and elbow
early prediction can be used to influence the design of the thermal management system:
accounting for the additional heat dissipated by cells as they approach their EOL. A study
comparing the relations between knee/elbow-onset and -point across more datasets is left

to future work.



Chapter 11

One cycle prediction

The work presented in this chapter is taken from our paper [208]. We work with the datasets
of Seversion [197] and Attia [6] (from the TRI see Section 9.2.1 of Chapter 9). In addition,
we make use of the synthetic IR data developed in Chapter 10.

Abstract

There is a large demand for models able to predict the future capacity retention and internal
resistance (IR) of Lithium-ion battery cells with as little testing as possible. We provide a
data-centric model accurately predicting a cell's entire capacity and IR trajectory from one
single cycle of input data. This represents a significant reduction in the amount of input
data needed over previous works. OQur approach characterises the capacity and IR curve
through a small number of key points, which, once predicted and interpolated, describe
the full curve. With this approach the remaining useful life is predicted with an 8.6% mean

absolute percentage error when the input-cycle is within the first 100 cycles.

11.1 Introduction

Sales of electric vehicles and energy storage systems are undergoing a marked growth as
battery costs continue to fall and governments around the world introduce increasingly strict

emissions regulations.

Of importance to all applications is a cell's state-of-health (SOH). In many applications the
key metric for cell health is capacity retention. In this regard, SOH is often interpreted as the
current capacity of a cell as a percentage of its rated capacity. As the capacity degrades over
time so does the cell's usefulness eventually reaching a point at which the cell is no longer
deemed useful for its current application. This point, called the end-of-life (EOL), is often a
predefined capacity level. Another key health indicator is the internal resistance (IR) of the
cell: as the cell degrades its IR increases, impairing the cell’s ability to provide and receive
charge. Capacity degradation and IR rise of a Li- ion cell are often not linear throughout its

lifetime [78, 210]. Cell capacity typically starts to degrade in a linear manner until reaching a

152
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critical point, called the 'knee’ (referred to henceforth as the knee-point), at which the rate
of capacity degradation increases considerably [55, 69, 143]. In [78] the additional variable
‘knee-onset’ is introduced (along with an alternative identification mechanism) to provide a
useful indication of the start of this rate of increased degradation. Building on this idea, [210]
introduced the variables ‘elbow-onset’ and ‘elbow-point’ describing the same phenomena as
the knee-onset and -point but for the IR rise curve. Accurate identification and prediction
of the occurrence of knee-onset and -point can provide essential guidance for scheduling
of replacements and cell maintenance to prolong service life. However, knee-points (and
knee-onset) may appear before or after the EOL is reached and their occurrences are also cell
chemistry dependent [45]. The same holds for elbow-onsets and points. Other degradation
metrics, such as the remaining-useful-life (RUL) or the whole capacity trajectory, thus have

to be considered collaboratively for a comprehensive view.

Much research has been dedicated to the modelling of Li-ion cells and, in particular, lifetime
prediction such as EOL and RUL. Broadly, there are two approaches to this problem either
model-based or data-centric. The model-based approach encapsulates empirical models,
Equivalent circuit models and physics-based models. It includes electrochemical type models
where the cell's internal physical degradation mechanisms are simulated (see [226] for a
review), and parametric/semi-parametric type models where empirical models are fitted to
realised capacity fade curves and combined with advanced filtering techniques to predict
future degradation [37, 179]. The data-centric approach consists of machine learning and
statistical models trained on in-cycle and cycle-to-cycle measurement data such as voltage,
current, capacity, temperature and internal resistance. Feature based approaches allow for
expert input on essential features [66, 173, 178, 197] but may also take a purely data-driven
feature selection approach. Feature free approaches use deep learning techniques such as
Convolutional neural networks (CNN) to process ‘raw’ cycle data. The data-centric approach
typically requires larger data sets for training than model-based approaches, nonetheless,
this approach is showing great potential [42, 144, 233]. Physics-informed models need to
be calibrated to cell data (a non-trivial problem) and if too simplified lose the inherent
conservation laws. The computational requirements of semi-parametric type modelling are
much lower than those of electrochemical-models or the data-centric approach. For both
data-centric and semi-parametric modelling, the available data for training/calibration is a
methodological limitation in itself, be it on the quality of fitting, extrapolation or simply the

method one can use.

Research on data-driven modelling to address lifetime modelling of Li-ion cells has mainly
focused on the prediction of EOL or RUL [78, 197] in contrast the literature on the prediction
of the complete capacity trajectory is sparse. We point notably to [214] who make use
of a simple feed forward neural network to enhance the slope and bias correction model

migration technique. At its base, this approach uses a parametric model for the capacity
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fade curve then a neural network is trained to migrate this fitted model from the first 30%
(50-150 cycles depending on cell) of data into a prediction at a given future cycle. With this
approach, they are able to accurately describe the full capacity fade curve of their 4 test

cells.

Our study aims to determine the smallest number of cycles needed to accurately predict
the whole capacity/IR trajectory of a cell. We found that the information contained in any
one cycle of charge/discharge data suffices. This speaks directly to cell manufacturers who
need to grade batteries and buyers of cells who need to test samples of purchased batches

of cells for quality control.

This aim stems from several gaps in the current literature. Firstly, we address a gap that
electrochemical /physics-based modelling is yet to close. Concretely, the prediction of the
lifespan of a cell from a single cycle of input data. Take for instance the well-known Doyle-
Fuller-Newman (DFN) model for lithium-ion batteries and its variants (see [28] for a review).
Parameterising a DFN model from cycling data is impossible (much less from one single cycle)
without many material assumptions: one would need stoichiometries of the two electrodes
which cannot be obtained from cycle data [41]; one would need to dissemble the cell to carry
specific measurements which may take around 3 months [71, 72]. Without disassembling the
cell, one needs to rely on current-voltage response, for which case many of the parameters
are not well identifiable — we point that work on sensitivity analysis and optimal excitation
for parameter identification can be found in [153]. Secondly, to the best of our knowledge,
the machine learning prediction models developed so far require gradient information for
prediction. This implies longitudinal data spanning a large number of cycles, e.g., 50 to 100
cycles to predict EOL are needed [78, 197] and usually via a feature generation step. In
terms of the amount of input data, the current best art for quantitative early prediction
of RUL is using only 4 cycles of data achieving a 10.6 % mean absolute percentage error
(MAPE) [103], and this result marks a non-trivial improvement over early work. However,
reducing this number further would represent a further reduction in testing times and costs.
Thirdly, the majority of the literature deals solely with the prediction of EOL or RUL. RUL
is a key indicator of cell health and the EOL of cell quality but neither is a complete picture,
both fail to capture non-linear dynamics in the capacity fade trajectory. And lastly, the vast
majority of work focuses on capacity retention and ignores questions on IR degradation,

both are important SOH indicators and neither is a complete picture on its own.

In fact, the 80%-capacity level for EOL is an industry postulation while the knee/elbow-point
(and knee/elbow-onset) [78, 210] reflect better traceable physics/eletrochemical causal

changes.

There is thus space for new approaches to predict the full capacity and IR trajectory, and to

do so from a reduced number of measurements.
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The main contribution of this work addresses the above four limitations from the data-driven
modelling point of view. It avoids lengthy testing, the disassembling of cells and populates a
space for which physics-based modelling is yet to provide an answer. The model proposed
uses a CNN which jointly predicts, from a single cycle of data, the full capacity fade trajectory
and the full IR rise trajectory.

The rest of this study is organised as follows. Section 2 describes this study’s datasets and
Section 11.2 contains a full description of the proposed modelling approaches and insights
leading to it. An account of the model's performance is given in Section 11.3 including
a comparison with existing art: methods and approaches used, presented results, used
features, mode of feature selection and the number of cycles used for prediction. Section

11.4 concludes this work.

11.2 Predicting future capacity and internal resistance

A question present in all battery applications is: what does the future degradation of a
particular cell look like, when will a cell no longer be suitable for its current application and
at what speed will this degradation occur? When solely considering cycle-ageing, ideally one
would know the future capacity and internal resistance of a cell any number of cycles into
the future, up to (and perhaps beyond) the EOL.

Following on from previous work [78, 210], we describe the capacity degradation by use of the
knee-onset, knee-point and EOL, and the IR rise curve by the elbow-onset and elbow-point.
Fermin et al. [78] proposed the use of the Bacon-Watts and double Bacon-Watts model
to identify the cycle at which the knee-point and knee-onset occur, respectively. Strange
et al. [210] proposed an additional smoothing process prior to deploying the Bacon-Watts
models — this process involves fitting an empirical line-plus-exponential model to an isotonic
regression of the data. The linear relationships between these points are also explored in
the cited papers. Here, we use the second approach (with smoothing). Additionally, as we
are interested in describing the full curves, we must select the capacity and IR values at
the knees and elbows. Since the recorded data (in particular the IR) is noisy, we take these

capacity/IR values from the smoothed (line-plus-exponential) curves and not the raw data.

We now propose a simple empirical model with which we can describe the full capacity
and IR curves. In addition to the knees (for the capacity) and elbows (for the IR) we need
the first and last points of both curves. As described previously, data was recorded until
the cells reached 80% of their nominal capacity (~ 0.88Ah). So, we describe the capacity
curve by four points: the current cycle (measured capacity), knee-onset (empirical capacity),
knee-point (empirical capacity) and EOL (0.88Ah). And, we describe the IR curve by the
current cycle (measured IR), elbow-onset (empirical IR), elbow-point (empirical IR) and

capacity-EOL (empirical IR). Our proposed approach, assuming the current cycle is sampled
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ahead of the knee/elbow-onset and -point is as follows, shown in Fig. 11.1: 1) fit a cubic
spline between the four points; 2) take the cubic spline as the approximation between the
last three points; 3) approximate between the first two points by a straight line. Applied to
the measured capacity fade curves of batches 1, 2, 3 and 8 (up to EOL), and taking cycles 1
to 100 as the ‘current cycle’, this model obtains a root mean square error (RMSE) of 0.0039
and a coefficient of determination (R?) value of 0.9931, and applied to the measured IR
curves it obtains a RMSE of 0.00015 and an R? value of 0.9838 showing a strong agreement
with the measured values. Up to the onset points the degradation is linear, and thus the
straight line approximation (step 3) performs well. Comparing after the knee-onset the
model obtains a RMSE of 0.0046 and an R2 value of 0.9902, and restricted to after the
elbow-onset the model obtains a RMSE of 0.00017 and an R? value of 0.9832. So, our
simple interpolation accurately describes the true curves. An example of the approximated

capacity and IR curves is given in Fig. 11.1.
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Fig. 11.1: Empirical model fitted to the capacity and IR curves of cell b3c12.

Then, in order to predict the entire capacity fade and IR rise curves, it is enough to have
a measurement (or prediction) of the current capacity/IR value and predictions of the
number of cycles until (and the remaining capacity/IR values at) the knee-onset, knee-point,
EOL, elbow-onset and elbow-point. To illustrate these quantities, we predict the ‘time to
knee-onset' (ttk-o), ‘time to knee-point’ (ttk-p), RUL, ‘time to elbow-onset’ (tte-o) and
‘time to elbow-point’ (tte-p). In addition, we predict the remaining capacities at knee-onset
(Q@k-0) and knee-point (QQ@k-p), and the IR values at elbow-onset (IR@e-0), elbow-point
(IR@e-p) and the IR at (capacity) EOL (IR@EOL). The retained capacity at EOL is known
and thus does not need prediction. The empirical model described above can then be fitted
through the predicted points giving a prediction of the entire capacity degradation and IR

rise curves. It should be pointed out that the characteristic points we select are stylistic
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in nature and that not all cells display knees or elbows. However, the authors believe that
the basic idea of identifying and predicting key points before fitting an empirical model
should be applicable to a wide range of ageing modes. Different ageing modes may require

a different stylised model (this is left to future research).

We restrict most of our discussion to ‘early’ prediction, here defined as the first 100 cycles
of data (initial setting). This is a more difficult setting than prediction at later points (full
setting) and allows for a direct comparison with previous works in the literature. Indeed,
as expected, our model performs better as the cycle from which predictions are made
approaches the actual cycle of the predicted quantity. For illustrative purposes, our model’s

performance predicting the RUL versus the distance from the EOL is presented in Fig. 11.5.

11.2.1 Modelling approach

Ideally, the testing required to make a prediction should be limited in time, making prediction
fast and convenient. Thus, we restrict to the prediction from a single cycle of data. This
removes the need for past knowledge of a cell, a problem faced in so-called ‘second-life’
applications, where the historical cycling profiles of most cells are unknown. In addition, this
restriction massively multiplies the available data for training. For each cell (when restricting
to the first n-cycles of data) we have n-cycles of data and n corresponding distinct values
for each item we are predicting. Predicting from one cycle of data, we thus have n examples
from each train/test cell. This multiplication of the training set allows us to use deep learning

techniques.

We will now describe our proposed model. We take a data-driven and feature-free approach.
We propose a model consisting of a convolutional ‘feature extraction’ block followed by
two densely connected layers, displayed in Fig. 11.2 and described in Table 11.1. As output,
this model can be trained to predict values jointly (joint prediction) or separately. As
input our model takes a single cycle of voltage, current and SOC data (obtained by the
coulomb counting method, from one full cycle). Our model was implemented in Python
using TensorFlow via the Keras API [43]. All layer names given in Fig. 11.2 refer to the
corresponding Keras layers. To assist training, batch normalisation was used before each
MaxPoolinglD layer. The model was trained using the adam optimiser for 100 epochs with
a batch size of 512. And the mean absolute error was set as the loss function. A learning
rate scheduler (described in Eq. (11.1)) was used during training with a ‘decay rate' of 0.9

and a ‘decay step’ of 5 epochs.

Since the in-cycle data was not recorded at consistent time intervals or for the same number
of time-steps, after cleaning, the data was interpolated and nan-extended to a consistent
length and time-step. The interpolation was performed with the SciPy [109] function interpld
and interpolated to one measurement every four seconds. The data was then allocated at

random (by cell) into an 80-20 train-test split. The training and testing sets were then
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Fig. 11.2: Representation of the CNN architecture. The ‘x3' notation denotes three repeated blocks
with the displayed configuration.

layer name input size  hyper-parameters output size
convld_1 926 x 3 24,6, ReLU 921 x 24
batch_normalization_.1 921 x 24 - 921 x 24
max_pooling_1 921 x 24 2 460 x 24
convld_2 460 x 24 32, 3, ReLU 458 x 32
convld_3 458 x 32 32, 3, RelLU 456 x 32
batch_normalization_2 456 x 32 - 456 x 32
max_pooling_2 456 x 32 2 228 x 32
convld_4 228 x 32 32, 3, ReLU 226 x 64
convld_5 226 x 64 32, 3, ReLU 224 x 64
batch_normalization_3 224 x 64 - 224 x 64
max_pooling_3 224 x 64 2 112 x 64
convld_6 112 x 64 32, 3, RelLU 110 x 64
convld_7 110 x 64 32, 3, ReLU 108 x 64
batch_normalization_4 108 x 64 - 108 x 64
max_pooling_4 108 x 64 2 54 x 64
flatten_1 54 x 64 - 3456
dense_1 3456 64, ReLU 64
dropout_1 64 0.4 64
dense_2 64 n_outputs, linear n_outputs

Table 11.1: Proposed architecture of the CNN model for the prediction of ttk-o, Q@k-o, ttk-p,
Q@k-p, and RUL. The model can be trained to predict multiple points at once (joint prediction) or
separately. Hyper-parameters are given in the format: filters, kernel size, activation for convld layers;
pool size for max_pooling; dropout for dropout; nodes, activation for dense layers.

restricted to the first 100 cycles of data before being standard scaled (when the model
was trained in the full setting, the restriction step was dropped). Hyper parameters were
optimised prior to testing using randomly selected validation subsets of cells from the training

set.
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When using the model to predict future capacity (Q@k-o and Q@k-p) and IR (IR@e-o,
IR@e-p and IRGEOL) the model was trained to predict the loss in capacity and rise in IR,
respectively. Given a measurement (or prediction) of current capacity and current IR, these
can then easily be converted into predictions of future capacity and IR. The loss in capacity
from the start to EOL is of the order of 0.1. Similarly, the loss in capacity to knee-onset and
knee-point is quantitatively small. The IR rises are even smaller, of order 0.001. Small target
values can mean small values in a model’s loss function which can negatively impact training.
Thus to improve performance, our model was trained to predict 10000 x (loss in capacity)
and 2000000 x (rise in IR). These multiplications were accounted for when converting to a
prediction of future capacity and IR. The multiplicative constants selected here are largely
arbitrary (chosen to roughly match the range of RUL values) and their exact specification

did not significantly impact model performance.

11.2.2 Prediction intervals via the forward-dropout method

Here we briefly describe the approach taken to provide prediction intervals. A simple approach
is to train and predict with multiple independent copies of a model calculating prediction
intervals from the independent predictions. Here by ‘independent’ we mean models trained
separately: due to the stochastic nature of the training each trained model will provide
different predictions. This approach is often referred to as an ‘ensemble’ approach, and this
is the approach taken to produce the performance metrics displayed in this paper. However,
there are notable issues which may make such an approach unattractive or unfeasible. Firstly,
there is the computational cost and time associated with training a model repeatedly and
independently. And secondly, there is the cost of storing multiple models in memory, which

poses a particular barrier in storage limited applications such as integrated chipsets.

Another approach, superior to the ensemble approach in both aspects described (although
not necessarily in terms of accuracy), is to deploy dropout during the forward pass of a
network (forward dropout). That is, predicting with a trained model multiple times each
time with a random dropout (of a pre-specified rate) applied and calculating prediction
intervals from these predictions. This approach can be viewed as a Bayesian approximation of
a Gaussian process [83]. The rate at which dropout is applied during prediction is optimised
such that the distribution of ‘residuals’, from dropout prediction to the median dropout
prediction, matches the distribution of residuals from the model without dropout's prediction
to the true value. This optimisation can be performed prior to deployment (on a validation
set), or ‘on the fly' after deployment as predictions are made and then compared with realised
results. This is our preferred approach when using the model to predict the full capacity
fade and IR rise curves. When this approach was applied to our model the dropout layer
present in Table 11.1 and Fig 11.2 was used to apply dropout in training with our selected

training dropout and then in prediction with a separately optimised prediction dropout rate.
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11.3 Model performance

11.3.1 Performance metrics

We now present our model’s performance metrics when predicting each quantity in isolation.
The figures for the prediction of ttk-o, ttk-p, RUL, IR@e-o and IR®@e-p are presented in
Table 11.2. For the capacity related predictions, the cycle error (MAE and RMSE) is lower
for the points which are temporarily closer to the cycle from which the prediction is made:
the knee-onset and knee-point. However, in percentage terms, the model performs better
predicting the RUL than the ttk-o or ttk-p. This is explained by the larger target value
and thus smaller percentage error for a given cycle error. The larger percentage error for
the knee-onset prediction is explained by the smaller target value. The prediction of the IR
related quantities is quantitatively worse than the capacity related ones; this is explained by
the (much) noisier IR measurements which in turn effect the elbow identification [210, page
8]. A more granular view of the errors can be found in Fig. 11.4b (for the RUL) and Fig.
11.3.

RMSE (cycles) MAE (cycles) MAPE (%)
Train Test Train Test Train Test
ttk-o 38 +5.0 84 +12.0 21+27 55+65 49+0.72 126+1.44

ttk-p 414+48 83+144 26+34 5H5+£6.1 42+£048 9.7+£094
RUL 50+4.7 100+£19.3 32+31 6678 38+033 86+0.95

tteeo 51 4+3.7 112+£238 30+26 71+102 464037 11.941.87
tte-p 50£45 105£283 31+31 68+11.7 42+£040 10.1+1.54

Table 11.2: Performance of proposed model to predict Capacity's: ttk-o, ttk-p and RUL; and IR's:
tte-o and tte-p.

The results of comparing the predicted Q@k-o, Q@k-p, IR@e-o, IR@e-p and IRGEOL with
the values from the empirical fitted curve are presented in Table 11.3 where it is shown that

our model can accurately predict these values from a single cycle of data.

RMSE MAE MAPE (%)
Train Test Train Test Train Test

Q@k-o 0.0018 + 2.4e—4  0.0082 £6.7e—4  0.0013 £ 1.9e—4  0.0041 + 2.6e—4 0.13 £0.02 0.40 £0.03
Q@k-p 0.0022 + 2.8e—4  0.0075 £ 4.6e—4  0.0017 £ 2.5e—4  0.0040 + 2.1e—4 0.17 £0.02 0.41 £0.02

IR@e-o0 5.4e—5+6.2e—6 0.00019 + 2.1e—5 3.3e—5+3.8¢—6 0.00014 £ 1.6e—5 0.20 £0.02 0.84 +0.10
IR@e-p 6.7e—5 £+ 6.7e—6  0.00021 + 2.5e—5 4.4e—5 £ 5.0e—6 0.00015 + 2.1e—5 0.26 +0.03 0.85+ 0.12
IRGEOL  0.00020 + 4.9¢e—5 0.00041 + 5.5e—5 0.00014 + 2.0e—5 0.00032 + 4.0e—5 0.72+0.10 1.71+0.21

Table 11.3: Performance of model to predict future capacity and IR, when current capacity/IR is
known.
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11.3.2 Full curve prediction

We now inspect the performance of the model to predict the full capacity and IR curves. For
this we trained three models to predict jointly related quantities. These three models were a
‘time to’ model (predicting ttk-o, ttk-p, RUL, tte-o and tte-p), a ‘capacity’ model (Q@k-o
and Q@k-p) and an ‘IR’ model (IR@e-o, IR@e-p and IRGEOL). In this way we can recover
the performance metrics of individual prediction and avoid issues such as the knee-point
being predicted before the knee-onset. For each of these models forward dropout rates for
each of their outputs were optimised by training and testing on subsets of the training data.
For the ‘time to’ model the selected dropout rates were 0.45, 0.325, 0.35, 0.35 and 0.30
for the ttk-o, ttk-p, RUL, tte-o and tte-p, respectively; for the ‘capacity’ model 0.3 and
0.15, QO@k-e and QQ@k-p; and, for the ‘IR" model 0.75, 0.7 and 0.5, IR@e-o0, IR@e-p and
IRGEOL. Final models were then trained on the full training set and multiple predictions
made with the selected dropout rates. Example plots of the predictions produced by this
model are presented in Fig 11.3, where we present plots for 9 randomly chosen cells from
the 35 test cells at random cycles from between cycle 1 and 10. The full curve prediction
intervals presented in this plot were calculated by fitting our empirical model (Fig. 11.1b) to
the prediction intervals calculated from the dropout predictions of knee/elbow -onsets and
points, and the EOL. We do not address the impact of measurement noise on our input
data. A simple approach to address this issue would be to allow a normal distribution around
the measured capacity/IR with variance calibrated to the training data, or to take capacity

values from several cycles as input.

It is clear from Fig. 11.3 and Fig. 11.4b that, on average, our model performs worse on cells
with longer cycle lives and Fig. 11.4c shows the reason why: a significantly lower amount of

training data is available for cells with an EOL above 1200 cycles.

A related problem to the prediction of RUL is the classification of cells by expected lifetime.
For example, manufacturers may wish to select only the best performing cells to place in a
battery pack. In the context of the Severson dataset we point to [197] who report a 4.9% test
error classifying cells by ‘long-lived’ (EOL > 550 cycles) and ‘short lived' (EOL < 550 cycles)
from 5 cycles of data, and [78] who achieve an accuracy of 88% classifying the batteries
into ‘short’ (knee-point < 500 cycles), ‘medium’ (knee-point between 500-1100 cycles) and
‘long-range’ (knee-point > 1100 cycles) from 5 cycles of data. For comparison with these
results Fig. 11.4a displays a confusion matrix obtained from converting our model’s cycle
predictions into three classes ‘short’ (EOL < 550 cycles), ‘medium’ (550-1200 cycles) and
‘long’ lived (> 1200 cycles). We see that our model achieves a comparable level of accuracy,
while performing the classification from a single cycle of data. This shows that, while not
performing well on long-lived cells (in the regression problem), the prediction is competitive
for the classification problem. The barrier of 550 matches that used in [197], and the barrier
of 1200 is in line with that used in [78] (as the EOL occurs somewhat after the knee-point).
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Fig. 11.3: Plots of model predictions for nine randomly chosen test cells at randomly selected input
cycles. Model predictions are produced from data of a single cycle, given the measured capacity/IR
at that cycle. The prediction intervals (95% and 80%) are calculated under a normality assumption
from 100 predictions with forward dropout applied. Moving from left to right, and then down a row
repeating, the ‘test cell’ displayed is b2c30, b8c20, b3c9, b2c14, blc7, b3c34, b2c45, b3c26 and
blc4. Here, we present the IR and capacity values relative to the values measured at the input cycle.
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Fig. 11.4: a. Confusion matrix for prediction of EOL classes ‘short life' (EOL < 550), ‘medium life’
(550 < EOL < 1200) and ‘long life’ (EOL > 1200), based on quantitative prediction for test set. b.
Actual EOL vs predicted EOL with distribution of errors, showing a slight bias to under-predict EOL
especially for longer lived cells. c. Distribution of training data for EOL showing a significantly lower
amount of training data for long lived cells.

In Fig. 11.5 we note that the model performance improves in a largely linear manner as the

cycle from which the prediction was made approaches the EOL.
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Fig. 11.5: Plot of model's performance to predict RUL in the full setting, showing a mostly linear
improvement in performance as the prediction point approaches the EOL.

11.3.3 Comparison with prior art

We report a comparative study of our work to existing art utilising the Severson dataset. A
review of works presenting models for prediction of EOL and RUL utilising different datasets
can be found in the introduction (and references therein). Model performance may vary due
to different employed datasets. In this regards, we can only meaningfully compare our results
to these in terms of methodology. However, we choose to provide a quantitative comparison
against literature drawing on the the same dataset analysed in this work (Severson dataset).
In particular, we discuss [103, 134, 197, 199, 237] to review methods and approaches used,
results presented, features selected, mode of feature selection and the number of cycles
required for prediction. A summary of this comparison can be found in Table 11.4. We

separate EOL and RUL prediction as these problems are quantitatively distinct.
Prediction of RUL (summarized in Table 11.4 (a))

Hong et al. [103] propose a Dilated CNN to predict the RUL. Their approach is feature
free. As input their model takes 4 cycles of voltage, current and temperature data. They
introduce two settings: the ‘initial’ setting where they restrict to data from the first 100
cycles, and the ‘full’ setting, where they restrict to data before EOL. They obtain a reported
MAPE of 10.6% and 19.7% in the initial and full settings respectively.
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In order to compare our model’s performance with that of [103] in Table 11.5 we present
our model's performance in the initial and full setting. Where we obtain an MAPE of 9.6%
and 12.8% respectively. Outperforming the model of [103] in both settings using fewer
cycles of data. We emphasise the methodological difference here to [103]: their use of 4
cycles is explicitly to capture inter-cycle cross-data correlations and temporal patterns; our
results need only 1 cycle worth of information which does not contain any type of gradient

information.
Prediction of EOL (summarised in Table 11.4 (b))
Severson et al. [197] predict the EOL using a Regularised Linear Model (RLM) trained

on features extracted from the first 100 cycles of data. They emphasise the importance
of including voltage data in their regression models, in particular capacity as a function
of voltage (Q(V)); proposing three candidate models to predict EOL, all utilising features
extracted from the gradients of voltage discharge curves. The best performing of these
models (utilising the most features) obtains a reported MAPE of 9.1%

Ma et al. [134] propose a new ‘Broad Learning-Extreme Learning Machine’, this model is
tested to predict the capacity and EOL on three data sets. For the Severson dataset they
present results only for the prediction of EOL. Like Severson their model takes as input
features extracted from the first 100 cycles of data. With this model they obtain a reported
MAPE of 9%.

Shen et al. [199] predict EOL using a Relevance Vector Machine (RVM) to enhance the
dataset by generating ‘artificial cells’ with long cycle-lives then the enhanced dataset is used
to train a CNN. As input the CNN takes AQ100—10(V'), thus we consider it a ‘feature based’
CNN. Evaluating their model on a primary and secondary test set, they report an average
MAPE of 11.7%.

In contrast to the approaches described above we take a feature extraction free approach,
utilising a convolutional neural network to learn the ‘optimal’ features. As input our model
takes a single cycle of voltage and current data, thus our model sees no gradient information.
Predicting from a single cycle of data we then greatly increase the available training and
testing data, enabling us to utilise deep learning techniques. The performance of our model
to predict the EOL and RUL when restricted to batches 1,2 and 3 is presented in Table 11.5.

Prediction of the IR rise curve

To the authors' knowledge the only other work predicting the IR rise curve for the Severson
dataset is [210]. Where a RVM was used to predict the elbow-onset and -point from the
first 50 cycles of data. For the prediction of elbow-onset they achieved a MAPE of 14.0%
and a MAE of 91.3, and for the elbow-point a MAPE of 11.5% and a MAE of 83.4. So we

have improved on this previous work in terms of accuracy and number of input cycles.

Prediction of the entire capacity fade curve
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Cycles What is
Paper Inputs Lsed MAPE predicted
This VoI 1 8.8 % EOL
work ’ 9.6 % RUL
[103] V,I, T 4 10.6 % RUL
[134] SOH, Q(V), IR, ttc 100 9.0 %
[197] SOH, Q(V), IR, ttc, T 100 9.1 % EOL
[199] Q(V) 100 11.7%
[237] SOH, Q(V), V, T 250 7.0 %

Table 11.4: Comparison of results from works using the Severson dataset. For comparison purposes,
reported results exclude data from batch 8. Ordered by number of cycles used and reported MAPE.
Inputs listed are in-cycle measurements of voltage (V), current (1), temperature (T), capacity as a
function of voltage (Q(V)); and cycle-to-cycle measurements of capacity (SOH), internal resistance
(IR) and time to charge (ttc).

RMSE (cycles) MAE (cycles) MAPE (%)
Train Test Train Test Train Test
EOL 55.0+5.8 110+24.4 33+34 73+124 3.5+0.35 8.8+ 1.43

RUL (initial) 55.0£5.8 110+24.4 33+34 73+124 3.7+043 9.6+ 1.47
RUL (full) 38 £2.7 99+348 23+£25 59+£126 53+047 12.8+1.26

Table 11.5: Performance of proposed model to predict EOL and RUL when restricted to batches 1,
2 and 3. We report performance both in the initial setting (input cycle < 100 cycles) and the full
setting.

To the authors’ knowledge the only other work predicting the entire capacity fade curve
for the Severson dataset can be found in Herring et al. [100]. Presenting a python library
for the prognosis and cycle life prediction of Li-ion cells. As an example of their libraries
performance, they predict the evolution of cell capacity for the Severson dataset. They train
a multi-task linear model to predict the number of cycles until a cell reaches a range of
SOH levels. This model takes as input the features in [197] covering 100 cycles of data. No

performance metrics were provided.
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11.4 Conclusions

The prediction of future capacity loss and IR rise is a problem of great importance. Current
capacity prediction algorithms demand input data across many tens of full charge-discharge
cycles to work and IR rise prediction has received little attention in the literature. In our
framework, the remaining-useful-life and the entire capacity/IR trajectory are accurately
predicted from a single input data cycle. This reduction entails a significant increase in
prognostics procedures’ affordability through reduced testing times, and stands to benefit

academics and industry.

Differentiating from existing methods, we use key quantities as a dimension reduced
description of the capacity fade and IR rise curve, which combined with an empirical
model describe the full curves. Regarding model selection and simplification, we effectively
demonstrate that gradient information is not required for the prediction of future capacity
degradation. To the best of our knowledge this is in stark contrast to all previous work in
this domain, which explicitly or implicitly require gradient information for prediction. Lastly,
our model shows competitive performance compared with prior art, demonstrating the power

of deep learning unlocked by considering each data cycle individually.

In terms of future work, the methodology we present can be deployed to electrochemical

impedance spectroscopy (EIS) data which, a priori, is easier to gather.

Methods

Learning rate scheduler starting from the default Keras learning rate, the learning rate

scheduler updates the learning every ‘decay step’ number of epochs as described in Eq. (11.1)

new learning rate = previous learning rate x decay rate . (11.1)



Chapter 12

Sample sizes required to understand
cell-to-cell variability

The work contained in this section is from our paper [209], which was a joint work with Dr.
Michael Allerhand, Dr. Philipp Dechent and Prof. Gongalo dos Reis.

Abstract

The testing of battery cells is an expensive and long process, and hence understanding how
large a test set needs to be is very useful. This work proposes an automated methodology
to estimate the smallest sample size of cells required to capture the cell-to-cell variability
seen in a larger population. We define cell-to-cell variation based on the slopes of a linear
regression model applied to capacity fade curves. Our methodology determines a sample
size which estimates this variability within user specified requirements on precision and
confidence. The sample size is found using the distributional properties of the slopes under

a normality assumption. The implementation is available on GitHub.

For the five datasets in the study, we find that a sample size of 8-10 cells (at a prespecified
precision and confidence) captures the cell-to-cell variability of the larger datasets. We show
that prior testing knowledge can be leveraged with machine learning models to operationally

optimise the design of new cell-testing leading up to a 75% reduction in experimental costs.

167
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12.1 Introduction

Current lithium-ion cells do not yet meet some applications’ required power and energy
densities. Therefore, research on new materials is dynamic, and ageing behaviour is an
essential part of the evaluation. Furthermore, new applications for batteries with particular
requirements - such as the electrification of ships, trucks [81], aircraft [204], tractors and
construction machinery - often bring new load profiles, which will most likely induce a
different ageing behaviour. Therefore, adapted test and evaluation methods are necessary for
a reliable lifetime prediction. Batteries are highly complex systems with physical, chemical
and electrical effects taking place simultaneously requiring a lot more effort to accurately
model these effects themselves. And thus, in the short and medium term data-driven and
empirical models will be used. These methods include diagnostic methods such as deep
learning or neural networks based on systematically generated data from accelerated ageing
tests in the laboratory [122].

The ageing of lithium-ion batteries depends on the complex interaction of numerous stress
factors such as current rate and temperature, which necessitates an extensive test matrix. In
addition, the transfer of test results to new batteries with varying materials and dimensions
to create models for new cells is very limited. Currently, complex testing is carried out on a
small scale on random samples due to the lack of testing resources. This limits the scope of
a test regarding the number of different stress factors, the resolution of the influence, and

the statistical aspects of cell-to-cell variation.

The ageing is primarily noticeable to the user as lower capacity and thus shorter operating
time [19]. Many different stress factors need to be considered for ageing prediction and
testing. These factors are, e.g. temperature, storage voltages for calendar ageing as well
as cycle depth, state of charge (SoC) range, mechanical pressure, current rate and charge
throughput for (charge/discharge) cycle ageing [70, 195].

Ageing takes place in all components of a battery, not only in the electrodes and electrolyte,
but also in the casing and separator [4]. The mentioned stress factors influence ageing in
electrodes and electrolytes. For example, the dissolution of electrolyte and binder as well
as the reduction of the active surface in anodes are accelerated by high temperature and
high state-of-charge. These ageing effects lead to capacity and power losses. In contrast,
low temperature and high current accelerate the deposition of metallic lithium on the
anode surface [227]. Fast development cycles only allow short testing periods, but the
longevity under multiple scenarios must also be guaranteed. Therefore, ageing prediction
with accelerated ageing is possible and necessary [65]. For a meaningful acceleration of
the lifetime tests, the intensified ageing conditions should not trigger additional ageing
mechanisms (e.g. lithium deposition) and the share of irreversible ageing and reversible

capacity effects from the inhomogeneity of the lithium distribution and the anode overhang
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must be separated [119]. Studies combining ageing tests, cell-to-cell variation and post-
mortem analyses to investigate the effects of ageing in the material over time require a high
number of cells to be aged under comparable conditions and investigated in post-mortem

analyses.

The fundamental patterns of how these factors influence ageing are known, and there are
already investigations on this subject [19]. The challenge, however, is that each cell type is
different, and thus the impact of those factors varies. This means that every new cell has to
be investigated in extensive tests to be able to estimate the long-term behaviour. All these
measures require very large test capacities. Furthermore, massive parallel tests are necessary
to obtain results in a shorter time compared to sequential tests. Naturally, the goal is to
test as efficiently and as little as possible and still achieve solid predictability. To uphold
high utilisation, channels should be used in succession, testing new stress factors on a new
cell when channels become available. In addition, batteries already start to age at the time
of production [21]. Therefore, cells that enter a test at different times may already behave
differently. Cells, therefore, need to be stored with minimal degradation at low temperatures

and medium-low state-of-charge levels.

Furthermore, there are variations between individual cells of the same cell type [13]. They
can be attributed to the tolerances in the production and cannot be avoided. Thus, it
is not sufficient to test one cell, but all tests must be repeated with multiple cells. In a
recent study by the 3rd author, it was shown that more cells should be tested to accurately
capture variability than what is typically done today [49]. So far, publications of Design-of-
Experiment include only either stress factors [162, 194] or cell-to-cell variation [51, 190].
And, feedback-based experiments include only a minimal design space of stress factors
and extremely accelerated ageing (around 30 days of testing per cell) [6]. Therefore, the
published posterior methods cannot be used on ageing tests aimed at predicting lifetime at

up to 10-15 years of operation.

12.2 Design of a sequential analysis

All of the above discussed aspects render the testing of batteries very costly. Therefore,
it is crucial to consider which stress factors of the measuring matrix and what number of
cells are necessary for the intended purpose and how to adjust the design of the experiment
during the test phase to incorporate knowledge gained on the fly and in a feedback loop for

additional tests.

Battery degradation prediction is also limited by the amount of data available for either
creating empirical models or parameterising physics based or data-based models. Furthermore,
due to the vast parameter space of stress factors influencing battery degradation, tests can

only provide meaningful data when those stress factors are consistently considered.
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When a test is finished, and the end-of-life of the cell is reached, the testing equipment
is freed for further use, and a question arises: Should you do more of the same testing or
consider different stress factors, in order to get the maximum information in a given time?

While conducting an ageing study, the result of the study can change with additional tests.

Phase of Probing phase A priori test plan Ongoing test enhancement
high-throughput boundaries of stress factor ~ Based on prior knowledge Feedback loop based on evaluation
testing design space and probing phase and incremental usefulness

Each dot
represents a test
condition

Resource 20 channels 1000 channels Uphold high utilisation
demand 4 weeks 2 years of 1000 channels

Fig. 12.1: Sketch of high-throughput test example using 1000 channels and different phases of the
design of experiment and continuous test enhancement.

Figure 12.1 shows the idea of the underlying testing concept as an example in this work.
Each dot represents a test condition with the stress factors as the axis of the design space.
First, within a probing phase, only a few cells (20 in this example) are tested to identify the
boundaries of the stress factors under investigation for the given cell. The aim is to collect
this data within a short time — for example 4 weeks. Then, based on this data and additional
prior knowledge transfer from previous ageing tests, an a priori test plan is created and rolled
out on a massive test infrastructure. In this second phase, individual stress factors are tested
on 1000 channels parallel. Finally, in the last phase, channels become available due to cells
degrading faster with some stress factors, additional cells are tested to increase the data
available at areas of interest with the most amount of information gained at those conditions.
The second and third stages overlap and will continue for as long as the equipment is
available or a sufficiently high accuracy and diversity of the measuring data is reached. This
can be up to 2-3 years of testing.

Figure 12.2 shows a number of channels and their usage over time. Images a) and b) show
example decisions made after one year based on an automatic usefulness calculation: in a)
different testing is given priority, while in b) the calculation showed more tests were necessary

for the same testing condition since the desired level of confidence was not yet reached.
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a) Year 1 Year 2 b) Year 1 Year 2

Available channels
Available channels

L]

Fig. 12.2: Example for an ageing test plan for 2 years with 24 channels available. Each row represents
a channel and a) and b) describe two scenarios with a change of the test plan after one year
depending of having tested “enough” to capture variability. Yellow denotes channels used to capture
the cell-to-cell variability, green shows the initial run of other stress factors, and blue and red show
sequential tests on the same channels. In a) after 1 year enough cells have been tested under the
same conditions, so additional test conditions can be tested with the available channels. In b) the
amount of data collected is not yet enough and additional tests are started with the same ageing
conditions.

12.3 Datasets overview

In terms of data for this work, we use the same data as [49, Section 2.1] but with novel
techniques. For ease of comparison we adopt their nomenclatures. The description next
follows closely that in [49, Section 2.1]. For a general overview of publicly available battery
data, see [58]. The datasets were chosen for study based on the necessity of testing as many
cells as possible within each dataset. All datasets are open source. Each dataset features a
single type of commercially available Li-ion cells, however the manufacturers, chemistries,
and cell sizes vary from one dataset to the next. Although the methods outlined below can
be applied to different form factors, all datasets used 18650 cylindrical cells. Some datasets
had identical experimental settings, meaning that each cell was tested in the same manner,
whereas others changed the stress factors somewhat beyond the expected uncontrollable
experimental variability. The datasets are as follows, and notation-wise we reserve the letter

N to denote the total amount of cells in a dataset.

Baumhofer 2014 48 cells, Sanyo/Panasonic UR18650E, NMC /graphite, 1.85 Ah
Dechent-2020 22 cells, Samsung INR18650-35E, NCA /graphite, 3.5 Ah
Dechent-2017 21 cells, Samsung NR18650-15 L1, NMC/graphite, 1.5 Ah
Severson-2019 67 out of 124 cells, A123 APR18650 M1 A, LFP/graphite, 1.1 Ah
Attia-2020 45 cells, A123 APR18650 M1 A, LFP/graphite, 1.1 Ah
Attia-predicted 45 cells, Predicted data for Attia-2020 using model proposed in [208].
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The capacity fade curves in Baumhdofer-2014, Severson-2019 and Attia-2020 (also Attia-
predicted) exhibit the so-called Knee phenomena of rapid non-linear degradation [5, 78].
The Dechent-2017 and Dechent-2020 contain linear capacity fade trajectories over time.
The capacity fade trajectories (y-axis) plotted against time (z-axis) can be found in Figure
12.3 below. For all the datasets, the capacity is normalised to the nominal capacity, and

hence, expressed as a percentage — we work with state of health (SOH).

The Attia-predicted dataset is data generated considering the first 20 cycles of the Attia-2020

dataset and using the one-cycle predictor model proposed in [208].
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Fig. 12.3: Capacity fade trajectories (y-axis) over time (x-axis) for the six datasets mentioned in
Section 12.3

A critical remark on cell-to-cell variability across datasets.

It should be noted that the datasets considered do not all share the same driving factor
of variability. For Baumhofer-2014 and Dechent-2020 (within each dataset), the cells were
cycled identically in the same environment. Therefore, the variability observed in the data is
essentially the intrinsic manufacturing variability of the cells. In contrast, Severson-2019 and
Attia-2020 consider a wide range of charge protocols, and this is an additional driving factor
for cell-to-cell variability in the datasets. Thus, the variability observed in these datasets is
driven by intrinsic and extrinsic factors. However, as in [49], this paper works with a restricted
subset of these datasets where the variability of extrinsic factors is lower — in practise, this
translated into selecting only cells with a life cycle of between 23 and 40 days, and excluding
Batch 2 of Severson's [197] original dataset. Dechent-2017 also shows extrinsic and intrinsic
factors, but with small differences (< 15% difference of charge current) between the tested
cells. The ability to observe solely intrinsic cell-to-cell variability is, of course, experimentally

dependent.



12.3. Datasets overview 173

It should be emphasised that the methodology proposed in this paper is built on a certain
assumption of normality (see next section). Thus it is best suited for experiments whose
main source of variability is intrinsic or where the extrinsic variability is lesser. Experiments
designed with large levels of extrinsic variability (as with Batch 2 of Severson’s [197] dataset
compared to Batches 1 and 3) may be multi-modal in nature (e.g., 50 cells tested at
—10°C' and 50 cells at 40°C'). In such cases, for the purpose of estimating variability, one
would either require a multidimensional methodology accounting for extrinsic factors or to
cluster the experiment into distinct datasets where this in less of a factor. The methodology
proposed in this manuscript follows this latter framework. At the end of the next section we

discuss the current difficulty with the multidimensional methodology.

12.4 Methodology and estimation

The measure of cell variation for a dataset

Following Dechent et al. [49], we measure variation between cells as variation in the slopes

of straight lines (12.1) fitted through the cell's repeated capacity measures,
Model Linear-2: y(t) = a+ Bt + ¢, (12.1)

where t is time, y is capacity, € is a normal random variable with zero mean and finite
(unknown) variance denoting the errors/residuals. The slope 3 and intercept « are fitted to
the data (via standard least squares). Each slope [ represents a cell’s rate of capacity fade

over successive cycles (the parameter « is discarded).

This manuscript focuses on a one-parameter model for variability and it will be shown below
that the number of cells necessary to capture variability suggested by this method is already
high (e.g., half the total number of cells of the Dechent datasets). More complex models
could be explored with a greater availability of data. In general, our methodology can be
applied to other normally distributed summary statistics. For clarification, this work improves
the statistical methodology deployed by [49] for this problem and does not propose a new

measure of variability. This is left for future research.

For a sample of n slopes {f3;}_; we define the sample mean (denoted $3,) and the sample

standard deviation (denoted &,,) as

_ 1 & . 1 " _
f= g LA and = M;(ﬁi—ﬁn)? (122)

The sample standard deviation of the slopes 3 is the measure of cell-to-cell variation chosen

for this work.
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We make the following working assumption.

Assumption: For each given dataset, the population of slopes § is normally distributed, i.e.,
slopes 8 ~ N (ug, Ug), where both the population mean g and the population standard

deviation oz are unknown parameters (that differ dataset to dataset).

Under this assumption, &,, follows a Chi-distribution with n — 1 degrees of freedom ([2]),

namely

vn—1_

On ~ Xn—1 -
s

In order to specify a confidence level that &, is close to o3 as a function of n, working
with the x,,_1 distribution is inconvenient. Nonetheless, it turns out that as n increases
the chi-distribution is well approximated by a normal distribution ([2], [139], [26]). We
thus further assume that the distribution of &,, in (12.2) can be approximated by a normal

distribution with mean o and standard error s,. That is, we assume &, ~ N(ag, Sn)-

Capturing representative cell-to-cell variation for a dataset
The closeness of the estimate &, to the true value o3 is quantified by the standard error s,,.

The number of cells required to capture cell-to-cell variation is thus given by the value of n
for which s;, is small enough to ensure a given precision with a given level of confidence.
However, the standard error is scale dependent, so it is instead more convenient to work
with the relative standard error (RSE) defined as the percentage ratio of the standard error

to the standard deviation

RSE :=100-" . (12.3)

9B
For a concrete prospective: with a normal distribution, roughly 68% of samples are expected
to fall within one standard deviation of the mean. Assuming that the sampling distribution
of standard deviations is approximately normal, the RSE can thus be viewed as an upper
bound on how far the sample standard deviation &, is expected to differ from the population

standard deviation og, with a confidence of 68% that the bound will not be exceeded.

As the RSE is defined in relation to s,, it is quite easy to obtain confidence levels that our
estimate ¢, will differ from oz by no more than any percentage level £%. Simply dividing &
by the measured RSE will give the number of standard errors that a deviation of £% would
correspond to. And then, the number ¢ := —k/RSE can be compared with the CDF of a

standard normal to yield the confidence level that it will not be exceeded.
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For a given sample size n the RSE can be obtained in two ways: theoretically and empirically.
From the theoretical perspective, under the asymptotic regime of n > 10 ([2], [26]) the RSE

is given by a deterministic expression:

1 11
RSE =100—————— = n=1+-——.
2(n—1) 2 RSE

(12.4)

The inversion shown above gives a sample size n which (for the reasons given above)
corresponds to a confidence level of approximately 68%. The reader can compare the results

this equation gives with Table 12.1.

To measure the RSE empirically, the quantities in formula (12.3) must be replaced with
estimates: og can be approximated by taking the empirical standard deviation of the
largest available sample (the whole dataset), and, s,, by using a bootstrapping procedure to
construct a distribution of sample standard deviations and then taking its standard deviation.
Concretely, for a given sample size n and a number of bootstrap samples b (say b = 1000),
sample (with replacement) b sets of n slopes. Taking the standard deviation for each set of
slopes produces a distribution of b standard deviations; taking the standard deviation of this

distribution gives an estimate for s,,.

Making use of these results in practice

We can now describe concretely our approach to calculate the required number of cells to
maintain an accurate picture of cell-to-cell variability. Two elements must be prespecified: a
maximum acceptable deviation k% for the estimate &,, of o3 and the level of confidence
required that this k& will not be exceeded. Firstly, the linear regression (12.1) is fitted to
the capacity data giving a list of slopes. Then, using this list of slopes, for sample sizes
from n = 2 up to the full size N of the dataset the RSE is calculated as described above -
examples of the resulting values can be seen in Figure 12.4. For the acceptable deviation
level (k%) the probability that it will not be exceeded is then calculated for each sample size
- this is presented in Figure 12.5 for k = 25%. The required sample size is then the smallest
sample size providing the required confidence level. The theoretical and empirical results
will not always agree and (after checking for outliers and normality as described below in

relation to Table 12.4) we recommend selecting the larger of the two sample sizes.

In Section 12.5 we compare the empirical and theoretical sample sizes our methodology
recommends for the datasets selected for this work. In Table 12.1 we present the theoretical
required number of samples for a range of maximum acceptable deviations (relative to og)

and confidence levels that this maximum will not be exceeded.

For example, to obtain an estimate of standard deviation s,, that deviates from o3 by not
more than 25% at a confidence level of 68%, Table 12.1 indicates a sample of at least n = 9
cells (see also [26, p120] or [25, p103]).
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Maximum acceptable deviation (%)

5 10 15 20 25 30 35 40 50
50 92 24 12 7 5 4 3 3 2
60 | 143 37 17 10 7 5 4 4 3

X 68 | 199 51 23 14 [9] 7 6 5 3

s 75 | 266 68 31 18 12 9 7 6 4

S 80 | 330 8 38 22 15 11 8§ 7 5

© 85 | 416 105 48 27 18 13 10 8 6

S 9 | 543 137 62 35 23 17 13 10 7
95 | 770 194 87 50 32 23 17 14 9
99.7 | 1763 442 197 112 72 50 37 29 19

Table 12.1: Theoretical number of samples required to estimate the population standard deviation for
a range of maximum acceptable deviations (relative to o3) and confidence levels that this maximum
will not be exceeded. The 68% confidence row corresponds to the asymptotic RSE result of Equation
(12.4) with the boxed n = 9 stands for RSE = 0.25.

Comparison to prior art

The main contribution of this work, in comparison to [49], is a statistically quantified choice
of the required sample size n. While the definitions chosen for variability are of the same
form as there, the methodology developed for choosing the sample size is different. The
methodology® of [49] requires the selection of a manual threshold limit for each dataset and
the exact statistical meaning of this is unclear. In contrast, the parameters of maximum
acceptable deviation and level of confidence used by our approach have clear statistical

interpretations.

The methodology here focuses solely on a standard linear regression model and models
capturing non-linear degradation are not included (e.g., the line-exponential model highlighted
in [49] or the Bacon-Watts model [78]). The three parameters of the line-exponential model in
[49] are not easily interpretable and the model suffers from a lack of robustness. Additionally,
the line-exponential model requires the full longitudinal data to work well (see [5, 210])

which limits its usability in online applications as is discussed below (see Section 12.6.2).

1.

From a bird’s eye perspective, both here and in [49], the starting point are models like (12.1) and a variation
metric is build from their parameters. To work with the subsampled distributions, we use bootstrapping while
[49] uses a hierarchical Bayesian approach. The final aspect, and the main difference of approach, requires
a technical explanation. The method explained in the final paragraph of [49, Section 3] is to linearise the
relationship between variation and sample size by taking logs — this tacitly assumes an unstated power curve
relationship between variation and sample size — then identify a “stable region” of the linearised relationship
by extrapolation from manually chosen points. It is not clear how this could be automated or which statistical
interpretation it has. Finally they threshold deviations from the line to find the smallest sample size n. We
compare sampling distributions using the RSE (12.3) as a general scale-invariant measure. The user then
specifies a statistically interpretable and justified threshold on the percentage of RSE at a confidence level
and the sample size is found without any further (manual) choice.
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This project’s implementation under CC BY 4.0 copyright license is publicly available on
GitHub (see Additional Information section) as an open invitation for further testing and

experimenting.

12.5 Results

For sake of exposition, this section is presented under the choice of a maximum acceptable
deviation of at most 25% and a confidence level of 68%. Figure 12.4 shows the relative
standard error of sample standard deviation as a function of the cell sample size, (starting
with the smallest sample with any variation n = 2 until the total number N of samples
available). The empirical estimates (shown as open circles) and the theoretical estimates

(shown as lines) are obtained as described in Section 12.4.

Severson-2019 Baumhofer-2014 Attia-2020

RSE (%)
RSE (%)

0 0 0
0 20 40 60 0 20 40 60 0 20 40 60
Sample size Sample size Sample size
Dechent-2017 Dechent-2020 Attia-predicted
80 80 80

RSE (%)

0 20 40 60 0 20 40 60 0 20 40 60
Sample size Sample size Sample size

Fig. 12.4: Relative standard error (RSE) of sample standard deviation as a function of sample size.
Black continuous line given by deterministic RSE asymptotic approximation of (12.4).

Figure 12.5 shows the corresponding confidence levels for a threshold on maximum acceptable
deviation specified at & = 25%. These confidence levels are obtained by comparison with
a normal distribution as described in Section 12.4. The figure shows that the theoretical
estimates are generally a close fit to the empirical estimates. Comparison with empirical
data, such as the Severson-2019 data shown in Figure 12.5, shows a good agreement in
that sample size n = 9 is the smallest sample where the percentage RSE is not more than
25% with a confidence level of 68%.

Table 12.2 shows empirical estimates of the sample size needed to estimate standard deviation
that deviates from o3 by not more than k = 25% with a confidence of 68%. The theoretical
estimate is n = 9. Where there are differences between the theoretical and empirical results,
(for example the Dechent-2017 dataset), it is most probably because the assumption of

normal sampling was not met.
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Required Sample Size

N  Empirical Theoretical
Baumhofer-2014 48 8
Severson-2019 67 9
Attia-2020 45 9 9
Dechent-2017 21 10
Dechent-2020 21 10

sample estimate with relative error not more than 25%.

Table 12.2: Sample sizes for the datasets of this study (at 25% maximum acceptable deviation and
68% confidence) per dataset, and theoretical sample size estimate (see Table 12.1). N is the total
number of cells tested.

Figure 12.6 shows a Q-Q-plot graphical assessment of distribution normality of cells with

Linear-2 (12.1) slopes in each dataset. There could be several reasons for departures from

normality in the Dechent-2017 dataset. One possibility is simply that the dataset has too
few cells, for example, both Dechent-2017 and Dechent-2020 have just 21 cells. As a

general evaluation, for Severson-2019, Baumhéfer-2014 and Attia-2020, there is a very

good agreement of the quantiles (large majority of samples) but there is evident left- and

right-skew hinting at a non-symmetric distribution. Figure 12.3 shows that the Dechent

datasets do not display capacity fade curves with knee-points.
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Fig. 12.6: Q-Q plots for the standardised distribution of cell slopes 8. The inset histogram plots
show the true (non-standardised) distribution of slopes for each dataset.

12.6 Two applied examples

12.6.1 Using prior knowledge to inform new testing

From an historical perspective, Attia-2020 [6] appears in the literature one-year after Severson-
2019 [197]. Both datasets report cycling data from similar battery cells, and we argue that
knowledge gleaned from Severson-2019 could have been used to inform testing for Attia-2020.

This example explores this idea.

Imagine an experiment as follows: take from the public sphere the existing Severson-2019
[197] dataset and train on it the machine learning one-cycle predictor model of [208] (the
one-cycle model is a model designed to predict the remaining capacity degradation trajectory
of a Li-ion cell from any single input cycle). Then, start the cycling experiment on the cells
of Attia-2020 over a short amount of time (the first 20-cycles) and, on that information,
apply the [197] trained one-cycle model to build predicted trajectories for all the cells of
Attia-2020. Finally, let the rest of the Attia-2020 experiment take its course. The paths of
the capacity fade curves for the three datasets can be found in Figure 12.3. The methodology

of the previous section is then used.
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To the obtained linear model slopes of the Attia-predicted dataset apply the sample size
methodology developed in Section 12.4. Table 12.3 reports the estimated sample sizes for a
25% maximum acceptable deviation and a confidence level of 68% at which a theoretical
sample size is computed to be n = 9 (see Table 12.1). The sample size estimate for the
Attia-2020 experiment is n = 9 while for the Attia-predicted, computed using only very early
life data, is n = 11.

Required Sample Size
N  Empirical Theoretical

Severson-2019 67 9
Attia-2020 45 9 9
Attia-predicted 45 11

Table 12.3: Sample size for Attia-predicted (at 25% maximum acceptable deviation and 68%
confidence) per dataset, and sample size theoretical estimate (see Table 12.1). Information on
Severson-2019 and Attia-2020 kept for comparison.

We argue that this example validates the idea of using prior information to inform the design
of a future experiment. From the calculations, having used n ~ 10 cells in the Attia-2020
experiment instead of 45 cells would have sufficed to create a representative sample of
cells to capture cell-to-cell variability for that dataset. This reduction in sample size for the
testing equates to a ~ 75% reduction in experimental costs and, in view of Figure 12.2,
would free about 35 cell-cycler channels after just 20-cycles (time-equivalent) of testing (see

the concept of Figure 12.2).

12.6.2 Generating test cases in an online format to inform larger and longer
experiments

In this example, we employ the estimation procedure of Section 12.4 under a segmentation
of input longitudinally across time (recall Figure 12.1 and 12.3).

Imagine an experiment as follows: a cell cycling experiment having N cells is allocated to a
cell-cycler and it is to last a 7' amount of time (say 10 weeks). All cycling data is collected?.
Once the experiment runs through 20% of its allocated time (two weeks), the procedure
described in Section 12.4 is applied to the data available and the representative sample size,
say Mgy, is determined. Once the experiment runs through 40% of its allocated time the
procedure is applied again (to all data since the beginning of the experiment) and nygg is
estimated. This is then repeated at increments of 20% time until the end of the experiment

is reached yielding the estimates nggy, Mgy and nqggy.

2. We ignore the possibility of having prior knowledge of the cells, otherwise one can easily leverage the
ideas of Section 12.6.1 by applying, e.g., the one-cycle model at further judiciously chosen time points.



12.6. Two applied examples 181

The estimated samples sizes n,o, per dataset can be seen in Table 12.4 and these values need
to be understood in partnership with a verification of the normality assumption underlying
our methodology. This latter element is given in Figure 12.7 in the form of Q-Q plots at

each stage of our theoretical experiment.

Sample size for percentage of input

Dataset N 20% 40% 60% 80% 100%
Baumhofer-2014 48 7 12 7 7 8
Severson-2019 67 45 17 16 6 9
Attia-2020 45 11 27 6 10 9
Dechent-2017 21 - 7 11 8 10
Dechent-2020 21 9 7 7 9 10
Severson-2019* 66 7 12 18 6 10

Table 12.4: Required sample size given the first 20,40, ...,100% of input data (at 25% maximum
acceptable deviation and 68% confidence). It should be noted that the theoretical number of required
cells is 9 regardless of input size (see Table 12.1). Severson-2019* denotes the results after an outlier
cell is removed from the Severson-2019 dataset (as justified below).

For both Dechent-datasets, which exhibit linear degradation fade curves (Figure 12.3), the
estimated sample sizes n g are stable across the longitudinal increments in time of the
curves and deviate slightly from the theoretical estimate (n = 9). The empty nogy-entry for
Dechent-2017 is due to insufficient datapoints on the capacity fade curve over that time

interval (see also Figurel2.7). We thus suggest that data is recorded at a higher frequency.

For Attia-2020 and Severson-2019 (see Figure 12.7), there is a high variability of the data
across the 20% to 60% input marks and, prominent, are the few but heavy outliers (on
the left tail) that strongly influence the estimate for the sample size. Thus, the results in
Table 12.4 at 20%-60% percentages of input are not inline with the theoretical result. It is
also important to note the strong non-normal nature of the slope distributions around 60%
for Severson-2019 and 40% for Attia-2020. For this range, cells are transitioning through
the inflection point of their capacity fade curve, i.e., some cells have passed their knees
(experiencing rapid capacity loss) and others are still maintaining a linear decay. The data
thus display a left skew at these percent levels, violating the normality assumption. At the
80% and 100% marks, the data conforms to normality and this is reflected in the estimated

n in Table 12.4 being closer to the theoretical one.

For Severson-2019 there is a cell which decays notably faster during the early life (easily
identifiable in Figure 12.7 at the 20% mark on the left tail). This results in a large variability
in estimates of the standard deviation. For this reason, our methodology recommends keeping
a large percentage of the cells at this stage. In Table 12.4, the row Severson-2019* displays
the results of our methodology after removing altogether the outlier cell (hence N = 66
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Fig. 12.7: Q-Q plots for the standardised distribution of cell slopes (3 across the percent input of time
data as according to Table 12.4. Datasets are left-to-right and percent input from top-to-bottom
starting at 20% until 100%. The inset histogram plots show the true (non-standardised) distribution
of slopes for each dataset and percentage of input data.

instead of N = 67). The estimated sample sizes then conform to those observed for the
other datasets (Attia-2020 in particular). This removal can be justified in practice as one
cell degrading much faster than all others is likely to be faulty (accounting for significant

differences in testing protocol).

For Baumhdfer-2014, the results follow the trend of the two Dechent datasets even though
the capacity fade curves exhibit knees. This is explained by the less extreme (more gradual)
nature of the knees displayed in the Baumhofer-2014 dataset: there is no abrupt cliff (as in
Severson-2019 and Attia-2020; Figure 12.3) and thus no large break from normality. We do
notice some effect at the 40% level (see Figure 12.7), where there is a noticeable left skew
in the data which accounts for the larger estimated value of n in Table 12.4. This effect is

small in comparison to that observed for Severson-2019 and Attia-2019.
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Recognisably, this example is not as conclusive as the previous one, nonetheless, it entails
the critical conclusion that the underlying modelling assumption need to be verified for
conclusions to be drawn. We strongly believe that this idea warrants further exploration
given its potential and hope to revisit it in future research. Lastly, it is very unclear if the
line-exponential model would yield better results (see discussion in Section 12.4) — improving

upon this is left for future research.

12.7 Conclusions and outlook

The goal of this work was to propose a methodology to determine the smallest sample size
that captures in a justified and automated way the cell-to-cell variation seen in a larger
population. This manuscript improves upon the contribution of [49] by studying anew and
re-thinking the underpinning statistical methodology. Under a normality assumption, that
needs to be validated as part of the usage, our automatic methodology recommends a choice

of n =9 for a maximum acceptable deviation of 25% with a confidence level of 68%.

In future work it would be helpful to model and better explain a representative sub-population
able to capture the cell-to-cell variation via the shape of the cell capacity fade trajectory. For
clarity of ideas, the manuscript’s focus was placed on a linear-regression method and not on
models able to capture the non-linear degradation (the reason for this is argued above). As
an outlook, with new larger datasets becoming available, this analysis could be performed
with more complex health indicators in mind for example derived from OCV, DVA or ICA
[62].

One idea for future exploration is that Internal Resistance profiles data can be included as
follows: find the 39 for the capacity (Q) curves according to the linear model (12.1); find
the B'R from the Internal Resistance (IR) curves; assume both sets 52 and SR are normally
distributed. Then sum both. l.e., define 3 := B2 + B'R; since the sum of Normal random
variables is a normal random variable then the analysis carries through. This is contingent

on Internal Resistance being included in the datasets which is often not the case [58].

Many laboratories have at their disposal large datasets across a rich test matrix where each
entry has at most 3 battery cells [58, Section 2.7]. How to incorporate the findings of this
work on such small datasets is still an open question — one possibility is to clump together
entries of the test matrix to increase the number of available cells. If one has several of these
datasets available (created at different timelines, institutions, testing machines), then how
to combine them is also unknown. Critically, the message of [231] needs to be emphasised
here: the metadata of test sets needs to be sufficiently complete (for instance, adding cell
weights be useful for variation analysis). Otherwise, it will be difficult to credibly state that
such datasets are sufficiently alike that they can be seen as an independent sample from the

same statistical distribution.
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Lastly and for perspective, the quantification of cell-to-cell variability is an open research

topic and this work joins hands with [49] as educated first steps towards a general solution.
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Chapter 13

Conclusions and future work

The key limitation of data driven approaches is the availability of data. Throughout this
thesis we have attempted to tackle that problem. In Chapter 9 we reviewed the battery
data available in the public domain, seeing that while there exists a substantial volume of
data it still remains somewhat limited in scope. Most available datasets focus on one cell
chemistry for a set and constant cycling profile, or for a limited range of cycling profiles.
Some datasets also contain data for varying temperatures, pressures, depth of discharge and
calendar ageing, but limited data exists covering an extensive range of variables (see the
“Test variables” column in Table 9.2). The main reason for this is cost and the fact that
datasets are created with a specific goal in mind. It should also be noted that the original
experimental design may not align with subsequent research. For example, the Severson
dataset [197] was designed to compare different fast charging protocols, but has been used

widely (including in the papers contained within this thesis) for the design of RUL models.

In the subsequent chapters we have also dealt with the issue of limited data. In Chapter
10 we introduced the novel concept of elbows in IR rise curves and dealt with the issue
of missing IR data for the Attia dataset [6]. In Chapter 11 we sought to improve on the
practicality of existing RUL models which required the collection of many sequential cycles
of data. This would rule out their use in many important applications such as the testing of
cells for second life usage. We proved that useful predictions can in fact be made from a
single cycle of data. And, in Chapter 12 we looked at experimental design and at specifying

how many cells should be tested in order to capture cell to cell variability.

Following the path of this thesis, we propose several areas for future research:
° Synthetic data and extrapolation across datasets

The available data is specific to certain applications with experiments designed towards
a specific end. As we displayed in Figure 10.2, data driven approaches may perform
poorly when predicting out of sample. For this reason, it is important that the data
used for training data driven models for deployment in commercial applications is
representative of the real world usage. This means that the use of many data driven
approaches is limited to those with access to a large quantity of high quality application

specific data. The collection of such data is naturally expensive and thus may prove
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prohibitive for many applications. Many users will thus gravitate towards more physics

based and simpler data driven approaches. One approach to solving this problem would

be the generation of realistic synthetic datasets which could potentially prove fruitful

for interpolating between, and supplementing, real experimental data [99, 138, 165].
° Developing interpretable one cycle models

Another issue with many data driven approaches is their lack of explainability and
interpretability. For example, the approach we took in Chapter 11 of using CNNs
provides competitive performance from a vastly reduced number of input cycles;
However, the CNN architecture means the model operates largely as a black box.
There is a large body of literature in the wider Machine learning community looking
at the problem of explaining black box models [22], but some would argue against
using deep models in the first place [184]. An interesting area of future research could
look at replicating the results we found using an interpretable model.
° Hybrid models

Hybrid approaches also seek to provide interpretable models while maintaining
predictive power. They do this by combining explainable models with less explainable
(but more predictive) models. The explainable model could be a physics based model
or an interpretable data driven model. For example, [199] combines an explainable
RVM with a CNN model. This is an interesting area for future research.

° Incorporating one cycle prediction in an online framework

As the one cycle model can predict from any single cycle during the lifetime of a
cell, it fits naturally within an online prediction framework. The paper [207] made
a start in this direction: combining a few different models in the online framework
and proposing an exponential smoothing of the one cycle prediction, but there is still
room for further research here.

° Prediction with inconsistent cell usage

In many applications, cells undergo unpredictable and inconsistent usage; However, it
is likely that some portion of the cell usage is somewhat consistent and predictable over
time. This portion could be during charging (for example with consumer electronics and
EVs) or discharging (for example in solid state energy storage). In such applications it
makes sense to perform prognostics during the most controlled stage of cell usage.
We refer to [107] as an example of a recent work predicting RUL from the consistent
discharge portion of cell usage. While the dataset explored in that work (the Severson
dataset [197]) contained data for cells with a range of different charging protocols
these protocols were held constant over time. Future work could look at predicting

cell lifetime where cells cycling is not held constant.

° Design of experiments for second life applications
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The one cycle model we developed is “historyless” in that it doesn't see the history
of the cell usage when making its prediction; However, the dataset it was tested on
is not historyless, as all cells were cycled in a consistent manner from their BOL to
EOL. Future experiments could look at predicting the RUL for cells with unknown
history. One potential experiment could split cell usage into two phases: say with a
range of cycling profiles for the first phase and one common profile for all cells in
the second phase. This is designed to emulate something like second life applications
for EV batteries where past usage of cells differ but all cells are likely destined for a
similar second life.

° Verifying the one cycle approach on additional datasets

The one cycle model should be tested further on different datasets with different
experimental conditions. In [207] the one cycle approach was verified on a different
dataset than the Severson-Attia dataset and this should be expanded upon.

° Extrapolation of model prediction to different use cases

For a given cell with a known (or unknown) history it should be possible to predict its
expected lifetime for a range of potential use cases. One potential way to achieve this
would be to make a prediction using a data driven model (based on the assumption
of a certain future usage) and to adjust this prediction up or down using some
informed interpolation between different future use cases. This would help to address
the limitations with data driven methodologies being restricted to prediction within
sample.

° Prediction from reference performance tests

Predictions made from data driven models should be incorporated with periodic
reference performance testing of cells. To this end there is scope for research looking
at making predictions for existing datasets containing data from RPT cycles.

° Prediction from direct current pulse testing

It would be interesting to recast the one-cycle methodology taking as input the data
associated to direct current pulse testing. As this data can be gathered in less than a
minute, even predicting the EOL from pulse test data would represent a massive step

forward from the one-cycle model presented in this thesis.
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